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Abstract

Logical forgetting is removing some variables from a formula while maintaining its consequences on the remaining variables.
This removal may require exponential time on arbitrary propositional Horn formulae, but it only takes polynomial time on
single-head propositional definite Horn formulae. Single-head means that no variable is the head of multiple clauses. An
algorithm to make a formula single-head if possible is shown. It enlarges the set of formulae admitting polynomial-time
forgetting by making them single-head if possible and then running the usual algorithm for forgetting.

1 Introduction

Logical forgetting is removing some variables from a logical formula while preserving its informa-
tion regarding the others [23]. Seen from a different angle, it is restricting a formula to keep only its
information about some of its variables [8].

Each of the two interpretations has its own applications. Removing information allows reducing
memory requirements [12], simplifying reasoning [9, 14, 38] and clarifying the relationship about
variables [8]. Restricting a formula on some variables allows formalizing the limited knowledge of
agents [15, 33], ensuring privacy [18] and removing inconsistency [24].

Initially studied in first-order logic [28, 42], logical forgetting has found its way into many logics
such as propositional logic [6, 8, 31], answer set programming (ASP) [17, 41], description logics
[11, 21], modal logics [37], logics about actions [14, 33], temporal logic [16], defeasible logic [1],
circumscription [40], belief revision [32] and argumentation frameworks [2].

Contrary to intuition, forgetting may increase the memory required to store information instead
of decreasing it [26]. This phenomenon is harmful to the many application scenarios where size
reduction is important if not the sole aim of forgetting: increasing efficiency of reasoning [9,
14, 38], summarizing, reusing and clarifying information [8], dealing with information overload
[12], tailoring information to specific applications [11], dealing with memory bounds [15] or more
generally with limitations in the ability of reasoning [33].

To complicate matters, forgetting is not uniquely determined: a specific algorithm for forgetting
may produce a large formula that is equivalent to a small one. The latter is as good as the former at
representing information but better in terms of size. The question is not whether forgetting increases
size, but whether every such equivalent formulae are large.

Giving an answer to this question is harder than the typical problems in propositional reasoning:
it is in Z‘g and is Dg—hard. The Horn restriction lowers complexity of one level, to membership in
2127 and hardness in D? [26].

Such a simplification in complexity is typical to the propositional Horn restriction [29]. It is one
of the reasons that makes it of interest; the other being its expressivity. Consistency, inference and
equivalence only take polynomial time. At the same time, commonly used statements like ‘if a, b
and c then d’ and ‘e, g and f are impossible at the same time’ are allowed. The Horn restriction is
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studied in, e.g. description logic [22], default reasoning [13], fuzzy logic [3], belief revision [43],
transaction logic [5] and nonmonotonic reasoning [19].

Restricting to the Horn case lowers the complexity of many operations. Is this the case for
forgetting?

A way of forgetting a variable is to resolve all pairs of clauses over that variable and to remove
the resolved clauses [8, 10, 39]. The required space may be exponential in the number of variables
to forget, even if the final result is polynomially large.

Something better can be done in the definite Horn case: if a clause contains a variable to forget
in its body, that variable is replaced; what takes its place is the body of another clause whose head
is that variable. This nondeterministic algorithm only requires polynomial working space [25]. It
extends from the definite to the general Horn case [25].

A restriction that makes this method not only polynomial in space but also in time is the single-
head condition. If clauses do not share heads, the choice of the clause to replace a variable is
moot. What was in general nondeterministic becomes deterministic. Complexity decreases from
nondeterministic polynomial time to deterministic polynomial time. The problem is tractable.

Whether a formula is single-head or not is easy to check by scanning the clauses and storing their
heads; if one of them is found again, the formula is not single-head.

It is easy but misses the semantical nature of forgetting.

Forgetting variables is restricting information to the other variables, and information is indepen-
dent on the syntax. Forgetting the same variables from two equivalent formulae gives two equivalent
formulae. The initial information is the same, what to forget is the same. What results should be the
same, apart from its syntactic form. Forgetting ¢ from {a¢ — b,b — c¢,c — d} and forgetting it from
{a - b,b — ¢,c > d,a — c} produces equivalent formulae since the two formulae are equivalent.
Yet, only the former is single-head. Only the former takes advantage of polynomiality in time. This
needs not to be, since the result is the same. The second formula can be translated into the first,
making forgetting polynomial.

Every formula that is equivalent to a single-head formula is amenable to this procedure: make it
single-head, then forget.

The second step, forgetting, is easy since the formula is single-head. What about the first?

While checking whether a formula is single-head is straightforward, checking whether it is
equivalent to a single-head formula is not. Many formulae are equivalent to a given one and are
therefore to be checked for multiple heads. The problem would simplify if it amounted to checking
a simple condition on the formula itself or its models rather than all its equivalent formulae, but
finding such a condition proved difficult [27].

An algorithm to find out whether a formula is equivalent to a single-head one is the contribution
of this article. It first determines which bodies such a single-head formula might have and then tries
a different head for each.

The algorithm is complete: it makes a formula single-head if possible. The price is its running
time, exponential in the worst case. Only in the worst case: depending on the formula, it may or may
not find an equivalent single-head formula in a short time. A case where the algorithm is polynomial
is when the formula does not make many sets of variables equivalent to each other.

When the algorithm finds a single-head equivalent formula in a short time, it makes forgetting
efficient because both steps of turning the formula into single-head form and performing forgetting
on a single-head formula are efficient. On these formulae, forgetting becomes efficient. The
algorithm enlarges the set of formulae admitting efficient forgetting.

Since the algorithm outputs its result progressively, it can be stopped at any time if it takes too
long. The unprocessed input clauses can be output as they are. The result may not be single-head,
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but all repeated heads in the processed clauses are removed. The forgetting algorithm still benefits
from the change, since it is exponential in the number of repeated heads.

The algorithm is implemented by the Python program reconstruction.py. Some examples
used in this article are in files that can be passed to it. Both the program and the files are avail-
able at https://github.com/paololiberatore/reconstruct. A number of possible
improvements and alternatives to the algorithm are shown.

The article is organized as follows. Section 2 restates the definitions and results obtained in
previous articles [25, 27]. Section 4 presents the algorithm; Section 6 gives its optimizations. The
Python implementation of the program is described in Section 7. Improvements and alternatives to
the algorithm are described in Section 8. The proof of correctness of the algorithm is in the appendix.

2 Previously

Given a set of propositional variables, a literal is either a variable x or its negation —x. A clause is a
set of literals. It is Horn if only one of its literals is positive (unnegated). It is definite Horn if exactly
one of its literals is positive. The usual notation abc — d is employed to denote {—a, —b, —c, d}.
The body of a clause is the set of its negated variables, the head of a definite clause is its unnegated
literal. All clauses are assumed to have a non-empty body. A formula is a set of clauses.

Resolution is a process that makes a clause 4 U B from two clauses 4 U {x} and B U {—x} [34, 35].
The result of removing all clauses containing the variable x from a formula F is denoted F™.

A Horn formula is single-head if each variable occurs positive in at most a clause. In other words,
A — x and B — x are not both in the formula for any variable x if 4 and B differ. A formula is
single-head equivalent if it is equivalent to a single-head formula. A summary of previous work on
single-head equivalence is in the introduction. The technical definitions from previous articles [25,
27] used in the present one follow.

An order over the sets of variables [25] is central to the algorithm presented in the next section.

DEFINITION 2.1
The ordering <r that compares two sets of variables where F is a formula is defined by 4 <g B if
andonly if ¥ =B — A.

The set BCN (B, F) contains all consequences of the set of variables B according to formula
F [25].

DEFINITION 2.2
The set BCN (B, F), where B is a set of variables and F is a formula, is defined as BCN (B, F) = {x |
F UB = x,xis a variable}.

The set BCN (B, F) comprises all consequences of F' U B. It includes all variables in B, which do
not require any clause of F' to be entailed from F U B. Yet, some may still be derived from F, some
others may not.

For example, both x and y are in BCN(B,F) if B = {x,y} and F = {y — z,z — y}. Yet, one of
them is also the result of a deduction from B and F. The chain of implications y,y — zandz — y
produces y; a derivation from B generates y again. This is not the case for x; it is in BCN (B, F)) only
because it is in B; it is not otherwise produced by any derivation. This distinction proved important
to the previous, incomplete algorithm for single-head equivalence [27].
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DEFINITION 2.3
For every set of variables B and formula F, the real consequences of F are RCN(B,F) = {x |
FU(BCN(B,)\{x}) E x}.

The set of all consequences of B = {x,y} and F is BCN(B,F) = {x,y,z}. The difference
between x and y is that x cannot be recovered once removed from it while y can. In other words,
B derives something that derives y back; it does not for x. Therefore, y is a real consequence, x is
not: RCN(B, F) = {y,z}.

This example also shows how to determine RCN (B, F') when F is a definite Horn formula: start
with B” = B and progressively enlarge B” with the variables x such that B — x € F with B" C B”.
All such variables x form RCN (B, F'), regardless of whether they are already in B” or not. The
algorithm is presented in full and proved correct in the same article where RCN (B, F) is introduced
[27]. The algorithm also determines the set of clauses used in the process: itis {B' - x € F | F &=
B — B'}. The variant of this set where tautologies are excluded is defined in the present article
as UCL(B, F). Since this set only contains the clauses of F, if F' does not contain tautologies the
difference disappears.

3 Functions used by the algorithm

The algorithm and its proof employ a number of functions that have a set of variables and a formula
as their arguments. Their formal definition is followed by explanations and examples.

DEFINITION 3.1
If F is a formula and B and H are sets of variables, the following sets are defined:

BCNB,F) = {x|FEB— x}
SCL(B,F) {A—>x|x¢A, FEA— x, A<p B}
= Ad—>x|x¢4A, F=A—-x, FEB— A, F -4 — B}

BCL(B,F) = {A—x|x¢A, Fi=B—x, A=p B)
= A—->x|x€A, FEB—->x, FEB— A, F=A4— B}
RCN(B,F) = {x|FU(BCN(B,F)\{x}) k= x}
UCL(B,F) = {B —-xcF|x¢B,F=B— B}
= (B —>xeF|x¢B,B CBCN(B,F))
HCLOSE(H,F) = {(B—x|FE=B—x,xcH\B, AB CB.F =B — x}.

The names end in ‘CN’ for sets of variables that are either all or some consequences of BU F' and
in ‘CL’ for sets of clauses entailed by F'. The first letter depends on the meaning of the function.

The functions BCN (B, F) and RCN (B, F) are introduced and explained in the previous section.
They are respectively the variables entailed by B with F and its real consequences (hence, the letter
‘R’ in the name of RCN (B, F).

The algorithm fixes a set B at time and computes a number of clauses whose body is entailed by BU
F. Such clauses are split into SCL(B, F') and BCL(B, F) according to how their body 4 compares to B:
either 4 <p B or A = B. The first are bodies that are strictly less than B; hence, the S’ in the name
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of SCL(B, F)). For example, the formula F = {b - a,a — x,b — ¢,c — b,c — y} makes {a} less
than {b}, which is equivalent to c. As a result, « — x is in SCL({b}, F)) and ¢ — y is in BCL({b}, F).

When B is fixed, only the clauses of 7" whose body is entailed by B U F' are relevant. Such clauses
are UCL(F, B), the clauses that are used (hence, the ‘U’ in the name) when drawing consequences
of B in F'. This set differs from SCL(B, F), from BCL(B, F) and from their union because it contains
only clauses of F', while the other sets contains consequences, which may not themselves be in F.
For example, in the example above BCL(B, F) also includes ¢ — a, but this clause is not in F' and is
therefore not in UCL(B, F) either.

The algorithm computes a set of variables H and searches for clauses that are entailed by F and
whose heads are in H. The set of minimal such clauses is HCLOSE(H, F). They can be determined
by resolution, since resolution generates all minimal entailed clauses: only clauses with head in A
are generated and the non-minimal ones removed at each step.

4 The reconstruction algorithm

The algorithm finds a formula that is single-head and equivalent to the given one if any. Its overall
description is given in this section, some examples in the next. Correctness and completeness are
proved in the appendix. The algorithm is implemented by the Python program reconstruct . py,
described in a further section.

A formula may not be single-head but still equivalent to one. An example is {a — b,b — a,b —
¢,c — b}, which is not single-head, but is equivalent to the single-head formula {¢ — b,b —
¢, ¢ — a}. This example shows that making a formula single-head while maintaining equivalence is
not just a matter of removing clauses: creating new ones may be necessary, like ¢ — a in this case.

The algorithm hinges on the bodies of the clauses of the original formula. A clause of F' like
a — d implies F' U {a} = d. The same entailment holds for every formula that is equivalent to
F, including the single-head ones. Such an entailment requires a clause with body a. It may not be
exactly a — d, though. It may be ¢ — b, e.g. if b — ¢ and ¢ — d are also entailed by F. If
F U {b} = cand F U {c} k= d hold, they also hold for every formula equivalent to F'.

The single-head formula is generated by reconstructing such entailments with clauses added to a
formula that is initially empty.

Starting with G = #, enough clauses are added to G to ensure G entails everything F entails,
like FU{a} = d, FU{b} = dand F U {c} i d. Adding ¢ — d to the reconstructed formula G
implies that

e G U {c} = d holds;

e adding other clauses with head d like @ — d makes G no longer single-head; but

e other entailments like G U {a} = d can be realized by transitivity, addinga — band b — ¢
to G.

The algorithm reconstructs the entailments of the original formula starting from their premises,
the bodies of its clauses. Once an entailment like G U {¢} |= d is established, it can be used to
achieve G U {a} = d by transitivity, i.e. ensuring G U {a} = c. The entailments from ¢ need to
hold in G before looking for the ones from a. The algorithm starts with the premises that imply no
other premise, obtains their consequences and continues with the premises that only imply the ones
already processed.

Algorithm 1 (Singlehead-reconstruction algorithm) reconstruct(formula F’)
LF={B—>xeF|x¢B}
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2.G=19
3.P={B|3IxB—>x€eF}
4. while P #

(a) choose a <p-minimal B € P
(aset B € Psuch that 4 <g B does not hold for any 4 € P)
(b) H=RCNB,F)\{h |34 — h e G}
(c) M = HCLOSE(H, UCL(B, F))
(d) E = false
(e)forall IT ={Cy — h1,...,Cpy = hy | H="{h1,...,hyu},Vi. hi &€ C;, Jy; . C; > y; € M}
1. if GUIT = BCL(B,F)
A. E = true
B. break
(f) if =
i. fail
(& G=GUIT
(hyP=P\{B' | F =B =R}
5. return G

The input F is a definite Horn formula with no unit clauses: every clause has a non-empty body
and a head. The core of the algorithm is the loop over the elements of P, the bodies of the clauses
in F. Each iteration starts with one such body B and ensures that if 7 U B entails a variable, also
G U B does.

This is done by adding enough clauses to G. These clauses need to be entailed by F, as otherwise
G would not be equivalent to it. The set RCN (B, F)\{h | 34 — h € G} gives their heads. The result
of HCLOSE(B, UCL(B, F)) contains a clause for each head of H. Each possible way to combine its
bodies with its heads is tested. If U B implies a variable, G is required to do as well. This is tested
by GU IT |= BCL(B, F), where IT comprises the clauses to add to G. If this entailment is false for
all combinations /T, the algorithm fails: it terminates with no output. This also happens when no IT
satisfies the condition of Step 4e: no iteration of the loop is executed, and the algorithm fails.

THEOREM 4.1
The singlehead-reconstruction algorithm (Algorithm 1) returns a single-head formula that is
equivalent to the given one if and only if one exists; otherwise, it fails.

The proof of this theorem is in the appendix.

A formula containing unit clauses can be input to the algorithm by first propagating them and
removing all resulting unit clauses; they are then added back to the output if the algorithm succeeds.
Propagation consists in replacing a variable that occurs positive in a unit clause with true and one
that occurs negative with false and then simplifying the formula.

5 Examples

A complete run of the algorithm is shown on the following formula, contained as the first formula
in the examples.py file of the reconstruction.py program.

F={a— bb—ab—ca—>da— ec—d}

1. F contains no tautologies; therefore, it is unchanged by the first step.
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4c.

4d.
4e.

4e)i.

4(e)iA.
4(e)iB.
. since F is true, the algorithm does not fail at this step
4g.
4h.

4a.

G=40.

. The bodies of F' are P = {{a}, {b}, {c}}

The entailment F U {a} = {b} defines {b} <r {a}. Similar entailments prove {a} <r {b},
{c} <F {a} and {c} <g {b}. No other entailment between the elements of P hold. As a
result, {c} is strictly lower than {a} and {b}, which are equivalent: {c} < {a}, {c} <F {b}
and {a} = {b}.

. Since P is not empty, an iteration of the loop is executed.
4a.
4b.

B = {c}, since {c} is the only minimal element of P

H =RCN(B,F)\{h |34 — h € G}

By definition, RCN ({c}, F) comprises the variables x of BCN({c},F) such that FF U
(BCN({c}, F)\{x}) E x. The set BCN({c}, F) contains the variables entailed by F U {c},
which are {c, d}. The first variable c is not in RCN ({c}, F’) since F' U ({¢, d}\{c}) = F U {d}
does not entail ¢. The second variable d is in RCN ({c}, F) since F U ({c,d}\{d}) = F U {c}
entails d. This is what RCN ({c}, F') is supposed to calculate: the variables that are entailed
by F U {c} thanks to some deduction like ¢ — d, not just because they are in {c}. The
conclusion is RCN ({c}, F)) = {d}. Since G is empty, this is also the value H takes, the heads
of the clauses that will be added to G at this iteration of the loop.

M = HCLOSE(H,UCL({c}, F))

The second argument UCL({c}, F) is the set of clauses of F' whose body is entailed by
F U {c}. The only such clause is ¢ — d.

The closure is defined as the nontautological clauses entailed by UCL({c}, F)) whose head
is in H and whose body is minimal according to set containment:

HCLOSE({d}, UCL({c}, F)) =
{B— x| UCL({c},F) = B — x, x € {d}\B, AB' C B. UCL({c},F) = B’ — x}.

Since UCL({c}, F) is {c — d} and its only clause is both nontautological and minimal, the
result only comprises it: HCLOSE ({c}, UCL({c}, F)) = {c — d}. This is the value of M.

E = false

IT 1is the result of associating each head in H = {d} to a body in M = {¢ — d}; the only
such combination is IT = {¢ — d}

the entailment G U IT = BCL({c}, F) is checked.

The set BCL({c}, F) comprises all nontautological clauses entailed by F whose body is
equivalent to {c} according to <p. The only such clauses are ¢ — d and its supersets. The
check G U IT = BCL({c}, F) is therefore the same as # U {¢ — d} &= {¢ — d}, which
succeeds.

E = true

the internal loop is stopped

G=GUIT ={c— d}

the set P is still P = {{a}, {b}, {c}}; its only element that is equivalent to B = {c} according
to F is {c} itself. This is the only element removed from P, which therefore becomes P =
{{a}, {b}}.

Since P is not empty, another iteration of the loop is performed.

since the only two elements of P are {a} and {b}, which are equivalent according to <p, the
set B is any of the two; as an example, B = {a}.
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4b. H=RCNB,F)\{h |34 — h e G}
The set RCN ({a}, F) is defined in terms of BCN ({a}, F'), all variables entailed by F' U {a}.
All variables are entailed by a. Therefore, BCL({a}, F) = {a, b, c,d, e}.
All these variables are in RCN ({a}, F) since F' U (BCN ({a}, F)\{x}) = x is the case for all
of them. For a itself, it holds F U (BCN ({a}, F)\{a}) = a since BCN ({a}, F) includes b,
and F U {b} = a. For all other variables, BCN ({a}, F') includes a, and F' U {a} entails all
other variables.
The only head of G is currently d. As a result, all variables but d are in H = {a, b, c, e}.

4c. M = HCLOSE(H,UCL({a},F))
Since F' U {a} implies all variables, UCL({a}, F) is equal to F.
The set HCLOSE(H, F)) is the set of all clauses that are entailed by F, are minimal according
to set containment and have a head in A, which is the set of all variables but d. These are
M={b—aa— ba— c,b—>c,a— e b— e}

4d. E = false

4e. Each head in H = {a,b,c,e} is associated one of the bodies of M, which are {a,b};
tautologies are disallowed; as a result, the head a can only be associated the body b and
the head b the body a; this leaves two possibilities for ¢ and two for e; as an example, c¢ is
associated to a and e to b. The resulting set /T is {b — a,a — b,a — ¢,b — ¢}

4(e)i. The entailment G U IT = BCL({a}, F) is checked.
The current value of G is {¢ — d}. Therefore, GUIT is {¢c - d,b — a,a — b,a — ¢,b —
e}. This set entails all clauses of F. As a result, it also entails all clauses entailed by F,
including the ones whose body is equivalent to {a} according to <g. These are BCL({a}, F).
As aresult, the check G U IT = BCL({a}, F) succeeds.
4(e)iA. E = true
4(e)iB. the internal loop is stopped

4f. since E = true, the algorithm does not fail

4g. Gisreassigned to G U IT, whichis {¢c - d} U {b — a,a - b,a — ¢,b — ¢}

4h. all bodies of P = {{a}, {b}} that are equivalent to {a} according to F' are removed from P;
both are: P is emptied

4. since P is empty, no other iteration is performed
5. thereturn value is G = {¢ —> d,b — a,a — b,a — ¢,b — e}.

This example shows what the algorithm does on a single-head equivalent formula. The following
ones show what it does on formulae that are not.

The first example of a formula that is not single-head equivalent is the same as the previous
with the addition of f — d. It is the second formula in the examples.py file of the
reconstruction.py program.

The bodies of F are {{a}, {b},{c},{f}}. The order <p is {a} and {b} are equivalent and strictly
greater than {c}; all three of them are incomparable with {f}.

The new body {f} is minimal in any subset of P. Therefore, the algorithm may choose it as B
from P in Step 4 at any point. As an example, it is chosen after the others. Since F'U {f} entails only
the variables /" and d, these two variables form BCN ({f}, F) = {f,d}. The first variable f is not in
RCN({f}, F) since BCN({f}, F)\{f} = {d}, and FU{d} does not entail f. Instead, the second variable
d is in RCN({f’}, F) since BCN({f}, F)\{d} = {f} and F U {f} entails d. As a result, RCN({f}, F)
only comprises d.

This variable d is the head of the clause ¢ — d of G. As a result, H = RCN({f},F)\{h |
34 — h € G} is empty. Consequently, M = HCLOSE(H, UCL({f}, F)) is empty too. No set /T is
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1604  Reconstructing a single-head formula

the combination of a head in A and a body in M. The internal loop of the algorithm performs no
iteration. As a result, £ does not change. It remains false and the algorithm fails.

The second example shows failure due the check G U IT = BCL(B, F) failing for all possible
associations /T of bodies in M with heads in H, rather than not being performed at all because H
is empty. The formula is F = {x - a,x - b,a — d,b — c,ac — x,bd — x}. It is in the
disjointnotsingle.py file of the reconstruct . py program.

The minimal bodies according to <r are {a} and {b}. When they are chosen from P they cause the
addition ofa - dand b — cto G.

All other preconditions are equivalent to x according to <g. Any can be chosen as B in the outer
loop. For example, B = {x}. The others give the same outcome.

Since F' U {x} entails all other variables, they are all in BCN ({x}, F'). Since F' U {x} entails both a
and b but not the other way around, SCL({x}, F) comprises a — d, b — ¢ and their supersets. All
other clauses of F' are in BCL({x}, F).

All variables are in RCN ({x}, F). Since F U (BCN ({x}, F)\{x}) contains a and c, it entails x. Since
F U (BCN ({x}, F)\{a}) contains x, it entails a. All other variables are like a.

The heads of G = {a — d,b — c} are d and c. As aresult, H = RCN ({x}, F)\{h | 34 — h € G}
comprises all variables but d and c. The algorithm assigns {x, a, b} to H.

The set UCL({x},F) is the same as F since all bodies in F are entailed by x. As a result,
HCLOSE(H,UCL({x}, F)) is the same as HCLOSE(H, F), the set of all non-tautological clauses
entailed by F that have head in H = {x, a, b} and minimal body with respect to set containment. It
comprises x — a,x — b, ab — x, ac — x,ac — b, bd — x and bd — a.

The inner loop of the algorithm associates one body of these clauses to x, one to a and one to b.
The non-tautological choices for x are ab — x, ac — x and bd — x. One of them is in /7.

The check is G U IT = BCL({x}, F), where G = {a@ — d,b — ¢} and IT comprises one clause
among ab — x, ac — x and bd — x and other clauses with head a and b. These three cases are
considered in turn. Even relaxing the condition that clauses do not share the head b, the entailment
check fails.

The first choice for the clause with head x is ab — x. The clauses of head b are x — b and
ac — b. The clauses of head a are x — a and bd — a. If IT comprises the first, both clauses of
head b and the clause of head x, then G U IT does not entail the second and vice versa. Therefore,
the two subsets containing only one clause of head b do not either.

The second choice for the clause of head x is ac — x. The clauses of head b are x — b and
ac — b. The clauses of head a are x — a and bd — a. If IT comprises the first, both clauses of
head b and the clause of head x, then G U IT does not entail the second and vice versa. Therefore,
the two subsets containing only one clause of head b do not either.

The third choice bd — x is symmetric to the second.

In all these cases, the entailment check fails. The algorithm fails.

The algorithm is polynomial on some formulae and exponential on others.

An ecasy class of formulae are {x; — x2,x» — x3,...,X,—1 — Xx,}. An example is in
the efficiency.py file for the reconstruct.py program. The algorithm chooses the
preconditions in the order {x,_1},...,{x1}; each time, if {x;} is B, then x;; is the only head in
H and {x;} the only body in M; therefore, IT = {x; — x;41} is the only combination to check and
succeeds.

A hard class of formulae is that comprising the unions of {x; — x2,x0 — x3,...,x—1 —
Xn, Xn = X15, V1 = ¥2,2 = V3, .-, Vn—1 = Yn,Vn — Y1} and {x; — z,y1 — z}. An example is in
the efficiency.py file for the reconstruct . py program. In the first step, B may comprise
any one of variables x; or y;. Only the case B = {x;} is considered, the others are the same by
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symmetry. Since the formula entails x; — z, a clause x; — z is necessarily included in G. This
excludes z from being entailed by yy in the step B = {yx}. Yet, the algorithm tries all combinations
ofaheadin H = {y1,...,y,} withabody in M = {{31},..., {¥u}}

6 Optimizations

The algorithm can be sped up in two ways: first, by reducing the number of combinations /7 tried
in the inner loop of the algorithm; second, by skipping the costly entailment check G U IT |
BCL(B, F) if some conditions that are necessary to it do not hold. The first avoids testing on certain
combinations /T; the second makes testing them faster.

6.1 Reducing the number of combinations

The number of combinations /7 that the algorithm tries in its internal loop is reduced by removing
some clauses from M via a function MINBODIES (M, G), which removes some clauses from M that
are redundant as they are entailed by the remaining ones and G.

DEFINITION 6.1
The function MINBODIES(M, G) produces a subset of M such that B — # € M implies GU B’ =
B" for some clause B” — h € MINBODIES(M, G).

Using MINBODIES(M, G) in place of M excludes the combinations /7 made of a body of a
redundant clause. This exclusion is proved not to affect the result of the algorithm.

What is proved is that if G U IT = BCL(B,F) where IT contains an excluded clause B’ — &,
then G U IT' |= BCL(B, F), where IT' is another combination that is tried in the inner loop of the
algorithm.

The other case, G U IT = BCL(B, F), does not need to be considered, as neglecting such a set /7
does not affect the final result of the algorithm.

THEOREM 6.2
If IT contains B’ — h and both entailments GU B’ |= B” and G U IT |= BCL(B,F) hold, then
G U (IT\{B' — h}) U{B" — h}) = BCL(B, F) follows.

This theorem proves that the algorithm can neglect /7 and still succeed, in the iteration of the
inner loop with IT' = G U (UT\{B' — h}) U {B” — h}). Such an iteration is performed since B” is
another body in M and 4 is a head in H and is not the head of a clause of IT other than B" — h.

In theory, all clauses B — h such that G U B’ |= B’ holds could be removed. That would,
however, require checking this entailment for every pair of clauses of M. The implemented version
only excludes a clause on the ground of a single step of resolution only.

Algorithm 2 minbodies(formulaM, formula G)

I.R=¢

2.4A=0

3.forB—>xeM
@T=9

(bywhileB—-x g€ AUT
1.A=AU{B — x}
. T=TU{B — x}
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1606 Reconstructing a single-head formula

iil. findC > yeGand D - xe M withC C B,y € Dand B= CUD\{y}
else R = RU {B — x}; break
iv.if D >xe€ TthenR=RU{B — x}
v.B=D
4. return R

Each clause B — x of the first argument at time is processed. The conditions C € D,y € D and
B = CUD\{y} are equivalent to C — y and D — x resolving into B — x. If this is the case, B — x
is replaced by D — x and the process repeats from there.

The clauses B — x are saved in the current trace 7 and in the global history 4. A chain of
replacements stops when the clause has been met either in this or a previous trace. The first case
signals a loop; the current clause is added to the final result. The second case tells that a clause that
entails the current clause has already been produced; nothing is added to the final result.

Since this procedure merely removes some clauses that are entailed by others and G, Theorem 6.2
proves its correctness.

6.2 The necessary conditions

Even if reformulated to be faster, the dominant operation of the algorithm is still an entailment check:
G U IT = BCL(B,F). A simplification is that not all clauses of BCL(B, F)) need to be checked
for entailment, just the ones in F. The check G U IT = BCL(B,F) is equivalent to G U IT =
BCL(B,F) N UCL(B, F).

THEOREM 6.3
The entailment G U IT = BCL(B, F) is equivalent to G U IT = BCL(B,F) N UCL(B, F).

Even though G U IT |= BCL(B, F) is reduced to the easier G U IT = BCL(B,F) N UCL(B, F),
it is still a check of entailment of a group of clauses. It is the same as G U IT = B’ — x for every
B’ — x € BCL(B,F)NUCL(B, F). The cumulative cost of these checks may be quadratic in the size
of F. This is problematic because it is done at each step of the inner loop of the algorithm: it is one
of its dominating operations.

Some conditions negate its need.

Four conditions are proved to follow from GU IT = UCL(B, F). Equivalently, if any of these four
is false, the entailment does not hold. It needs not to be checked.

The first necessary condition is about the bodies of M. Since M is made of minimal clauses
entailed by F, they all have to be entailed by G U IT. Minimality ensures that no variable of their
body is redundant. While some bodies of A may not be necessary in /7, all their variables are if a
variable in a body M is not in any body of /7, this set cannot satisfy the entailment check.

The second necessary condition is about the heads of IT. If G U IT = BCL(B,F) holds, all
consequences of B U BCL(B, F) are consequences of B U G U IT. In the most optimistic case, /T at
most entails all its heads H. Therefore, RCN (B, F) is a subset of H U RCN(BU H, G).

The third necessary condition is that GUIT = BCL(B, F') implies that G U IT with the addition of
B has the same consequences of F with B, and the same for every B’ such that F = B = B’. Thanks
to this equivalence, RCN(B', F) is the same as RCN (B, F'), which is already known. Since checking
all sets B’ equivalent to B would be expensive, only the bodies of M are considered.

The fourth necessary condition is based on a counting argument. If a body B’ in M entails no other
according to G, a clause B’ — / needs to be in IT. If these clauses are more than the available heads,
more than one clause per head is required. The formula is not single-head equivalent.
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7 Python implementation and experiments

The reconstruct.py Python program implements the single-head reconstruction algorithm

(Algorithm 4). Itis available atht tps: //github.com/paololiberatore/reconstruct.

The input is given either as a sequence of clauses or as a file name. Formulae like ab->cd and
df=gh are translated into clauses. Example invocations are

reconstruct.py -f'ab->cd’df=gh’
reconstruct.py -t tests/chains.py

The program turns clauses like ab->cd into ab — c and ab — d and turns df =gh into df — g,
hg — f,df — hand hg — d. It then runs the reconstruction algorithm with the optimizations
described in Section 6.

The algorithm is complete but slower than the incomplete algorithm presented in the previous
article [27]. The number of candidate sets /7 may exponentially increase with the number of
variables. This happens when a set of variables B is equivalent to many minimal equivalent sets.
Such equivalences are due to loops of clauses. They are the reason why the previous algorithm is
incomplete, and they make the present one exponential in time in the worst case.

The program has been tested with three different kinds of formulae: random, random single-head
equivalent and single-head equivalent generated.

random Formulae are generated in the common way used in propositional satisfiability (SAT)
testing with three literals for clause chosen randomly [4, 36]. Since they have to be Horn,
each clause is made of two negated variables and one unnegated variable. For each number
of variables, the maximal number of different such combinations of variables is uniquely
determined. Ten formulae for each number of variables and clauses are generated.

random single-head Same as random formulae, but only the ones that turned out single-head
are selected. For a given number of variables, generation stops when no single-head equivalent
formula is produced for three consecutive numbers of clauses. The test with all random
formulae indeed resulted in no single-head equivalent formula with more clauses.

single-head generated Formulae are generated in a way that guarantees their single-head
equivalence. The formula is first generated single-head: for some variables chosen randomly,
exactly one clause with that head is generated; its two preconditions are chosen randomly.
Being already single-head, this formula is too easy to check. It is therefore altered to make it
no longer single-head while still maintaining its equivalence with the original one. Namely,
it is added some of its consequences. Since adding consequences preserves equivalence, the
result is single-head equivalent. Finally, some of its clauses are randomly removed if that
preserves equivalence. The intent is to make the formula as random as possible while keeping
it equivalent to the original one. Since the number of clauses that can be obtained by resolution
is bounded, and removing clauses cannot always be done, the final number of clauses may not
be exactly as requested.

How the number of variables affects the running time is shown in Figure 1a: the increase appears
exponential in the worst case. Yet, Figure 1b also tells which formulae are hard for the algorithm. It
shows how the running time increases with the number of clauses for a fixed number of variables.
The single-head equivalent formulae are shown in blue, the others in red. The first ones only occur
for few clauses, which is expected: many clauses increase the chance of multiple clauses with the
same head, while one being a consequence of the others remains relatively unlikely. The reason for
the separation between the two groups of points has no clear explanation yet.
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Reconstructing a single-head formula 1609

The random formulae that turn out single-head equivalent are very easy for the program. As
Figure 1c shows, the running time remains very low up to a hundred variables, the maximal number
tested. There should of course be a dependency on time, if not else for reading the input formula.
Yet, it does not show in the graph as it is dominated by the fixed running time of the program.

Figure 1d shows the running time for formulae that are generated single-head. While most
formulae are easy for the program, some are very hard. For example, the actual times for 50 variables
and 212 clauses, where the hardest instance occurred, range from 0.09 to 2350.93 seconds.

8 Alternatives

A number of alternative mechanisms can be used to solve the single-head equivalence problem:
adapt a method for Boolean formula synthesis, convert to propositional SAT or ASP, minimize the
bodies of the clauses of the formula and improve the current algorithm.

8.1 Quine—McCluskey

The reconstruction algorithm rebuilds the formula from scratch while ensuring that heads are not
shared among clauses. Apart from the single-head condition, it builds a formula equivalent to the
given one. Building a formula that implements a Boolean function is formula synthesis. Disregarding
the syntax of the input formula and taking it as the representation of a Boolean function makes the
single-head equivalence a problem of formula synthesis. This promising idea was suggested by one
of the reviewers of this article.

Formula synthesis methods produce a disjunctive norm form formula instead of a conjunctive
normal form formula, but this difference is inessential because of the duality of Boolean operators.
The relevant difference is that they aim at a formula of minimal size [7], while the reconstruction
algorithm aims at a single-head formula. This difference is crucial.

The Quine-McCluskey algorithm [30] starts by finding the prime implicates of a formula. They
may be exponentially many, but modern implementations do not store them in explicit form. At the
same time, they are driven by the aim of minimal size: they prefer the shorter formula over the longer
during its construction. This is a problem for single-head equivalence as a single-head formula may
not be minimal in size. Some single-head formula are not equivalent to any single-head minimal-size
formula. The minimal formulae and the single-head formulae may not overlap.

An example is a formula where three variables imply other three variables, which imply another,
which implies the first three. The first implications are abc — d, abc — e and abc — f, the
second is def — g and the third are g — a, g — b and g — c. The size of the formula is
4x3+4+2x34+2x3=124+4+4+6=22.

An equivalent formula that is minimal but not single-head has three variables equivalent to other
three and to another one, but this time, the single variable hinges their equivalence: the first three
are equivalent to it, which is equivalent to the other three. The first equivalence is abc — g, g — a,
g — band g — c. The size of these clauses is 4 + 2 x 3 = 4 4+ 6 = 10. The equivalence of g with
the other three variables a, b and c is realized in the same way. Total size is 20.

This formula is single-head equivalent, but its minimal-size form is not single-head. The minimal
form and the single-head form are not the same.

How to adapt an algorithm searching to a minimal-size formula to search for a single-head formula
is not obvious. Modern formula synthesis algorithms hinge on minimality in various points [7]: when
they reduce the implicants, when they remove the essential ones and during branch-and-bound. The
first two points do not seem to be affected by the difference: reducing the size of a clause does
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1610 Reconstructing a single-head formula

not generate new heads, and essential prime implicates are to be entailed anyway. The big issue is
branch-and-bound, which is crucial. It is backtracking commanded by the size of the formula. When
a candidate equivalent formula outgrows another, the algorithm stops and goes back looking for a
different choice. Size is not just a side element, it is the core of this mechanism: when size increases
over size, searching stops and goes another way. Losing the direction of size, branch-and-bound
becomes backtracking: it tries to collect prime implicates until the input formula is rebuilt.

Branch-and-bound is based on a lower bound on the size of a partial solution. Single-head
equivalence is not easy to check with a partial solution. For example, a formula like {a = b,b =
c,c = d,d = f,f = a} may be partially rebuilt as {¢ — b,b — a,b — c,c — d,d — [},
which is still single-head but cannot be completed in a single-head way. A backtracking algorithm
may go a long way and analyse several variants such as {a - b,b — a,b — d,d — c,c — f}
or{a - b,b - a,b — f,f — c¢,c — d} before coming back to the wrong choice » — a. The
reconstruction algorithm does not backtrack globally: once BCL(B, F) is reconstructed in a certain
way, it stays that way.

Adapting a minimal-size synthesis algorithm to find a single-head formula is not obvious and
requires both a theoretical and an experimental evaluation.

8.2 Conversion

A common way to solve hard problems is to reduce them to others that already possess well-studied
algorithms. Problems in NP can be solved by translation to Boolean SAT or to ASP. Applying this
mechanism to single-head equivalence was proposed by one of the reviewers of the article.

THEOREM 8.1
Checking whether a formula is equivalent to a single-head formula is in NP.

PROOF. The number of variables of the input formula is at most linear in the size of the input
formula. A single-head formula contains at most one clause for each variable. Therefore, the number
of clauses of a single-head formula equivalent to the input one, if any, is linear in the size of the input
formula. Since each clause contains at most each variable once, its size is linear too. The single-head
formula is quadratically large since it contains a linear number of linear-size clauses. The single-head
equivalence problem is solved by guessing such a quadratic formula and checking its equivalence to
the original formula. g

The proof of this theorem does not only prove that single-head equivalence is in NP. It also shows
how it can be translated into Boolean SAT. A single-head formula does not contain two clauses with
the same head; therefore, it contains at most a clause for each variable. Each clause may contain at
most all variables. The maximum is a linear number of clauses of linear size each. The single-head
formula that is equivalent to the given one takes at most quadratic space, if any exists. Equivalence
can then be checked in quadratic time, since it amounts to the unsatisfiability of each of the two
formulae with the negation of each clause of the other.

A Boolean representation of a single-head formula over variables xi, . .., x, exploits a quadratic
number of variables x]’:, where group x’i, ... ,xi, is the body of the clause with head x;. Namely, x;

is true if the body of the clause of head x; contains x;. The variable x;: in the diagonal is special as
it means that the clause of head x; is tautologic. This is how the absence of a clause of head x; is
represented.

While representing the solution itself with Boolean variables is easy, building a formula
that represents its equivalence with the given formula is not. Other NP-hard problems such as
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propositional planning [20] can be translated into propositional SAT bitwise: each action is translated
into short formulae such as a; — x;_1 and a; — x; where a; is true if action «a is executed at time
i and x; means that the fact x is true at time i. Horn equivalence does not seem to admit such a
piece-by-piece expression: whether a clause of a formula is entailed by the other formula depends
on the whole other formula. While the formula represented by the Boolean variables is single-head
by construction, checking its equivalence with the original is not easy.

A question is whether this difficult equivalence test could be relayed to some other algorithm, one
that is efficient at this specific task. The single-head condition would remain the only constraint to
the SAT checker. Nothing else would limit the search, which would became exhaustive among the
myriad possible single-head formulae, each requiring an equivalence check.

An alternative solution is to translate only the subproblems of the reconstruction algorithm. What
makes this algorithm exponential is not its external loop, which only takes a linear number of
iterations and requires no backtracking. What makes it exponential is its inner loop, the search for a
set IT that represents the part of the single-head formula that replicates the consequences of the set
B.Its output is a set /7 such that SCL(B, F)UIT = BCL(B, F) or UCL(B, GUIT) = UCL(B, F). This
problem can be solved by guessing /7 and checking equivalence. It is in NP as well. It can therefore
be translated into propositional SAT. Rather than one big SAT problem, a number of small ones are
to be solved. Excluding pathological cases such as formulae having all equivalent preconditions, this
should reduce the overall running time, as a sum of exponentials is asymptotically smaller than the
exponential of a sum.

8.3 The head-based algorithm

The algorithm in this article hinges around the bodies of the formula. The incomplete algorithm in
a previous article [27] hinges around the heads. For each head, it tries to establish its body in the
resulting formula.

For each B — x € F, the algorithm searches for a body B’ such that B < B and B’ — x is still
entailed by F. If it finds one, the clause B’ — x takes the place of B — x and the process repeats from
there. This is correct because B’ <g B implies F = B — B’, which implies FU{B’ — x} = B — x:
the replaced clause is entailed by the replacing one.

Once the current body B is minimal according to <r, the algorithm tries to remove variables from
it: if F entails B’ — x with B’ C B, again B’ replaces B. Since B is already minimal according to
<F, this second phase may only replace it with an equivalent but smaller set. This guarantees that a
minimal set according to C is also minimal according to <f.

Once this double minimization is over for all variables x that occur positive in the original formula,
the result is compared with it. This ensures correctness: since the result is single-head, if it is also
equivalent to the input formula, that one is single-head equivalent.

Completeness is not guaranteed because minimization is not complete. Some bodies B may have
more than one lower element, e.g. B’ and B”. Only one is chosen. While B’ <z Bmeans FUB = B,
this entailment may require B — x. If this is the case, B — x cannot be replaced with B’ — x.

At the same time, the final equivalence check guarantees correctness: if the algorithm answers
that the input formula is single-head equivalent, it is. On the positive side, it is guaranteed to take
only a polynomial amount of time. Checking the existence of B’ such that B’ <p Band F =B’ — x
is easy as it amounts to check the two simple Horn entailments F' = (BCN (B, F)\{a,x}) — x and
F = (BCN (B, F)\{a,x}) — a for some a € B. Their consequence is B\{a} <r B.

Since the resulting formula only comprises clauses entailed by F, it may not be equivalent to it
only because it fails to entail . The gap can always be filled by adding enough clauses of F' to entail
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all of them. The resulting formula will not be single-head, but may contain fewer multiple heads
than F.

The two algorithms are somehow complementary: one is polynomial but incomplete, the other is
not guaranteed to be polynomial but is complete. At the same time, each one can be attenuated its
drawback: the algorithm in the previous article can be made to output a formula that is equivalent to
the original one at the cost of not always being single-head; the algorithm in the present article can
be cut short when a certain time bound is reached.

The algorithms also differ on the formulae they work. For example, the old algorithm fails on all
formulae F = Fi1 UF, U ... UF, fori > 0, where F; = {a; = b;,b; — c¢;,¢; — a;}. The new
algorithm not only succeeds, it also succeeds in linear time.

8.4 Improving the reconstruction algorithm

The algorithm in the present article can be improved in various ways that have not been investigated
enough to prove their correctness and are left unimplemented.

The first undeveloped optimization is turning the third necessary condition described in Section 6
into a sufficient condition. The condition is RCN(B’, G U IT) = RCN (B, F) for some sets B’ such
that F = B = B’. This is necessary to G U IT = BCL(B, F). It may also be sufficient if all sets
B’ € M are checked. If so, checking G U IT |= BCL(B, F) is never unnecessary.

The second undeveloped optimization is a simplification of the check G U IT = BCL(B, F'). This
entailment can be proved the same as the equality of HCLOSE(RCN(B,G U IT),UCL(B,G U
IT)) and HCLOSE(RCN(B,F),UCL(B,F)). A subset of the latter is already known: it is
M = HCLOSE(H,UCL(B,F)), since H is a subset of RCN(B,F). Restricting the check to
HCLOSE(H,UCL(B,F)) = HCLOSE(H,UCL(B,G U IT)) saves time because the first formula
is already known and the second avoids the heads in G.

This is not correct in general, as various examples in bnotheads . py show. One of them is the
following.

F = {ab=ef,a=c}
= {ab— e,ab— f,ef - a,ef - b,a — c,c — a}.

The reconstruction algorithm selects either {a} or {c} as the first minimal element of P and adds
a — cand ¢ — a to G. The second element of P it selects could be for example B = {a, b}. Since
a is a head in G, it is not in H. Therefore, ef — a is never in IT. Yet, its absence goes undetected
because it is not in HCLOSE(H, UCL(B, F)) either.

The third necessary condition catches the anomaly: a is in RCN (B, F) but not in RCN ({e,f}, G U
IT) since no set /T contains a clause of head a. This is, however, specific to this case, as the following
counterexample shows. It is also in the bnotheads . py file.

F = {ab=ef,a=c,b=d)
= lab— e,ab— f,ef > a,ef - b,a— c,c > a,b —> d,d — b}.

Again, a ¢ H causes ef — a not to be in HCLOSE(H, UCL(B, F)). However, b, ¢ and d are not
in H either, making ef — b, ef — ¢, ef — d not being in HCLOSE(H, UCL(B, F)). As a result,
{e,f} is not a body of HCLOSE(H, UCL(B, F)). The equality RCN({e,f},GUIT) = RCN(B, F) is
not even checked.

An undetected inequality like this is due to some sets B’ not being recognized as equivalent to B.
In turns, this seems to be only possible if BN H = @, but this is yet to be proved. If proved, the

20z AN zz uo Jesn ezusides e 1P 11BSP eNsISAIUN AG ZHSS689/96G |L/2/EE/BI0IE/WO0B0| W00 dNodlwepese)/:Sdjy Wolj papeojumoq



Reconstructing a single-head formula 1613

optimization can be employed if BN H # @, resorting to the general condition GU IT = BCL(B, F)
otherwise.

The third undeveloped optimization is that associating a body to a variable x € H is easy if x is
not in any of the possible bodies of /7. This condition is easy to check: x is not in a body in M.

All clauses in M are in BCL(B, F): they are nontautological clauses B* — x entailed by F that
meet B =p B’. When building a clause for the head x, all acceptable bodies are equivalent to B
according to F and are therefore all equivalent to each other. Since they are equivalent, they are the
same. Any will do. Even just B.

Why the requirement that x is not in a body of M, then? Because B = B’ means that the
equivalence of B and B’ is entailed by F, not by G U IT. That is still to be achieved. The following
formula (in outloop . py) clarifies this point.

F={a— b,b—c,c—>ab— x,c— x}.

The heads for B = {a} are H = {a, b, c,x}. The goal is a body for each of them. The simplified
rule lets B be the body for all.

This is correct for x: the clause @ — x is a valid choice for a clause with head x. It is in the
equivalent single-head formula F, for instance:

F' ={a— x,a— bb— c,c — a}.

The same choice does not work for b and c: no single-head formula equivalent to /' contains both
a — band a — c. For example, the latter cannot replace b — ¢ in F’ even if their bodies are
equivalent because the equivalence a = b extends to F” only as consequence of b — c.

This mechanism does not work for b and ¢ because it relies on body equivalences that are not
achieved yet. Saying that B — ¢ is as good as B* — ¢ because B is equivalent to B’ anyway is
incorrect because B — ¢ may be necessary to ensure this equivalence.

This is not the case for x. It is entailed but is not equivalent to any other variable.

Technically, if x is not in a body of M, it cannot contribute to the equivalence of B with any other
set B'. Equivalence requires going from a set to another and back. Instead, x can only be entailed.
It cannot entail. Since B’ — x is unnecessary to B = B, removing it does not invalidate this
equivalence. Therefore, B — x still entails B" — x, constituting a valid replacement.

This optimization would use the set H’ of the variables in H that are in at least a body of M in
place of H; it would then test each set /7 in conjunction with {B — x | x € H\H'}.

Most of the other examples in this article and in the test directory of the reconstruct .py
program would not benefit from this optimization. This is probably a distortion due to the nature
of the technical analysis of the problem and its algorithms. What makes single-head equivalence
difficult from the theoretical and implementation point of view is establishing equivalence of sets B’
with B; this is why most examples revolve around this case. Variables that are entailed but are not in
a loop are conceptually simple. Examples that contain them are not significant.

Not significant to the technical analysis of the problem does not mean not significant to the
problem itself.

To the contrary, this optimization may dramatically increase performance. For example, the
algorithm is fast at telling that Formula 1 is not single-head equivalent because it only needs to
test the possible associations of three heads H = {x, a, b} with three bodies {b,d}, {a,c} and {x}.
Adding easy clauses like x — y; with i = 1, ..., n creates n new heads, exponentially increasing the
number of associations to test. This is wasted time, since their bodies can for example be all {x}.

F={x—>aa—dx— bb— c,ac - x,bd — x}. )
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1614  Reconstructing a single-head formula

This formula is in the file disjointnotsingle. py, the variant with the two additional clauses
in insignificant.py.

The fourth unimplemented optimization is an enhancement of the counting necessary condition.
The base is the same: if a body B’ in M entails no other according to G, a clause B* — h needs to
be in IT. At the moment, this fact is only exploited by checking whether such bodies outnumber the
available heads. Yet, it could also be used to fix a part of /7. The algorithm could first give a head
to each such body B’ and then complete the other heads with arbitrary bodies of M. This reduces the
number of combinations to test.

The final undeveloped variant is not an optimization of the algorithm but a way to make it
produce a meaningful result even if the input formula is not single-head equivalent. At each step,
the set of heads of the candidate set /7 is RCN(B, F) minus the heads of the formula under
construction G. The result is equal to the set of heads of a single-head formula equivalent to the given
one if any.

This mechanism presumes that a single-head formula equivalent to F is the only goal; if none
exists, no output is necessary. This may not be the case. A formula that contains just a pair of clauses
with the same head is almost as good as one containing none: forgetting requires only one true
nondeterministic choice, which only doubles the running time. Double is still polynomial.

The goal extends from finding a single-head formula to a formula containing few duplicated
heads. It is achieved by adding some heads from G to H if the algorithm otherwise fails.

9 Conclusions

The algorithm for turning a formula in single-head form if possible is correct and complete, but may
take exponential time. It complements the previous algorithm, which is polynomial but incomplete
[27], rather than overcoming it. Which of them is the best depends on the goal.

If the goal is to reduce the size of forgetting rather than computing it quickly, completeness wins
over efficiency. The formulae that are not turned into single-head form by the previous algorithm
are by the present one. Forgetting from them produces polynomially sized formulae. Running time
is sacrificed on the altar of size reduction.

If the goal is to forget quickly, spending exponential time on preprocessing is self-harming.
Forgetting may take polynomial time on the single-head formula, but obtaining it took exponential
time. Better spend less time preparing the formula and rather jump straight to forgetting.

The present algorithm may still be of use in the second case. What it does is to reconstruct the
formula by groups of clauses of equivalent bodies. If a group takes too long, the reconstruction can
be cut short by just producing the clauses with these bodies in the original formula. This part of the
output formula may not be single-head, but the rest will. Since the efficiency of forgetting depends
on the number of duplicated heads, this is still an improvement.

The two algorithms can be applied in turn. The previous computes a formula SHMIN (F') that is
always single-head but may not be equivalent to the original. Only if it is not, the second, slower
algorithm is run. It may take advantage of SHMIN (F). When searching for the clauses with a certain
set of heads, the ones from SHMIN (F) may be tested first.

Given that the only source of exponentiality in time is the cycles of clauses, it makes sense to
simplify them as much as possible. A way to do it is to only retain one among every set of equivalent
sets of variables. As an example, if the formula under construction entails the equivalence of 4 and
B, only one of them is really necessary. For example, every occurrence of B can be replaced by 4.
This is a simplification because it negates the need to test both (4 U {y}) — xand (BU {y}) — x as
possible clauses for the head x.
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A specific formula that turned out important during the analysis of the algorithm is ' = {x —
a,a - d,x - b,b - c,ac — x,bd — x}, in the disjointnotsingle.py test file of the
reconstruction.py program. It is not single-head because the four sets {a, b}, {a, ¢}, {b, d} and
{x} are equivalent, but only three heads are available: a, b and x. The other two variables are already
the heads of a — d and b — c.

A formula may also not be single-head equivalent for other reasons, but examples for these cases
are much simpler than this. They range from two to three binary clauses. They are quite immediate.
The relative size of this one, with six clauses including two ternary ones, witnesses the complexity
of this case.

Given that the first algorithm is polynomial but incomplete and the second is complete but not
polynomial, a natural question is whether a complete and polynomial algorithm exists. If so, the
problem of recognizing whether a formula is single-head equivalent would be tractable. This problem
is in the complexity class NP, but whether it is NP-complete or not is an open question.

Another open question is the applicability of the algorithms outside the Horn fragment of
propositional logic.

In the general propositional case, resolving all occurrences of a variable forgets the variable [8,
10, 39]. This is the same as viewing a clause like —a Vv b V ¢ as an implication a—b — c. If no other
occurrence of ¢ is positive, it is forgotten by replacing every negative occurrence of it with a—b.
The size increase is only linear in the single-head case. The question is whether the algorithms for
turning a formula in single-head form extend to the general propositional case.

The problem complicates when forgetting multiple variables, since the replacement may multiply
the number of positive occurrences of other variables, like a in this case. An alternative is to apply
the replacing algorithm only to the definite Horn clauses of the formula. In the example, a clause
like —c v d v e would be left alone, and c only replaced by definite Horn clauses like —=c vV —d V e,
equivalent to cd — e. The remaining occurrences of ¢ are then forgotten by resolving them out. If
the formula contains few non-Horn clauses, this procedure may be relatively efficient.

This second mechanism would probably apply to every logic that includes the definite Horn
fragment. Information like ‘this, this and this imply that’ is common, so definite Horn clauses
are likely to be present in large number. Turning them into single-head formulae would allow to
efficiently forget them before turning to the others.

A Proofs

The proof of correctness of the algorithm is based on some properties of the functions exploited by
the algorithm: BCN (B, F), RCN(B, F), UCL(B, F), SCL(B, F) and BCL(B, F'). The first property is
that RCN (B, F') may only differ from BCN (B, F') because of some variables of B.

LEMMA Al
All variables of BCN (B, F) that are not in RCN (B, F)) are in B.

PROOF. The claim is proved in reverse: if x is in BCN (B, F) but not in B, it is in RCN (B, F).

Since F U B implies all variables of B, they are all in BCN (B, F). In other words, BCN (B, F)
contains all of B. Since x is not in B, the set BCN (B, F)\{x} still contains all of B.

Since x is in BCN (B, F), it is entailed by F' U B. As a result, it is also entailed by its superset
F U (BCN(B, F)\{x}). This is the definition of x € RCN(B, F). O

An obvious fact about definite Horn formulae is that they entail a clause if and only if they contain
a clause of the same head. The formal expression of this statement as a lemma also tells how the
bodies of the two clauses are related.
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1616  Reconstructing a single-head formula

LEMMA A2
[25]
If F is a definite Horn formula, the following three conditions are equivalent, where P’ — x is not
a tautology (x € P').
I. FEP - x;
2. FFUP |=Pforsome P — x € F;
3. FUP =PforsomeP — x € F.

PROOF. The second condition implies the third by monotonicity of entailment.

The third entails the first because P — x € F implies F = P — x, which in turn implies
FUP = x. With FUP' |= P, it implies F U P’ |= x by transitivity of entailment. By the deduction
theorem, F = P' — x follows.

What remains to be proved is that the first condition implies the second. The assumption is F' =
P’ — x; the claimis F*U P’ |= P where P — x € F.

If F does not contain a positive occurrence of x, it is satisfied by the model that assigns all variables
to true but x, since every clause of F contains a positive variable that is not x. This model falsifies
P’ — x, contrary to the assumption. This proves that 7' contains at least a clause P — x.

The claim is that F* U P’ = P holds for some clause P — x € F. Its contrary is that F* U P’ }= P
holds for every clause P — x € F. This is proved impossible.

The condition F* U P’ = P implies the existence of a model Mp such that Mp = F* U P’ and
Mp = P. Let M be the intersection of all these models Mp for every P — x € F: the model that
evaluates to true exactly the variables that are true in all these models Mp. Alternatively, it is the
model that sets to false exactly the variables that are false in at least one model Mp.

Since F* U P’ is Horn and is satisfied by all models Mp, it is also satisfied by their intersection M.
Since Mp does not satisfy P, which is a set of positive literals, Mp assigns at least a variable of P to
false; by construction, that variable is also false in M. Therefore, M [~ P forall P — x € F.

Let M, —_taise be the model that assigns x to false and all other variables to the same value M does.
This model will be proved to satisfy F U P’ but not x, contradicting the assumption F = P’ — x.

Since M |= F* and F* does not contain x, the condition M,_¢a5e = F* follows. Since M = P
and x ¢ P, it follows My_taise P~ P, which implies My_fqs¢ = P — x; this holds for every
P — x € F. Since x is false in M,_¢g|se, this model also satisfies all clauses of F’ containing x in the
body. This proves that M,_¢a1se implies all clauses of F*, all clauses of F' containing x in the head
and all containing x in the body. As a result, M,_fase = F. Since x is not in P’ and M = P’, also
My—taise = P’ holds. Since My_taise Sets x to false, F U P’ = x holds. By the deduction theorem,
F = P’ — x, contrary to the assumption. O

The next lemma tells that a clause is useless to prove consequences of F' U B if its body is not
entailed by F' U B. It is used to prove that the clauses of F' that are not in UCL(B, F) are irrelevant to
SCL(B, F) and BCL(B, F), the consequences of F' whose body is entailed by F' U B.

LEMMA A3
If F is a definite Horn formula, then F U B = x and F U B [~ B’ imply (F\{B' — y}) UB = x.

PROOF. The claim is proved by induction on the size of the formula F'. It holds on empty formulae
because U B is the same as (#\{B’ — x}) UB; therefore, FUB = x implies (J\{B’ — x}) UB = x.
If F is not empty, the claim is assumed by induction on every formula that is a proper subset of F.
The assumption FUB = x is the same as F' = B — x, which is equivalent to F*UB = P for some
clause P — x € F by Lemma A2. Since P — x contains x, it is not in F*. Therefore, F~ is a proper
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subset of F'. The induction assumption applies to it. Its first precondition ¥ U B = p holds for every
p € P as a consequence of F* U B = P. Its second precondition F* U B [~ B’ is a consequence of
FUB = B and F* C F. Its conclusion is (F*\{B’ — y}) UB |= p for every p € P. This is the same
as (F*\{B' — y}) UB = P.

The formula F*\{B’" — y} is F minus the clauses containing x minus B’ — y. This is the same
as first removing B’ — y and then the clauses containing x, which is (F\{B' — y})*. The last
conclusion (F*\{B' — y}) U B = P is therefore the same as (F\{B' — y})* UB = P.

Since F U B implies P and not B’, these two sets differ. As a result, B — y is not the same as
P — x. Since P — xisin F and is not B — y, it is also in F\{B’ — y}.

The conclusions are (F\{B' — y})* UB &= Pand P — x € F\{B' — y}. Lemma A2 implies
(F\{B' — y}) = B — x, which is the same as the claim of the lemma (F\{B’' — y})) UB E=x. O

The next lemma tells that the clauses of /' whose body is entailed by F' U B are the only relevant
to proving that such a clause follows from F. The other clauses are irrelevant.

LEMMA A4
It holds UCL(B,F) = SCL(B,F) UBCL(B,F).

PROOF. The union SCL(B, F) U BCL(B, F) contains all consequences B’ — x of F such that either
B' <g Bor B =p B. The disjunction of these two conditions is B < B, which is defined as
F UB = B'. In summary, SCL(B, F) U BCL(B, F) is the set of all consequences of F whose body is
entailed by F U B.

This union contains all clauses of F' whose body is entailed by F U B, which make UCL(B, F).
This inclusion UCL(B, F) € SCL(B, F) UBCL(B, F) proves one direction of the claim: SCL(B, F) U
BCL(B,F) &= UCL(B,F).

The other direction is UCL(B,F) = SCL(B,F) U BCL(B, F): for every B — x is a clause of
SCL(B,F) U BCL(B, F), the claim is that F = B’ — x extends to UCL(B,F) = B’ — x. The
assumption B — x € SCL(B, F) U BCL(B, F). Itis the sameas F =B — xand FUB = B'.

The difference between F and UCL(B, F)) is the exclusion of clauses B” — y such that FUB [~ B”.
This exclusion is proved irrelevant to the entailments F =B — xand F UB = B'.

Lemma A3 tells that F UB = B and F U B [~ B” imply (F\{B” — y}) UB E B'.

A consequence of F =B — xis FUB' = x.

The entailment U B’ = B” does not hold, as otherwise 7' U B |= B’ and transitivity would imply
F U B = B”, which is false by assumption. The conclusion is F U B’ |~ B".

Lemma A3 applies to this conclusion and to the previously proved fact F U B’ = x. It proves
(F\{B" — y}) UB’ |= x. This is the same as F\{B" — y} = B’ — x.

Every clause of F that is not in UCL(B, F) can be removed from F while still maintaining the
entailment of B — x and the order between B and B’. This iteratively proves that UCL(B, F') entails
B — x. a

The following lemma proves that certain consequences of F' U B are already obtained by the
algorithm when B is the element picked from P in the current iteration.

LEMMA A5
It holds SCL(B, F) = UA<FB UCL(A,F).

PROOF. The claim is proved by showing entailment in both directions.
The first direction is that every clause A’ — x € UCL(A, F) is entailed by SCL(B, F') if A <p B.
The definition of UCL(A, F) is A' — x € F and A" <p A. The first condition implies F = 4" — x.
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The second implies A" <r B by transitivity with 4 < B. The two conditions F = A" — x and
A’ < B define SCL(B, F).

The other direction is that every clause B’ — x € SCL(B, F) is entailed by the union of the sets
UCL(A, F) such that A <g B. The definition of B — x € SCL(B,F)isF =B — xand B’ <r B.

Since B — x is in SCL(B, F), Lemma A4 proves that it is entailed by UCL(B, F). This is the set
of clauses 4 — y of F such that 4 <p B. It differs from |J ,_ -8 UCL(4,F) only because it includes
the clauses 4 — y with 4 =r B. These clauses are proved irrelevant.

The conditions 4 =r B and B <p B imply B <p A. The definition of B’ <r A includes
F = B' — A. This implies UCL(B,F) = B' — A because UCL(B, F) is a subset of F.

Since UCL(B,F) = B’ — x is the same as UCL(B,F) UB’ = x and UCL(B,F) & B — A is
the same as UCL(B, F) UB' [~ A, Lemma A3 implies (UCL(B, F)\{4 — y}) UB’ = x, which is the
same as (UCL(B,F)\{4 — y}) E B’ — x.

The conclusion is that UCL(B, F) still entails B" — x after removing all clauses 4 — y such that
A =r B. The remaining clauses 4 — y of UCL(B, F) all satisfy A <r B and are in F. Each such
clause is in UCL(4, F) since A <p A. Therefore, they are all in UA<FB UCL(A,F). O

The union | J 4, UCL(4, F) is redundant: the only sets of variables that matter are the bodies of
the clauses of F.

LEMMA A6
It holds UA<FB UCL(A,F) = UA<pB,EIx.A—>x€F UCL(A,F).

PROOF. Every clause A" — x € UCL(A, F) where A <F B is proved to be in some set UCL(4', F)
such that A’ < B and A4’ is the body of a clause of F. By definition, 4" — x € UCL(4,F) is the
same as A’ — x € F and A" <p A. Combining 4 <p B and A’ <p A produces 4’ <g B. Since
A" — xisin F, its body A’ is the body of a clause of F. As aresult, UCL(A’, F) is one of the elements
of the union U s, g3, 4 re UCL(4,F). Since A" <p A', the clause 4’ — x is in UCL(4, F). O

A corollary of the last two lemmas is that SCL(B, F) is equivalent to the union of the sets
UCL(A,F) such that 4 <g B.

COROLLARY A7
It holds SCL(B, F) = UA<FB,E!x.A—>x€F UCL(A,F).

The final preliminary result is that every head in SCL(B, F) is a head in BCL(4, F) for some
A <F B.

LEMMA A8
If C - y € SCL(B,F), then a clause 4 — y € F satisfies 4 <r B.

PROOE. By Corollary A7, C — y € SCL(B, F) implies UA,<FB)HX_A,_>x€F UCLA,F) = C — y.
By Lemma A2, the union contains a clause 4 — y: a clause 4 — y is in some set UCL(4’, F) with
A" < B. The definition of 4 — y € UCL(A’,F)isA — y € F and A <p A’. Combining the latter
with A’ <p B gives A <p B. O

The algorithm can be now proved to be correct. It is shown to produce a single-head formula that
is equivalent to the input one if any; otherwise, it is proved to fail. The first part of the proof is its
termination.

LEMMA A9
The singlehead-reconstruction algorithm (Algorithm 4) always terminates.
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PROOF. The set P is initialized with the set of bodies of F, which is finite. At each step, if P is
empty the algorithm terminates. Otherwise, since <r is a partial order, P contains at least a minimal
element B. At the end of the iteration, B is removed from P, which therefore becomes smaller. Since
it is finite, at some point it becomes empty and the algorithm terminates. (]

The second condition required for the correctness of the algorithm is that the generated clauses
do not share heads.

LEMMA A10
The single-head reconstruction algorithm (Algorithm 4) only generates single-head formulae.

PROOF. The generated formula G is the result of the accumulation of sets /7. Each of them is built
by attaching a single body to each head in H; as a result, no set /7" contains clauses with the same
head. Once a clause 4 — & is added to G, its head % is not in H in the following iterations. Therefore,
no other clause of head /4 is added to G. (]

The output formula is equivalent to the input one. This is proved by showing entailment in
both directions. The first direction is that the formula generated by the algorithm is entailed by its
input.

LEMMA All
All clauses generated by the single-head reconstruction algorithm (Algorithm 4) are entailed by its
input formula.

PROOF. The algorithm generates G, which is only added clauses of /7, which comprises clauses
C; — h; where h;isin H = RCN(B,F)\{h | 34 — h € G} and aclause C; — y;isin M =
HCLOSE(H,UCL(B, F)) for some variable y;. The claim is that C; — #; is entailed by F'.

Since A; is in RCN (B, F), it is in BCN (B, F'), which is defined as F U B = h;. Equivalently,
F =B — h.

Since C; — y; is in HCLOSE(H, UCL(B, F)), it is a consequence of UCL(B, F). This formula
only contains clauses B° — x such that F U B = B’: each variable occurring negatively in a
clause of UCL(B, F) is a consequence of F' U B. The same happens for all clauses generated from
UCL(B, F) by resolution since resolution does not introduce new variables nor changes the sign of
the existing ones. Since C; — y; is a minimal consequence of UCL(B, F), it is generated from it
by resolution. The variables of its body are entailed by /' U B. The condition F U B = C; defines
Ci <r B.

Two cases are possible: either C; =f B; or C; <p B;. In the first case, F &= B; = C; and
F =B — h;imply F = C; — h;, the claim. The second case is proved impossible.

The second case is C; <g B;. Since F entails C; — y;, this clause is in SCL(B, F). By Lemma A8,
F contains a clause 4 — y; with 4 <g B. Since 4 is a body in F, it is in the initial value of P. Since
B is a minimal body in P at this iteration, 4 is not in the current value of P. Therefore, it has been
removed in a previous iteration for an equivalent set 4’

A consequence of 4 — y; € Fand A =p A’ is that 4 — y; is in BCL(A', F). The algorithm does
not fail, as it could not otherwise generate any clause. As a result, GUIT = A4 — y; holds at the end
of the iteration of 4. By Lemma A2, G U IT contains a clause 4” — y;. As a result, y; is a head in
G U IT, the new value of G.

Since y; is a head in G at the iteration of B, it is not in H. This contradicts the assumption C; —
yi € HCLOSE(H,UCL(B, F)) since the definition of HCLOSE(H, UCL(B, F)) includes y; € H. [

The converse of this lemma is also the case: the generated formula entails the input one.
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LEMMA A12
If the single-head reconstruction algorithm (Algorithm 4) does not fail, it generates a formula that is
equivalent to its input.

PROOF. Lemma A1l proves that all clauses generated by the algorithm are entailed by the input
formula. Remains to prove the converse: all clauses of the input formula are entailed by the result of
the algorithm.

Let B" — h be a clause of the input formula F. The body B’ of this clause is included in the initial
value of P.

Since the algorithm terminates by Lemma A9, and it terminates only when P is empty, this set
is removed B’ at some time. This is only possible if a set B such that F/ &= B = B’ is chosen in an
iteration of the outer loop.

Since F entails B — h and B = B, it holds B — h € BCL(B, F). Since the algorithm does not
fail, the test G U IT = BCL(B, F) succeeds for some set IT. This implies GUIT = B’ — h.

The step G = G U IT makes G entail B — h. Since G is never removed any clause, it still entails
B’ — h when the algorithm ends and returns G. U

In summary, the algorithm only generates single-head formulae that are equivalent to its inputs.
This presumes that the algorithm generates something, which does not happen if it fails. If it does
not fail, the input formula is single-head equivalent. By contraposition, if the input formula is not
single-head equivalent, the algorithm fails. The only missing part of the proof of correctness is that
the algorithm does not fail if the input formula is single-head equivalent.

LEMMA A13
The single-head reconstruction algorithm (Algorithm 4) does not fail if the input formula is
equivalent to a single-head one.

PROOF. The assumption is that the input formula F is equivalent to a single-head formula. That
formula remains single-head and equivalent to /' when removed tautologies and also when removed
redundant variables from the body of the clauses. What results is a single-head formula F” that is
equivalent to F' and contains no tautology or redundant body variable.

At every step, IT is chosen as UCL(B, F')\ G. With this choice, G U IT is G U (UCL(B, F)\G) =
GUUCL(B,F'). Lemma A4 proves UCL(B,F") = BCL(B, F"). The consequence BCL(B, F") of this
entailment coincides with BCL(B, F) because it is defined semantically and F’ is equivalent to F.
The conclusion is G U IT = BCL(B, F).

What remains to be proved is that UCL(B, F")\G is one of the sets that the algorithm tries as I7.
This is a consequence of & € H and B’ — h € M for every B — h € UCL(B, F')\G. Membership
to M implies that B’ is a body in M. It can be combined with the head % since no other clause coming
from the single-head formula F” has head .

heH;
h € RCN(B,F) ;

The definition of # € RCN(B, F) is F U (BCN (B, F)\{h}) = h.

By construction, B" — & is in UCL(B, F’). This set is defined by B — h € F’ and
F' &= B — B Since F is equivalent to F’, these two conditions imply F &= B’ — h
and F = B — B’. The first condition implies 7/ U B’ = h. The second implies B’ C
BCN(B,F).

The clause B’ — £ is not a tautology because it comes from F”, which contains none.
Therefore, /4 is not in B’. This strengthens the containment B € BCN(B,F) to B C
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BCN (B, F)\{h}. Together with the entailment F U B’ |= h, this implies the claim F U
(BCN(B,F)\{h}) k= h.
hisnotaheadin G ;

The claim is proved by contradiction: % is assumed the head of a clause 4 — & €
G. All clauses of all sets IT come from UCL(B, F’), which is a subset of F’. Since G
accumulates these sets IT, it also comprises clauses of F”. Since F” is single-head, it does
not contain different clauses with the same head. Since B — h and 4 — h are both in
F’, they coincide. Since 4 — h is in G, so is its identical clause B* — h. This contradicts
B’ — h € IT since IT by construction does not contain any clause in G.

B — h € M The set M is HCLOSE(H,UCL(B,F)). The condition B’ — h €
HCLOSE(H,UCL(B, F)) is defined as B — h being a nontautological consequence of
UCL(B, F) with head in H and minimal body.

That % is in H is proved above.

The definition of B — h € UCL(B,F’)is B — h € F' and F’' U B |= B'. The first implies
F’' = B' — h. The equivalence between F and F’ implies F =B — hand FUB = B'.
If FUB' = B, then B — his in BCL(B, F); otherwise, it is in SCL(B, F). Either way, it is
in SCL(B, F) U UCL(B, F). Lemma A4 proves it a consequence of UCL(B, F). It is minimal
and nontautological because it comes from F’, which only contains minimal, nontautological

clauses.
Since & € H and B — h is a minimal, nontautological consequence of UCL(B, F), it is in
HCLOSE(H,UCL(B, F)). 0

This is the final lemma that allows proving the main theorem of the article: the algorithm is
correct.

THEOREM Al4
The single-head reconstruction algorithm (Algorithm 4) returns a single-head formula that is
equivalent to the given one if and only if one exists; otherwise, it fails.

PROOF. The input formula may be equivalent to a single-head one or not.

If the input formula is equivalent to a single-head one, Lemma A13 tells that the algorithm does
not fail. Therefore, it returns a formula. All formulae returned by the algorithm are equivalent to the
input formula by Lemma A 12 and single-head by Lemma A 10. The conclusion is that the algorithm
does not fail and generates a single-head formula equivalent to the given one.

If the input formula is not equivalent to any single-head one, it fails. This is proved by
contradiction: the algorithm is assumed not to fail. Since the algorithm does not fail, it generates
a formula that is equivalent to its input by Lemma A12 and is single-head by Lemma A10. This
contradicts the assumption that the input formula is not equivalent to any single-head one. ]

This theorem proves the correctness of the algorithm.
The following theorem proves the correctness of adding the M = MINBODIES(M,G)
optimization.

THEOREM A15
If IT contains B" — h and both GU B’ = B” and G U IT = BCL(B, F) hold, then G U ((IT\{B’ —
h)) U {B” — h}) = BCL(B, F) follows.

PROOF. Defining IT" as GU ((IT\{B' — h}) U {B" — h}), the claim is G U IT’ = BCL(B, F). This
is the case if G U IT' |= IT because of the assumption G U IT |= BCL(B, F).
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The only clause of IT that is not in IT” is B" — h. The claim follows from G U IT' = B’ — h.
This is the same as G U IT" U B’ |= h. Since G U B’ entails B” and IT’ contains B” — 4, it follows
GUIT'UB = h. 0

The optimization only removes clauses from M. A clause B’ — & is removed only if M also
contains another clause B” — h such that F U B’ = B”. As a result, if the algorithm misses the
combination IT because it contains B, it still tries another combination /7" that contains B”. If the
first entails BCL(B, F'), the second does.

The entailment check G U IT = BCL(B, F) simplifies to G U IT = BCL(B,F) N UCL(B, F), as
the following theorem shows.

THEOREM Al6
The entailment G U IT = BCL(B, F) is equivalent to G U IT = BCL(B,F) N UCL(B, F).

PROOF. The former entailment implies the latter as BCL(B, F)NUCL(B, F) is a subset of BCL(B, F).
The converse is to be proved: if G U IT = BCL(B,F) N UCL(B, F), then GU IT = BCL(B,F).
An intermediate step in the proofis GUIT = SCL(B, F)NUCL(B, F). The clauses of SCL(B, F)N

UCL(B, F) are the clauses A — x of F such that A <g B. Since 4 is the body of a clause of F, it is

initially in P. Since B is minimal in P at the current step, 4 is no longer in P. This implies that a set

A’ equivalent to 4 was chosen as B in a previous step of the algorithm. Since F = 4 = A/, the clause

A — x1isin BCL(A',F). As a result, G U IT entails it. This is the new value of G. Since G is never

removed elements, its current value still entails 4 — x.

This proves G U IT = SCL(B,F) N UCL(B, F). It can be blended with the assumption G U IT =
BCL(B,F) N UCL(B, F) to make G U IT |= (SCL(B,F) N UCL(B, F)) U (BCL(B,F) N UCL(B, F)).
This is the same as G U IT = (SCL(B,F) U BCL(B,F)) N UCL(B, F). The union SCL(B,F) U
BCL(B, F) comprises all consequences of F with a body that is either less than B or equivalent
to B according to <g. These are all clauses entailed by F* with a body less than or equal to B,
including the ones in F. Therefore, UCL(B, F) is a subset of SCL(B, F) U BCL(B, F'). This proves
that G U IT = (SCL(B, F) U BCL(B, F)) N UCL(B, F) implies G U IT |= UCL(B,F) N UCL(B,F),
which is the same as G U IT = UCL(B, F). Since UCL(B, F) implies BCL(B, F) by Lemma A4, the
claim GU IT = BCL(B, F) follows. O
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