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Abstract

Developing ever-improving neural network architectures is paramount to address-
ing complex tasks in heterogeneous fields such as medical image analysis, emotion
recognition, and person re-identification. However, designing a model from scratch
(or defining an upgrade for an existing one) can be a daunting experience. Current
approaches manage this problem by devising new design choices such as manipu-
lating the loss functions, employing a diverse learning strategy, exploiting gradient
evolution at training time, optimizing the network hyper-parameters, or increasing
the architecture depth. Although most of these solutions adequately address the
tasks mentioned above, they still fall behind compared to expert human abilities.
This is an unsurprising result since neural networks are based on an approxima-
tion of human neurons. In this context, this thesis focuses on implementing more
accurate neuroscience concepts to improve existing or create new high-performing
architectures, independently of their application field. In detail, the human brain’s
biological workings provided novel ideas to implement (or update) several models,
advancing the state-of-the-art across a variety of topics such as signature verification,
3D hand and shape reconstruction, object recognition, and others.

The main idea behind this work was to define a general model leveraging several
neuroscience notions that encompass distinct cognitive functionalities, with a focus
on the human visual system, and use this model to derive new ideas and solutions
to different topics. More specifically, images observed by a human are broken
down into low-level features by neurons residing in the eye. Then, it is possible
to derive intermediate-level and high-level features through a series of abstractions
performed by groups of neurons, similar to a deep neural network structure. Such
representations enable a person, for instance, to recognize known objects or infer how
to use new ones simply by looking at their appearance. All these steps were used to
define three modules inside the general model, one for each abstraction level, so that
neuronal activities could be reproduced up to the highest cognitive functions. What
is more, the general model also contains additional components that “supervise” this
entire process and have a fundamental role in the maintenance of neurons: glial cells.
The latter can spawn or destroy neurons, substantially altering neural connections
in the brain and directly regulating its plasticity and proficiency to retain memories,
abilities generally not included in neural networks. These aspects were collected into
a fourth transversal module affecting all of the previous components so that both
plasticity and memory could be included in some of the devised solutions.

In conclusion, all ideas were tested accordingly to the addressed task, and, in
all cases, there were improvements upon existing state-of-the-art approaches using
task-specific evaluation metrics, strongly indicating that neuroscience concepts can,
in fact, inspire new solutions given a proper modeling phase.
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Chapter 1

Introduction

In the last decades, advancements in deep learning have provided numerous high-
performing solutions to complex and heterogeneous tasks such as gesture recognition
[1], rehabilitation [2], deception detection [3], person re-identification [4], medical
image analysis [5], and many others. In general, existing works either propose
an incremental advance, i.e., existing models are upgraded through meaningful
modifications, such as residual block enhanced models [6] and feature fusion [7],
or design an entirely novel architectural paradigm to address a specific task, such
as generative adversarial networks (GAN) [8]. While both solutions have proven
effective, defining a relevant upgrade to an existing model can be a daunting
experience, let alone designing one from scratch. Current approaches manage these
problems by devising new design choices such as manipulating the loss functions,
employing a diverse learning strategy, exploiting gradient evolution at training
time, optimizing the network hyper-parameters, or increasing the architecture depth.
Although most of these solutions adequately address the tasks mentioned above, they
still fall behind compared to expert human abilities. This is an unsurprising result
since neural networks are based on an approximation of human neurons. Nevertheless,
some of the most valuable and widespread methods resemble the internal workings of
neurons. For instance, the long skip connections presented in [9], that help a network
preserve information, have similar behavior to secondary pathways in the brain that
connect distant neurons. At the same time, the entire ideas of multilayer perceptron
(MLP) and convolutional operation are, in fact, working approximations of neurons
and visual system at a high-level, respectively. All these observation suggest that
developing new (or updating existing) architectures by shadowing precisely the ever
more accurate neuroscience theories might actually yield good results.

Following these insights, this thesis has the ambitious goal to derive improved
deep learning models through the available and ongoing neuroscience studies [10].
As a matter of fact, the brain is a complex machine that is still being studied by
experts who are trying to identify all functions and processes inside this organ.
Starting from the fundamental component, i.e., the neuron, illustrated in Fig. 1.1, a
human is able to perform all kinds of cognitive and motor tasks, e.g., thinking and
walking. These nerve cells transmit electrical signals, also defined action potentials,
in response to external stimuli that are then interpreted at a higher abstraction
level. In particular, neurons send an electrical signal to an adjacent cell either as
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Figure 1.1. Neuron autonomy.

a current (useful for faster, short-range communication) or by means of chemical
reactions (useful for slower, long-range communication). The latter happen at the
synaptic terminals that release neurotransmitters that can bind to the adjacent
neuron receptors. Via these simple processes, messages are forwarded throughout the
human body, and groups of neurons inside the brain can work together to achieve, for
example, higher cognitive functions such as the ability to recognize objects. Notably,
this mechanism is captured reasonably well by the neuron model defined in computer
science. Specifically, a single node, depicted in Fig. 1.2, comprises input connections,
an activation function, and output connections, which correspond to dendrites, axon
hillock, and synaptic terminals. Many solutions have been devised through the
years via this approximation, indicating that neuroscience can be the key towards
human-like neural networks and encouraging the exploration of such an approach as
was performed in this work.

1.1 Aims and Scope
To achieve the goal set for this thesis, i.e., deriving improved neural network archi-
tectures independently of their application field, the first objective is to design a
general model that leverages more accurate neuroscience concepts. In particular,
this work aims to analyze neuroscience notions that encompass distinct cognitive
functionalities, with a focus on the human visual system. Subsequently, these ideas
must be exploited to design new approaches and solutions to different topics. The
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Figure 1.2. Neuron implementation example. A weighted sum of the inputs, netj is
computed, then a sigmoid activation function is applied in order to decide the output yj .

latter can be realized by implementing methods based on the human brain’s bio-
logical workings [10]. More specifically, images observed by a human are broken
down into low-level features by neurons residing in the eye. The brain can construct
intermediate-level and high-level features from these low-level features through a
series of abstractions performed by groups of neurons. Moreover, there are additional
components that “supervise” this entire process and have a fundamental role in the
maintenance of neurons, i.e., glial cells. The latter can spawn or destroy neurons,
substantially altering neural connections in the brain and directly regulating its
plasticity and proficiency in retaining memories. Upon defining a model resembling
accurately such brain functionalities, the second objective of this thesis is to leverage
this representation and derive either new models or modifications to existing ones to
address a given task.

Regarding the scope of this thesis, the model that is going to be defined is a
general one based on the visual system of humans. It can be used to draw ideas
and address heterogeneous tasks involving computer vision approaches, ranging, for
instance, from medical image analysis to person re-identification. Therefore, starting
from a problem in a given field, a specific solution is developed using concepts
summarized in the brain model extracted from neuroscience. Such an approach
allows, first, a broader view of the available state-of-the-art methods, and second,
to include transversal solutions from other fields, e.g., natural language processing,
back into the devised models.

1.2 State of the Art
This work focuses on defining new architectures or upgrades to existing ones to
address heterogeneous tasks. Since many published approaches are described in
the later sections, each of them will comprise its own topic-specific state-of-the-
art research. Nevertheless, it is still possible to identify many works that can
be related to this thesis. In particular, it is interesting to present several works
focused on improving specific components of existing architectures encountered
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when developing the various solutions. In fact, some of the most effective choices to
develop effective models are concerned with (i) the loss function to be minimized,
which is a direct consequence of the task being addressed; (ii) possible regularization
and normalization techniques that might enable a network to converge faster on a
given task; and (iii) the model architecture itself, where defining wrong operations
could result in the network diverging from the required task.

The first group of methods explores different loss functions [11, 12, 13, 14, 15,
16, 17, 18, 19]. Usually, an effective strategy in such proposals is to multiply the
loss by a parameter, e.g., λ, in order to create a weighted function. This approach
directly enables the implementation of adaptive loss strategies, where the function
is modified according to a specific rationale that is relevant to solving the addressed
problem. For instance, in [11], the relative magnitude between two subsequent losses
is evaluated to determine when and how to update the implemented generative
adversarial network (GAN) model. Meanwhile, the authors of [12] leverage such
parameters to automatically explore possible loss functions and pick the best one
among them. The use of additional weighting parameters has proven to be a practical
choice in many solutions; therefore, other approaches follow a similar reasoning by
defining ranking losses to generate a parametric loss function, such as the methods
devised in [13] and [14]. Specifically, the former defines a pair-wise ranking loss based
on the input image structure, while the latter designs a distributional ranking loss
to better separate positive samples from negative ones. A straightforward extension
from parametric loss functions is obtained via multi-task loss functions, where a
single model learns different tasks simultaneously. In [15] and [16], for example,
the cross-entropy and triplet loss functions, in the former, and the self/relative
samples similarities, in the latter, are optimized jointly to improve the respective
network output. A further refinement for multi-task losses can finally be defined by
computing intermediate losses, as described by [17] and [19], where losses for similar
tasks are computed along the architecture structure to try and preserve as much
information as possible inside the model.

The second group of approaches analyzes regularization [20, 21, 22, 23] and
normalization [24, 25, 26, 27] techniques that can help to achieve a better input
abstraction or faster convergence. For example, the scheme presented in [20] applies a
region dropout to the network input as a data augmentation strategy. The authors of
[21], instead, develop an elastic regularization strategy to capture differences among
diverse inputs; while in [22], a regularization term is applied to smooth the network
output and avoid the misclassification of wrong inputs. Unlike these works that
regularized the output, the method presented in [23] shows that these procedures
can also be defined for internal layers. In particular, they design a parametrized
regularization strategy to improve the model performance by accounting for both
filters and penalty functions. Differently from these methods, [25] and [26] propose
normalization strategies to improve the learning capabilities of an architecture. In
more detail, [25] employs instance and batch normalization to retain information
invariant to appearance changes (e.g., color) and related to content. Meanwhile,
the scheme presented in [26] develops a group normalization, applied on the filters
channels, to improve performances even for smaller mini-batch sizes. Other than
the previous approaches, normalization techniques can also be defined for input
weights, as shown by [27], where the authors speed up the training procedure by also
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parametrizing them. Finally, the authors of [24] present an automatic method to
learn the best normalization approach for a given layer to affect data distributions
directly along their architecture.

The last group of methods investigates possible architecture variations [28, 19,
9, 29, 30, 31, 32, 33, 34] by analyzing and modifying gradient-derived information
with the aim to improve the optimization task. More accurately, the scheme
by [19] implements intermediate losses to forward more consistent information
throughout the model and, consequently, reduce the vanishing gradient problem. In
[29], losses computed on internal convolution outputs are exploited to improve the
input representation. Instead, the authors of [30] and [31] show how intermediate
losses can reduce the internal representation distance between the components of their
respective architectures. Although approaches studying the effects of intermediate
loss functions clearly show how these functions can directly affect the gradient
evolution at training time, additional information can also be conveyed inside the
model architecture via specific supplementary connections such as the skip and
residual ones. Specifically, [28] and [32] employ long skip connections to connect
distant layers and preserve as much information as possible from previous layers to
ultimately improve the final output. Alternatively, the schemes presented in [9] and
[33] implement a particular type of short skip connection, i.e., residual connections,
that allow the model to forward more accurate information along the architecture,
improving the underlying network abstraction capabilities.

1.3 Contributions and Thesis Outline
This thesis addressed several tasks across heterogeneous fields and achieved new
state-of-the-art performance using the various solutions developed. Although there
is a clear-cut list of contributions in correspondence of each work described in the
later sections, a brief summary is also reported here. Specifically, due to the very
nature of this work, it was possible to devise a consistent number of high-performing
methods upon defining a general model encompassing the human brain through
neuroscience concepts. In more detail, the general model draws inspiration mainly
from the human visual system. The latter includes a series of low-, intermediate-
and high-level processing functions that ultimately enable a person to perform many
cognitive tasks such as recognizing objects. Moreover, the entire process can be
thought of as being regulated by glia cells which maintain neurons by spawning or
removing them as well as their synapses, effectively resulting in the brain plasticity
and memory capabilities. Finally, this general model allowed to devise several
architectures that could be tested, each in its respective field. Summarizing, the
contributions of this thesis are as follows:

• Designing a general model based on accurate neuroscience concepts of the
human visual system. The latter comprises four modules implementing low-
level, intermediate-level, and high-level features functions as well as the brain
plasticity and its memory capabilities.

• Developing several solutions based on the low-level features, namely: multi-
modal features, textural features, and human-like low-level features.
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• Implementing several approaches based on the intermediate-level features,
namely: heterogeneous feature extraction, multi-stream feature analysis, and
semantic feature extraction.

• Outlining several schemes based on the high-level features, namely: local and
global meta-feature analysis, meta-feature hashing, and Fisher features.

• Devising several methods based on the brain plasticity and memory, namely:
extreme parameter reduction, secondary pathways information preservation,
and automatic architecture generation.

Note that the produced work is not limited to the published articles mentioned
above but also includes other solutions reported in the publication section. Moreover,
although every work is a standalone solution comprising an entire approach addressing
a specific task that could be associated with more than a single neuroscience concept,
they are generally used to validate a specific idea, as will be mentioned in the
introduction of each module. Finally, it is essential to mention that even though
there were many contributions associated with this thesis, the work is still ongoing,
and many other architectures are still being developed: a lifetime of experiments
lingers ahead!

Concerning the thesis outline, the rest of this document is organized as follows.
Chapter 2 introduces neuroscience concepts associated with the human visual system.
Chapter 3 describes the general model comprising the four modules extracted from
neuroscience studies, then presents several case studies, i.e., published or submitted
works, for each of the four modules. Finally, Chapter 4 draws some conclusions
on the presented work and provides possible future developments already being
explored.
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Chapter 2

Human Visual System in
Neuroscience

This Chapter describes neuroscience concepts focused on the human visual system,
the brain plasticity, and its ability to retain memories. In particular, Section 2.1
introduces neuroscience studies in a general way so that the reader can appreciate
the workings of every analyzed system. Section 2.2, Section 2.3 and Section 2.4
present all levels of abstractions currently understood by neural science studies in
relation to the human visual system. Finally, Section 2.5 concentrates on brain
plasticity, focusing on synapses functionalities and how humans achieve memory.

2.1 Introduction
Although the current view of brain cells emerged in the 20th century from the
synthesis of several fields such as anatomy, embryology, physiology, pharmacology,
and psychology, nerve cells first became a subject of a particular science, i.e., what is
now called neuroscience, in 1800, when the Italian Camillo Golgi and the Spaniard
Santiago Ramón y Cajal first produced a detailed description of such cells.

Golgi discovered the entire cell structure by using silver salts to stain neurons,
which enabled him to deduce that these cells work as a syncytium [35]. Starting
from Golgi’s findings, Ramón y Cajal determined that single cells comprise a cell
body, branching dendrites on one side, and a long cable-like axon on the other
end, which allow each neuron to cooperate with other cells instead of acting as
a syncytium. In fact, during his studies, Ramón y Cajal managed to define the
early groundwork for the neuron doctrine, i.e., the principle that individual neurons
form the elementary building blocks of the nervous system [36]. The latter was
ascertained in the mid-1950s when the introduction of electron microscopy allowed
Sanford Palay to unambiguously demonstrate the existence of synapses [37].

Physiological investigation of the nervous system started in the late 1700s with the
Italian physician and physicist Luigi Galvani who discovered that nerve cells generate
electricity [38]. Modern electrophysiology, enabled three German physiologists, i.e.,
Johannes Müller, Emil du Bois-Reymond, and Hermann von Helmholt, to measure
in the 19th century the speed of conduction along the axon and to show that the
electrical activity of a nerve cell affects adjacent neurons in predictable ways [39, 40].
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Figure 2.1. An early map of functional localization in the brain.

Pharmacology also impacted in the 19th century, when Claude Bernard in France,
Paul Ehrlich in Germany, and John Langley in England demonstrated that drugs
bind to receptors located in the cell membrane, which ultimately enables nerve cells
to be able to communicate also by chemical means [41, 42].

Psychological thinking presents the first major view in René Descartes’s work
dated back to the 17th century, where body and mind were divided into a dualistic
view that separates functions of lower animals actuated by the brain, e.g., perception,
motor acts, and appetites, from higher mental functions situated in the soul, e.g.,
consciousness and behavior [43]. This first view was extended in the early 1800, when
Franz Joseph Gall, a Viennese physician and neuroanatomist, joined psychological
studies with biological ones. In his work, Gall assumed that specific areas in the
brain, as shown in Fig. 2.1, are responsible for specific behaviors, and ultimately, his
findings led to phrenology, a discipline that studies personality and character based
on a person’s skull conformation. While such investigations, which came to be known
as holistic view, were explored in the subsequent years, in the mid-19th century,
the French, German and British neurologists Paul Pierre Broca, Carl Wernicke,
and Hughlings Jackson, discovered that different motor and sensory functions could
be traced to specific parts of the cerebral cortex [44, 45], thus enabling modern
neuroscience [10] to study different capabilities such as the language processing
described in Fig. 2.2.

As neuroscience knowledge keeps growing over the years, more details are unveiled
over many of the human cognitive faculties such as touch, pain, hearing, and sight.
Among the available options, this thesis explores concepts mainly from the latter to
address many heterogeneous computer vision tasks. More specifically, the human
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Figure 2.2. Example of language processing that engages several regions of the left cerebral
hemisphere. Broca’s area controls the production of speech. It lies near the region of the
motor area that controls the mouth and tongue movements that form words. Wernicke’s
area processes auditory input for language and is important for understanding speech.
It lies near the primary auditory cortex and the angular gyrus. The French neurologist
Jules Dejerine proposed in the 1890s that a polymodal sensory area in the angular gyrus
integrates information from vision and audition to represent words, but more recent
studies implicate a more ventral occipitotemporal cortical area for processing of visual
words. Wernicke’s area communicates with Broca’s area by a bidirectional pathway, part
of which is made up of the arcuate fasciculus. Source: [10].

visual system, starting from the retina and up to higher cognitive functions, e.g.,
object recognition, analyzes scenes with increasing abstraction levels in what are
defined as low-level, intermediate-level, and high-level visual processing. In general,
the retina captures simple attributes in the environment through its cones and rods,
e.g., color or line orientations, which are then used to assemble surfaces and integrate
contours. Eventually, these new characteristics are interpreted by other neurons
to achieve higher functionalities such as object identification. A scheme for this
mechanism is reported in Fig. 2.3. Notice that due to their importance, each of
these feature groups is given its own section in this Chapter since they all provided
novel ideas for several works. In fact, the human visual system is a highly advanced
system able to recognize many distinct characteristics in an image, which can provide
relevant cues to solve many real-life scenarios.

Finally, brain plasticity and memory will also be explored in this document.
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Figure 2.3. A visual scene is analyzed at three levels. Simple attributes of the visual
environment are analyzed (low-level processing), and these low-level features are then
used to parse the visual scene (intermediate-level processing). Local visual features are
assembled into surfaces, objects are segregated from background (surface segmentation),
local orientation is integrated into global contours (contour integration), and the surface
shape is identified from shading and kinematic cues. Finally, surfaces and contours are
used to identify the object (high-level processing). Source: [10].
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Figure 2.4. Scheme of a visual scene projection onto the retina’s photo-receptors. Light
from an object in the visual field is refracted by the cornea and lens and focused onto
the retina. In the foveola, corresponding to the center of gaze, the proximal neurons of
the retina are shifted aside so light has direct access to the photo-receptors. Source: [10].

The former is generally achieved through particular cells, i.e., glial ones, that
maintain synapses among different neurons. In fact, these connections can be
created, reinforced, or removed, depending on their status. Regarding the memory,
instead, it is still an open field with little understanding where groups of neurons,
that activate together, enable higher functions such as the remembrance of particular
events, objects, and so on.

2.2 Low-Level Processing
The first part of the human visual system is dedicated to the generation of low-level
features. This component analyzes light entering the eye and hitting its retina,
where photo-receptors, i.e., rods and cones, for night and day vision, respectively,
capture these signals. The general scheme of a visual scene projection onto the
retina is illustrated in Fig. 2.4. In detail, light enters the eye through the cornea and
lens, hitting the retina on its back. The latter comprises five layers of neurons and
synapses, as shown in Fig. 2.5, which generate several low-level features in this organ.
To avoid back-scattering of light inside the eye, behind the retina there is a film of
pigment epithelium that absorbs any remaining light. Other points of interest inside
the eye are the fovea, characterized by shifted neurons that enable direct access to
photo-receptors for the light, resulting in sharper images for the center of gaze; and
the optic nerve, a cable forwarding the resulting pre-processed signals to the brain
through the visual pathways. Finally, as can be observed in Fig. 2.4, there is also
an additional component in front of the optic area, i.e., the optic disc. The latter
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Figure 2.5. The retina comprises five distinct layers of neurons and synapses. On the left,
a perpendicular section of the human retina. Three layers of cell bodies are evident.
The outer nuclear layer contains cell bodies of photo-receptors; the inner nuclear layer
includes horizontal, bipolar, and amacrine cells; and the ganglion cell layer contains
ganglion cells and some displaced amacrine cells. Two layers of fibers and synapses
separate these: the outer and inner plexiform layers. Abbreviations: M ganglion,
magnocellular ganglion cell; P ganglion, parvocellular ganglion cell. Source: [10].

corresponds to a blind spot in the eye due to the absence of photo-receptors and
in which area the axons of retinal ganglion cells converge into the optic nerve to
transmit the processed signals to the brain.

A fundamental aspect of this first part of the human visual system lies in the
photo-receptors. In particular, the retina contains approximately 100 million rods and
5 million cones, which are all connected to a considerably smaller number of fibers in
the optic nerve, i.e., the above-mentioned one million. Although signals transmitted
through the optic nerve are analyzed by half of the cerebral cortex, suggesting there
is a considerable amount of data, the size discrepancy between this nerve and the
number of neurons in the retina results in an inevitable loss of information. Thus, to
maximize the information forwarded to the brain, the retina automatically performs
a pre-processing phase thanks to its structure, illustrated in Fig. 2.6. In detail, the
five layers presented in Fig. 2.5 include horizontal connections and parallel pathways
that end in ON and OFF ganglion cells. The former connections help neurons
account for their neighbors’ excitation when stimulated by light, while the parallel
pathways provide an effective way to handle both day and nighttime. Note that
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Figure 2.6. Cones and rods circuitry, on the left and right, respectively, showing horizontal
pathways. Notice that rods make use of cone neurons as the latter do not activate at
night. Source: [10].

rods employ the same paths as cones, which is most likely an evolutionary trait [10]
to reuse existing neurons since at night cones do not capture light. By exploiting
this circuitry, the observed world can be represented effectively as a polarity map,
i.e., neurons either fire when hit by light during the day (or night).

Another peculiar aspect of photoreceptors is their distribution inside the retina.
In fact, the fovea is packed with cones and does not contain any rod since its role
is to provide a sharp vision during the daytime, especially for the gaze fixation
point. Contrary to this, outside the fovea, rods, which far surpass the cones in
number, are distributed in the rest of the retina more sparsely the farther away they
reside from the fovea. Moreover, these distant rods also have an increased shape to
compensate for the entrance angle and the low light typical of dark hours. Due to
the configuration of both cones and rods, as well as the latter’s size, retinal ganglion
cells have different receptive fields that ultimately provide the optical nerve with
different spatial resolutions and a more direct focus on areas with high contrast
during both day and nighttime.

A different characteristic captured by photoreceptors, particularly cones, is their
sensitivity to luminance, mainly for survival purposes, as well as color, even though
the latter is generally less important. To this end, cones in the retina can be grouped
into three different classes, i.e., long (L), medium (M), and short (S) cones. Each of
these classes is tuned to exclusively perceive a specific wavelength, thus resulting
in the perception of colors close to red, green, and blue, respectively. A detailed
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Figure 2.7. The visible spectrum and the human color perception from the activation of
photoreceptors, with their range of wavelengths. Source: [10].

scheme is reported in Fig. 2.7. Notice that even though colors are pre-processed
as low-level features, their perception is also tied to higher abstraction levels, as is
generally the case for all the described low-level visual features.

Finally, additional features, computed in the primary visual cortex using the
pre-processed visual stimuli, are extremely relevant to human vision. In particular,
depth, line orientation and motion. The first feature is obtained via a disparity
matching between views obtained by the two eyes. The second feature is achieved by
averaging over an array of neurons, each having an orientation preference, providing a
stronger response in case their preferred stimulus is received. A visual representation
of such behavior is illustrated in Fig. 2.8. Motion is instead obtained via the receptive
fields of retinal ganglion cells. In fact, the human eye is specifically designed to detect
moving objects (again for survival purposes) by having different responses along
the various photoreceptors and, consequently, ganglion cells. Indeed, stationary
objects would normally disappear from sight, an outcome that is prevented by an
involuntary movement, called saccade, which allows to rapidly shift the center of
gaze across the scene, enabling a continuous cell activation and the ability to observe
the world through the eyes.

To summarize, many low-level features were presented, and, although they are
all fundamental in the description of a visual scene, there might still be unknown
features yet to be discovered as neuroscience keeps studying and evolving throughout
the years. Following is a list outlining the most relevant features currently known:

• polarity: ON and OFF retinal ganglion cells respond to light stimuli of either
rods or cones, effectively capturing contrast in the image;

• spatial resolution: obtained through the cones and rods configuration across
the rods, as well as the size of the latter;
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Figure 2.8. Vector averaging is one model for population coding in neural circuits. Vector
averages describe the possible relationship between the responses in an ensemble of
neurons, the tuning characteristics of individual neurons in the ensemble, and the
resultant percept. Individual neurons respond optimally to a particular orientation of a
stimulus in the visual field, but also respond at varying rates to a range of orientations.
The stimulus orientation to which a neuron fires best can be thought of as a line
label—when the cell fires briskly, its activity signifies the presence of a stimulus with
that orientation. A number of neurons with different orientation preferences will respond
to the same stimulus. Each neuron’s response can be represented as a vector whose
length indicates the strength of its response and whose direction represents its preferred
orientation, or line label. Source: [10].

• spectral filtering: the retina pre-processes both luminance and color via its rods
and cones, with the latter being tuned to specific spectral band wavelengths
to capture specific colors;

• depth: computed via disparity matching between the two eyes, allows to
perceive distances from objects present in a scene;

• line orientation: arrays of neurons are tuned to recognize specific orientations
in the activation fields of retinal ganglion cells. By averaging the response to
external stimuli, line orientation can be extracted.

• motion: a natural capability for the human vision for survival purposes,
correlated to the retinal ganglion cells’ receptive fields that provide cues on
possible movements.

2.3 Intermediate-Level Processing
The second part of the human visual system is concerned with globally parsing the
observed scene, e.g., describing shapes, starting from the low-level features introduced
in the previous section. Differently from the first set of features, intermediate-level
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Figure 2.9. Cortical areas involved with intermediate-level visual processing. Many cortical
areas are involved with integrating local cues to construct contours and surfaces and
segregating foreground from background. Shaded areas extend into the frontal and
temporal lobes because the cognitive output from these areas, including attention,
expectation, and behavioral task, contributes to the process of scene segmentation.
Abbreviations: AIP, anterior intraparietal cortex; FEF, frontal eye fields; IT, inferior
temporal cortex; LGN, lateral geniculate nucleus; LIP, lateral intraparietal cortex; MD,
medial dorsal nucleus of thalamus; MIP, medial intraparietal cortex; MST, medial
superior temporal cortex; MT, middle temporal cortex; PF, prefrontal cortex; PL,
pulvinar; PMd, dorsal premotor cortex; PMv, ventral premotor cortex; SC, superior
colliculus; TEO, occipitotemporal cortex; VIP, ventral intraparietal cortex; V1, V2,
V3, V4, primary, secondary, third, and fourth visual areas. Source: [10].

ones are computed by neurons located in various parts of the brain, such as the
primary visual cortex or the middle temporal area, as illustrated in Fig. 2.9. Moreover,
various correlated low-level and intermediate-level features are computed jointly
in the same cortex, e.g., the primary one, since the latter group usually requires
the former to be computed. A fundamental aspect of intermediate-level feature
generation lies in the extensive paths employed to extract an image’s characteristics.
In fact, these paths work in parallel and present feedforward and feedback pathways,
both with the same dimensionality. They can be subject to plasticity to increase
sight accuracy on specific tasks, especially in the early years when the brain is still
developing. Notice that, apart from their size, little is known about feedback routes,
and they are actively being studied as they might provide further insights into the
internal workings of the human visual system.

One of the intermediate-level features extracted, defined contour integration,
accounts for objects’ contours. Lines (and their orientation) are detected in the
primary visual cortex (V1) via specialized neurons formed by simple and complex
cells, as illustrated in Fig. 2.10.(a). The first cell type focuses on detecting incoming
light by contrasting ON and OFF subfields in its receptive field. The second cell
type has overlapping ON and OFF areas, so it has the highest response when either
lines or edges with the same orientation preference are observed by the neuron.
From this mechanism, the brain detects local orientations, i.e., a low-level feature
describing each line in the scene. Furthermore, some neurons are equipped with an
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(a)

(b)

Figure 2.10. In (a) simple and complex cells in the visual cortex. Simple cells are divided
into subfields with opposite ON (+) and OFF (-) response properties. Complex cells
have overlapping regions and respond continuously as a line or edge traverses their
receptive field. In (b) end-inhibited receptive fields where a central excitatory region is
flanked by inhibitory ones with the same orientation selectivity. A short line segment or
a long curved line will activate the neuron (first and third), but a long straight line will
not (second). A neuron with a single inhibitory region in addition to the excitatory one
can signal the presence of corners (fourth). Source: [10].



2.3 Intermediate-Level Processing 18

end-inhibition mechanism, shown in Fig. 2.10.(b), where inhibitory regions enable
the cell to respond to specific line sizes, curves, and corners. Due to the sheer
number of activated cells, analyzing objects locally is not enough to define their
contours. Therefore, subsequent neurons are tasked with the integration of such
lines, which happens naturally via horizontal connections according to the good
continuity property, among others, as formalized in the Gestalt principles [46]. In
fact, the primary visual cortex defines contours using similarly oriented segments
captured by connected neurons with similar orientation preferences, as shown in
Fig. 2.11, ensuring that shape contours are extracted correctly.

Additional intermediate-level features such as object shape, surface segmentation,
and 3D properties are characterized by the low-level feature representing depth. The
latter is obtained via the disparity between images captured in the left and right
eyes through specific neurons that respond to either close or far points with respect
to a plane of fixation, i.e., where the gaze is focused. In general, depth cues are
extremely useful as they allow to distinguish between foreground and background
objects and to perform surface segmentation, as can be observed in Fig. 2.12. In fact,
the secondary visual cortex (V2) analyzes disparity cues globally so that close objects
can pop against the background. Moreover, this procedure is so effective thanks to
distant horizontal connections among neurons that enable depth integration inside
the entire scene, which, in turn, allows the cortex to identify object shapes and
separate them from the background.

Motion trajectories can provide cues on object shapes but, contrary to the
previous intermediate-level feature, they are computed in the middle temporal (MT)
area. The latter analyzes local motions, i.e., the low-level features, and tries to
integrate them at the surface level. In more detail, neurons have direction selectivity,
which means they are trained to respond only to specific movements. This mechanism
is achieved through delayed responses across cells that, when summed, result in a
spike only when the preferred movement is observed, i.e., the neuron activates with
respect to a motion in a specific direction, as illustrated in Fig. 2.13.(a). In this
context, local motion integration is fundamental in defining the global trajectory of
an object since neurons can only observe local cues in their receptive field, resulting
in a possibly wrong motion direction estimation, as shown in Fig. 2.13.(b). To this
end, similarly to the previous features, the MT area exploits horizontal connections
to perceive the correct movement, thus considering multiple responses jointly instead
of the single receptive fields.

As the visual system measures surface characteristics through light incoming
from different parts of the visual field, the perceived brightness and color of an
object might be completely different from its physical characteristics. However,
perceptual constancies ensure an object appears roughly the same independently
of light distribution, as can be observed in Fig.2.14.(a). In fact, although neurons
mostly detect borders, a small number of them handle surfaces by accounting for
constant responses in their receptive fields and changes in neighboring neurons. This
allows a cell to compute the brightness from information present at the edges, known
as perceptual fill-in, which also ends up in the object constancy. Moreover, the
human brain maintains a 3D representation of the observed world which allows to
dynamically perceive objects that normally change in size, shape, and brightness,
without losing consistency in the object structure, e.g., a person moving closer
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Figure 2.11. Contour integration reflects the perceptual rules of proximity and good
continuation. (left) A straight line composed of one or more contour elements with
the same oblique orientation appears in the center of each of the four images. Factors
that contribute to contour saliency include the number of elements (first and second
frames), their spacing (third frame), and smoothness (fourth frame). (right) These
perceptual properties are reflected in the horizontal connections between V1 neurons
with similar orientation selectivity. As long as the visual elements are spaced sufficiently
close, excitation can propagate from cell to cell, thus facilitating the responses of V1
neurons. Each neuron in the network then augments the responses of neurons on either
side, and the facilitated responses propagate across the network. Source: [10].
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(a)

(b)

Figure 2.12. In (a) example of depth cues contributing to surface segmentation. When
observed alone, the three gray vertical bars seem to cross a gray horizontal rectangle
(left). However, when fused with diverged eyes, the three vertical bars fall on the two
retinas with near, zero, and far disparity (right). Specifically, the bar at the left appears
to hover in front of the rectangle with an illusory vertical edge crossing the rectangle,
whereas the bar at the right appears to lie behind the edges of the horizontal rectangle.
In (b), a V2 neuron responds to illusory edges formed by binocular disparity cues. When
the cell’s receptive field is centered in the gray square, the cell does not respond to a
vertical bar that has far disparity or the same disparity as the square. When the vertical
bar has near disparity, the cell responds as the illusory vertical edge crosses its receptive
field. Source: [10].
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(a) (b)

Figure 2.13. In (a) the directional selectivity of movement. A neuron’s selectivity for
the direction of movement depends on the response latencies of presynaptic neurons
relative to the onset of a stimulus. The response latencies of presynaptic neurons a and
b are somewhat longer than those of neurons d and e. When a stimulus moves from left
to right, neurons a and then b are activated first, but because their response latencies
are longer, their inputs arrive at the target neuron superimposed with the inputs from
neurons d and e, and the summated inputs cause the neuron to fire. In contrast, stimuli
moving leftward produce signals that arrive in the target neuron at different times and
therefore do not reach the cell’s threshold for firing. In (b) The aperture problem and
barber-pole illusion. Although an object moves in one direction, each component edge,
when viewed through a small aperture, appears to move in a direction perpendicular to
its orientation. The visual system must integrate such local motion signals into a unified
percept of a moving object. Motion perception is influenced by scene segmentation cues,
as seen in the barber-pole illusion. Even though the pole rotates around its axis, one
perceives the stripes as moving vertically, due to the global vertical rectangle surrounding
the barber pole enclosure. Abbreviation: EPSP, excitatory postsynaptic potential.
Source: [10].
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(a)

(b)

Figure 2.14. Example of contextual cues affecting color and brightness perception. In (a),
the perceived colors remain stable under different illumination conditions and changes
from surface reflected light wavelengths. Yellow squares on the two cubes appear similar
despite the very different ambient lights. In fact, if the blue and yellow squares on the
top of the left and right cubes are isolated from their contextual squares, their colors
appear identical. In (b), brightness perception is influenced by 3D shape. The four
indicated gray squares have the same luminance. The apparent brightnesses are similar
in the left illustration but different in the right one since the visual system expects that
illumination comes from above (i.e., sun position relative to us). Thus, the surface below
the fold in the right image appears brighter than the one above it. Source: [10].
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occupies a wider space in the retina but is not perceived as taller [10]. Additionally,
context influences the extraction of brightness and color at the object level when
the brain is interpreting the intermediate-level features. In this case, the human
visual system assumes there is always light coming from above, and colors might be
perceived differently depending on the object structure, as shown in Fig.2.14.(b).

In conclusion, information is shared throughout the visual field via horizontal
connections during intermediate-level visual processing. Furthermore, hints of brain
plasticity allow a person to perform perceptual learning, i.e., neurons are trained to
improve the recognition of visual attributes and shapes in visual search resulting in
an easier pop-out (foreground analysis) phenomenon. Finally, cognitive processes
affect visual perception and, in particular, the perceptual task performed, e.g., object
identification, contributes to how neurons can perceive the world. i.e., it changes
how cells respond to external stimuli.

To summarize, the intermediate-level features extracted throughout various brain
areas are outlined in the following list:

• contour integration: starting from local borders and corners generates contours
for all objects in the scene;

• surface properties: brightness and color are computed across the entire surface,
exploiting a 3D representation to ensure structure constancy of the objects;

• shape discrimination: all shapes in the scene are analyzed in a sequential
fashion, so that foreground objects are identified;

• surface depth: similarly to other features, depth is extracted at the surface
level by integrating local cues obtained from the disparity of left and right
eyes;

• surface segmentation: surfaces are identified throughout the visual field by
exploiting horizontal connections extensively;

• object motion: trajectories of objects are computed by integrating local move-
ments, which might differ greatly due to the limited receptive field of neurons.

2.4 High-Level Processing
The third and last part of the human visual processing system, contrary to the first
two components that generate features, is tasked with translating the visual domain
into a cognitive one while also integrating different input sources such as signals
from other sensory modalities, emotional valence, and memory, as illustrated in
Fig. 2.15. This computation is performed in several extensive brain areas, i.e., the
inferior temporal (IT) and prefrontal (PFC) cortices, and allows humans to perceive
the world as object-centered. Moreover, it enables a person to recognize objects even
under varying conditions. For instance, a car could be recognized under different
lighting or angle, position and distance with respect to the retina. What is more,
this rationale also applies to complex objects, i.e., items that are composed of many
visual features, allowing complex cognitive tasks such as the visualization of objects
from past experience.
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Figure 2.15. Representation of entire objects is central to high-level visual processing and
involves the integration of visual features extracted at earlier stages in the visual pathways.
This integration is a generalization of the numerous retinal images generated by the
same object and of different members of an object category. The representation also
incorporates information from other sensory modalities, attaches emotional valence, and
associates the object with the memory of other objects or events. Object representations
can be stored in working memory and recalled in association with other memories.
Source: [10].

Neurons in the various cortices are generally organized in columns that capture
specific and complex objects. Columns responding to similar objects reside close
together, as can be observed in Fig. 2.16, and generally show overlapping activation
due to the correlation of the recognized features. Furthermore, these columns also
contain horizontal connections to build a distributed network that can, on the one
hand, associate objects that might have some kind of correlation, and, on the other
hand, encode even complex objects. For instance, there are entire areas in the IT
cortex that are completely specialized in face recognition, as was shown by the
functional magnetic resonance imaging (fMRI) study in [47]. The intermediate-level
features integration is performed in the IT cortex, which is tasked with the copy
(or recreation) of complex shapes, performed by the posterior IT cortex, and with
the association of meanings to them, achieved by the anterior IT cortex. These
high-level abstractions are extremely important as they allow neuron populations to
generate internal representations that are robust to color and orientation changes,
even though for the latter the IT cortex might employ multiple populations, which
allows to recognize similar objects that might appear as extremely different.

A key aspect accounted for during the high-level visual processing of objects is the
perceptual constancy. In this operation, neurons attempt to generalize across many
retinal images of the same object, so that responses to external stimuli do not vary
significantly for similar inputs, i.e., the brain creates general concepts (or semantics)
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Figure 2.16. Neurons in the inferior temporal cortex that respond to complex visual
stimuli are organized into columns. (left) Optical images of the surface of the anterior IT
cortex illustrate regions selectively activated by the objects shown on the right. (right)
Neurons of the IT cortex are organized in functionally specialized columns that extend
from the surface of the cortex. According to this model, each column includes neurons
that respond to a specific visually complex object. Columns of neurons that represent
variations of an object, such as different faces or different fire extinguishers, constitute a
hypercolumn. Source: [10].

based on several invariances, as shown in Fig. 2.17. The latter are paramount to the
recognition of objects as they might appear with many not negligible differences due
to various circumstances that might otherwise prevent their correct recognition. A
list of known characteristics follows:

• size: assumes that an object retains its size independently of its distance from
the observer;

• position: ignores the relative position of the objects in the retina when they
are captured since light might arrive from different directions;

• viewpoint: allows to recognize objects in 3D across many configurations ac-
counting for different rotations, depths, and lightning. Note that exceptions
might exist, e.g., a bucket seen from above loses its structure;

• form-cues: focuses on the generalization over contrast, color, and texture so
that objects are described by their form or structure;

• object sameness: possibly one of the most advanced invariances, creates a
representation at a global level. For instance, dented or rotten apples would
still be recognized as apples.

Observe that, for viewpoint invariance, neuron populations in the IT cortex are
tuned to specific view angles, but the invariance can be observed only in the anterior
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Figure 2.17. Perceptual constancy is reflected in the behavior of neurons in the inferior
temporal cortex. The responses of many inferior temporal neurons are selective for
stimuli with a particular frequency (number) of lobes but invariant to object size, position,
and reflectance. In A, size constancy, where an object is perceived to be the same even
when the retinal image size decreases its distance in the visual field. In B, position
constancy. An object is perceived to be the same despite changes in position in the
retinal image. In C, form-cue invariance. An object is perceived to be the same despite
changes in reflectance. Source: [10].

areas, while for posterior ones, it has yet to be shown that neurons can achieve it.
Moreover, from this perceptual constancy, the brain can obtain categorical perception,
which allows to distinguish well inter-class differences but not as many intra-class
ones. While this is computed directly from the above-mentioned invariances, it is
analyzed mostly in the PFC with some neurons still activating in the IT lobe. Note,
however, that although the latter already show category-selective functionalities,
they are generally focused on feature similarities, confirming that neuron populations
specialize in specific tasks.

The last characteristic of high-level visual processing is its high correlation
with memory, which will be presented in more detail in Section 2.5. In particular,
visual experiences can be stored as visual memories, which, in turn, can influence
the recognition of incoming stimuli. This behavior requires the plasticity of the
inferior temporal cortex, i.e., connections among neurons must be modifiable to
handle new memories. Experience plasticity mainly derives from two mechanisms:
via repeated exposure or practice, similarly to perceptual learning in intermediate
features (Section 2.3), and through connections with storage areas derived from
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Figure 2.18. Circuits for visual association and recall. Bottom-up signals, i.e., afferent
signals conveying information about objects in the observer’s visual field, are combined
into object representations in the inferior temporal cortex. Before associative learning, a
neuron (blue) responds well to the circus tent but not to the horse. Learned associations
between objects are mediated in the inferior temporal cortex by strengthening connections
between neurons representing each of the paired objects (the indirect pathway in the
figure). Thus, recall of the circus tent following the presentation of the horse is achieved
by activating the indirect pathway. Indirect activation can also be triggered by the
contents of working memory (feedback from the prefrontal cortex). Under normal
conditions, visual perception is the product of a combination of direct and indirect inputs
to inferior temporal neurons. Source: [10].

explicit learning, i.e., facts that can be recalled consciously. The first procedure
is highly modifiable by experience even for complex objects, e.g., observing small
details in a car, and is achieved by sharpened selectivity of neurons to external
stimuli. The second mechanism exploits the extensive specialized neuron populations
in the IT cortex that respond to specific objects or shapes, and are intertwined with
both short-term and long-term memory neurons. The former, also called working
memory, and found in the prefrontal cortex for the visual system, is obtained by
neurons that keep firing to retain the memory, which can be lost when new stimuli
arrive; while the latter retains neuronal activity longer even when stimuli change.
Thanks to these two types of memory, the brain is able to associate different objects
via indirect pathways, i.e., horizontal connections among specialized populations,
and, even more important, to recall objects from memory even if they are not in
sight, as outlined in Fig. 2.18.

To summarize, the outcome of the high-level processing is condensed into the
following list:

• integration of intermediate-level features and generalization across different
retinal images of the same object;

• generalization of semantic object representations through categorical and
associative linking;
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Figure 2.19. The principal types of glial cells are oligodendrocytes and astrocytes in
the central nervous system and Schwann cells in the peripheral nervous system. In
A, oligodendrocytes which are small cells with relatively few processes. In the white
matter of the brain they provide the myelin sheaths that insulate axons. A single
oligodendrocyte can wrap its membranous processes around many axons. In the gray
matter, perineural oligodendrocytes surround and support the cell bodies of neurons. In
B, Schwann cells that furnish the myelin sheaths for axons in the peripheral nervous
system. During development, several Schwann cells are positioned along the length of
a single axon. Each cell forms a myelin sheath approximately 1 mm long between two
nodes of Ranvier. The sheath is formed as the inner tongue of the Schwann cell turns
around the axon several times, wrapping the axon in layers of membrane. In actuality,
the layers of myelin are more compact than what is shown here. In C, astrocytes, a
major class of glial cells in the central nervous system, which are characterized by their
star-like shape and the broad end-feet on their processes. Because these end-feet put
the astrocyte into contact with both capillaries and neurons, astrocytes are thought to
have a nutritive function. Source: [10].

• integration of signals from other sensory modalities as well as emotional valence
from external stimuli;

• correlation between visual experience and visual memory, which directly affects
the ability to recall objects through brain plasticity.

2.5 Brain Plasticity and Memory
The human visual system elaborates incoming light to continuously perform several
cognitive tasks, e.g., object recognition and memory recall. To improve the capabili-
ties of this and other perceptual systems, the human brain leverages a mechanism
called plasticity, i.e., connections among neurons are arbitrarily reorganized to im-
prove its performance. To this end, the brain contains particular cells that regulate
neuronal functions: glia cells. Similarly to neurons, of which exist over a hundred
different types depending on their addressed task, glia cells present different shapes
and functionalities that can be divided into two main categories, i.e., macroglia and
microglia. The former, which covers up to 90% of these cells in the brain, can be
further split into three types, illustrated in Fig. 2.19, namely:
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• Oligodendrocytes: these cells are tasked with the myelination of axons in the
central nervous system, which ensures electric signals fired along the connection
are not dispersed, thus preventing damage to the brain neural structure;

• Schwann cells: similarly to oligodendrocytes, Schwann cells are entrusted with
the myelination of axons located in peripheral areas, where these cells promote
the development, maintenance, and repair of synapses;

• Astrocytes: comprising roughly 50% of the macroglia cells, they take their name
from the particular starry shape and are charged with the support of signaling
among neurons. In fact, normal circuitry among the latter, i.e., synapses, is
completely dependent on astrocytes which prepare the ground for new synapses,
stabilize them, and, if required, destroy them by phagocytosis. Through this
mechanism, astrocytes result as extremely useful for other functions such as
learning and memory, which will be discussed later in this section.

Differently from the macroglia, the second category, i.e., microglia cells, represent
immune cells and phagocytes in the brain. These cells are thought to remove toxic
residues of cognitive operations but, as they are still being actively studied, little
more is known about their (most likely) additional functions with respect to neurons.

Another brain capability strictly correlated with glial cells is the ability to
learn and, therefore, retain memories. In particular, humans exploit two kinds of
memory, i.e., short-term and long-term memory. Short-term memory, also known
as working memory, maintains information for a few seconds and up to a few
minutes. It can be divided into three subsystems, two of which analyze verbal and
visuospatial information, while the third comprises “executive control processes”
that regulate the entire procedure. Depending on the subsystem being employed,
different frontoparietal brain regions, including the prefrontal, cingulate, and parietal
cortices, will activate, indicating that cortical regions specialize in specific tasks.
An example of areas activated by the working memory is illustrated in Fig. 2.20.
Furthermore, while this memory lasts for a short amount of time and is extremely
volatile, i.e., when a different stimulus arrives, it can be lost, it is essential to form
long-lasting memories, that are obtained by consolidating neural connections into
other brain regions so that they can be retrieved at a later time.

Contrary to short-term, long-term memories can last for a lifetime and can be
categorized depending on their type, which mainly differs in the brain area used
as a storage, as illustrated in Fig. 2.21. In more detail, long-term memory can be
thought as explicit (or declarative) and implicit (or non-declarative). The former is
represented by memories that can be retrieved actively and can be further split into
two categories:

• episodic memory: allows to remember rich details of something that happened,
e.g., the smell of freshly baked bread;

• semantic memory: enables to recall the meaning of words and, more in general,
of concepts, e.g., when reading this thesis, the meaning of each sentence is
automatically understood by the reader.

The second category, i.e., implicit long-term memory, manifests instead automatically
with little consciousness processing and is tightly tied to the learning conditions. For
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Figure 2.20. The prefrontal cortex maintains a working memory. In A, the role of prefrontal
cortex in maintaining information in working memory is often assessed in monkeys using
electrophysiological methods in conjunction with a delayed-match-tosample (DMS) task.
In this type of task, each trial begins when the monkey grabs a response lever and
visually fixates a small target at the center of a computer screen. An initial visual
stimulus (the sample) is briefly presented and must be held in working memory until
the next stimulus (the match) appears. In the illustrated task, the monkey was required
to remember the sample (“what”) and its location (“where”) and release the lever only
in response to stimuli that matched on both dimensions. In B, neural firing rates
in the lateral prefrontal cortex of a monkey during the delay period that are often
maintained above baseline and represent responses to the type of stimulus (what), the
location (where), and the integration of the two (what and where). As shown, at left
is the activity of a prefrontal neuron in response to a preferred object (to which the
neuron responds robustly) and to a nonpreferred object (to which the neuron responds
minimally). Activity is robust both when the monkey looks at the preferred object
(sample) and during the delay. In the sketch at right, the symbols represent recording
sites where neurons maintained each type of information (what, where, and what and
where). Typically, several types of neurons were found at one site; hence, many symbols
overlap and some symbols indicate more than one neuron. Source: [10].

this reason, different implicit forms that are handled by different brain regions, as
reported in Fig. 2.21, exist. An interesting aspect of these two forms of memory is
that they can be acquired in parallel, especially since different regions are activated
by the external stimuli. For instance, the explicit form could be associated with the
good smell of pizza, while the implicit one could be associated with the salivation
produced by the smell.
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Figure 2.21. Two forms of long-term memory involve different brain systems. Implicit
memory involves the neocortex, striatum, amygdala, cerebellum, and, in the simplest
cases, the reflex pathways themselves. Explicit memory requires the medial temporal
lobe, the hippocampus, and certain areas of the neocortex (not shown). Source: [10].

Supposedly, explicit and implicit memory could affect one’s behavior, e.g., the
good smell might induce salivation and, therefore, the person would feel hunger.
However, similarly to glial cells, there are still ongoing studies on the internal memory
workings. Notice that among the various long-term memory types, the greatest
amount of knowledge is concentrated on the episodic one. This is a consequence of
capture devices that would require electrodes to be wired directly into the brain
to see effective changes associated with thought. In fact, the generally used fMRI
procedures only account for blood flow and are, therefore, slow to detect changes.
Nevertheless, it was possible to identify four stages of memory:

• deep encoding: creates an encoding of a memory, e.g., the shape of a car, and
tries to connect it to other memories to improve its initial acquisition;

• storage: stocks memories in dedicated areas, which have a tremendous amount
of space with respect to the working memory, and that is not yet quantified;

• consolidation: synapses of neurons involved in the structure associated with a
memory are consolidated by removing or strengthening the various connections;
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• retrieval: brain regions are stimulated to retrieve a given memory that can be
encoded again, i.e., modified. This mechanism allows to intertwine memories
through time but can introduce mistakes in the retained recollections. Observe
that during retrieval, working memory plays an important role in keeping the
memory active and allowing for its (possible) modification.

To summarize, brain plasticity, accomplished by glial cells, ensures that cognitive
tasks can be performed correctly (or even be improved) by creating, maintaining,
and eventually destroying synapses among neurons. Moreover, plasticity also allows
to retain the knowledge of every object through what has come to be known as a
memory. The latter is represented via complex neuronal structures that are highly
distributed among brain regions depending on their functionalities (and sensory
clues) and can be divided into explicit, i.e., memories recalled consciously, or implicit,
i.e., memories retrieved automatically by the brain. Although there are ongoing
studies on both plasticity and memory, they ultimately enable a human to perform
all cognitive tasks, such as, for instance, object recognition.
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Chapter 3

Towards Human-like Neural
Networks

This Chapter implements the neuroscience concepts introduced in Chapter 2. In
particular, Section 3.1 briefly introduces the work done to exploit neuroscience con-
cepts in defining novel deep learning algorithms. Section 3.2, Section 3.3, Section 3.4,
Section 3.5, delineate the resulting approaches for each of the modules identified,
that account for low, intermediate, and high-level visual processing, for the first
three sections, as well as plasticity and memory for the fourth section.

3.1 Introduction
To translate the vast amount of knowledge on the human vision that neuroscientists
keep providing through their constant efforts, the first step is to define a general brain
model that can encompass the notions regarding the visual system, brain plasticity,
and memory, as they are highly correlated. A scheme summarizing the internal
workings, and a minimal visual processing example, are illustrated in Fig. 3.1. As
expected from the concepts presented in Chapter 2, the resulting model comprises
four modules, three destined for the visual feature processing, i.e., low, intermediate,
and high-level, while the last one, which covers glial cell functionalities, defines
characteristics spanning across all modules.

As can be observed in Fig. 3.1.(a), each module is responsible for either the
generation of several features describing an image, i.e., low and intermediate-level
visual processing units, or for overseeing advanced procedures, i.e., high-level vi-
sual processing and glia supervisor system units. In more detail, low-level visual
processing accounts for the generation of primary features such as spectral filtering
and line orientation, that describe the incoming light from an observed scene (Sec-
tion 2.2). Instead, intermediate-level visual processing produces advanced features
from those computed in the first module, so that it can perform, among others,
shape discrimination, or infer surface properties (Section 2.3). Differently from these
first two modules, which are mainly focused on the generation of increasingly more
abstract features, the high-level visual processing module is fundamental to achiev-
ing higher cognitive functions. In fact, this unit integrates and further abstracts
previous outputs while correlating such representations with previous knowledge
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(a)

(b)

Figure 3.1. In (a), the general scheme used to develop the approaches presented in this
thesis, represents the internal workings of the human visual system that is supervised by
the glial cells. In (b), a minimal example of visual processing.

and memories (Section 2.4). The last module, i.e., glia supervisor system, does not
generate a specific output unlike the previous modules but, instead, it oversees all
neuronal activities. In particular, this module represents the glial cells described
in Section 2.5, that enable for synapses plasticity by preparing the ground for new
connections and maintaining or destroying existing ones. Moreover, by modifying
the underlying network, glial cells also favor the creation of new memories that can
be recalled for either a short or long amount of time.

Observe that while the general brain model described in Fig. 3.1 represents the
output of a given unit, there are other mechanisms described throughout Chapter 2
that were employed for the various approaches designed. For instance, recurring
subjects are the use of secondary pathways and horizontal connections that allow,
on the one hand, to increase the computational capabilities, e.g., neurons in the
retina, and, on other hand, to integrate proximity or dissimilar information. In
fact, such characteristics enable the brain to perform the many complex cognitive
functions that we, as humans, are normally used to, such as object recognition or
recall [10]. Finally, note that although an ideal solution would be to implement the
entire system, due to its underlying complexity, only parts and internal workings
were exploited to devise the many yet effective solutions presented in Section 3.2,
Section 3.3, Section 3.4, and Section 3.5.
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3.2 Low-Level Processing in Neural Models
The low-level features described in Section 2.2 are mainly focused on the pre-
processing of light signals. In neural models, this would result in the extraction of
meaningful features from a given input image or an alternate representation for the
latter. In this context, different approaches were explored in this module. The scheme
described in [5] (Section 3.2.1) investigates the effects of different representations
of the same input in providing an enhanced view of a given object, in particular
thyroid tumors. The method introduced in [48] (Section 3.2.2) explores an alternate
representation through the textural analysis of aerial images to surveil an area.
Finally, the last approach, presented in Section 3.2.3, and currently under review,
goes the extra mile and directly implements human low-level visual features such as
brightness, color, and line orientation, directly into a neural network, showing similar
performance to existing models, as well as known human problems such as reduced
capabilities with night vision, demonstrating the effectiveness of a neuroscience
approach to neural network modeling.

3.2.1 Case Study: Multimodal Features

Computer-aided diagnosis (CAD) is becoming a prominent approach to assist clin-
icians spanning across multiple fields. These automated systems take advantage
of various computer vision (CV) procedures, as well as artificial intelligence (AI)
techniques, to formulate a diagnosis of a given image, e.g., computed tomography and
ultrasound. Advances in both areas (CV and AI) are enabling ever increasing perfor-
mances of CAD systems, which can ultimately avoid performing invasive procedures
such as fine-needle aspiration. In this study, a novel end-to-end knowledge-driven
classification framework is presented. The system focuses on multimodal data gener-
ated by thyroid ultrasonography, and acts as a CAD system by providing a thyroid
nodule classification into the benign and malignant categories. Specifically, the pro-
posed system leverages cues provided by an ensemble of experts to guide the learning
phase of a densely connected convolutional network (DenseNet). The ensemble is
composed by various networks pretrained on ImageNet, including AlexNet, ResNet,
VGG, and others. The previously computed multimodal feature parameters are used
to create ultrasonography domain experts via transfer learning, decreasing, moreover,
the number of samples required for training. To validate the proposed method,
extensive experiments were performed, providing detailed performances for both
the experts ensemble and the knowledge-driven DenseNet. As demonstrated by the
results, the proposed system achieves relevant performances in terms of qualitative
metrics for the thyroid nodule classification task, thus resulting in a great asset when
formulating a diagnosis.

3.2.1.1 Introduction

Thyroid nodules, described by an abnormal growth of the gland tissue, are a
common disease affecting the thyroid gland [49]. Ultrasonography is the most used
modality to both detect and diagnose nodules. This method is safe, convenient,
non-invasive, and has a better capability of distinguishing benign nodules from
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Figure 3.2. Knowledge-driven learning (KDL) via experts consult (EC) framework archi-
tecture. The feature fusion between US, LBP and DWT images is given as input to the
EC module and to the KDL-EC DenseNet. Their outputs are then concatenated and
elaborated by three dense layers to obtain a diagnosis. The EC module, through an
ensemble of deep neural networks (DNN), can guide the KDL-EC unit learning.

malignant ones, with respect to other techniques such as computed tomography
(CT) and magnetic resonance imaging (MRI), thus facilitating early diagnosis and
treatment choice [50]. In order to take full advantage of ultrasound (US) images,
computer-aided diagnosis (CAD) is rapidly evolving, resulting in systems able to
provide less subjective interpretations and, consequently, more precise diagnoses. A
CAD system is generally developed following established phases including image
preprocessing (e.g., noise removal, image reconstruction), region-of-interest (ROI)
extraction, segmentation, and classification. Historically, many of the available
works focus on the first three steps, while in the latest years the emphasis is being
shifted towards thyroid nodule classification due to the evolution of machine learning
approaches. A key aspect of all phases lies in the nodule representation, where
techniques such as local derivative and local binary patterns (LDP, LBP) in [51], or
discrete wavelet transform (DWT) in [52], can provide a detailed description of the
gland itself. By applying these techniques, as well as a plethora of other computer
vision approaches, it is ultimately becoming possible to detect and segment the
thyroid inside a US image [53, 54], or classify its nodules [55], thus making CAD
systems a great asset for clinicians during their diagnoses.

In the latest years, many interesting works using various machine learning
approaches concerning the nodule classification task, were presented. The authors of
[56], for example, propose a comparison between Bayesian techniques, support vector
machines (SVMs), and neural networks (NNs), where the latter show promising
results which are close to classic radiological methods. Similarly, by using the
expectation–maximization (EM) algorithm to train a convolutional neural network
(CNN), a neural network able to grasp correlations in an image through convolutions,
in [57], the performances of an automatic system are further improved by training
the system in a semi-supervised way. While convolutional networks are certainly
powerful, representing the nodules in a meaningful way can give an edge on the
diagnosis accuracy, especially when few samples are available. In [58], histogram of
oriented gradients (HOG) and LBP descriptors are successfully combined with other
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high-level features, to compensate the lack of thyroid images. A different approach
to solve the issue of small datasets, common problem for medical researches, is
data augmentation. For this procedure, traditional methods include image cropping,
rotation, and scaling, although even neural networks, such as generative adversarial
networks (GANs), can be used to increase the dataset size. Indeed, the authors of
[59] perform data augmentation through CNNs, to achieve improved performances
with respect to standard US. Another approach to handle small-sized datasets, is
transfer learning. Through this method, a network trained on a different task is
reused to reach convergence faster and more easily on the new domain. In [60], this
technique is exploited in combination with a feature fusion procedure, where US
images of thyroid glands are fused together with their respective elasticity maps,
ultimately exceeding state-of-the-art performances.

While much was done concerning the classification through neural networks and
transfer learning, other approaches are also emerging based on either ensemble learn-
ing or domain knowledge transfer. By using an ensemble, for example, radiologists
performances for thyroid nodule classification are exceeded in [61]. Other works
successfully applying and, thus, encouraging the use of the ensemble technique are
devised in [62] and [63]. The former is able to perform white matter fiber clustering,
while the latter can classify lung nodules from CT scans with high accuracy. Re-
garding the domain knowledge transfer, knowledge itself can be used to effectively
drive the learning phase of a network via the prior knowledge of a different one [34].
As a matter of fact, the authors of [64] apply a similar knowledge-driven rationale to
diagnose breast cancer by integrating domain knowledge during the training phase,
ultimately showing that this approach (i.e., domain knowledge transfer) can be used
to formulate a medical diagnosis.

In this study, due to the relatively small dataset at our disposal, we apply
both data augmentation and feature fusion on automatically generated multimodal
data, to fully exploit the available US images. Moreover, inspired by the results
obtained in [34], we explore a novel knowledge-driven learning (KDL) approach
by building an ensemble of experts via transfer learning, and using it to guide the
learning phase of another network, i.e., acting as an experts consult (EC). Indeed,
the ensemble provides consults on the input thyroid image and can effectively guide
another network, i.e., a DenseNet in this work, during its training. As a result, the
knowledge-driven DenseNet can converge faster, requires a lower training time, and
obtains a higher accuracy with respect to both the ensemble or a simple DenseNet
learning the task by itself. This outcome is also supported by the experimental
results, suggesting that a knowledge-driven learning via experts consult (KDL-EC)
approach can correctly guide a network during its training, even on complex medical
images. Indeed, as shown in the experiments, while a direct comparison cannot be
performed due to each state-of-the-art work using a different private dataset, the
proposed system obtains relevant accuracy, precision, recall, f1, and AUC scores
in comparison with the other available solutions, when analysing the same type of
images (i.e., thyroid US). Thus, the presented method results in a great performing
thyroid nodule classifier that can be used as a CAD system.

Summarizing, key contributions can be resumed as follows:

• for the first time in the state-of-the-art, the presentation of a multimodal
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feature fusion approach based on raw ultrasound (US) images, local binary
pattern (LBP) and discrete wavelet transform (DWT) representations;

• for the first time in the literature, the use of knowledge-driven learning via
experts consult (KDL-EC) approach to directly improve the training phase of
a densely connected convolutional neural network (DenseNet), directly applied
on medical images;

• the introduction of an end-to-end framework comprising a data augmentation
generation phase (via LBP and DWT), an ensemble of experts fine-tuning (EC
module), and the description of a novel knowledge-driven approach (KDL-EC
unit).

The remaining part of this paper is organized as follows. Section 2 introduces
the proposed knowledge-driven learning via experts consult framework. Section
3 analyses both quantitatively and qualitatively the method performances, and
presents a comparison with other literature works. Finally, Section 4 draws some
conclusions on the presented framework.

3.2.1.2 Materials and methods

The proposed knowledge-driven learning via experts consult framework, shown
in Figure 3.2, can be divided into three components: a data augmentation and
multimodal feature fusion phase, where detail-rich nodule images are generated; an
expert consult (EC) module based on the ensemble stacking technique, where pre-
trained deep neural networks are fine-tuned; and a knowledge-driven learning (KDL)
unit, where EC cues on the most likely diagnosis are used to guide a standalone
convolutional network during its training.

Data augmentation and multimodal feature fusion The first augmentation
and fusion component is a mandatory choice for the proposed framework, due to the
used dataset being relatively small. In this work, differently from common strategies
where, for example, geometrical transformations or GANs are employed to produce
new samples [65], data augmentation is performed by applying the LBP and DWT
algorithms to each US thyroid nodule. An original multimodal feature fusion is then
obtained by stacking the nodule US with its corresponding LBP and DWT images,
along their channels axis. Since all images are grayscale, this procedure results in an
object representing a nodule with shape (w ∗ h ∗ 3), where w and h correspond to
width and height of the image; while each channel is a different representation of
the nodule. LBP and DWT representations were chosen since they provide further
information about both inner and outer properties of the nodule itself, as shown in
Figure 3.3. What is more, these two algorithms (i.e., LBP and DWT), have already
been used, although in standalone solutions, with a similar rationale in other relevant
medical works such as breast cancer classification [66], colonic polyps analysis [67],
as well as many others [68, 69, 70]. Finally, the feature fusion object is used as input
for the other two components.
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(a) (b) (c)

Figure 3.3. Data augmented nodule example. In (a), the raw US image, while (b) and (c)
show the same nodule analysed via LBP and DWT, respectively.

(a) (b) (c) (d)

Figure 3.4. Images from the devised dataset. Benign examples are shown in (a) and (b),
while malignant nodules are represented in (c) and (d).

EC In the second component, i.e., EC, an ensemble stacking module is fine-tuned
in order to later help training another network. The ensemble is composed by n
pre-trained deep neural networks, defined experts in this work, taking as input
the described feature fusion object, which is normalized via a convolutional layer
to handle the different thyroid representations. Each expert is first modified to
output a binary classification by changing the last dense layer size of a given network
to 2 units. The modified expert is then fine-tuned on the thyroid dataset. An
ensemble is built using these fine-tuned experts, so that all members can operate
simultaneously to formulate a single diagnosis. To obtain a stacking ensemble,
predictions of all n experts are concatenated and re-elaborated through 3 dense
layers, so that the opinion (i.e., prediction) of each expert is taken into account for
the final diagnosis. The first two dense layers utilize a rectified linear unit (ReLU)
activation function and effectively merge together all of the n experts predictions.
The third layer employs a softmax function to obtain a probability distribution
over the two available classes (i.e., benign and malignant), which is then used to
produce a diagnosis on the multimodal feature fusion input object, representing
a thyroid nodule. During this re-elaboration phase, the new dense layers weights
are modified while all the fine-tuned experts are left untouched, i.e., the training
error does not back-propagate beyond the 3 dense layers used to implement the
stacking technique. As experts, several good performing networks pre-trained on
ImageNet [71] were used, namely: AlexNet [72], DenseNet [73], GoogleNet [19],
ResNet [28], ResNeXt [74], and VGG [75]. These pre-trained networks allow to apply
the transfer learning technique, where previous knowledge is transferred and used
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Table 3.1. Average 10-fold cross-validation models accuracies of baseline pre-trained models
and various percentages of frozen layers. In each configuration block, accuracies on raw
US, augemented (i.e., US, LBP and DWT) and feature fusion datasets (i.e., left, center,
and right column of each block, respectively), are shown.

Model Baseline% Frozen-25% Frozen-50% Frozen-75%
AlexNet 70.2 71.4 74.2 75.5 76.7 78.1 79.9 82.0 83.1 73.8 74.0 74.8
DenseNet 76.8 78.0 81.5 80.6 82.8 87.2 78.3 79.6 83.4 77.4 78.5 82.0
GoogleNet 71.8 73.2 76.9 80.0 82.3 84.9 74.9 77.8 81.6 72.0 76.5 79.3
ResNet 74.5 75.3 77.4 76.5 79.3 81.2 78.7 81.2 84.6 75.7 76.7 78.7
ResNeXt 73.8 74.3 77.9 76.7 80.5 82.5 82.0 83.1 84.7 76.2 77.5 80.7
VGG 75.6 76.4 80.3 77.3 81.5 83.1 81.2 83.4 85.6 76.8 78.9 81.6

on a new domain. Notice that while the chosen models are trained on non-medical
images, some common characteristics, such as object contours, are still present in
the new domain and can be effectively used on the new task, as already shown by
[60]. Through transfer learning, it is possible to reduce both time and number of
samples required to fully train a network, thus making this technique ideal for the
proposed ensemble which is based on hard-to-come-by medical images. Finally, once
the ensemble stacking module is trained on the thyroid images, its diagnoses are
used to provide a medical consult and guide the learning of the last module of the
proposed framework.

KDL-EC The third and last framework component, is the KDL-EC unit. Intu-
itively, in this module, an external ensemble (i.e., the EC) provides meaningful cues
to a standalone convolutional neural network so that it can achieve better perfor-
mances on its classification task. In this study, a DenseNet is chosen as CNN since,
due to its dense connections between convolutions, it is able to forward propagate
relevant information during training. Moreover, this network has already obtained
interesting results on diverse tasks analysing both medical [76] and non-medical
images [77, 78]. Similarly to the external EC module, the standalone KDL-EC
unit receives as input a multimodal feature fusion object, which is normalized via
a convolutional layer so that the DenseNet can fully exploit the different thyroid
representations (i.e., raw US, LBP, and DWT images). The DenseNet output is
then concatenated to the EC cues and re-elaborated via 3 dense layers to produce
a diagnosis prediction, comparably to the ensemble stacking technique. The key
aspect of the KDL-EC unit lies in the training error which, unlike the EC module,
is back-propagated through the whole DenseNet during the training phase, thus
enabling the novel knowledge-driven approach. Moreover, all possible prediction
errors are exclusively attributed to the DenseNet itself. Indeed, the meaningful
EC cues are exploited to formulate a diagnosis prediction (i.e., via concatenation),
although the training error is not back-propagated to the external standalone EC.

Formally, to build the KDL-EC unit, the DenseNet is extended so that its
output is concatenated to the EC module prediction and re-elaborated via three
dense layers. Similarly to the EC unit, the first two dense layers make use of the
ReLU activation function, while the last one utilizes a softmax function to obtain a
probability distribution over the two available classes (i.e., benign and malignant).
The training error, propagating only through the DenseNet, is obtained using a
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Figure 3.5. Average 10 fold cross validation accuracy on dataset D2.

binary cross-entropy loss function, computed via the following equation:

L = − (y log(p) + (1− y) log(1− p)) , (3.1)

where y indicates the image label (i.e., 0 for benign and 1 for malignant); p represents
the probability computed by the softmax layer; and log(·) corresponds to the natural
logarithm.

3.2.1.3 Experimental results

In this section, the private dataset and the hardware configuration used to test the
proposed framework are first introduced. A qualitative analysis on the multimodal
feature fusion effectiveness, and the experimental results for all the mentioned
components, are then presented and discussed.

Dataset and Hardware Configuration All the experimental results shown in
this section were carried out on a private dataset of thyroid nodules, provided by the
Department of Translational and Precision Medicine of the Policlinico Umberto I
hospital of Rome. The study was conducted with Institutional Review Board approval
(Sapienza University of Rome ethics committee) and written informed patient consent
was obtained from all patients. The dataset, collected from 230 distinct patients, is
composed by 678 unmarked grayscale ultrasound images generated directly from
the DICOM format, and cropped to a size of 440× 440 so that the thyroid gland
is retained. Moreover, each image has a cytological report associated that uses a
tiered classification system similar to TI-RADS. The report, indicating the tissue
malignancy risk, is utilised to split the available samples into the benign and
malignant categories. Specifically, all images with a score ≤ 2 are labelled as the
former, while the remaining samples (i.e., with a score ≥ 3) are associated to the
latter, thus defining a binary classification task. Notice that tissues with a low
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Figure 3.6. Grad-cam qualitative study comparison for the KDL-EC-7 DenseNet. The
top row shows a benign nodule, middle and bottom rows a malignant one. In (a) and
(b) the input images and their nodule marked version. In (c), (d), (e), the Grad-cam
algorithm output using raw US, the augmented collection (i.e., raw US, LBP, and DWT
representations as separate images), and the feature fusion dataset, respectively.

malignancy risk (i.e., with a score = 3) are still labeled as such to avoid missing any
malignant occurrence. Examples of benign and malignant nodules, are shown in
Figure 3.4. After this nodule-label association, the dataset was split into two sets,
D1 and D2, with non overlapping patients. D1 contains 452 samples, divided into
360 benign and 92 malignant cases while D2 comprises 226 images, partitioned into
180 benign and 46 malignant cases. This subdivision enables us to obtain unbiased
results for both the EC and KLD-EC modules during their experimentation, since
they are trained on independent datasets. Concerning the hardware configuration,
all tests are performed on the Google cloud platform (GCP), leveraging the pytorch
framework and using a virtual machine with the following specifications: 4-Core
Intel i7 2.60GHz CPU with 16GB of RAM, and a Tesla P100 GPU.

Results In order to fully assess the proposed KDL-EC framework, a preliminary
grid-search is employed to evaluate various ImageNet pre-trained networks. The
networks of choice are: AlexNet, DenseNet, GoogleNet, ResNet, ResNeXt, and
VGG. Each network is available with pre-trained weights in the torchvision library
of the pytorch framework. For each model, the best ImageNet performing version
is selected, following the scores reported in [79]. All networks are trained for 1000
epochs, using the early stopping technique [80] to avoid overfitting, a learning rate of
0.001, a batch size of 32, and [0.2, 1] as class weights to handle the discrepancy in the
number of samples between the benign and malignant classes, respectively. Relevant
results on the D1 collection, using either raw US images, augmented (i.e., US, LBP,
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and DWT) or multimodal feature fusion datasets, are summarized in Table 3.1. The
shown performances were obtained using a stratified 10-fold cross-validation with
random 80/20% fold-splits and non overlapping patients between training and test
sets (i.e., for a given fold, all images associated to a person are used in either of the
two sets). This procedure was selected to both ensure the sample class distribution
was maintained when creating train and test sets, as well as to guarantee their
sample independence; thus resulting in a more accurate evaluation. As shown, using
either the augmented or multimodal fusion datasets, results in consistently improved
performances. The rationale behind this behaviour can be attributed to the extra
information both the LBP and DWT can provide, in the augmented collection,
and the ability to directly correlate visual cues among the various representations,
in the multimodal feature fusion dataset. Moreover, by maintaining pre-trained
weights via frozen layers, it is possible to achieve conspicuous performances boosts
through the transfer learning and network fine-tuning techniques, as also [60] already
demonstrated in their work. Indeed, as shown in Table 3.1, the best results for all
networks are obtained by using both the feature fusion dataset and by freezing up
to the first 25% or 50% layers of the corresponding ImageNet pre-trained network
architecture. Notice that these values were empirically chosen in accordance with the
findings of [60], where the best results were obtained by freezing roughly up to the
first 33% layers of their architecture; an outcome that can be directly correlated to
the early layers ability to represent characteristics commonly shared among different
images types such as, for example, object contours.

Concerning the experts consult unit performances, the best performing networks
were chosen to create an ensemble for the EC module, according to the preliminary
grid-search results. The EC members were selected according to Table 3.1 scores,
starting from the best performing model and in decreasing order across the various
architectures. Notice that, even though the same model can be used multiple times
in the consult, using networks with different internal structures allows to simulate
experts with different diagnostic abilities and can result in more heterogeneous
opinions (i.e., the models tend to agree less on different inputs). All tests were
conducted on the same 10-fold feature fusion dataset D1 used to fine-tune the single
ensemble experts, to evaluate EC modules comprising 3, 5, and 7 experts. In the EC-
7, two different implementations of a DenseNet (i.e., DenseNet169 and DenseNet201
from [79]) were used to build the ensemble. This decision was taken due to the
DenseNet obtaining the best performance on the feature fusion dataset. In Table 3.2,
common evaluation metrics for a baseline network and the three EC models, are
summarized. As shown, increasing the number of experts, allows the module to
obtain better overall performances, even though the single networks cannot perform
as well as the EC module. The rationale behind this behaviour can be attributed to
the ensemble stacking technique, where the outputs of the single networks (i.e., the
experts) are re-elaborated in order to produce a better representation of the input
and, consequently, a more accurate output. Notice that specificity scores are slightly
lower than sensitivity ones, due to the dataset being skewed toward the benign class,
even though class weights are utilised to represent the difference in the number of
samples.

In relation to the KDL-EC unit performances, experiments were carried out on
both feature fusion datasets D1 and D2. Notice that while both collections allow to
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Table 3.2. Average 10-fold cross validation performances for the experts consult (EC)
module at different sizes. The baseline scores refer to the best performing network: a
feature fusion fine-tuned DenseNet. Scores are computed on on feature fusion dataset
D1.

Model Accuracy% Sensitivity% Specificity% AUC%
Baseline 87.20 ± 0.77 87.50 ± 1.13 83.33 ± 1.17 89.12 ± 1.45
EC-3 89.36 ± 0.93 89.61 ± 0.92 84.95 ± 0.77 91.33 ± 1.11
EC-5 90.09 ± 0.68 90.37 ± 0.85 85.39 ± 1.02 92.78 ± 1.09
EC-7 91.25 ± 0.71 91.94 ± 0.73 86.22 ± 0.59 93.06 ± 1.34

Table 3.3. Average 10-fold cross validation performances for the knowledge-driven learning
via experts consult module (KDL-EC) at different sizes. The baseline scores refer to the
best performing EC module. Scores are computed on feature fusion dataset D1.

Model Accuracy% Sensitivity% Specificity% AUC%
Baseline 91.25 ± 0.71 91.94 ± 0.73 86.22 ± 0.59 93.06 ± 1.34
KDL-EC-3 95.01 ± 0.87 95.99 ± 1.03 89.32 ± 0.70 96.71 ± 1.07
KDL-EC-5 95.27 ± 0.86 96.07 ± 1.21 90.01 ± 1.06 97.23 ± 1.09
KDL-EC-7 96.11 ± 0.95 96.42 ± 0.99 91.02 ± 1.04 98.03 ± 1.11

correctly evaluate the KDL-EC unit, which presents, as a matter of fact, the same
behaviour on both sets, completely unbiased results are produced from trials on
dataset D2 since the EC component was fine-tuned on dataset D1. Concerning the
evaluation, similarly to the aforementioned test, a stratified 10-fold cross-validation,
with random 80/20% fold-splits and non overlapping patients between training and
test sets, was used to evaluate this component. Moreover, the KDL-EC unit was
tested using three different experts consults composed by 3, 5, and 7 members. The
experts ensemble networks were the same used for the EC module, and remained
frozen during the training phase of the KDL-EC unit. The base network of choice
for the KDL-EC was a DenseNet, selected due to obtaining the best scores in the
preliminary results. The DenseNet was trained for 1000 epochs, using the early
stopping technique to avoid overfitting, a learning rate of 0.001, a batch size of
32, and class weights set to [0.2, 1] for benign and malignant samples, respectively.
Common evaluation metrics for a baseline network and the three KDL-EC models
on feature fusion datasets D1 and D2 are compared in Table 3.3 and Table 3.4,
respectively. As shown, for both collections, adding external cues based on previous
knowledge during the learning phase (i.e., experts consult output), can drastically
increase the performance of the DenseNet. Even more interesting, is the increase
in the specificity score, which is related to the malignant samples. In this case,
even though the dataset is skewed toward the benign class, the network is still
able to increase its performance by leveraging the EC model output. What is
more, a knowledge-driven DenseNet is able to converge much faster compared to
an unaided one. Indeed, as shown in Figure 3.5, all KDL-EC units converge much
faster (i.e., epochs 20, 26, and 34) than a single network (i.e., epoch 69) by using
cues provided by the experts. This outcome indicates that the knowledge-driven
learning via experts consult is a feasible approach to improve the learning phase of
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Table 3.4. Average 10-cross validation performances for the knowledge-driven learning via
experts consult module (KDL-EC) at different sizes. The baseline scores refer to the
best performing EC module. Scores are computed on feature fusion dataset D2.

Model Accuracy% Sensitivity% Specificity% AUC%
Baseline 91.07 ± 1.04 91.47 ± 1.17 90.09 ± 1.33 94.02 ± 1.27
KDL-EC-3 94.83 ± 0.83 95.78 ± 1.12 92.22 ± 1.13 97.75 ± 1.10
KDL-EC-5 94.95 ± 0.94 95.94 ± 1.03 92.67 ± 0.99 97.97 ± 1.12
KDL-EC-7 95.11 ± 0.99 96.22 ± 1.23 93.09 ± 1.38 98.79 ± 0.93

a network, while also reducing the time required to obtain relevant performances
due to the lower number of epochs required to reach convergence. To conclude the
KDL-EC unit analysis, a qualitative test was also performed by using the Grad-cam
[81] algorithm, which provides a visual explanation for the network decision. This
experiment was carried out by feeding the three different input types (i.e., raw
US, augmented, and fused datasets) to the knowledge-driven DenseNet exploiting
cues from 7 experts (i.e., KDL-EC-7). Input samples, their marked version, and
results for this qualitative assessment, are shown in Figure 3.6. As can be seen,
independently of the input type, the network is able to focus on the nodule, i.e.,
Figure 3.6.c, 3.6.d, and 3.6.e, even though a gland segmentation is not provided.
Moreover, by also exploiting LBP and DWT representations via the augmented and
fusion collections, the DenseNet obtains a more precise nodule representation (i.e.,
Figure 3.6.d and 3.6.e). As a consequence, the network is able to capture possible
irregularities which might help to discern between the benign and malignant classes.
Furthermore, by using the presented feature fusion object, the knowledge-driven
DenseNet can reduce the number of details which are otherwise analysed outside the
nodule when using raw US, LBP and DWT representations separately; eventually
resulting in the shown higher performances.

Finally, in Table 3.5, a comparison with other relevant works, is presented.
Although each method is tested on a different private thyroid dataset, thus preventing
a direct comparison, the reported results still allow to assess the proposed system
performances since all models analyse US images of thyroid nodules. Indeed, the KDL-
EC framework, thanks to its feature fusion and knowledge-driven learning approach,
is able to achieve significant performances across all metrics; thus suggesting a CAD
system could be improved via previous knowledge, provided experts are available to
produce cues on the task at hand.

3.2.1.4 Conclusion

In this paper, a novel knowledge-driven learning via experts consult framework for
thyroid nodule classification is presented. The proposed system exploits the fusion
of several image representations to better describe thyroid nodules and enhance the
accuracy of all its components. Furthermore, the experimental results confirm that
by leveraging the previous knowledge obtained by an ensemble of experts (i.e., a
consult), it is possible to guide a new network during its training phase, speeding
this process up, and ultimately obtaining improved results with respect to both
the base network as well as the ensemble itself. As future work, more images are
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Table 3.5. State-of-the-art methods performances comparison.

Method Accuracy% Sensitivity% Specificity% AUC%
[56] 84.74 92.31 76.00 91.03
[58] 93.10 90.80 94.50 97.70
[59] 93.75 93.96 92.68 -
[57] 88.25 90.00 86.50 92.86
[61] 89.80 93.40 86.10 94.70
[82] 94.90 97.20 89.10 -
[83] 87.32 84.22 - 90.06
[60] 94.70 92.77 97.96 98.77
KDL-EC 95.11 96.22 93.09 98.79

going to be collected and possibly released, so that a common ground for other
works can be established. Moreover, further experiments on the proposed knowledge-
driven approach utilising different types of input (e.g., elasticity maps), as well as a
complementary module handling the TI-RADS classification in an automatic fashion,
will also be considered.

3.2.2 Case Study: Textural Features

In recent years, small-scale Unmanned Aerial Vehicles (UAVs) have been used
in many video surveillance applications, such as vehicle tracking, border control,
dangerous object detection, and many others. Anomaly detection can represent
a prerequisite of many of these applications thanks to its ability to identify areas
and/or objects of interest without knowing them a priori. In this paper, a One-
Class Support Vector Machine (OC-SVM) anomaly detector based on customized
Haralick textural features for aerial video surveillance at low-altitude is presented.
The use of a One-Class SVM, which is notoriously a lightweight and fast classifier,
enables the implementation of real-time systems even when these are embedded in
low-computational small-scale UAVs. At the same time, the use of textural features
allows a vision-based system to detect micro and macro structures of an analyzed
surface, thus allowing the identification of small and large anomalies, respectively.
The latter aspect plays a key role in aerial video surveillance at low-altitude, i.e., 6
to 15 meters, where the detection of common items, e.g., cars, is as important as the
detection of little and undefined objects, e.g., Improvised Explosive Devices (IEDs).
Experiments obtained on the UAV Mosaicking and Change Detection (UMCD)
dataset show the effectiveness of the proposed system in terms of accuracy, precision,
recall, and F1-score, where the model achieves a 100% precision, i.e., never misses
an anomaly, but at the expense of a reasonable trade-off in its recall which still
manages to reach up to a 71.23% score. Moreover, when compared to classical
Haralick textural features, the model obtains significantly higher performances, i.e.,
≈20% on all metrics, further demonstrating the approach effectiveness.
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3.2.2.1 Introduction

In the last decades, vision-based systems are becoming increasingly important in
supporting a wide range of application areas, including environment modelling for
moving cameras [84, 85, 86, 87, 88], human action and event recognition [89, 90,
91, 92], target and object detection [93, 94, 95, 96, 97, 98, 99]; even in areas such
as medical image analysis [100, 101, 102, 103, 104, 105, 5], emotion or deception
recognition [106, 107, 108, 109, 110, 3], and immersive rehabilitation by serious games
[111, 112, 113, 114, 115, 116], these systems are, now, of daily use. At the same
time, the last ten years have seen substantial improvements of small-scale Unmanned
Aerial Vehicles (UAVs), hereinafter UAVs, in terms of flight time, automatic control,
embedded processing, and remote transmission. All these aspects have enabled an
increasing development of vision systems based on UAVs [117, 118] that more and
more support activities in civilian and military missions, thus making a new era in
human-drone collaboration.

About civilian-centered applications, the last few years have been characterized
by the development of extraordinary UAV-based vision systems for research and
commercial purposes. This was possible thanks to the greater payload capacity of
the current UAVs, together with advances in HD cameras and gimbal mounts that
have made these devices ever more performing and at an increasingly limited cost.
In this context, industries, research centers, and public authorities have started
a massive usage of vision systems based on UAVs beginning from daily problems
such as agriculture monitoring [119], traffic surveillance [120], and road pavement
analysis [121]. In [122], for example, the authors propose a video system based on
drones to map terrains and plan the construction of efficient drainage networks.
Since the images provided by satellites are not detailed enough to reach the target
reported above, the authors use a combination of aerial images captured by UAVs
equipped with high-resolution cameras and multiple Differential Global Positioning
System (DGPS) stations, thus providing a consistent amount of information for
generating quality Digital Terrain Models (DTMs). The latter are exploited to
propose multiple drainage networks and identify the optimal ones. The work just
introduced highlights another essential topic of civilian-centered applications, i.e., the
reconstruction of virtual models. In fact, numerous proposals [123, 124, 125] show
how three-dimensional (3D) digitization of structures and objects can significantly
improve the accomplishment of a wide range of aerial tasks. In [126], for example,
the authors provide a method to reconstruct an entire scenario in 3D and allow the
planning of new building structures. The method shows how a drone equipped with
an HD camera performing a circular flight can capture all the required information
about the area of interest to implement the related 3D digital model. In particular,
the authors propose a technique based on a dense point cloud [127] to reconstruct a
surface of an object starting from multi-view images.

Another civilian application area in which reconstruction techniques are widely
used regards the change detection task. The work presented in [128], for instance,
shows how 3D reconstructed models can support the analysis of volumetric changes
in generic environments. The combination of Unmanned Aerial Systems (UASs),
Structure-from-Motion (SfM) multi-view stereophotogrammetry [129], and Terrestrial
Laser Scanning (TLS) allows the authors to retrieve precise information about the
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morphology of structures. As for the previous work, the algorithmic approach
exploits point cloud techniques. The results obtained from the application on
Bedrock Coastal Cliffs underline the efficiency of the proposed technique, even if, in
very small areas (between 2.7 and 31.5 mm, with 20.5 mm of standard deviation),
the changes may not be detected. In [130], instead, the UAVs are exploited for
detecting changes in a specific area. The proposed method is designed to monitor the
progress of road construction. Two orthoimages of the same area are generated with
a drone equipped with an HD camera, and successively, these are used as input of a
Convolutional Siamese Metric Network (CosimNet). The latter is a Convolutional
Neural Network (CNN)-based structure that contains multiple identical sub-networks
and allows to compare their outputs. Different features are detected and localized
into the scene, thus allowing to segment the region. In this application area, Siamese
networks are used for change detection missions [131] but also for tracking tasks
[132] by UAVs. Regardless, especially in civilian applications, UAVs equipped with
vision systems are suitable for all those cases in which a quick intervention might be
necessary while safeguarding the life of human beings [133], e.g., interventions in
quarantine zones or critical environments.

Moving on to the military usage of UAVs, the latter are used in different applica-
tion areas, including mines detection [134], combat efficiency [135, 136], battlefield
mapping [137], and many others. A relevant context in which the UAVs are utilized
regards land monitoring. Technical features of these devices, e.g., high silence
and reduced size, make them especially suitable for critical missions [138, 139]. In
[140], for example, the authors propose a deep learning-based algorithm for tracking
objects within a monitoring environment. Their work exploits a Siamese neural
network, where features are extracted from both a reference and a probe image and
processed through a multi-level prediction module. Using residual feature fusion
blocks in the feature extractor and layer attention fusion blocks in the predictor
drastically improves the obtained results. Some recent works [141, 142, 143] show
how to provide monitoring of wide areas by exploiting geo-referenced maps built
by mosaicking techniques. In these cases, flight altitude is a crucial parameter
that has to be carefully considered. In fact, tall elements (e.g., towers, high lamp
lights, pylons, natural obstacles) acquired from low altitudes can produce occlusions,
parallax errors, and other noise that can introduce artifacts during the mosaic con-
struction, which will compromise the application of other subsequent operations, e.g.,
detection, classification, and localization. Moreover, another challenging parameter
for mosaicking applications is the perspective. Improvements in searching for the
best geometrical transformation (e.g., Homography vs. similarity) to build the best
geo-referenced map at low-altitude is another main target of these surveillance vision
systems. Notice that images acquired from low-altitude flights are generally the
most interesting in terms of case studies due to their high detail level. Indeed,
images acquired from satellite or common air-crafts cannot reach some parts of the
monitored areas, and, in some cases, they can have a low resolution. Furthermore,
UAVs can be used several times a day and do not require dedicated structures for
take-off and landing.

Following the direction shown above, last years have seen the design of increasingly
advanced automatic systems for aerial video surveillance. In the [144], for instance,
the authors propose an automatic estimation method to define optimal UAV flight
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parameters for real-time monitoring of wide areas. The authors of [145], instead,
propose a visual cryptography approach to detect hidden targets, thus enabling the
design of a new paradigm for the localization and communication of sensitive military
objectives. In [7], the authors propose a faster Region-based CNN (R-CNN) for
object detection and tracking. Finally, in [146], the authors present a feature-based
Simultaneous Localization And Mapping (SLAM) algorithm for small-scale UAVs
with nadir view. Although other relevant studies are in progress on the topics
just introduced, e.g., object detection in [147], a particular argument, i.e., anomaly
detection by UAVs, can be considered relatively new. Indeed, as shown in Section
3.2.2.2, anomaly detection is mainly applied to non-aerial images and presents several
open issues such as the definition of anomaly or false positives/negatives during
inference. Concluding, the use of UAVs flying at low altitudes to accomplish different
military missions is encouraging the development of a new scientific area regarding
the design of countermeasures for these vehicles [148]. In addition, recent studies
on anomaly detection show that these techniques can be used in critical contexts
to detect dangerous events or objects, thus playing a fundamental role in video
surveillance.

In this paper, a set of customized textural features based on the original idea of
R.M. Haralick [149, 150], and a One-Class Support Vector Machine (OC-SVM) [151],
are used to design a novel anomaly detection system for aerial video surveillance at
low altitudes, i.e., between 6 and 15 meters. The use of textural features to catch
micro and macro structures of pixel patterns on the ground has been encouraged
by both old [152, 153, 154] and recent [155, 156] literature, where texture analysis
is successfully used to detect pixel patterns of different sizes in several application
areas. In addition, in this work, we have developed a customized set of textural
features inspired by our previous experiences in the use of texture-based classifiers
[157, 158, 159, 100, 102, 160]; by defining (i) a discretized circumference-based spatial
relationship to build a gray level co-occurrency matrix (GLCM), and (ii) generalized
Haralick equations accounting for this particular displacement. Moreover, using
an OC-SVM as a classifier allows us to obtain different key advantages. First, as
well-known, this model is lightweight and fast, thus enabling the possible embedding
of real-time classifiers even in UAVs with low computational capacity. Second,
when adequately trained, an OC-SVM classifier can be highly robust and reliable,
achieving high-performance rates, especially in terms of precision. In the anomaly
detection context, the latter highlights how many anomalies are correctly detected
among those present on the ground during a mission at a low-altitude. Furthermore,
this aspect plays a key role in video surveillance of critical environments where
each anomaly can represent a dangerous event from an intrusion to an Improvised
Explosive Device (IED).

To evaluate the proposed method, extensive experiments using standard classifi-
cation metrics, such as accuracy, precision, recall, and F1-score, were performed on
the UAV Mosaicking and Change Detection (UMCD) dataset [161]. A collection
comprising 50 challenging aerial video sequences acquired at low altitudes in different
environments (i.e., urban, dirt, and countryside) with and without the presence
of vehicles, persons, and objects. Observe that no other aerial datasets could be
used to test the proposed approach. Indeed, to the best of our knowledge, only the
UMCD dataset presents the following key characteristics: (i) acquisitions at very
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low altitudes, i.e., between 6 and 15 meters; (ii), different environments with diverse
backgrounds; (iii), acquisitions along the same paths with and without anomalies on
the ground. For these reasons, although an exhaustive model evaluation is reported
in this paper, describing an impressive precision, i.e., 100%, at the expense of a
reasonable recall trade-off, i.e., 71.23%, the only feasible and significant literature
comparison could be carried out with respect to classical Haralick textural features
since this is the first work addressing anomaly detection on the UMCD dataset.
Regardless, concerning these baseline features, the proposed method achieves a
≈20% gain across all metrics, highlighting the presented approach effectiveness.

Concluding, the main contributions of this paper can be summarized as follows:

• Designing a customized spatial relationship, i.e., a discretized circumference,
and generalized Haralick equations to build meaningful GLCMs and textural
features;

• Describing an approach that achieves real-time capabilities by exploiting the
notoriously lightweight OC-SVM algorithm;

• Presenting quantitative and qualitative experiments of a novel method setting
a new baseline for the anomaly detection task on the UMCD dataset.

The rest of this paper is structured as follows. Section 3.2.2.2 offers an overview
about anomaly detection based on UAVs for civilian and military applications.
Section 3.2.2.3 introduces the customized Haralick textural features by means of a
discretized circumference and generalized Haralick equations. Section 3.2.2.4 reports
a discussion on quantitative and qualitative results obtained on the UMCD dataset,
as well as a comparison with classical Haralick textural features. Finally, Section
3.2.2.5 draws some conclusions on the presented work with some ideas on possible
future improvements.

3.2.2.2 Related Work

Anomaly detection is a relatively new research field. It aims at identifying all possible
items (e.g., objects, persons, animals) that are not expected to be found in a specific
context. This means, for example, that an airplane can be considered a normal
item in a specific context, e.g., a hangar of an airport, but not in another context,
e.g., the seabed. However, at the same time, a group of airplanes in the sky could
be considered an anomaly since it is a not common event, although the context,
i.e., the sky, is correct for those items. In other words, anomaly detection aims at
monitoring an area of interest, generally through video sequences, without knowing
a priori which are all the possible items that can be considered an anomaly. The
only knowledge of the system is about the normal condition for the monitored area.
The latter is a typical real-life scenario where an automatic system needs to detect
possible problems during their monitoring tasks of restricted or dangerous areas. A
complete overview of the topic is presented in [162] for interested readers. Moreover,
further details concerning methods using novel deep learning approaches in the
anomaly detection field can be found in [163], while [164] offers a review on both
shallow and deep architectures employed on this task. The following sections report
recent state-of-the-art approaches addressing the anomaly detection task in different
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operative fields such as industrial and private applications as well as surveillance
from standard cameras and UAVs.

Industrial and Private Applications Industrial applications for anomaly detec-
tion are becoming widespread solutions enabling, among others, automatic supply
chains management or infrastructural damage prevention. For instance, the proposal
in [165] presents a strategy for anomaly detection in the former scenario. The goal is
to balance supply and demand to avoid understocking or overstocking. To this aim,
anomaly detection is used to determine unexpected patterns for making more effec-
tive decisions. The authors suggest using an Autoencoder Long Short-Term Memory
(LSTM) network for forecasting and an OC-SVM classifier for anomaly detection. In
this scenario, employing an OC-SVM is very effective since the Autoencoder LSTM
network eliminates the multivariate time series dependency and enables to achieve
satisfactory performances. Another industrial work is presented in [166], where
the authors devise a strategy to detect anomalies in large pipeline infrastructures
(e.g., sewers and waterworks) to guarantee their correct functionality and to prevent
incidents. Usually, these checks are performed by human operators, implying possible
issues in feasibility and causing long processing times. To automate this activity,
the proposed approach firstly reconstructs the images retrieved from a hemispherical
camera and exploits mosaicking to create the section to analyze. Then, it extracts
features by using the well-known SURF algorithm [167] and matches them by Brute
Force Matcher (BFM) [168]. Moreover, since water flows can maintain a fixed level
over timer, the top and bottom of a pipe can result in different textures. For this
reason, to help to detect structural pipe anomalies, mosaic images are divided into
horizontal stripes to analyze portions at the same height and with similar textures.
Then, each stripe is further divided into patches, and each patch is processed with
the Local Binary Pattern (LBP) [169] algorithm to extract textural features. Finally,
the presence of structural anomalies is detected by an OC-SVM classifier.

Moving to the smart home field, the recent proposal in [170] presents a strategy
for activity recognition and anomaly detection. The first part relies on the extraction
of features from the pre-segmented activities. The authors use a Probabilistic Neural
Network (PNN) on the extracted features and then identify anomalies by using
a H2O autoencoder [171] applied on the network results. The approach has also
been tested on two public datasets1 with promising results. Similarly, the authors
of [172] identify anomalies by defining sequences of everyday actions undertaken
by house inhabitants. Such sequences are defined via activated IoT items, e.g.,
smart air purifier, coffee maker, microwave, refrigerator, television, or robot vacuum,
among others, interconnected through the house Wi-Fi; and are organized into a
tree structure of event sequences. Subsequently, by navigating this structure, the
authors can detect anomalous behaviors possibly associated with intruders, both
physical or virtual, due to the nature of interconnected smart devices. In particular,
in the proposed approach, the authors leverage human habits and use as a root the
tree node associated with the first action taken by a user. Then, if all the following
actions are present in the sub-tree defined by the chosen root, the action can be
considered normal; otherwise, a warning is raised due to an anomalous sequence of

1http://ailab.wsu.edu/casas/datasets

http://ailab.wsu.edu/casas/datasets
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events.

Surveillance Another relevant field where anomaly detection is fundamental
and more correlated to our proposal is surveillance. For instance, the authors of
[173] describe a strategy to improve surveillance networks based on RGB cameras.
Specifically, the authors implement a pre-trained ResNet-50 and exploit the transfer
learning paradigm by fine-tuning the network and have a robust feature extractor.
In detail, given a sequence of 15-frames, the extracted features are collected from the
last fully connected layer. Then, they are used as input for the proposed Multi-Layer
Bi-Directional LSTM network. The choice of the Multi-Layer variation of the LSTM
is due to the inability of a single LSTM cell to classify large portions of training
data. The Multi-Layer is created by stacking several LSTM cells to learn long-term
dependencies. The strategy has been tested on two publicly available datasets,
namely the UCF-Crime [174] and the UCFCrime2Local [175], providing improved
performance with respect to other state-of-the-art approaches. A second method
leveraging deep learning algorithms for anomaly detection in video surveillance
is presented in [176]. In particular, the authors introduce an Incremental Spatio-
Temporal Learner (ISTL) that enables the detection and localization of anomalies
in a video in real-time. In more detail, ISTL is implemented as an active learning
method based on fuzzy aggregation. Through this unsupervised deep learning
approach, the authors continuously update the definition of normal frames, thus
enabling a dynamic anomaly distinction that can evolve over time.

Differently from the approaches mentioned above, the work in [177] presents a
novel strategy for online anomaly detection based on particle filtering [178]. The
first contribution of this work is a new way to compute the likelihood of observed
events, allowing a better assignment of the particle weights in particle filtering.
The second is a novel strategy that aims at identifying anomalous activities based
on a posteriori probability. The proposed algorithm splits each frame into cells
with variable sizes. The first step consists of the prediction of possible activities
occurring in the analyzed frame. Then, the initial predictions are refined by an
update step analyzing motion, location, and size features. A clustering algorithm is
then applied to separate the different activities. This updating step also evaluates
the a posteriori distribution of the activities by using particle filtering to allow a
better classification into the two classes: normal and anomalous. The strategy has
been tested on two publicly available datasets, namely, UCSD [179], and LIVE [180],
showing an overall improvement in performance compared to the other state-of-the-
art proposals. An additional work using a clustering technique for anomaly detection
is also presented in [181]. Specifically, the authors analyze crowd motions to detect
anomalous behaviors through spatial vicinity of pixels which enables to describe and
understand the dominant motion direction. What is more, since anomaly detection
in crowd control is generally computational intensive, the authors exploit a K-means
classifier with Univariate Gaussian Discriminant Analysis (KUGDA) to have a
hardware-friendly model. Moreover, they also provide a field-programmable gate
array (FPGA) implementation, showing that their approach is highly energy-efficient
and can outperform methods based on both deep learning and handcrafted features
in surveillance applications.
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Figure 3.7. Overview of the proposed architecture. Starting from an RGB image of a
video sequence, patches are generated on the grayscale transformed input. Subsequently,
customized Haralick textural features based on a discretized circumference are generated
and used to train an OC-SVM classifier. Finally, at inference time, the hyperplane found
by the OC-SVM is used to detect anomalies in the patches extracted from the analyzed
image.

UAV Surveillance With the widespread use of drones (generally of the UAV
family), especially in the last years, surveillance with UAVs is increasing its popularity,
and it is becoming a hot research field. The proposal in [182] presents a novel
end-to-end strategy based on unsupervised generative learning applied on deep
one-class classification. The system has two main goals. The former is to guarantee
characteristics compactness of normal events (described by optical flow and original
images). The latter is to generate optical flow images directly from UAV videos
during the testing phase to speed up the detection of anomalous events and satisfy
a real-time constraint. Specifically, the proposed network is a deep CNN-based
optical flow generator that produces new optical flows from the original images. In
this case, however, the authors do not exploit the classical computation of optical
flows but, instead, replace it with a convolution/deconvolution-based neural network
to speed up the process. At the same time, the network also extracts compact
features from both original and optical flow generated images. The architecture is
also trained with a custom loss function, computed as the sum of three loss functions,
i.e., reconstruction, generation, and compactness losses, to ensure a more efficient
classification of events. The architecture has been tested on two publicly available
datasets [179, 183] and a novel in-house dataset composed of 1000 samples, proving
its effectiveness with the collected results.

The work in [184] presents another strategy for anomaly detection through UAVs.
The main contribution of the proposal is the comparison of four sets of features.
The first set is composed of the deep features extracted from GoogLeNet [19]. The
second is made up of local shape information extracted from the regions of each
frame by the well-known Histogram of Oriented Gradients (HOG) [185]. The third
set is obtained by applying the well-known Principal Component Analysis (PCA)
[186] on the HOG features to reduce their space. Finally, the fourth set includes
spatio-temporal features extracted with HOG3D [187]. In the case of PCA-HOG
and GoogLeNet features, they are normalized using Min-Max normalization and
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Figure 3.8. Classical spatial relationship to compute a GLCM for Haralick textural features
using a 3×3 window. A relationship is defined through a single displacement using a
distance d along one of the shown axes orientations, i.e., θ = {0°, 45°, 90°, 135°}, for the
horizontal, right diagonal, vertical, and left diagonal neighbors.

subsequently scaled into the interval [0,1]. Finally, the anomaly detection step relies
on an OC-SVM trained on each feature set, resulting in four classifiers. The work
shows that the HOG and the PCA-HOG sets perform significantly worse compared
to the other two. Moreover, the use of PCA barely impacts the accuracy, but it
fastens the computation. As for the presented results, the GoogLeNet features seem
to be robust enough for obtaining higher accuracy in anomaly detection tasks.

Moving to the anomaly detection by low-altitude UAVs, to the best of our
knowledge, there are no other proposals similar to the one shown in this work. The
latter aspect is crucial because, as well-known, detecting anomalies at different
altitudes presents very different challenges in terms of visual features, analysis
strategies, targets, and so on due to varying object sizes. Moreover, the dataset used
in this work, i.e., UMCD dataset [161], is the first that collects low-altitude video
acquisitions with different items in different environments. In addition, it is the first
dataset studied for change detection missions, i.e., recording over the same path with
and without items on the ground; a strategy that can be suitably adapted to verify
the anomaly detection task. Finally, it is important to observe that, unlike other
anomaly detection works, the proposed one does not use deep learning techniques,
thus enabling advantages due to a more straightforward training stage and lower
computational aspects.

3.2.2.3 Materials and Methods

In this section, the proposed solution for the anomaly detection in aerial images is
described, providing details on the customized Haralick feature extraction step and
OC-SVM classifier. An overview of the presented approach is outlined in Fig. 3.7.
In more detail, starting from an UAV RGB video stream, the pipeline designed to
analyze each frame can be summarized as follows:

1. Patch Generation: the input image is converted to grayscale and split into
n×m patches, where n and m correspond to the width and height of a given
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(a) Input image showing an anomaly. (b) Anomaly at the
pixel level.

(c) Circumference
with r = 2.

(d) Circumference
with r = 3.

(e) Circumference
with r = 4.

(f) Circumference
with r = 5.

Figure 3.9. Proposed spatial relation of pixels used to build the GLCM. A sample frame
containing an anomaly and a pixel level zoom are reported in (a) and (b). Examples of
circumferences relations for r = 2, 3, 4, 5 are shown in (c), (d), (e), and (f) respectively.
For each pixel in the patch P , discretized circles are built using it as a center.

patch, respectively. Notice that these smaller sub-regions enable the proposed
algorithm to both detect and localize anomalies in the input.

2. Features Extraction: from each generated patch P , a gray level co-occurrency
matrix GP , representing the joint probability distributions of pixel pairs in
a given sub-region, is computed using a customized geometric shape, i.e., by
selecting pixels on a discretized r-radius circumference. Subsequently, Haralick
textural features for patch P are extracted by computing several statistics on
GP .

3. Anomaly Detection: using Haralick textural features of a given patch P ,
anomalies are detected exploiting the OC-SVM algorithm. Specifically, this
classifier is trained by providing GP statistics of anomaly-free patches. A
hyperplane encompassing this single class is then calculated and used to detect
anomalies in new patches.

Customized Haralick Feature Extraction Haralick features [150] are descrip-
tors defined to capture texture characteristics inside an image. In particular, given
a grayscale input image I with shape w× h, Haralick textural features are extracted
by computing several statistics on the corresponding gray level co-occurency matrix
(GLCM). The latter is a square matrix with an L×L size, where L indicates the gray
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level values in I, and is used, intuitively, to count the co-occurrences of neighboring
pixels that satisfy a relation defined by a specific offset. Formally, a GLCM G is
computed as follows:

G∆x,∆y (i, j) =
w∑

x=1

h∑
y=1

{
1, if I(x, y) = i ∧ I(x + ∆x, y + ∆y) = j;
0, otherwise,

(3.2)

where ∆x and ∆y represent an offset associated to the spacial relation to be satisfied,
and can be applied to any pixel in the image; i and j indicate the pixel values
being counted; x and y correspond to the coordinates of pixels inside I; while I(x, y)
indicates the pixel value, i.e., gray level, in position (x, y). From this matrix G,
textural features are computed in the form of statistics such as Angular Second
Moment, Contrast, Correlation, Sum of Squares: Variance, Inverse Difference
Moment, Sum Average, Sum Variance, Sum Entropy, Entropy, Difference Variance,
Difference Entropy, Information Measure of Correlation 1, Information Measure of
Correlation 2, Maximum Correlation Coefficient. The mathematical formulation for
all of these features, is fully described in the original paper [150].

A fundamental aspect of classical Haralick textural features lies in the parametriza-
tion of spatial relations during the GLCM construction. Specifically, a relationship
between two neighboring pixels can be defined through a distance d and an axis
orientation θ = {0°, 45°, 90°, 135°}, corresponding, respectively, to neighbors along a
horizontal, right diagonal, vertical, and left diagonal axis, with respect to a central
pixel, as depicted in Fig. 3.8. Observe that, since a distinct co-occurrency matrix is
generated for pixels along a single orientation axis, these features are not rotation
invariant. Differently from this classic approach, in this work we design a spatial
relation based on a discretized circumference with radius r. Through this pixel
pattern, it is possible to build a single GLCM that (i) simultaneously accounts for
satisfied relationships along all directions; (ii) achieves invariance with respect to
rotations; (iii) examines more gray level co-occurences by analyzing several neighbors
for each pixel, therefore capturing textural characteristics of extended areas such as,
for instance, uniform color distributions in objects. In more detail, starting from a
grayscale patch P , a sliding window SW with size 1× 1 is used to apply the desired
pattern to all pixels. Specifically, for a given center pixel c, selected via the SW , the
GLCM is computed by feeding neighboring pixels located along the r circumference
to Eq. (3.2). For instance, assuming a circumference pattern with radius r = 2,
shown in Fig. 3.9.(c), the spatial relations (∆x, ∆y) with respect to c, would be
defined via the displacement set D = {(0,±2), (±1,±2), (±2,±1), (±2, 0)}. Visual
examples of neighboring pixels displacements along discretized circumferences with
radius r = 2, 3, 4, 5, are shown in Fig. 3.9.

Similarly to classical Haralick, the last step employed to extract features from
the GLCM requires the computation of several statistics. However, in this work,
starting from [150], we implement equations with generalized parameters that are
adapted to account for the proposed textural pattern, namely, N-Order Momentum,
N-Order Central Moment, Homogeneity, Constrast, Inverse Difference, Entropy,
Correlation, and Difference Entropy. After the generation of these textural features,
the 8 resulting values associated to statistical aspects of the input patch P are
concatenated into a single vector v, which is finally classified via the OC-SVM
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to detect possible anomalies inside P . Following, a brief introduction comprising
equations complete with constraints for each generalized measure utilized as a
textural feature.

N-Order Momentum and N-Order Central Moment Based on first order
statistics, these operators evaluate the amount of information of pixels analyzed by
the sliding window SW , i.e., neighboring pixels located along a given circumference.
Intuitively, the N-Order Momentum Mn1 computes the average gray level for the SW ,
while the N-Order Central Moment Cn2 is concerned with the amplitude dispersion
of pixels contained inside the SW with respect to their average, i.e., Mn1 . Formally,
these two measures are computed as follows:

Mn1 =
L−1∑
i=0

in1 · p(i), (3.3)

Cn2 =
L−1∑
i=0

(i−Mn1)n2 · p(i), (3.4)

which are constrained to:

∀i ∈ [0, . . . , L− 1] ⊂ N, 0 ≤ p(i) ≤ 1,
L−1∑
i=0

p(i) = 1, n1, n2 ∈ N, (3.5)

where p(i) represents the gray level probability i ∈ [0, . . . , L− 1]; L corresponds to
the gray level values in the input patch; while n1 and n2 indicate the N-th order of
Mn1 and Cn2 , respectively.

Homogeneity and Contrast Associated to second order statistics, these two
operators can account for the circumference size r to analyze textural variations in a
given neighborhood. In particular, Homogeneity HG(r)n3 examines the uniformity
degree of a given area to detect textural structures; while Contrast CT (r)n4,n5 can
detect gray level variations in a zone by showing a high response in case of areas
with extremely diverse intensities. Formally, they are defined as:

HG(r)n3 =
L−1∑
i=0

L−1∑
j=0

[pr(i, j)]n3 , (3.6)

CT (r)n4,n5 =
L−1∑
i=0

L−1∑
j=0
|i− j|n4 · [pr(i, j)]n5 , (3.7)

which are constrained to:

∀(i, j) ∈ [0, . . . , L− 1]× [0, . . . , L− 1] ⊂ N2; 0 ≤ pr(i, j) ≤ 1, (3.8)
L−1∑
i=0

pr(i, j) = 1; n3, n4, n5 ∈ N, (3.9)

where pr(i, j) represents the probability that two pixels with distance r, i.e., on the
circumference, have i, j ∈ [0, . . . , L− 1] gray level values; L indicates the gray level
values in the input patch; while n3, n4, n5 correspond to the order of HG(r)n3 and
CT (r)n4,n5 , respectively.
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Inverse Difference and Entropy Belonging to second order statistics, these
operators can identify possible patterns sizes inside a patch. Specifically, the Inverse
Difference ID(r)n6,n7 observes local pixel distributions and can detect specific
configurations or repetitions; while the Entropy ET (r)n8,n9 captures the disorder
degree inside patch P since its value will increase proportionally to the detected
gray level randomness. Formally, these measure are calculated via:

ID(r)n6,n7 =
L−1∑
i=0

L−1∑
j=0

[pr(i, j)]n6

1 + (i, j)n7
, (3.10)

ET (r)n8,n9 =
L−1∑
i=0

L−1∑
j=0

[pr(i, j)]n8 · [logk1(pr(i, j))]n9 , (3.11)

where, again, pr(i, j) represents the probability that two pixels with distance r, i.e.,
on the circumference, have i, j ∈ [0, . . . , L − 1] gray level values; L indicates the
gray level values in the input patch; while n6, n7, n8, n9, k1 ∈ N correspond to the
generalized ID(r)n6,n7 and ET (r)n8,n9 parameters.

Correlation and Difference Entropy The last two operators have been defined
to increase the generated textural features detail and reliability by recognizing
possible relationships between near circumferences, i.e., associated to close proximity
SW s. In particular, the Correlation CR(r)n10,n11 identifies spatial constraints for
circumferences presenting similar patterns; while the Difference Entropy DE(r)n12,n13

is actually concerned with representing spatial constraints of dissimilar patterns.
Formally, these measures are computed as follows:

CR(r)n10,n11 =
L−1∑
i=0

L−1∑
j=0

(i− µx) · (i− µy) · [pr(i, j)]n10

[σx · σy]n11
, (3.12)

DE(r)n12,n13 = −
L−1∑
i=0

[px−y(i)]n12 · [logk2(px−y(i))]n13 , (3.13)

which are constrained to Eq. 3.8 and Eq. 3.9 and where n10, n11, n12, n13, k2 ∈ N rep-
resent the parameters of the generalized CR(r)n10,n11 and DE(r)n12,n13 . Finally, the
mean, standard deviation, and gray level pixel probability presented in Eq. 3.12and
Eq. 3.13 are computed via the following equations:

µx =
L−1∑
i=0

L−1∑
j=0

[i · pr(i, j)]; σx =

√√√√L−1∑
i=0

L−1∑
j=0

[(i− µx)2 · pr(i, j)], (3.14)

µy =
L−1∑
i=0

L−1∑
j=0

[j · pr(i, j)]; σy =

√√√√L−1∑
i=0

L−1∑
j=0

[(j − µy)2 · pr(i, j)], (3.15)

px−y(k) =
L−1∑
i=0

L−1∑
j=0

[pr(i, j)]q; where |i− j| = k. (3.16)
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OC-SVM Classifier To classify the customized Haralick textural features con-
tained in vector v, we employ an OC-SVM since it is an effective method for anomaly
detection [188, 189], where rare occurrences, i.e., anomalies, need to be identified.
Intuitively, to achieve this objective, the OC-SVM finds a hyperplane describing
a target class represented in the input dataset. This hyperplane has a maximum
margin separation with respect to the origin, which is used as an outlier with respect
to the target class, and allows to detect anomalies when a new input instance is
given to the OC-SVM. Formally, starting from a collection describing the target
class {xi}si=1, where s corresponds to the number of samples in the dataset, the
hyperplane is computed as follows:

min
ω,ρ,ξ

{
1
2 ∥ω∥

2 − ρ + 1
νs

∑
i

ξi

}
∀i = 1, . . . , s, (3.17)

which is constrained to:
⟨ω, ϕ(xi)⟩ ≥ ρ− ξi, (3.18)

where ω is a vector perpendicular to the hyperplane, which is computed in a high-
dimensional Hilbert feature space H; ρ indicates the hyperplane distance from
the origin; ξi ≥ 0 corresponds to a set of slack variables used to handle possible
outliers in the input data; ν ∈ (0, 1] is a trade-off parameter that manages the
number of samples mapped as positive in the training set, according to the decision
function f(x) = sgn(⟨ω, ϕ(xi)⟩ − ρ); while ϕ(·) identifies a non-linear transformation
to map dataset samples into the H space, exploited to manage non-linear problems.
Moreover, through Lagrange multipliers αi, Eq. 3.18 constraints can be applied to
Eq. 3.17. Then, by deriving with respect to ω, the primal and dual weights relation
can be defined via a linear combination of samples mapped into H with αi ̸= 0,
i.e., ω =

∑
i αiϕ(xi). In addition, it is possible to avoid computing the non-linear

mapping ϕ(·) directly by defining a kernel K(xi, xj) = ⟨ϕ(xi), ϕ(xj)⟩, through which
the dual problem is defined as follows:

min
α

1
2
∑
i,j

αi, αjK(xi, xj)

 , (3.19)

which is constrained to:

0 ≤ αi ≤
1
νs
∧
∑

i

αi = 1. (3.20)

Finally, after solving the dual problem shown in Eq. 3.19 and obtaining model
weights αi, they can be used to classify new input instances and detect anomalies
through the following decision function:

f(x∗) = sgn
(∑

i

αiK(xi, x∗)− ρ

)
, (3.21)

where x∗ corresponds to any given test vector containing the customized Haralick
textural features described in Sec. 3.2.2.3.
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Figure 3.10. Image samples for different environments in the UMCD Dataset. In the
first row, images associated to the normal state. In the second row, the same images
presenting anomalies.

3.2.2.4 Experimental Results and Discussion

In this section, the experimental results for the OC-SVM anomaly detection are
presented. In particular, the dataset utilized to evaluate the system is first introduced.
Implementation details are then provided, and a discussion on the obtained results
highlighting strong points as well as system limitations is finally reported.

Dataset The collection used to evaluate the proposed anomaly detection system
is the UMCD dataset2 [161], which was chosen for several reasons. First, to the best
of our knowledge, this is the only dataset that contains low-altitude UAV videos,
with a flight altitude lower than 15 meters. At this height, it is possible to exploit
the full camera resolution when trying to detect anomalies, contrary, for example,
to data derived from higher altitudes or even from satellites, where it is much more
challenging to identify fine-grained details inside an image due to the device distance
from the ground. Second, this dataset, originally collected to address mosaicking
and change detection tasks, contains several video sequences of given areas with and
without anomalies to simulate real-life scenarios where unexpected objects might
appear in the scene.

Concerning the samples themselves, the UCMD dataset contains 50 aerial video
sequences collected in different environments, i.e., urban, dirt, and countryside.
The videos were recorded using two small-scale UAVs, namely a DJI Phantom 3
Advanced with its built-in camera, and a custom home-made hexacopter employing
cameras with different spatial resolutions, ranging from 720× 540 (4:3, Standard
Definition) to 1920× 1080 (16:9, High Definition) pixels per frame. Moreover, all
videos were acquired at a low-altitude, ranging from 6 to 15 meters, with speeds
ranging from 2 up to 12 m/s, at different daily times, i.e., morning and afternoon, and
include metadata in the form of telemetry data such as flight height, speed, and GPS
coordinates. From these 50 videos, only 20 were devised for change detection and

2http://www.umcd-dataset.net/

http://www.umcd-dataset.net/
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Table 3.6. Performance evaluation on the UMCD dataset for Patch P size. All rows
generate a co-occurency matrix using a circumference radius r = 3.

Patch Size Accuracy Precision Recall F1-score
40×50 42.75% 100.00% 42.07% 59.22%
50×75 56.08% 100.00% 53.73% 69.94%
80×100 72.15% 100.00% 71.23% 83.19%

120×150 24.65% 65.37% 19.48% 30.01%
160×200 4.12% 33.05% 1.74% 3.30%

therefore selected for this work. In particular, this selection contains pairs of videos
in the three environments mentioned above, where each pair shows a given path
with or without anomalies, as can be observed in Fig. 3.10. In particular, different
kinds of anomalies are identified through various objects properties, including size,
shape, and color, i.e., tire, gas bottle, person, car, small box, big box, metal suitcase,
suitcase, and bag. What is more, multiple anomalies can appear in a given video or
frame of a recording. Finally, notice that although the remaining 30 videos could be
employed to train the OC-SVM, we purposely excluded them to avoid presenting
unbalanced data since first, those recordings do not present anomalies, and second,
they are exclusively focused on dirt and countryside backgrounds.

Implementation Details All experiments were performed on the 20 video pairs
devised for change detection. In particular, the 10 sequences without anomalies
were employed to train the OC-SVM to recognize normal patches of urban, dirt,
and countryside environments. The remaining 10 recordings containing anomalies
were instead used to evaluate the model. Notice that since the OC-SVM classifies
each patch generated from a given frame of a video stream, the sequences used to
evaluate the model contain both normal and anomalous patches, enabling to test
the system correctly.

Regarding the model configuration, the OC-SVM was trained using the cus-
tomized Haralick textural features presented in Sec. 3.2.2.3, which are computed
for each patch extracted from the input image. Notice that the patch size can be
changed, producing a GLCM covering different input areas; therefore, the optimal
patch size was found empirically, as shown in the evaluation section. Moreover, for
the OC-SVM we employed the following parameters: kernel= radial basis function,
stop_tolerance= 0.001, nu= 0.5.

Concerning the evaluation, common classification metrics were employed to
determine the anomaly detection effectiveness of the system, i.e., Accuracy, Precision,
Recall, and F1-score. These metrics are computed analyzing all frames in a video as
follows:

Accuracy = TP + TN

TP + FP + TN + FN
; (3.22)

Precision = TP

TP + FP
; (3.23)

Recall = TP

TP + FN
; (3.24)
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F1-score = 2 ∗ Precision ∗Recall

Precision + Recall
; (3.25)

where TP and TN , i.e., true positive and true negative, indicate normal and
anomalous patches correctly classified as such; FP , i.e., false positive, identifies
anomalous patches classified as normal; while FN , i.e., false negative, corresponds to
normal patches that are classified as anomalous. Observe that, from these definitions,
it is clear that Precision enables to evaluate the ability of the system to detect all
anomalies, while Recall allows to assess the model resistance to raise false alarms in
normal situations.

Lastly, the system was implemented using the Python language as well as OpenCV
and Scikit-learn libraries to create the custom Haralick textural features and OC-
SVM model. Moreover, the experiments, which achieved real-time capabilities, were
performed using an AMD Ryzen 7 CPU, 16GB DDR4 RAM, and an NVidia RTX
2080 GPU. Notice, however, that the proposed method is extremely lightweight and,
once trained, can be embedded directly in UAVs with low computational capacity
without losing its real-time execution.

Performance Evaluation Extensive experiments were performed to evaluate
the proposed system. In particular, we explored how the selection of patch P
size, and circumference radius r, affect the model performances in relation to the
customized Haralick textural feature generation. Moreover, since no other work
performs anomaly detection on this dataset, we compare the model behavior to
classical Haralick spatial relations, where the latter can be considered as a baseline
for the UCMD dataset anomaly detection via textural analysis.

Concerning the patch P size effects, performances are reported in Table 3.6. As
shown, using medium-sized patches, i.e., 80×100, results in the highest scores for this
specific dataset, an outcome attributable to the co-occurrence matrix generation. As
a matter of fact, a GLCM accounts for co-occurring gray levels inside the input patch;
therefore, the resulting matrix is highly affected by the covered area dimensions. In
detail, when smaller areas are selected, i.e., patches 40×50 and 50×75, gray level
values might be too close, thus resulting in the computation of similar statistics for
different patches through the customized Haralick features presented in Sec. 3.2.2.3.
Contrarily, when choosing wide areas, i.e., patches 120×150 and 160×200, there
might be a pixel distribution inside the GLCM that is too heterogeneous due to
the amount of textural information. While this could also be beneficial, for noisy
environments such as those present in the dataset, uninformative statistics might be
generated and, consequently, the system suffers a massive performance degradation
as reported in Table 3.6. On a different note, small to medium patches can achieve
a 100% precision on the UMCD dataset, meaning that for such sizes, the extracted
textural features enable the system to never miss an anomaly inside an image. This
outcome is of particular interest for security applications; however, it comes with a
significant trade-off on the recall metric, which describes how many false negatives,
i.e., normal patches classified as anomalous, there are at inference time. In fact,
as can be seen in Table 3.6, even for the best performing patch size, i.e., 80×100,
recall only reaches a 71.23% score, indicating that there are many misclassifications.
While raising false alarms might be a sub-optimal solution, for surveillance scenarios
it is of paramount importance to never miss anomalies to avoid dangerous situations,
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(a) Input image with an anomaly, i.e., a man
and his shadow.

(b) Anomaly detection output using a 40×50
patch size.

(c) Anomaly detection output using an
80×100 patch size.

(d) Anomaly detection output using a
160×200 patch size.

Figure 3.11. Output generated using different patch sizes. The red and green patches
indicate, respectively, anomalous and normal patches correctly classified. Blue patches
correspond to normal patches classified as anomalies. Yellow patches represent anomalous
patches classifed as normal.

e.g., a person violating a restricted area perimeter. To this end, wider patches
result completely unusable since they can also miss anomalies, while smaller ones
lead to too many normal patches being classified as anomalous. To have a better
intuition of this behavior, classifications for the same input image using different
patch sizes are reported in Fig. 3.11. As shown, small and medium patches, i.e.,
Fig. 3.11.(b) and Fig. 3.11.(c), do not miss anomalies in the input. Nevertheless,
they present many false positives, especially on vehicle tracks and grass where there
is a substantial contrast with the terrain texture, for the former, and illumination
variation causing darker areas, for the latter. Contrarily, employing a wider patch,
i.e., Fig. 3.11.(d), causes classification errors for both normal and anomalous patches
since uninformative statistics are extracted from the GLCM, resulting in a high
number of false positives and negatives. Due to this issue, smaller patches are
preferable for surveillance scenarios where anomalies must always be detected. Thus,
in this work, the medium-sized patch 80×100 was selected as the optimal dimension
for the UMCD dataset since it maximizes the system precision while showing a
smaller recall trade-off with respect to the other sizes.

Regarding the circumference radius r size impact, performances are outlined
in Table 3.7. As can be observed, the various dimensions show similar behaviors
since they can detect roughly the same amount of information from a given patch,
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Table 3.7. Performance evaluation on the UMCD dataset for Radius r size. All rows are
computed using a Patch size P = 80× 100.

Radius r Accuracy Precision Recall F1-score
2 72.08% 100.00% 70.14% 82.44%
3 72.15% 100.00% 71.23% 83.19%
4 70.58% 99.85% 68.77% 81.44%
5 69.23% 99.23% 66.10% 79.34%

Table 3.8. Performance evaluation on the UMCD dataset comparing classical Haralick
textural features with single displacement to the proposed discretized circumference.

GLCM Spatial Relationship Accuracy Precision Recall F1-score
Single Offset (∆x, ∆y) = (0, 3) 35.24% 87.42% 32.17% 47.03%
Single Offset (∆x, ∆y) = (−2,−2) 36.05% 88.09% 32.27% 47.23%
Single Offset (∆x, ∆y) = (3, 0) 33.98% 86.80% 31.67% 46.40%
Single Offset (∆x, ∆y) = (2,−2) 34.72% 87.13% 32.05% 48.85%
Circumference Radius r = 3 72.15% 100.00% 71.23% 83.19%

indicating that the proposed spatial relationship is effective on the UMCD dataset.
Regardless, by increasing the radius, it is possible to notice that performances start
to degrade across all metrics, with a particular emphasis on the recall measure. This
outcome has a similar rationale to the patch size effects, where wider areas resulted
in the extraction of uninformative statistics. Specifically, by increasing the radius
size, fine-grained textural details and patterns associated with smaller objects might
be missed altogether, even though a higher number of pixels is analyzed in the
circumference-defined neighborhood. Therefore, normal patches presenting specific
patterns, e.g., tracks shown in Fig. 3.11.(a), would be considered anomalous at
inference time. Such an effect can be easily explained by observing Fig. 3.9, where
the anomaly, i.e., a suitcase, is entirely skipped by the biggest radius size r = 5
employed in this work. Indeed, this issue highlights how the spatial relationship
defined to build a GLCM is relevant to the final system performances since it directly
affects the Haralick textural features extraction. Moreover, since the UMCD dataset
is specifically designed to contain aerial images, objects on the scene appear smaller
than their real dimension, further supporting the improved performances for smaller
radiuses such as r = 2, and r = 3, reported in Table 3.7.

Finally, about the classical Haralick spatial relationships comparison, the ob-
tained results are reported in Table 3.8. Notice that the chosen spatial offsets for
classical Haralick textural features were taken along the circumference of radius
r = 3 to better appreciate the effectiveness of using an entire circumference-defined
neighborhood instead of a single pixel. Moreover, independently from the selected
classical relationship, performances remain in line with the shown cases. Further-
more, the same statistics presented in Sec. 3.2.2.3 were employed for all reported
relationships to ensure a fair comparison between the various extracted features.
Concerning the results summarized in Table 3.8, the proposed relationship, based on
a circumference, significantly outperforms classical ones, based on single offsets, on
all metrics. This outcome indicates that classical relationships consistently struggle
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on the UMCD dataset, most likely due to the single spatial displacements being too
simple to capture complex textural patterns inside the chosen noisy environments,
i.e., urban, dirt, and countryside. Indeed, since in classical Haralick features the
GLCM is computed by analyzing gray level co-occurrences of pixels with a single dis-
placement, information from the input patch is inevitably lost, and anomalies might
not be recognized due, for example, to missing rotation invariance of such features.
Contrarily, the proposed circumference pattern can account for such rotations by
analyzing an entire neighborhood along all directions with respect to a central pixel,
as explained in Sec. 3.2.2.3, thus capturing as much information as possible from
a given patch. As a matter of fact, the obtained performances demonstrate that
the proposed spatial relationship, i.e., discretized circumference, is effective on the
UMCD dataset, especially for security applications since it has a perfect precision
with a moderately low recall trade-off.

3.2.2.5 Conclusions

This work presented a novel lightweight method with real-time capabilities for
anomaly detection based on textural features and One-Class SVM in low-altitude
aerial images. In particular, input frames are turned to grayscale and split into
patches to extract GLCMs and, subsequently, textural statistics representing these
patches that can be exploited to detect anomalies in the input via an OC-SVM.
In detail, starting from classical Haralick textural features based on single offset
displacements, we designed a new spatial relationship in the form of a discretized
circumference. The latter simultaneously accounts for displacements along all
directions by analyzing pixels in the circumference-defined neighborhood, improving
the patch representation, and guaranteeing a rotation invariance property intrinsically
via the chosen pattern. Moreover, generalized equations to compute Haralick textural
features were also presented to handle the proposed spatial relationship correctly and
ultimately extract meaningful patch characteristics. Experiments were performed
on the public UMCD dataset to evaluate the system by assessing different patch
sizes and circumferences with varying radiuses. Furthermore, to the best of our
knowledge, there are currently no other methods addressing the anomaly detection
via textures on this dataset; therefore, a comparison with baseline Haralick textural
features employing single displacements was also provided to highlight the proposed
method effectiveness. As reported in the experimental section, patch size and
circumference radius are key components to achieve satisfactory performances for
security applications, where anomalies must always be captured. Specifically, the
system can reach a 100% precision at the expense of a reasonable recall trade-off,
which obtained up to a 71.23% score. In addition, the chosen spatial relation and
statistics significantly outperformed classical Haralick textural features based on
single offset displacements, demonstrating the presented approach effectiveness.

Although encouraging performances were obtained on the UMCD dataset, en-
abling the proposed method to be considered a baseline on this collection for the
anomaly detection task, there are still margins of improvement. Specifically, as
per the obtained recall, the model currently produces several false negatives, i.e.,
identifies normal patches as anomalous. Thus, as future work, we plan to intro-
duce other textural statistics to extend a patch description and different spatial
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relationships to be used in conjunction with the presented circumference. Moreover,
we are also considering exploring deep learning solutions to further improve the
system performances while still trying to retain a lightweight model that can be
implemented, in the future, directly by UAVs with low computational capabilities.

3.2.3 Case Study: Human-like Low-level Features

Improvements to neural networks have brought advances in many heterogeneous fields.
In this search for better-performing architectures, efforts are generally focused on the
internal structure or training procedure. As neural networks are an approximation of
the human neural model, a different strategy would be to design an architecture that
has more similarities with human biology. Following this rationale, this paper presents
architectures that can learn human-like visual features based on neuroscience concepts
and exploit them to perform the segmentation task. In particular, two models based
on the U-Net architecture were defined. The first model uses a small pre-trained
backbone to modify the U-Net input. The second one pre-trains a U-Net on the
generation of human-like visual features, then exploits a transfer learning approach
by freezing the model’s encoder before performing the segmentation. Moreover, the
models learn to reproduce luminance and chrominance from the YUV space and
capture line orientation, exploiting an approach based on probabilistic Hough. The
models were tested on the CamVid dataset. They achieve similar performance to
other state-of-the-art approaches while using a simpler architecture, indicating that
following the neuroscience approach might improve a model’s performance.

3.2.3.1 Introduction

Computer Vision (CV) is a computer science field that aims at simulating the
human vision system to enable computers to recognize objects in images and videos,
similarly to humans. Thanks to advances in artificial intelligence through deep
learning and the amount of computing power provided by new hardware, researchers
are devising solutions to many different real-world problems that a decade ago
seemed computationally impossible to solve. One of the most studied and hot topic
in CV is image segmentation, which is the process of partitioning pixels of a digital
image into clusters, where each cluster represents an object in the image that is
then associated with a label representing its semantic meaning. Depending on the
semantic space, image segmentation can be further divided in semantic segmentation
and instance segmentation. In semantic segmentation, a set of classes is defined
and the goal of the task is to correctly classify each pixel of a given image with
the proper class (for example dog and car). Instance segmentation has a similar
objective, but, in this case, classifying each pixel with a class is not enough: the
model has to recognize different instances of the same class. Most segmentation
methods start only from the color information of pixels in the image, but humans use
much more knowledge when performing image segmentation. In symbiosis with the
human brain, the human eye can extract various characteristics from the observed
scene. Examples are object contours, color, or orientation. These features enable a
person to understand the semantic value of an image even with low brightness, low
resolution, and object occlusion, conditions that would be critical limitations for a
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machine. In fact, based on the recent research work in neural science concerning
the operating principles of human visual systems [10], in order to get a sense of
a picture, the human eye aims to identify the most relevant objects in the image;
which are searched according to several different criteria called visual features.

Inspired by findings in neuroscience, this paper proposes to embed some of the
discovered visual features into a neural network, providing an alternative space
representation, closer to human-based perception, in order to perform image seg-
mentation in a human-like fashion. In particular two approaches were developed
to create a system resembling the human visual system. The first one makes use
of a small neural network used as a backbone for a U-Net model, so that the input
image can be transformed into a latent space representing the human low level
features. The second approach first trains a U-Net model on the generation of the
human low level features, then exploits the transfer learning paradigm by freezing
weights in the encoder before performing image segmentation. In this way, the
U-Net model will focus exclusively on the human features when trying to generate a
segmentation map of the input without considering characteristics extracted from
the RGB space. In relation the to human features, this work implements three
attributes such as image luminance and chrominance, extracted by transforming the
input to the YUV channel that is more similar to what humans perceive, and line
orientation obtained with a custom procedure based on probabilistic Hough. Finally,
the models were evaluated on the CamVid dataset, where they managed to achieve
in-line performance with other state-of-the-art approaches even though a completely
different paradigm was used by implementing human features in accordance with
neuroscience studies.

In summary, the contributions of this paper are:

• defining neural network models based on neuroscience concepts, simulating
the ability of humans to generate abstract ideas from images;

• modeling low level visual features based on the human vision system that
account for luminance, chrominance, and line orientation;

• evaluating the model on a benchmark dataset, where the proposed approach
achieved performance in line with the literature.

The remaining part of this paper is organized as follows. Section 3.2.3.2 presents
the main approaches addressing the segmentation task. Section 3.2.3.3 introduces
the human-like low level feature generation and the models used to segment input
images. Section 3.2.3.4 reports and discusses the network performances. Finally,
Section 3.2.3.5 draws some conclusions on the presented work.

3.2.3.2 Related Work

The current state of the art in the field of Image Semantic Segmentation is generally
based on an encoder-decoder architecture. The encoder extracts features from an
input image applying convolutional filters. The decoder leverages the extracted
features to generate a segmentation mask that maps each pixel to the corresponding
class. Following, the main architectures that form the current state-of-the-art are
briefly described.



3.2 Low-Level Processing in Neural Models 68

A well-known and effective image segmentation model is the Segmentation
Network (Segnet) presented in [190], i.e., a deep convolutional encoder-decoder
architecture. This model comprises only convolutional layers, both for the encoder
and the decoder path. The encoder applies convolutions and max-pooling to reduce
the input size and retain as much information as possible. The pooling outputs are
then transferred to the decoder, which performs upsampling to produce a sparse
feature map. It then applies convolution with a trainable filter bank to densify
these maps. The final feature maps generated by the decoder are fed to a soft-max
classifier for pixel-wise classification.

In a Global Convolutional Network (GCN) [191], multi-scale feature maps are
extracted from different stages in the feature network. Then, Global Convolutional
Network layers are used to generate multi-scale semantic score maps for each class.
Score maps for lower resolution are upsampled with a deconvolutional layer, then
added up with the higher ones to compose new score maps. Moreover, a module
called Boundary Refinement is responsible of handling the boundary alignment.

In the paper [192], a study on the improvement of pixel-wise semantic segmenta-
tion is proposed. This approach is characterized by the application of two operators
during the two stages of the model. A Hybrid Dilated Convolution (HDC) is applied
to the encoding part and a Dense Upsampling Convolution (DUC) is employed in the
decoding part. The aim of these two operators is to enhance the encoded features
and to improve the upsampling stage in order to achieve better performance. Both
the operators have learnable weights, just as the standard convolutions.

In the Pyramid Scene Parsing Network (PSPNet) [193] the input image is fed
to a CNN to get the feature map of its last convolutional layer. Then, a pyramid
parsing module is applied to collect different sub-region representations, followed by
upsampling and concatenation layers to form the final feature representation, which
carries both local and global context information. Finally, the representation is fed
into a convolutional layer to get the final per-pixel prediction.

Fully Convolutional Networks (FCN) [194] have no dense layers, each convolu-
tional layer is locally connected to the next one. The input image is resized to a
fixed size using convolutions and max-pooling. Once the output is generated, it is
resized using deconvolution layers and upsampling techniques in order to obtain the
original image size. The fine grained spatial information lost in the down sampling
stage is recovered by merging feature maps from different resolution levels. A variant
of this model is called Fast Convolutional Network (FastFCN) [195]. The difference
between this architecture and the previous one is how the decoding component is
implemented: after the backbone, a novel upsampling module named joint Pyramid
Upsampling (JPU) is used. This module replaces dilated convolutions, which are
notoriously famous for heavy memory and time consumption. JPU up-samples the
low-resolution feature maps to high-resolution feature maps in order to obtain the
same output as in the original architecture.

The architecture of the latest version of DeepLab (DeepLab-V3) [196] uses atrous
convolutions to reduce the degree of signal down-sampling. A bilinear interpolation
stage enlarges the feature maps to the original image resolution. Atrous convolution
is achieved by upsampling the filters through the insertion of zeros or sparse sampling
of input feature maps. Moreover, DCNNs are used to improve the localization of
object boundaries.
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U-Net [9] is a convolutional neural network originally developed for segmenting
biomedical images. The model name comes from the letter U shape that the
architecture reminds when visualized. As for the previous models, the architecture is
composed of a contracting path which is used to capture context in the image. The
output of the first part is then fed into a symmetric expansive path that, through
transposed convolutions, aims to get precise locations of the objects in the image.
The contracting part is made up of two three-by-three convolutions, followed by a
rectified linear unit and a two-by-two max-pooling to perform down-sampling.

Finally, Gated Shape CNNs (Gated-SCNN) [197] are composed by two streams
of convolutional neural networks. In fact, a separate branch is used to process image
shape information to obtain shape boundary. Fusion of information between streams
is done at the ending stage of processing through a fusion module. In order to get
high quality boundaries, a customized loss function is used which is capable to align
the predicted semantic segmentation masks with ground-truth boundaries.

3.2.3.3 Method

To implement a segmentation model based on neuroscience concepts, this works
designed novel low level features based on the human vision system that account for
image characteristics such as color or line orientation [10]. This section focuses on
the presentation of these features, and the models used to perform segmentation.

Low-Level Visual Features Rods, cone and neurons in the human eye can
capture several low level features such as brightness, color, and line orientation [10].
This section focuses on the algorithms used to represent these characteristics so that
a neural network model can then learn how to reproduce them, i.e., simulating the
human visual system.

Brightness and Color Humans eyes are sensitive only red, green, and blue colors,
when looking at an object or a scene. A common way to represent images using a
mixture of such colors is through the RGB space. Although the latter encodes both
the brightness and color information, these two features are not easily separable in
this space. In fact, as shown in Figure 3.12, the brightness progression (black to
white) is not distinguishable from any other color progression, except for its color
values. Indeed, the RGB color space is not designed to fully separate the brightness
information from the color information. To address this problem, in this work we
exploit the YUV color space, which naturally separates brightness and color into
luminance (Y) and chrominance (U and V), respectively. To move to the YUV space,
the Y channel is defined as a weighted sum of the primary color channels, measuring
the overall brightness or luminance; while U and V channels are computed as scaled
differences between Y and the B and R values. Formally, given the constants defined
in [198], i.e., Wr = 0.299, Wg = 1−Wr −Wb = 0.587, Wb = 0.114, Umax = 0.436,
Vmax = 0.615, indicating the weights of the red, green and blue channels and max
valus of U and V, respectively, the RGB to YUV conversion is computed as follows:

Y = WrR + WgG + WbB, (3.26)
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Figure 3.12. The RGB model can be visualized as a three dimensional space having the
primary colors as axes. Notice that this space is able to encode both color and brightness,
i.e. the progression from black to white.

U = Umax( B − Y

1−Wb
), (3.27)

V = Vmax( R− Y

1−Wr
) (3.28)

with Y ∈ [0, 1], U ∈ [−Umax, Umax] and V ∈ [−Vmax, Vmax].
The YUV space encodes a color image taking human perception into account while

also reducing the bandwidth for chrominance components for the RGB representation,
as can be observed in Fig. 3.13. Moreover, a recent study compared the RGB and
YUV spaces. The latter is better for machine vision implementations due to the
perceptual similarities to the human vision [199]. In fact, despite RGB following
the eye-sensitive receptors of red, green, and blue, the amount of color information
provided in this space goes beyond the perceptual capabilities of the human eye.
The luminance component provided by YUV describes the intensity of light, like
rod cells in the retina. Rod cells are the primary source of information in the dark
when the color-sensitive receptors do not have enough light intensity to activate
and distinguish colors. Nevertheless, the cone cells receive color information when
the light reaches enough intensity. This mechanism is fully captured in the YUV
encoding system, where the luminance represents the primary information, and the
chrominance channels represent the additional information, resulting in a functional
and compressed space with respect to RGB. Furthermore, experiments in [199] have
also shown that, despite the color space reduction, images encoded in the two color
spaces are perceived as identical by humans. Indeed, the YUV space is a more
accurate and efficient model of the human visual perception as it allows to compress
the color space without any loss of perceived information to the human eye [199].

In summary, the first channel of the YUV space represents the brightness.
In contrast, the remaining channels, i.e., the U and V components forming the
chrominance, describe the color. Fig. 3.14 shows a visual example of the features
described. Notice that the chrominance component is not easily readable when
isolated from the luminance. Therefore, visual features associated with color are
shown with two custom color palettes that are easily distinguishable.

Line Orientation The proposed method exploits a procedure based on the prob-
abilistic Hough transform [200] to extract the line orientation from an input image.
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(a) 24-bit RGB input.

(b) RGB color space projection. (c) YUV color space projection.

Figure 3.13. Image information projected on different color spaces. In (a), an image
containing all 16,777,216 colors of a 24-bit RGB palette. (b) and (c) represent the color
information of (a) projected into the RGB and the YUV color spaces, respectively.

(a)

(b) (c) (d)

Figure 3.14. Brightness and color feature extraction. In (a) an RGB input. In (b), (c),
and (d) the YUV extracted luminance and chrominance (i.e., U and V channels).
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Furthermore, this approach is extended by leveraging concepts from the judgment of
line orientation (JLO) devised by [201] to consolidate the selected lines. Specifically,
edges are first extracted from the input image through the Canny operator [202].
The output edges are then analyzed through a probabilistic Hough procedure to
identify lines in the picture. This procedure is a variation of the Hough transform
[203], which is a famous technique to identify lines in a picture. The algorithm is
based on the following principle: consider p = (x, y) as a point in a bi-dimensional
space (in this case, the image grid). Any straight line passing through p can be
described via:

y = m · x + c, (3.29)

where m is the gradient (or slope) and c is the y-intercept. Moreover, the previous
equation defines a line in the parametric space Sm,c for every possible combination
of m and q. In the same way, considering any other point in the space p′ = (x′, y′),
all the lines that intersect p′ are defined by the equation

y′ = m′ · x′ + c′, (3.30)

which describes, again, a line in the parametric space Sm,c. Indeed, the intersection
of these two lines in Sm,c identifies a straight line in the original bi-dimensional space
(i.e., the grid of pixels) which connects p and p′. By exploiting this principle, it is
possible to detect straight lines by applying the following steps:

1. Sample appropriate m and c values from Sm,c. Notice that m goes to infinity
for vertical lines. To avoid this misbehavior, a segment perpendicular to the
line and ending in the origin is constructed. Therefore, the line is represented
as (r, θ), where r is the segment length and θ is the angle it makes with the
horizontal axis.

2. Initialize an histogram vector that approximates Sm,c (i.e., the parameter
space). The resulting vector is a N ×M matrix where N is the number of
different values for r and M is the number of different angles for θ.

3. For each entry in the histogram, corresponding to a different (r, θ) combina-
tion, find the number of non-zero pixels that result close to the line of the
corresponding entry, incrementing the counter accordingly.

4. Select the local maxima of the histogram, as they represent the best candidates
to be classified as lines in the picture.

Although the Hough transform is effective for well-defined straight lines in a picture,
it performs very poorly when the image is complex as usually is the case when
there are, for instance, different objects or background noise. The probabilistic
Hough transform addresses this problem by taking into account a random subset
of candidate edges, then, during the line extraction, it exploits the connectivity of
each line segment to identify reliable candidates. Moreover, to further improve the
line detection, the probabilistic Hough transform has a threshold for the histogram,
a minimum threshold for line length, and a line gap factor that takes into account
overlapping lines. A comparison between the original Hough transform and the
probabilistic one is illustrated in Fig. 3.15.
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Input image Canny edges Hough Probabilistic Hough

Figure 3.15. Comparison between Hough and probabilistic Hough transforms on a complex
input.

Figure 3.16. Example of test for Judgment of Line Orientation. Each upper line has to be
classified with one of the 11 orientations

Notwithstanding that the probabilistic Hough transform can extract lines in an
image consistently, experiments have shown that various architectures fail to learn
such a complex representation that identifies each line with a different color. To
address this issue, an effective approach is to simplify how lines are characterized.
In particular, the proposed approach exploits the JLO representation which is a
well-known visual test to measure a person’s ability to categorize some given lines
for their orientation. For this purpose, a set of lines with different orientations are
given and the subject has to match them to a set of 11 lines organized in an equally
distributed semicircle, i.e., each line is separated from each other by a factor of 18
degrees, as shown in Fig. 3.16). To correctly meld the JLO into the input space,
i.e., an RGB image, it is possible to define a color for each orientation, so that
the line orientation association task simply consists in coloring lines based on their
direction. To do so, when a line is identified via the probabilistic Hough transform,
it is compared against the 11 angles of the JLO and the corresponding color is
associated with the classified line, as illustrated in Fig. 3.17). The colored line is
then drawn on the feature space, which is an RGB image with a black background.
Notice that horizontal lines, i.e., 0 and 180 degrees, are considered as having the
orientation to avoid representation errors.

Summarizing, this color-based JLO representation has complete information
about the position and the direction of a certain line in space while offering a compact
representation and remaining on the same semantic space of the input, i.e., an RGB
image. Moreover, observe that the chosen color palette follows an incremental
progression proportional to the corresponding angle. Thus, similar orientations
are colored in a similar fashion while distant ones will result very different. This
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Figure 3.17. Visual representation of the criterion used to color lines based on their
orientation.

Figure 3.18. Example of lines orientation extraction via the proposed approach.

approach is aimed not only to distinguish a direction from any other but also to
define an order relationship between all the elements, that can help a neural network
to learn the visual feature in a more suitable way. An example of the resulting line
extraction is shown in Fig. 3.18.

Vision Architectures This section describes two architecture variants for the
low-level feature extraction, and the resulting semantic segmentation models. Notice
that since the main goal of this work is to partially replicate the human visual system,
these architectures must be able to reproduce the three visual features described in
the previous sections before they can be applied to the semantic segmentation task.

VisionNet16 VisionNet16 consists of a lightweight encoder-decoder architecture
having two hidden layers for the encoder and two hidden layers for the decoder
based on multi-task learning. Notice that the latent space is shared between the two
parts. For the encoding part, an initial convolutional layer is applied to generate
6 feature maps. Then, a second convolutional layer extends the filters to 16 to
generate the latent space. Regarding the decoder its architecture is formed by
multiple output paths since it has to generate three outputs. In more detail, a path
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Figure 3.19. VisionNet16 architecture.

of two de-convolutional layers generates the first two features, i.e., brightness and
color, while a second path generates the third feature, i.e., lines orientation. For
each path, the first de-convolutional layer restricts the number of feature maps to
6, while the second one outputs the corresponding feature number of channels, i.e.,
1 channel for brightness, 2 channels for color, and 3 channels for lines orientation.
Regarding the multi-task learning, brightness and color have hard parameter sharing,
while lines orientation has soft parameter sharing. This choice is strictly related to
the similarity of the corresponding spaces which is the YUV space, for the first two
features, and a complete different space for the third one. Finally, each convolution
is followed by a ReLU activation function. Regarding the hyper-parameters of
each hidden layer, all the convolutions and de-convolutions have sizekernel = 3,
padding = 1 and stride = 1. The choice of the above values, along with the overall
neural network hyper-parameters, is involved with the functionality of the proposed
architecture. Indeed, the learning objective of this network is, starting from an RGB
input, to extract information according to how the human visual system works, and
to construct an alternative and more meaningful feature space where each of the
visual features is well defined. For this reason, each convolution does not reduce the
input space (thanks to the chosen hyper-parameters) which avoids a loss of relevant
information. The same principle is applied to the number of hidden layers and the
feature maps number as there is no need for a complex architecture to transform
the input space. The complete architecture is shown in Fig. 3.19.

VisionNet1024 The second architecture is an encoder-decoder neural network
strongly inspired by U-Net [9] consisting of several encoding and decoding layers
and also implementing a multi-task learning paradigm. In more detail, each layer
is composed of a double convolution followed by ReLU activation and a batch
normalization [204]. The number of feature maps is progressively increased during
the encoding phase up to 1024 filters, halving the input after each convolutional
pass. For the decoding phase, the structure is symmetric to the previous one, but
each hidden layer is now connected to the corresponding encoding layer via skip
connections that combine the corresponding outputs. This technique is crucial for
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Figure 3.20. VisionNet1024 architecture.

a good reconstruction when the latent space is reduced that much. For the same
reason, the decoder de-convolutional layers have sizekernel = 3, stride = 1 and
padding = 2 to reserve enough output space for the joining operation. Finally,
the model implements hard parameter-sharing, unlike VisionNet16, for hardware
limitations. In fact, experimenting with separated output paths would have been
too memory expensive depending on the input size. The proposed architecture
is illustrated in Fig. 3.20. Notice that the main difference between the two
architectures lies in their latent space: the hidden representation of VisionNet16
has a similar dimensionality to the input image to produce an augmented input
space. On the other hand, VisionNet1024 hidden space is drastically reduced to
force the model to create a dense space that contains the essence of the proposed
visual features. The usefulness of VisionNet16 and VisionNet1024 will be better
explained in the next section when the architectures will be exploited to perform
semantic segmentation.

Segmentation Models After a proper training phase, the latent space of either
VisionNet version will be a robust encoding of the low-level human visual features.
To exploit this prior knowledge and perform the semantic segmentation task, it is
possible to use the pre-trained weights when addressing the new task.

Regarding VisionNet16, the encoder (i.e., all the encoding hidden layers up to
the latent space) is frozen and used as a backbone for a new architecture strongly
inspired by the U-Net model. In more detail, this new model input layer is modified
to receive 16 channels instead of 3, i.e., a standard RGB input, since the output
filters of VisionNet16 latent space equals to 16. Thus, the final architecture is
composed of an input backbone block that comprising the VisionNet16 pre-trained
weights, while the remainder follows the U-Net architecture with trainable weights.



3.2 Low-Level Processing in Neural Models 77

16
6

Output
64

128

256

512

256

128

64

1024

512

Input Frozen weights

Figure 3.21. Architecture with pre-trained VisionNet16 backbone for segmentation.

The motivation of this design relies on the kind of value that VisionNet16 provides.
Its latent space shape, as mentioned in the previous section, reminds an image space
shape (by keeping the same spatial dimensions and adding more channels). Thus,
the role of VisionNet16, in this case, is to transform and augment the input space of
a U-Net-like model to simulate the human visual input system by embedding the
visual features. Indeed, by only locking the latent space weights, the neural network
extracts useful visual information to perform semantic segmentation, as a human
would do. The overall architecture is shown in Fig. 3.21.

Concerning VisionNet1024, a similar transfer learning rationale is applied but
with a crucial difference. In this case, the encoder is attached directly to the U-
Net-like decoder, so that the resulting architecture is composed by an encoder with
locked pre-trained weights, that embodies the visual feature space, and a decoder
with adjustable weights to be trained on the semantic segmentation task. The
full architecture is shown in Fig. 3.22. Concluding, it is important to remark the
main conceptual difference between VisionNet16 and VisionNet1024 concerning the
segmentation task. The first variant aims to augment the input space embedding
brightness, color, and lines orientation. During the training, the model can still
extract relevant features using its encoding part as its weights are adjustable, but the
input space now corresponds to the latent space of VisionNet16. On the other hand,
for VisionNet1024, the entire encoding block is the frozen to use the pre-trained
latent space. In this way, the model can only learn how to decode the low-level
human visual features to perform semantic segmentation.

3.2.3.4 Experimental Results

This section presents and discusses the results obtained on the segmentation task.
Firstly, implementation details are provided on the hardware and software configu-
rations. Secondly, the datasets used to evaluate the devised neural network models
are introduced. Finally, the results of the proposed architecture are reported for
both for feature extraction and segmentation.

Implementation Details Extensive experiments were performed to assess the
proposed method. All tests were executed on a machine with a GeForce GTX 1050
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Figure 3.22. Architecture with pre-trained VisionNet1024 backbone for segmentation.

Ti Max-Design GPU, an Intel Core i7-8750H processor and 16GB RAM. The full
implementation was written in the Python programming language and the Pytorch
[205] framework.

Regarding the testing protocol, for feature extraction, both models have been
trained on the first 10.000 images of COCO dataset (discarding the annotations),
with a 77%/23% train-test split. The training has been executed for 100 epochs,
with a learning rate of 0.001, a batch size of 4 both for training and testing, and with
a gradient accumulation factor of 16, i.e., the number of iterations to wait before
updating the weights). Lastly, MSE has been used to compute the error, which
is the standard loss for image comparison. Finally, all samples have been rescaled
to a resolution of 224× 224 to lighten the computation on the available hardware.
Concerning the semantic segmentation testing protocol, instead, experiments were
performed on the CamVid dataset, split into a training test of 370 samples, a valid
test of 101 samples, and a test set of 233 samples, i.e., the standard split for this
dataset. Similarly to the feature reconstruction task, images were resized to a shape
of 224 × 224. Moreover, due to hardware constraints, the number of classes was
reduced from 32 to 12 by grouping each class in the corresponding super-class to
simplify the segmentation. Finally, models were trained for 100 epochs, with a
learning rate of 0.0005 and a batch size of 4, using the cross entropy loss, and
evaluated using the mIoU metric.

Datasets In the proposed work two datasets from literature have been used to
train our models. The first one was exploited to train the models on the low-level
feature generation, while the second one to test their effectiveness on the semantic
segmentation task.

The first dataset is the Common Objects in Context (COCO) [206], a large-scale
dataset for object detection, segmentation and captioning. It contains more than
300k images representing 80 object types and 91 stuff types for a total of 171 different
categories. The image resolutions differ from 400 × 400 to 600 × 600 resulting in
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Figure 3.23. COCO image examples with corresponding segmentation masks. Image
credits: www.cocodataset.org.

a large variety of image shapes. Depending on the task type, COCO provides
annotations for each image defining the type, contours and location of each object
present. In Fig. 3.23 illustrates three samples, overlapped with the corresponding
annotations. Although COCO is designed to push the state of the art of Computer
Vision as it is the standard dataset used for many official segmentation competitions,
in this work it is only used to generate the human-like low-level features due to
hardware constraints.

The second collection is the Cambridge-driving Labeled Video Database (CamVid)
[207], a collection of driving videos with a resolution of 960× 720 and annotations
on 32 categories for semantic segmentation. The database provides a collection of
700 high-definition images (as video frames) from a driver perspective point across
city streets. As shown in Figure 3.24, the ground truth include moving objects (like
pedestrians, animals, cars) roads and buildings. The aim of CamVid is to produce a
reliable dataset to approach semantic segmentation applied on self-driving cars and
is used in this work to evaluate the models on the segmentation task. Finally, for this
second dataset, the performance of the models was slightly dependent on the overall
picture brightness during their experimentation. Although this discovery shows an
important correlation with the human visual system, which cannot see in dark, it
is considered as a limitation. For this reason, additional tests were performed on
a variant of the original collection where the overall brightness of each sample was
adjusted if it did not exceed a given threshold.

Performance Evaluation The experiments performed to evaluate the presented
models can be grouped in two categories: feature extraction and segmentation.
The first group is concerned with the evaluation of VisionNet16 and VisionNet1024
as visual feature reconstructors. Specifically, the feature extraction capability is
measured by the model ability to reconstruct each low-level visual feature starting
from the input. These tests are also needed to evaluate the effectiveness of the
feature representations described in Sec. 3.2.3.3. In the second category, the two
architectures are embedded in a semantic segmentation model and compared with
the results obtained by state-of-the-art models.

Low-level Feature Extraction The first group of experiments evaluated the
low-level feature reconstruction. Although the MSE loss was used to train the
models, it cannot be taken into account when evaluating the model performance

www.cocodataset.org
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Figure 3.24. Camvid samples and the corresponding segmentation masks in the first and
second rows, respectively.

in the testing phase. The reason for this choice lies in the MSE function itself.
In particular, since the MSE is a squared difference, even a low-value difference
at the pixel-level can result in a significant MSE difference. Thus, the results are
evaluated qualitatively to ensure their consistency. The resulting low-level features
are illustrated in Fig. 3.25, Fig. 3.26, and Fig. 3.27 for brightness, color and lines
orientation, respectively. As can be observed in Fig. 3.25, both models show a
plausible brightness reconstruction. However, VisionNet1024 struggles when the
input image presents large patches with an high intensity brightness such as the sky
in the second picture.

Regarding the color feature, shown in Fig. 3.26, VisionNet16 presents some
imperfections in the reconstruction. In more detail, the color calibration in both
channels results slightly different when the image has large patches of low color
intensity, such as, for instance, the sky in the second image.

Concerning lines orientation tests, reported in Fig. 3.27, VisionNet16 produces a
weaker reconstruction with respect to VisionNet1024 as the line colors are less intense.
The reason for this behavior may be associated with the architecture differences
in terms of latent space dimension. Indeed, the latent space dimension plays an
important role in the decoding phase, as a result VisionNet1024 generates a more
robust representation for this feature. Notice that, for this task, the ground truth is
incomplete as it depends on the probabilistic Hough transform to recognize lines.
Moreover, due to algorithmic constraints, the recognition is limited to straight lines.
However, as can be observed in Fig. 3.27, both models managed to produce better
representation than the ground truth. In fact, the models are not only able to
identify straight lines and properly color them, but they are also able to identify
curved lines and progressively pick the right color as the curve direction changes
(e.g., the third picture in Fig. 3.27, indicating that the models can also learn the
color relationship to an extent.
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Figure 3.25. Brightness evaluation on the proposed architectures. The brightness visual
feature is represented as an heat map for better readability. The first and second rows
show input and ground truth for this feature. The third and fourth rows depict the
brightness generated by VisionNet16 and VisionNet1024, respectively.
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Figure 3.26. Color evaluation on the proposed architectures. Ground Truth and outputs
are shown as U and V channel pairs for each image. The first and second rows show
input and ground truth for this feature. The third and fourth rows depict the color
generated by VisionNet16 and VisionNet1024, respectively.
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Figure 3.27. Lines orientation evaluation on the proposed architectures. The first and
second rows show input and ground truth for this feature. The third and fourth rows
depict the lines orientation generated by VisionNet16 and VisionNet1024, respectively.
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Features B C L BC BL CL BCL
VisionNet16 .597 .599 .573 .597 .592 .605 .613
VisionNet1024 .466 .504 .559 .500 .534 .538 .561

Table 3.9. Segmentation results for the proposed ablation study on the normalized CamVid
dataset.

Semantic Segmentation To offer a comprehensive view of the system effectiveness
on the semantic segmentation task, several models available in Pytorch were selected
to report a comparison. In mode detail, the models are FCN and DeepLab, each
one with Resnet50 and Resnet101 backbones. Moreover, accurate implementation
of U-Net is also utilized as additional entry in the comparison list. Notice that
the latter architecture has been also used for our segmenation models, but with
VisionNet16 and VisionNet1024 backbones. Finally, observe that for the models
designed in this work the training phase involves only the remaining model’s portion
as opposite to the state-of-the-art models used for the comparison, which were fully
trained.

A first comparison between the VisionNet16 and VisionNet1024 models is illus-
trated in Fig. 3.28. Note that the black patches in the ground truth represent pixels
classified as the unlabeled class (i.e., no one of the 12 classes) that is not considered
for either the loss computation or the evaluation metric. Moreover, the rescaling
operation slightly alters the thinner object’s contours (for instance, the streetlights
in the ground truth) which can negatively influence the segmentation capability.
Regarding the performance comparison, VisionNet16 produces better segmentation.
More precisely, VisionNet1024 backbone presents difficulties in delineating some
object contours. For instance, the outline of the central or the right car is inaccurate
in the leftmost and second to left images in Fig. 3.28. The reason behind this
performance degradation may be associated with the halved amount of learning
capability for VisionNet1024. Indeed, while the VisionNet16 backbone takes up only
the initial layer of U-Net, the VisionNet1024 backbone substitutes the entire U-Net
encoder, resulting in half learnable weights for the overall architecture.

An ablation study on these two models is reported in Table 3.9, which shows all
possible combinations of the three visual features. As can be observed, among the
identified features there is a different relevance depending on the underlying model.
For instance, lines orientation is the most meaningful feature in VisioNet1024, with
a final mIoU of 0.55. Indeed, extracting information to recognize lines and their
orientation is useful for segmenting pixels, as it provides different types of object
boundaries. For this model, instead, brightness was the least meaningful feature with
a 0.47 mIoU, showing the ineffectiveness of using only the luminosity information
to produce an accurate segmentation mask. As for the VisionNet16 backbone, the
features contributions are inverted. Specifically, brightness and color achieve almost
0.6 mIoU with respect to 0.57 mIoU for lines orientation. This specular behavior
may be due to the less rigid contraints imposed by the VisionNet16 backbone, which
does not freeze the entire encoder of the architecture like VisionNet1024 does.

Regarding the state-of-the-art comparison, reported in Table 3.10, it is interesting
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Figure 3.28. Semantic segmentation comparison between VisionNet16 and VisionNet1024.
Input and target are shown in the first and second rows, respectively, while VisionNet16
and VisionNet16 outputs are illustrated in the third and fourth rows.
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Systems CamVid Normalized
FCN_resnet50 .578 .580
FCN_resnet101 .575 .572
DeepLab_resnet50 .580 .571
DeepLab_resnet101 .568 .569
U-Net .604 .612
VisionNet16 .594 .613
VisionNet1024 .543 .561

Table 3.10. Experimental comparisons on the CamVid dataset without and with the
brightness normalization.

to observe that, due to the similarity with the human vision system, only the presented
models benefitted significantly from the brightness normalization, i.e., with a ∼2%
performance increase. Moreover, although the VisionNet1024 backbone has produced
the lowest score compared to the other architectures, there is only a 4% difference with
the highest score (i.e., U-Net) even though a completely different approach to analyze
images is being used. In addition, the VisionNet16 backbone has outperformed the
corresponding U-Net basic architecture, which is the best performing one compared
to DeepLab and FCN, indicating that the low-level visual features are in fact useful
to address the semantic segmentation task. A qualitative comparison for each
architecture is depicted in Fig. 3.29, illustrating the best configuration for each
model. As can be observed, although VisionNet1024 is the worst model metric
wise, its segmentation outputs are still close to the DeepLab and FCN approaches.
Furthermore, contrary to these two models, VisionNet1024 is effective in segmenting
categories representing thin objects such as streetlights. In fact, DeepLab and
FCN focus on approximating feasible object silhouettes by smoothing the object
boundaries but produce artifacts when there are thin objects. Analyzing VisionNet16,
instead, it outperforms every other model except the U-Net when considering the
mIoU metric. However, the VisionNet16 can still reproduce segmentations in a more
precise way, especially for smaller objects, further corroborating the usefulness of
the visual features.

Lastly, Figure 3.30 provides different examples of failed segmentations performed
by the various models. As can be observed, FCN and DeepLab present better
outputs with respect to the VisionNet models due to noise reduction applied in
their approaches. However, this gap is more evident for VisionNet1024 rather than
VisionNet16 due to the large difference of the learning capability, i.e., VisionNet1024
has half adjustable weights with respect to VisionNet16. Moreover, from these
experiments, it can be observed that all models present difficulties in recognizing
objects of the same category but with a different shape, such as a car and a truck
or a road and a sidewalk with similar color. In addition, all models struggle on
interpreting scenes that are different from a standard road scene (e.g., street view,
parking view) resulting in segmentation noise; a degradation that may be due to the
lack of samples in the training set representing such scenes.
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Input Target FCN DeepLab U-Net V-Net16 V-Net1024

Figure 3.29. Examples of successful segmentations.
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Input Target FCN DeepLab U-Net V-Net16 V-Net1024

Figure 3.30. Examples of failed segmentations.
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3.2.3.5 Conclusion

This work presented an alternative approach to exploit neural networks, consisting
of the implementation of a partial human-based visual system formed by low-level
visual features based on neuroscience concepts. The presented approach aimed
to find a more powerful input space than the RGB color space largely used in
Computer Vision. In particular, three features were identified and implemented,
namely: brightness, color, and line orientation. Moreover, two different models were
trained on the generation of these features before being applied to the semantic
segmentation task. An extensive experimental phase was performed on a benchmark
dataset for self-driving cars. The obtained results showed the correctness of the
proposed approach, which performs in-line with other state-of-the-art methods. This
demonstrates that not only the new visual features space can compete with the
current literature, but also, under certain conditions, such as increased brightness, it
can outperform existing works.

As future development, an interesting approach would be the implementation and
embedding of additional neuroscience-based visual features and the experimentation
of alternative techniques to combine them into a heterogeneous space. Moreover,
an additional improvement on the proposed models regarding the sensitivity to
brightness would be another feasible strategy to overcome the limitations imposed
by human perception that inherently affect the devised features.

3.3 Intermediate-Level Processing in Neural Models
The intermediate-level features described in Section 2.3 analyze a scene at the
surface level across the entire visual field. In particular, the brain extracts several
color and shape properties of surfaces by integrating local cues obtained in the
low-level visual processing step. In this context, several approaches were defined
for this module. The method proposed in [109] (Section 3.3.1) follows the internal
workings of the intermediate-level visual processing by integrating multiple local
cues obtained through different algorithms to perform deception detection. The
approach presented in [7] (Section 3.3.2) explores the effectiveness of parallel and
horizontal connections to improve tracking in UAV images. Finally, the scheme in [6]
(Section 3.3.3) analyzes shape and surface properties to estimate 3D hand pose and
shape in order to perform gesture recognition. Similarly to methods derived from
low-level visual processing notions, approaches based on intermediate-level concepts
have also proven effective, further corroborating the effectiveness of neuroscience
theories in conjunction with deep learning approaches.

3.3.1 Case Study: Heterogeneous Feature Extraction

Deception detection is a relevant ability in high stakes situations such as police
interrogatories or court trials, where the outcome is highly influenced by the inter-
viewed person behavior. With the use of specific devices, e.g., polygraph or magnetic
resonance, the subject is aware of being monitored and can change his behavior,
thus compromising the interrogation result. For this reason, video analysis-based
methods for automatic deception detection are receiving ever increasing interest. In
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this paper, a deception detection approach based on RGB videos, leveraging both
facial features and stacked generalization ensemble, is proposed. First, a face, which
is well-known to present several meaningful cues for deception detection, is identified,
aligned, and masked to build video signatures. These signatures are constructed
starting from five different descriptors, which allow the system to capture both
static and dynamic facial characteristics. Then, video signatures are given as input
to four base-level algorithms, which are subsequently fused applying the stacked
generalization technique, resulting in a more robust meta-level classifier used to
predict deception. By exploiting relevant cues via specific features, the proposed
system achieves improved performances on a public dataset of famous court trials,
with respect to other state-of-the-art methods based on facial features, highlighting
the effectiveness of the proposed method.

3.3.1.1 Introduction

In the last decades, automatic vision-based systems are becoming very useful support
tools for different tasks such as area monitoring [208, 141, 146], healthcare and human
behavior [209, 113, 107], visual data understanding, [210, 77, 211] and many others.
However, despite the spreading of ever improving visual technologies, many tasks,
including the video-based deception detection, still remain challenging. Deception is
the act of hiding the truth to deceive someone, and commonly occurs in both private
and public daily lives during human-to-human interactions. Nevertheless, even if
some lies can be considered harmless, there are others that affect or completely
change the outcome of significant situations, including psychological analysis, criminal
confessions, and court trials [212, 213]. Lying in courts, for example, might lead
to convict an innocent person or to acquit a criminal. Therefore, in high stakes
scenarios, being able to discriminate between deceptive and truthful statements is
crucial. According to psychological literature, detecting a lie is a complex task even
for humans. As a matter of fact, the human ability to detect lies without external
support tools is estimated to be correct roughly 54% of times, which is slightly better
than a coin toss [214]. For this reason, well-performing systems supporting humans
in evaluating deceptions are particularly critical.

Until a decade ago, non vision-based techniques were the only ones able to provide
a concrete support in the discrimination between truth and lie. These techniques
were and are mainly based on the following aspects of the human being:

• Variations of health parameters, as, for example, blood pressure or heart rate,
which tend to drastically change when a subject, due to pressing questions,
begins to experience stress or discomfort;

• Dynamic study of brain activities, where, for the same reasons of the previous
point, brain activities, in terms of oxygenation or electrical patterns, are
analysed in searching for alterations.

To the first set belong all those so-called polygraph techniques, where a variety of
parameters, in addition to those previously mentioned as, for example, respiration
and skin conductivity, are measured during an interrogatory. To the second set,
instead, belong even more invasive techniques. Among these, the most studied are
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the following: electroencephalogram (EEG), functional magnetic resonance imaging
(fMRI), and functional near-infrared spectroscopy (fNIRS); which measure, within
the brain, electrical patterns, changes associated with blood flow, and changes in
hemoglobin concentrations, respectively. However, while non-vision based techniques
can achieve good performances, they present two main limitations. First, the
equipment requires an expert to be operated and can be too expensive for daily
application. Second, the use of specific equipment entails the cooperation of the
interviewed person who has to physically wear the device, and is consequently aware
of being monitored. This allows the subject to willingly change his behaviour,
therefore compromising the interrogation result.

Non vision-based techniques, moreover, have seen, in the last few years, a new
beginning thanks to the evolution of methods and models that well adapt to binary
paths for cognitive tasks. In the works reported by Placidi et al. [215], Gaur et
al. [216], and Hou et al. [217], for example, effective classification models in the
field of EEG are presented. In Górriz et al. [218] and Hua et al. [219], instead,
modern machine learning approaches to support the analysis of some rational brain
processes are described. Regarding novelties in the feature extraction step, without
doubt the works proposed by Ortiz et al. [220], Hardiansyah et al. [221], and Li
et al. [222] provide interesting solutions in terms of descriptors and robustness.
Finally, in Wu et al. [223] and Pan et al. [224], examples of general purpose
neural models, adaptable for different tasks, including deception detection one, are
discussed. Anyway, despite the success of these reference approaches and related
recent improvements; the limitations discussed previously are persuading always more
researchers to go towards alternative solutions. In this context, video analysis-based
systems exploiting RGB cameras seem to be the best solution since they allow us to
implement smart vision-based algorithms able to catch involuntary and instinctive
reactions of observed subjects. In addition, by reducing the utilization of wearable
and/or bulky devices, and strategically positioning a camera, a subject generally
acts more naturally since his awareness of being monitored decreases. What is more,
previous research [225, 226, 227, 228] supports the well-known assumption that
differences exist in the way deceiving and non-deceiving people communicate. Such
differences can be described, among the others [229, 3], via speech, facial expressions,
or eyes movements cues, which are currently being leveraged in machine learning
approaches addressing the deception detection task.

Motivated by all these observations and the psychological findings of P. Ekman
[230, 231, 232] and M. Zuckerman [233] in relation to facial cues during deception, in
this paper, we propose a deception detection approach based on RGB video streams.
Actually, a first investigation on this topic was made in Avola et al. [234], where
part of our research group designed a real simple method based on the following two
aspects:

• A set of 18 Action Units (AUs), extracted by using the framework proposed by
Baltrušaitis et al. [235], through which to identify relevant local expressions of
a face, e.g., chin raiser, jaw drop;

• Use of a Support Vector Machine (SVM) based model, to classify the extracted
AUs as part of a deceptive or truthful face expression.
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Unlike the method just introduced, the one proposed in this paper is fully novel
in terms of idea, design, and development. In particular, the method presented
in this paper analyzes the combination of different facial features through several
base-level classifiers, stacked into a more robust meta-level classifier, by exploiting
the ensemble technique. The latter was selected since first, it allows to jointly
utilize weak classifiers to obtain higher performances; and second, it has successfully
been applied to address heterogeneous tasks such as image registration[236], or the
classification of several image types via the dynamic ensemble learning (DEL) [237]
method. The rationale behind the proposed architecture is that the face exhibits
various involuntary cues, which can help to discriminate between a deceiving and an
honest person. Thus, starting from these cues, several features are introduced to
capture both micro- and macro-expressions in detail. Moreover, for each feature type,
a video signature, fully characterizing possible expressions associated to deception,
is generated and given as input to four different base-level models, acting as weak-
classifiers. Subsequently, the stacked generalization [238] technique is employed to
merge the base-level decisions using a shallow network, obtaining a final robust
deception prediction. To show the effectiveness of the proposed method, tests
are performed on two benchmark datasets: the first, reported by Pérez-Rosas et
al. [228], which contains real-life deception detection video sequences of court
trials; the second, named bag-of-lies and reported by Gupta et al. [239], where
the subjects can arbitrarily decide whether or not to lie when describing a given
image. As demonstrated by the reported results, the proposed approach, although
implementing a shallow network, substantially outperforms the vast majority of
literature works, obtaining comparable performances with the single method based
on a more complex deep learning algorithm. The major novelties of the paper can
be summarized as follows:

• A set of well-known feature extractors combined into an original vector specifi-
cally designed for detecting micro- and macro-expressions of a face;

• An original pipeline, applied for the first time in the state-of-the-art for
detection deception issues, composed of two levels, i.e., base-level classifiers
and meta-level classifier, for the binary discrimination of facial cues;

• A light system, that works in real-time, whose pipeline can be easily extended
in both features and base-level classifiers.

The rest of this paper is structured as follows. Section 3.3.1.2 introduces a
classification of deception detection techniques focused on different information
sources. Section 3.3.1.3 describes the proposed architecture and the feature extraction
steps. Section 3.3.1.5 reports the experimental results, including comparisons with
methods of the current literature. Finally, Section 3.3.1.6 concludes the paper.

3.3.1.2 Related Works

In the literature, different sources of information have been exploited over the years
for the deception detection task, varying from specific devices to different types of
features.
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EEG, fMRI, and fNIRS analysis Although in these approaches a subject is
required to wear electrodes or other monitoring tools, thus increasing the person
awareness with respect to the test, EEG and fMRI are widely used and are able
to obtain excellent results. Alazrai et al. [240] extract different features, such as
mean, variance, skewness, and kurtosis, from the bi-spectrum representation of the
EEG signal. Subsequently, they set up an SVM classifier with a radial basis kernel
function (RBF) to classify these features as either truth or deceit. Lai et al. [241],
instead, exploit EEG variability and fuzzy theory, by identifying useful sensitive
frequency bands for accurately measuring deception states based on spectral analysis.
In fMRI based methods [242, 243, 244], it is possible to detect whether deception is
occurring or not by looking at active brain areas of the interviewed subject during
deception. Similar approaches exploit the fNIRS [245, 246, 247], and analyze blood
oxygen levels during brain activity in association to a deceptive behavior.

Speech analysis Traditional medium used in everyday life to detect deception
during interviews and discussions, the speech can reflect the inner feelings of a person
by capturing linguistic, emotional, and physiological information. Exploiting speech-
based approaches, Zhou et al. [248] propose a method based on selected prosodic and
non-linear dynamics acoustic features that show significant correlations with the act of
lying, e.g., pitch frequency, mel-frequency cepstral coefficients (MFCC), Kolmogorov
entropy and Lyapunov exponent vectors, among the others. Xie et al. [249] extract
variable-length and frame-level acoustic features from speech samples, by using 60
low-level descriptors, including zero-crossing rate (ZCR), spectral centroid, spectral
entropy, and MFCC. Subsequently, a convolutional bidirectional long short-term
memory (CovBiLSTM) learns depth features associated with lies.

Eyes analysis Relevant information is also provided by the eyes, revealing human
emotional states via several cues such as blink rate, gaze aversion or extension, and
pupil dilation, thus resulting in the eyes being functional for deception detection.
Bhaskaran et al. [250] propose a method based on each eye movement changes.
The authors train a dynamic Bayesian model able to capture discriminative eye
behavioral patterns from critical sections in videos capturing deceit. Proudfoot et al.
[251] focus on pupil dilation and exploit the latent growth curve modeling technique,
testing how pupil diameter changes for both innocent and guilty subjects during
an automated concealed information test (CIT). The blink rate has instead been
used as an indicator of deception by George et al. [252]. Specifically, the authors
analyze blink count and duration in relation with truth and lie responses of different
subjects to interviews, finding that blink rate generally increases when a person is
lying and is consequently feeling under pressure.

Facial expressions analysis Several methods rely on facial behaviors as indicators
of mental state. When the subject is being deceitful, his physiological responses
increase and can be measured via facial deception cues. Methods based on facial
expressions, where visual cues are exploited by leveraging the facial action coding
system (FACS), and its facial AUs as potential indicators for deception detection, are
presented by Su and Levine [253] as well as Avola et al. [234]. The former employs
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Figure 3.31. The proposed method architecture. Given the video sequence, the subject
face is detected, aligned, and masked. Once face masking is complete, several types of
features are extracted with the aim to build different video signatures. These signatures
are obtained by frame-wise averaging some features (x̄) and FV encoding the remaining
ones (FV). Each of them is given as the input to each of the four base-level classifiers:
SVM (red dot), LR (yellow dot), XGBoost (green dot), and MLP (blue dot). Finally, all
the base-level predictions are combined by an MLP via stacked generalization to obtain
the final result (i.e., truthful or deceptive).

a limited AU number to analyze eye blink, lip corners (i.e., puller and depressor),
and eyebrows characteristics, classified by a random forest (RF) algorithm. The
latter also leverages many other action units involving nose, cheeks, and jaw, finally
exploiting an SVM to classify deceptive and truthful behaviors. Owayjan et al. [254],
instead, use involuntary micro-expressions captured via geometric-based dynamic
templates to describe the subject face, discriminating expressions depending on
whether the person is lying or not.

Multimodal analysis Multiple sources are exploited simultaneously in multi-
modal approaches to obtain, generally, improved performances with respect to
methods using a single one. Pérez-Rosas et al. [228] combine both verbal and
non-verbal modalities and evaluate court testimonies honesty by comparing two
classification algorithms: decision tree (DT) and RF. Visual and acoustic automati-
cally extracted features are fused and employed by Karimi et al. [255] for detecting
deceptive human behaviors by applying the large margin nearest neighbor (LMNN)
algorithm. Abouelenien et al. [256] integrate multiple physiological, linguistic, and
thermal features, by using DT models and a majority voting scheme for deception
classification. Moreover, they analyze each feature to measure its effectiveness and
limitations. Several modalities are also used by Wu et al. [108], who exploit visual,
audio and text information in unison, classified via various algorithms (i.e., DT,
RF, and linear SVM). Finally, all of the aforementioned sources are used jointly
by Rill-Garcia et al. [257] and Krishnamurthy et al. [258]. The former employs an
SVM to analyze the multiple modalities; while the latter introduces a 3D CNN as a
black-box automatic feature extractor and a multi-layer perceptron (MLP) classifier,
so that several combination strategies can be tested for deception detection.

3.3.1.3 Proposed Method

The proposed method, shown in Fig. 3.31, focuses on facial cues to detect deception
in RGB videos. Starting from an RGB video sequence, the subject face is initially
detected, aligned, and masked, by using the OpenFace toolkit [259]. Subsequently,
different feature sets capturing both micro- and macro-expressions are extracted
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Figure 3.32. Histogram of oriented gradients (HOG) descriptor pipeline. A frame is
divided into cells to generate histograms, concatenated to build a face descriptor.

obtaining: a dense face representation via histogram of oriented gradients (HOG)[260]
and local binary pattern (LBP)[169]; a trajectory description of facial expressions
through improved dense trajectories (IDT)[261]; a spatio-temporal characterization
of facial muscles using local binary patterns from three orthogonal planes (LBP-
TOP)[262]; and interest-points depicting relevant face areas via the oriented fast and
rotated brief (ORB)[263] keypoint descriptor. Upon feature extraction, a signature
of the entire video is built using either the mean value or the Fisher vector (FV)
[264] encoding, depending on the analyzed feature type. The video signature is then
given as input to several base-level algorithms, i.e., SVM [265], logistic regression
(LR)[266], extreme gradient boosting (XGBoost)[267] decision tree, and MLP [268].
Finally, the multiple base-level predictions are concatenated and given as input to a
second MLP, effectively employing a stacked generalization technique and resulting
in a more robust meta-level classifier.

Feature extraction Unnecessary or redundant information might compromise the
performance of an automatic deception detection system. Consequently, a crucial
phase lies in the extraction of meaningful features. This is even more important for
the proposed method, since only facial cues are exploited. For these reasons, the
extracted features need to be informative enough to capture, for example, local facial
movements or muscle configurations (e.g., jaw contraction) which could indicate
high stress levels. Thus, in order to fully represent a face, four macro categories of
features are defined, providing a dense representation, a trajectory description, a
spatio-temporal characterization, and a points of interest depiction with respect to
a given face, previously identified via OpenFace.

Dense features: HOG and LBP A dense descriptor allows to highlight several
characteristics, such as nose or cheeks shapes, thus enabling the system to capture
specific facial expressions. To represent dense features, HOG and LBP algorithms
were chosen since they describe an image by following a grid pattern. Therefore, these
algorithms can be used to model the shape of facial muscles locally, by analyzing
each frame within the video sequence.

Regarding HOG, it has been proven to be an effective visual descriptor for
face expression recognition [269]. The rationale behind this descriptor is to count
occurrences of gradient orientations in localized portions of the image, so that facial
expressions derived from shapes can be described locally. The pipeline for the HOG
algorithm, is shown in Fig. 3.32. More precisely, each frame is divided into small
local regions by defining cells. For each cell, the per pixel magnitude g and gradient
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orientation θ are computed and defined as:

g =
√

g2
x + g2

y , (3.31)

θ = arctan gy

gx
, (3.32)

where gx and gy indicate the pixel intensity variation for the horizontal and vertical
components, respectively. An histogram of gradient orientations is then computed for
the specific cell. Furthermore, these local histograms undergo contrast normalization
by grouping cells into larger spatial blocks, and by applying an L2-norm on the
histograms of all the cells within each block. Therefore, rendering the algorithm
more robust to both illumination changes as well as shadowing effects. Formally, let
ν be the non-normalized vector consisting of all histograms in a single block, ||V ||2
the L2-norm, and ϵ a small constant. The normalization factor f is then defined as:

f = ν√
||ν||22 + ϵ2

. (3.33)

Finally, all the normalized histograms are ordered and concatenated into a single
vector, representing the HOG descriptor for the video frame.

Concerning LBP, it is another type of visual descriptor effectively used for the
face recognition task [270]. The principle behind this algorithm is to generate per
pixel LBP codes, so that a face conformation can be highlighted. The LBP procedure
is shown in Fig. 3.33. In more detail, a LBP operator is applied independently to
each pixel in the image, thus obtaining LBP codes that encode the local structure
around a given pixel. Formally, let the notation (P, r) be the neighborhood of P
sampling points on a circle of radius r with respect to a center pixel c. The resulting
LBP code is then computed via:

LBPP,r =
P −1∑
i=0

s(gi − gc)2P , (3.34)

where gc and gi are the gray-level values of the center pixel and its i-th neighbor
inside the circle of radius r, respectively; while the function s(x) is defined as:

s(x) =
{

1, if x ≥ 0;
0, otherwise.

(3.35)

The LBP encoded image is then divided into local regions, similarly to the HOG
descriptor, and LBP codes occurrences are collected into a single histogram per
region, via histogram quantization. Finally, all of the computed histograms are
concatenated into a single vector, which represents the video frame descriptor.

Trajectory-based features: IDT While dense features can represent detailed
facial expressions, they analyze video sequences in a frame-by-frame fashion, and do
not consider other relevant aspects such as movement trajectories. However, these
motions can capture deception cues such as nodding[271], thus providing important
information. To describe face trajectories, IDT features are exploited to capture
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Figure 3.33. Local binary pattern (LBP) descriptor pipeline. An LBP encoded image is
generated and divided into local regions to produce histograms which are concatenated
to build a face descriptor.

Figure 3.34. In the top row, sample video frames. In the bottom row, improved dense
trajectories (IDT). The red dots represent face keypoints, while green ones describe
keypoints trajectories.
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facial dynamics changes by analyzing face keypoints evolution, as shown in Fig.
3.34. Moreover, this algorithm has already been successfully used for face expression
recognition by Afshar et al. [272], further encouraging its utilization. In more detail,
in IDT, dense trajectories are extracted from multiple spatial scales, via grid sizes
separated by a factor of 1/

√
(2). First, for each frame within the video, feature

points are densely sampled every W pixels following a grid pattern. Subsequently,
the points are tracked through the entire video, by evaluating each scale separately.
Formally, every feature point Pt = (xt, yt) at frame t, is tracked to its next position
Pt+1 = (xt+1, yt+1) at frame t + 1 by median filtering in the dense optical flow field
ωt = (ut, vt), where ut and vt are the horizontal and vertical components of the
optical flow, respectively. Therefore, the location of Pt+1 is defined as:

Pt+1 = (xt+1, yt+1) = (xt, yt) + (M ∗ ωt)|(xt,yt), (3.36)

where M is a 3× 3 median filtering kernel. A trajectory for a given point is then
built by concatenating its positions into a single vector (Pt, Pt+1, Pt+2, . . . ).

A significant and well-known issue for these trajectories during the tracking
process, is drift. To handle this phenomenon, a point is tracked for up to T frames
and is discarded after this time; by default T = 15 as suggested by Wang et al.[273].
Given this time constraint T , the trajectory can be described by the sequence S =
(∆P0, . . . , ∆PT −1) of displacement vectors ∆Pt = (Pt+1−Pt) = (xt+1−xt, yt+1−yt).
In IDT, the presence of such trajectories is verified for each W ×W neighborhood
(i.e., a grid cell), so that a dense coverage of the entire video is ensured. In case no
tracked point is found in a cell, a new point is sampled and added to the tracking
process, so that local motion patterns are generated seamlessly. Moreover, each
trajectory is normalized to obtain a descriptor by using the magnitudes sum of
displacement vectors, according to the following equation:

S′ = (∆P0, . . . , ∆PT −1)∑T −1
i=0 ||∆Pi||

. (3.37)

Finally, to ensure good trajectory descriptors are produced, HOG, histogram of
optical flow (HOF), and motion boundary histogram (MBH) are also generated
along with the dense trajectories. The HOG and HOF histograms are used to obtain
more precise trajectory paths, by focusing on static appearance information and
motions between two consecutive frames caused by either the camera or the face
itself, respectively. The MBH is instead employed to reduce the effects of camera
movements during the optical flow histogram computation, further enhancing the
discovered trajectories. Summarizing, the IDT algorithm produces trajectory vectors
on a W ×W grid, analyzing the entire video sequence.

Spatio-temporal features: LBP-TOP Although trajectories are useful to
understand movement at a local level, they do not describe relevant information
which would otherwise be captured by characterizing positions of facial muscles in
a temporal setting. To identify such features we exploit the LBP-TOP algorithm,
taking inspiration from Zhao and Pietikainen [262]. It extends the spatial capabilities
of LBP features to also account for a temporal component, by extracting LBP
codes from local spatio-temporal neighborhoods defined on consecutive frames, and
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Figure 3.35. LBP-TOP algorithm scheme. Histograms from the LBP codes are generated
for the XY, XT, and YT orthogonal planes, and concatenated to obtain a LBP-TOP
descriptor.

spanning over three orthogonal planes: spatial plane XY, horizontal spatio-temporal
plane XT, and vertical spatio-temporal plane YT. For each pixel, per orthogonal
plane LBP codes are computed, and their occurrences are then collected into three
separate histograms (i.e., XY, XT, and YT histograms). These representations
are then concatenated into a single histogram, representing the final LBP-TOP
descriptor. The LBP-TOP algorithm scheme is summarized in Fig. 3.35. Formally,
the histogram Hi,j is defined as follows:

Hi,j =
∑
x,y,t

1{fj(x, y, t) = i}, i = 0, . . . , nj − 1, (3.38)

where nj indicates the label produced by the LBP operator in jth plane (i.e.,
j = 0, 1, 2 for planes XY, XT, and YT, respectively); 1{·} is the indicator function;
and fj(x, y, t) represents the LBP code of the center pixel (x, y, t) in the jth plane.

Interest-point based features: ORB The above discussed sets of features
allow to obtain detailed face information. However, those features describe a face
holistically, without focusing on specific facial points. In the past years, several
algorithms focused on peculiar points, called interest-points, were developed and
widely adopted in automated human face-related tasks [274, 275, 276, 277, 278].
One of them is ORB, derived from FAST [279] and BRIEF [280] keypoint detectors.
ORB is capable of describing facial expressions through a set of local facial points.
In this work, it is chosen as interest-point descriptor, due to its speed, accuracy, as
well as its scale- and rotation-invariant properties [281]. An example of keypoint
descriptors extracted using the ORB algorithm is shown in Fig. 3.36.

Formally, given a center pixel c, its brightness is compared to the corresponding
value of 16 of its surrounding pixels, sampled in a circle of radius 3. Then, whenever
more than 8 neighbor pixels result considerably darker or brighter with respect to
the center pixel, c is selected as a keypoint. To obtain scale-invariant keypoints, a
multi-scale image pyramid, where the input image is represented at different scales,
is exploited; keypoints are then detected at each scale level so that a more robust
selection can occur. Moreover, an orientation (i.e., left or right) is assigned to
each of these keypoints to ensure a rotation-invariance. The orientation is obtained
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Figure 3.36. In the top row, sample video frames. In the bottom row, oriented fast and
rotated brief (ORB) keypoint descriptors.

by leveraging intensity level changes around the keypoint, where the intensity is
estimated using the centroid method [282]. In more detail, given a small image patch
P , its moments are defined as:

mpq =
∑

x,y∈P

xpyqI(x, y), (3.39)

where p, q = {0, 1} represent the moment degree; x and y indicate the pixel coor-
dinates; and I(x, y) is the intensity value for the pixel in position (x, y) inside the
patch P . The moments are then exploited to find the patch centroid C as follows:

C =
(

m10
m00

,
m01
m00

)
. (3.40)

Finally, the block geometric center O is connected to its centroid C to obtain the
keypoint orientation, using the following equation:

θ = atan2 (m01, m10) . (3.41)

Afterwards, for each detected keypoint, ORB generates rotation-invariant key-
point descriptors through the improved rotation-aware BRIEF (r-BRIEF) algorithm;
where a descriptor is represented via a binary feature vector. To compute these
descriptors, ORB first smooths the image using a Gaussian filter, preventing high-
frequency noise sensitivity. Subsequently, it selects N random pairs of pixels (x, y)
from patch P , built around the given keypoint kc. For each random pair of pixels
(x, y), both elements are drawn from a Gaussian distribution with standard deviation
σ and centered around kc and x, respectively. Upon pairs selection, the binary
feature vector can be computed by comparing the pair elements brightness. Formally,
given a smoothed image patch P , the brightness comparison τ is defined as:

τ(P ; x, y) =
{

1, if p(x) < p(y);
0, if p(x) ≥ p(y),

(3.42)
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where p(·) represents the intensity value of a given pixel inside patch P . For each
keypoint, the binary descriptor can then be defined as:

fN (P ) =
∑

1<i<N

2i−1τ(P ; xi, yi). (3.43)

To ensure the descriptor is rotation-invariant, ORB steers BRIEF by leveraging
the orientation θ of a keypoint. In particular, a matrix Q of N binary tests can be
defined for each keypoint kc as follows:

Q =
[
x1 x2 . . . xN

y1 y2 . . . yN

]
. (3.44)

Then, given the patch orientation θ and the corresponding rotation matrix Rθ, the
steered version of Q is defined with:

Qθ = RθQ. (3.45)

Finally, a keypoint descriptor is defined as:

gN (P, θ) = fN (P )|(xi, yi) ∈ Qθ. (3.46)

Summarizing, the set of keypoint binary descriptors represents the final video
frame descriptor containing interest-point based features.

Video signatures To further exploit the extracted feature sets, the presented
descriptors are manipulated so that a video signature can ultimately be built.
Specifically, since several approaches are employed in this work, the features identified
in all video frames are analyzed at once using either the average, or the FV encoding
of that given feature. In detail, the frame-wise average x̄ is computed for HOG,
LBP, and LBP-TOP descriptors; while for IDT and ORB features the FV encoding
is generated using the whole video sequence. This latter representation was chosen
since it is a robust feature pooling technique, able to substitute and outperform
standard bag-of-visual-words histogram in several tasks, including face recognition
[283, 284].

3.3.1.4 FV encoding

A FV can encode an image through a single higher-dimensionality vector, by pooling
together the elements of local feature descriptors, with the mean and covariance
deviation vectors for each component of a Gaussian mixture model (GMM). In
this work, FV encoding is applied on IDT and ORB independently, by pooling
features extracted over the frames of a video sequence. As a consequence, encodings
accounting for time-evolving features are produced. Moreover, before the FV
computation, the descriptors dimensionality is first reduced by a factor of two, using
principal component analysis (PCA). A subset of local descriptors is then randomly
sampled from the training set, to estimate the GMM with K Gaussians. Formally,
given a video sequence and its D-dimensional descriptor xn ∈ IRD, where n = {IDT,
ORB}, the D-dimensional gradients encoding first and second order statistics, with
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respect to the mean and variance of the k-th Gaussian, are computed using the
following equations:

Gµk
= 1

N
√

πk

N∑
n=1

γnk

(
xn − µk

σk

)
,

Gσk
= 1

N
√

2πk

N∑
n=1

γnk

[
(xn − µk)2

σ2
k

− 1
]

,

(3.47)

where γnk
is the k-th Gaussian soft-assignment associated to the n-th descriptor; while

πk, µk and σk are the k-Gaussian weight, mean, and covariance matrix, respectively.
Finally, a FV is built by concatenating the various gradients, thus resulting in a
2DK dimensional vector, defined as:

FV = [Gµ1Gσ1 · · · GµKGσK ] . (3.48)

Deception detection To detect deception, each video signature is first given as
input to a set of four base-level classifiers (i.e., SVM, LR, XGBoost, and MLP),
thus obtaining Pb = S × Cb predictions; where S represents the signatures, while
Cb denotes the classifiers. Subsequently, the stacked generalization is employed to
fully leverage these predictions. Contrary to standard ensemble methods based on
majority voting, where the most frequent prediction is supposed to be the right one,
the stacking approach exploits all predictions jointly, by merging them together.

Support vector machine The support vector machine is a well-known machine
learning technique that has already been successfully applied in different fields,
including facial expression recognition [285] and deception detection [286].

The SVM is a maximum margin separating hyperplane classification approach,
relying on statistical learning theory to achieve a high generalization performance.
Data are classified by determining, during the training phase, the support vectors
that define a hyperplane in an N -dimensional feature space, where N is the number of
features. The classification task consists in establishing which side of the hyperplane
the testing features reside. Kernel functions are applied to fit data with the surface
of such hyperplane, mapping them to the N -dimensional feature space, especially
when they are not linearly separable like in most real-world scenarios. The capability
to define the kernel function allows a wide range of classification problems to be
solved since any kernel can be chosen ad-hoc for a specific dataset.

Given a data sample x, the classification function is the weighted sum of the
similarity between x and the set S of determined support vectors, and is defined as
follows:

f(x) = sign
∑

xi∈S

α∗
i yiK(xi, x) + b, (3.49)

where α∗
i is the Lagrange multiplier of the dual problem, yi is the support vector

label, K(xi, x) is the kernel function, and b is the decision boundary.

Logistic regression In statistics, logistic regression is used as a modeling approach
to define the probability of a binary event occurring (e.g., 0 or 1). In particular, it
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can be used to determine whether an observed subject’s facial behavior is deceptive
or not, by estimating only the probability of the former. In literature, this strategy
has already been used for detecting deception [108]. Moreover, the LR was also
applied to solve effectively other automated human face-related tasks, such as face
recognition [287].

Formally, this technique describes the relationship between a dependent binary
variable Y and one, or more, independent variables X, predicting the value of Y
given X. The core of the LR is to estimate the log-odds for an observed binary
event (e.g., Y = 1), which are converted to its probability by a logistic function (i.e.,
the sigmoid function) defined as follows:

p(X) = 1
1 + e−(β0+β1X) , (3.50)

where β0 and β1 are unknown and inferred during the training phase by applying
the maximum-likelihood estimation method. Subsequently, the obtained probability
can be used to compute the value of Y as the binary event that is occurring, as
follows:

Y =
{

0 if p(X) < 0.5,

1 if p(X) >= 0.5.
(3.51)

Extreme gradient boosting The extreme gradient boosting is an ensemble
approach that stacks decision trees sequentially, aiming to build a robust classifier
by relying on the idea that each subsequent model can improve the predictions
of the previous one. This strategy is possible by making each decision tree, that
grows next in the sequence, to learn from its predecessors by updating the residual
errors. Thus, it is possible to perform deception detection sequentially improving
the performance by leveraging previous information. This ensemble technique has
already been successfully applied to recognize facial expressions [288].

The XGBoost exploits the gradient boosting technique, where weak learners
with the same structure are boosted by using the gradient descent algorithm. Given
a dataset D = {(xi, yi)}Ni=1 with N data samples, with T gradient boosting steps,
the goal is to find an approximation f̂(xi) to a function f(xi) that minimizes the
specified loss, defined as:

f̂(xi) = arg min
f

L(yi, f(xi)). (3.52)

Formally, gradient boosting assumes a real-valued pseudo-regularization hyperpa-
rameter γ and computes f̂(xi) in terms of the weighted sum of functions ht(xi) from
a set H of weak learners, as:

f̂(xi) =
T∑

t=1
γtht(xi) + const, (3.53)

where ht(xi) ∈ H is the model at step t ∈ T , which has the aim is to reduce the
residual errors.

Following the principle of empirical risk minimization, the method searches for
an approximation f̂(xi) that minimizes the mean value of the loss function on the
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training set. Thus, the initial model is initiated to a constant function f0(xi), defined
as:

f0(xi) =
∑N

i=1 yi

N
, (3.54)

which is refined in a greedy fashion at each step t ∈ T . Next, each subsequent model
is updated to a function defined as:

ft(xi) = ft−1(xi) + arg min
γ

N∑
i=1

L(yi, γ) =

ft−1(xi) + arg min
ht∈H

[
N∑

i=1
L(yi, ft−1(xi) + ht(xi))

] (3.55)

where γ is the multiplier computed by line search strategy, ft−1(xi) are the residual
errors from previous step, and ht(xi) is the weak learner of the current step fitted
on those errors. The model at time T is the final classifier built on top of the weak
learners.

Multilayer perceptron The multilayer perceptron is a kind of fully connected
feedforward neural network widely used to solve a large set of classification tasks,
including emotion recognition [289] and deception detection [290]. The idea behind
a neural network is to build a model able to simulate a biological neural system.
Therefore, it can be used to simulate and try improving the human ability to detect
deceptive behaviors. The MLP is organized in one input and output layer and,
besides, one or more hidden layers. Each layer consists of artificial neurons, called
perceptrons, that work in a parallel fashion, and each perceptron is connected to all
the neurons on the next layer by weighted connections. The network learns how to
classify new data by adjusting these weights during the training phase.

Given a dataset D = {(xi, yi)}Ni=1 with N data samples, the network works by
iterating for T training steps a forward and backward phase, respectively. In the
former, the input xi moves through the hidden layers to the output layer, predicting
a value measured against the expected one using a loss function defined as:

f(xi) = L(yi, yj), (3.56)

where yj is the network predicted value, and yi is the expected value related to
the input. The idea is to minimize such function for each input by updating the
network weights. In particular, this is done with the backward phase by using
the backpropagation algorithm. The error between predicted and expected values
is backpropagated through the network to adjust its connection weights by using
gradient flow in that direction. Thus, the weight updating rule for each connection
between neurons i and j at training step t ∈ T is defined as:

wij,t = wij,t−1 + ∆wij , (3.57)

where wij,t is the updated weight value, wij,t−1 is the previous weight value, and
∆wij is the weight variation among two sequential training steps defined as:

∆wij = −ηδjoi, (3.58)
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Figure 3.37. Stacked generalization scheme.

where η is th learning rate, δj is the error of neuron j, and oi is the output of neuron
i corresponding to the input of neuron j. Following the explained strategy, the MLP
maps a new data sample to an output value because the hidden layers identify the
features present in the input data.

Stacked generalization In this work, a MLP with a single hidden layer takes all
base-level classifiers predictions Pb as input, combines them, and finally acts as a
meta-classifier obtaining a robust final deception detection prediction. The stacked
generalization scheme is shown in Fig. 3.37.

Formally, given a dataset D, for each video is built a set of K signatures
S = {Sk}Kk=1 as described in the previous sections. Thus, given a set of N algorithms
L = {Li}Ni=1, the set of base-level classifiers Cb is defined as:

Cb = {Ci}, Ci = Li(Sk),
1 ≤ i ≤ N, 1 ≤ k ≤ K,

(3.59)

where Ci is the base-level classifier learned from the algorithm Li. Subsequently, the
set of base-classifiers predictions Pb is given as input to a meta-level classifier CM ,
so that it can be trained using standard cross-entropy loss and ultimately output a
robust prediction. Finally, the final classification PF for the video is obtained as
follows:

PF = CM (Pb). (3.60)

3.3.1.5 Results and Comparisons

In this section, the real-life deception detection and bag-of-lies datasets, used to
perform all experiments, are first introduced. A performance analysis is then
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Figure 3.38. Real-life deception detection dataset samples capturing several unique
identities.

presented with details on the various extracted features, the chosen base-level
classifiers, as well as the proposed meta-classifier (i.e., stacked generalization).
Finally, a comparison with current state-of-the-art works is reported to better
highlight the introduced methodology performances. Unless otherwise specified, all
of the presented tests were performed on a Tesla P100 GPU with 16GB of RAM,
employing a leave-one-subject-out (LOSO) cross-validation as evaluation protocol.
This procedure was chosen since it performs exhaustive experiments by dividing the
dataset in all possible ways, therefore producing accurate performance scores.

Datasets The real-life deception detection dataset is a well-known public dataset
devised by Pérez-Rosas et al.[228], capturing real high stakes scenarios such as court
room trials. The authors collected hearing recordings from public multimedia sources,
taking into account only video sequences where deceptive and truthful behaviors
can be observed and verified. What is more, in every video sequence it is possible
to identify facial expressions since the defendant or witness face is clearly visible
for most of the video duration. The ground-truth generation procedure relies on
three different trial outcomes, i.e., guilty, non-guilty, and exoneration, to ultimately
label a video sequence as either truthful or deceptive. The former comprises any
exoneration and depositions proven to be true by the police; while the latter is
composed by declarations in favor of guilty suspects. The final dataset contains a
total of 121 videos, divided into truthful and deceptive classes counting 60 and 61
occurrences, respectively. The recordings have an average length of 28.0 seconds and
capture 21 female and 35 male unique speakers, with ages ranging from 16 to 60
years. Samples for the real-life deception dataset are shown in Fig. 3.38.

The bag-of-lies is a recent multimodal dataset devised by Gupta et al. [239],
where the subjects can arbitrarily decide whether or not to lie when describing a given
image. In this collection, multiple capture systems were employed by the authors
to fully describe random lies. In detail, video, audio, and eye gaze recordings were
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Table 3.11. Optimized parameters and their spaces.

Classifier Tuned Parameters
SVM C:[2−2, 25]

kernel: rbf
gamma: scale

LR C:[2−2, 25]
max iterations: 2000

XGBoost estimators number: [1, 300]
MLP hidden layer units: [10,30,50,70,100]

activation: ReLU

produced for 35 distinct subjects using a standard phone camera, microphone, and a
GazePoint GP3 Eye tracking system, respectively. Moreover, a 13-channels EEG was
also provided for 22 of these persons through the EPOC+ headset, further extending
the multimodal interpretation of a lie. Although several modalities are made available
in the bag-of-lies dataset, in this work only video information is exploited due to the
presented features nature. In this collection, each person was asked to describe 6 to
10 images, obtaining a final dataset containing 325 manually annotated recordings,
counting 163 and 162 samples for truth and lie classes, respectively. The recordings
have an average length of 13.1 seconds, and capture 10 female and 25 male unique
university students. Examples for the bag-of-lies dataset are shown in Fig. 3.39.

Base-level classifiers evaluation The first round of experiments was devised to
evaluate both the base-level classifiers accuracy, as well as the amount of information
each video signature category can provide. To choose the best hyperparameters for all
base-level classifiers, a Bayesian optimization procedure was employed. Furthermore,
given the relatively low number of video sequences on both datasets, the Bayesian
search was focused only on the most important tuning parameters, listed in Tab. 3.11,
to avoid potential overfitting scenarios.

The results for all possible S × Cb combinations, computed on the real-life
deception detection and bag-of-lies datasets, are reported in Tab. 3.12, and Tab. 3.13,
respectively. As shown, for both datasets, all algorithms obtain similar performances
independently of the features used to build a video signature. This outcome has
two implications. First, although analyzing different aspects, there is a comparable
amount of information among the extracted features. Second, the chosen base-level
classifiers can be fused together through the stacked generalization technique, to
obtain a more comprehensive representation of facial cues. Moreover, further insight
is given by the highest accuracy achieved via LBP-TOP features, where spatial
changes are directly examined in a temporal fashion by the algorithm. Intuitively,
this result occurs since deception cues can be better identified when analyzing a
sequence of frames, instead of a single one. Indeed, by generating video signatures
encompassing all video frames, even all other features are able to help the various
base-level classifiers obtain satisfactory results compared to LBP-TOP. What is
more, while building a signature through either the average or fisher vector allows to
achieve interesting performances, depending on the signature/classifier combination,
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Figure 3.39. Bag-of-lies dataset samples capturing several unique identities.

Table 3.12. Real-Life deception dataset accuracy results for all features and base-level
classifier combinations.

SVM LR XGBoost MLP
HOG 70.24% 68.46% 67.71% 70.22%
LBP 68.10% 68.60% 65.57% 66.75%
IDT 69.62% 66.09% 65.28% 70.27%
LBP-TOP 71.11% 67.22% 71.74% 69.07%
ORB 69.28% 69.67% 69.36% 69.13%

encoding ORB features into fisher vectors results in a lower inter-classifier accuracy
variance. This behavior can be explained since first, the ORB feature extractor
identifies points of interest in the image which can be associated to deception cues;
and second, the FV encoding allows to represent these interest points in an even
more detailed way via its higher dimensionality vector, thus resulting in a reduced
variance.

Although the single features provide informative performances on both datasets,
the overall bag-of-lies collection accuracy is lower with respect to the real-life
deception detection one. This net result is a consequence of the acquisition protocol
employed in the former dataset, where the authors, due to gaze and EEG modalities
involving specific hardware, require the subjects not to move their heads during
the tests. Indeed, while bag-of-lies recordings contain realistic scenarios, requesting
the users to remain as still as possible appears to negatively affect the proposed
features. This outcome suggests that some discerning information between truth and
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Table 3.13. Bag-of-Lies dataset accuracy results for all features and base-level classifier
combinations.

SVM LR XGBoost MLP
HOG 65.22% 66.87% 64.95% 66.45%
LBP 64.93% 64.11% 62.93% 63.75%
IDT 66.21% 63.75% 64.56% 66.57%
LBP-TOP 67.01% 65.30% 67.13% 66.23%
ORB 66.57% 66.83% 66.66% 66.59%
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Figure 3.40. Average execution time (in seconds) for each S × Cb combination.

deceit might be lost; a prospect that is in line with the necessary bag-of-lies dataset
constraint, as well as with studies observing deceit in non high-stakes situations [291],
where random lies generate less discriminating facial micro-expressions, especially
under restrictions.

To conclude the base-level classifier analysis, execution times are also examined
on the two reference datasets. Due to the Bayesian search, the training time
to complete all S × Cb combinations required ≈3 and ≈6 hours, for the real-life
deception detection and bag-of-lies collections, respectively. More interestingly, since
all features can be extracted in real-time, once the training phase is complete, all of
the base-level classifiers can maintain this execution speed, as depicted in Fig. 3.40
where the average testing speed is reported.

Stacked generalization evaluation The second round of experiments evaluates
ensemble techniques, which enable the simultaneous use of weak classifiers (i.e.,
base-level in this work) to achieve improved performances [292]. These methods are
generally implemented via either majority voting or through stacked generalization.
The former approach selects the most chosen class as a final prediction; while the latter
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re-elaborates all weak-classifier predictions jointly, before deciding on the most likely
class. Although the proposed method exploits the stacked generalization, ablation
studies comparing both methodologies are presented in Tab. 3.14, and Tab. 3.15,
for real-life deception detection (D1) and bag-of-lies (D2) datasets, respectively. In
the tables, a non-comprehensive list of combinations, containing the worst and best
performing ones (i.e., C1,D1/C9,D1 and C1,D2/C9,D2), is reported. Moreover, in a
given combination, signatures associated to each feature are given as input to the
selected classifiers, independently. For example, if HOG and LBP features are chosen
and analyzed via SVM (i.e., C2,D1), the corresponding two signatures are given as
input and fused together by an ensemble of 2 SVMs (i.e., one per signature).

As shown by the results, performances gradually improve by augmenting the
number of base-level classifiers participating in the ensemble, ultimately obtaining the
best scores when using all possible signatures and base-level classifiers combinations
(i.e., C9,D1 and C9,D2). What is more, the stacked generalization exhibits increased
performance gains with respect to majority voting. This is an expected behavior
since weak classifier predictions are re-elaborated instead of simply being counted,
thus favoring better mix-ups by increasing the number of predictions. Conversely,
performances do not improve as much (e.g., C1,D1) or might even degrade with
respect to the single classifiers (e.g.., C2,D1 and C3,D1) when fewer predictions are
fused together via the stacked generalization technique. This outcome suggests
that bad feature-classifier combinations can negatively affect the final ensemble
performance. As a matter of fact, also confirming the results reported in Tab. 3.12
and Tab. 3.13, all models employing LBP-TOP signatures and XGBoost classifier
(e.g., C7,D1 , C8,D1 , C7,D2 , and C8,D2) achieve the highest scores with respect to the
reference datasets.

Finally, execution times of the stacked generalization approach are examined.
Since similar times are achieved on both benchmark datasets, only the performance
comparison for Tab. 3.14 combinations is shown in Fig. 3.41. As can be seen,
increasing the number of base-level classifiers directly affects the running time of the
whole system. However, real-time execution is still preserved. Indeed, due to the
shallow MLP and the straightforwardness of the single components, the base-level
classifiers can be executed in parallel, thus leading to a sub-linear time growth
when moving from only 2 classifiers (i.e., C1,D1) to 20 (i.e., C8,D1); highlighting
the effectiveness of the proposed approach analyzing micro- and macro-expressions
simultaneously.

State-of-the-art comparison To conclude the performance evaluation, compar-
isons with key state-of-the-art works on the benchmark datasets are presented. Since
different protocols are used to test the various methods, the proposed approach is
assessed accordingly to ensure a fair analysis. In all comparisons, model performances
representing the introduced approach refer to combinations C9,D1 and C9,D2 , for the
real-life deception detection and bag-of-lies datasets, respectively.

Regarding the former collection, the dataset authors Pérez-Rosas et al. [228]
employ a LOSO cross-validation; Avola et al. [234] implement a single 75%/25% split
for training and test sets, respectively; while Rill-Garcia et al.[257], Krishnamurthy
et al.[258], and Wu et al.[108] utilize a 10-fold cross-validation. Moreover, Wu et al.
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Table 3.14. Real-life deception detection dataset results obtained by several video
signatures/base-level classifiers configurations. C1,D1 and C9,D1 correspond to the
worst and best performing configurations, respectively. Performances for both majority
voting and stacked generalization techniques are shown.

Configuration C1,D1 C2,D1 C3,D1 C4,D1 C5,D1 C6,D1 C7,D1 C8,D1 C9,D1

HOG x x x x x x x x
LBP x x x x x x x
IDT x x x x x x
LBP-TOP x x x x x x
ORB x x x
SVM x x x x x x x x
LR x x x x
XGBoost x x x x x x
MLP x x x x
Maj. Voting 65.57% 67.90% 68.15% 72.25% 73.48% 71.96% 75.16% 75.72% 76.73%
Stacking 65.70% 66.50% 66.93% 73.57% 75.37% 74.58% 78.29% 80.53% 83.61%

Table 3.15. Bag-of-lies deception detection dataset results obtained by several video
signatures/base-level classifiers configurations. C1,D2 and C9,D2 correspond to the worst
and best performing configurations, respectively. Performances for both majority voting
and stacked generalization techniques are shown.

Configuration C1,D2 C2,D2 C3,D2 C4,D2 C5,D2 C6,D2 C7,D2 C8,D2 C9,D2

HOG x x x x x x
LBP x x x x x x
IDT x x x x
LBP-TOP x x x x x x
ORB x x x x x x x
SVM x x x x x x
LR x x x x
XGBoost x x x x x x x
MLP x x x x x
Maj. Voting 64.56% 67.22% 67.90% 69.37% 69.58% 69.15% 69.70% 69.81% 71.73%
Stacking 64.73% 68.58% 69.52% 72.59% 74.20% 74.03% 74.29% 75.18% 76.61%
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Figure 3.41. Average execution time (in seconds) of the stacked generalization combinations
resumed in Tab. 3.14.

test their system on a subset of the original dataset, examining 104 video sequences
instead of 121. Notice that, independently from the chosen technique, all protocols
resort to non-overlapping identities for training and test sets. The common rationale
behind this choice derives from the dataset itself, containing multiple videos per
person. Thus, by ensuring training and test sets do not overlap, all the authors
made sure their systems were not learning person specific features, which might
result in that person re-identification instead of the required deception detection.
Furthermore, for multimodal state-of-the-art methods, only metrics computed using
visual features are reported so that a direct comparison is provided. For each
literature work, performances, as reported in the corresponding reference paper,
are directly compared against the presented method by employing the same SoA
approach testing protocol. The obtained results are summarized in Tab. 3.16.

As shown by the reported metrics, the proposed system substantially outperforms
the vast majority of the available works when analyzing a video sequence; highlighting
how both the presented features and the stacked generalization technique can be
exploited for deception detection. Indeed, fully characterizing both facial micro-
and macro-expressions through the presented video signatures, allows the base-level
classifiers to fully capture an improved face characterization. Consequently, when
elaborated via the meta-classifier, this description results in higher performances.
What is more, the stacked generalization achieves comparable performances with
respect to Krishnamurthy et al., where a more complex deep learning (DL) approach
is implemented as a black-box automatic feature extractor (i.e., via a 3D CNN).
Indeed, contrary to this effective yet obscure method, precise facial characteristics are
described in real-time without loss of generality by exploiting the presented features
as well as their fusion through a shallow MLP; further supporting the introduced
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Table 3.16. Real-life deception detection dataset state-of-the-art (SoA) comparison using
the corresponding SoA work test protocol for a fair comparison.

SoA results Our results
Method Accuracy AUC Accuracy AUC
RF [228] 76.03% - 83.61% 89.54%
L-SVM [257] - 57.40% 91.87% 93.37%
L-SVM [108] - 77.31% 92.01% 93.57%
LR [108] - 64.25% 92.01% 93.57%
MLP [258] 93.08% 95.96% 91.87% 93.37%
RBF-SVM [234] 76.84% - 90.75% 93.12%

stacked generalization methodology for deception detection.
Concerning the bag-of-lies dataset, the only approach currently experimented

on this collection is the one devised by its authors. In their work, Gupta et al.
[239] apply a cross-validation protocol on 3 folds containing the images of 12, 12,
and 11 distinct persons, respectively. The average accuracy computed over these
folds, obtained using LBP features and a SVM classifier is reported to be, for
the video component, 55.26%. By using the same protocol, the proposed C9,D2

configuration (i.e., fusion of all possibile feature-classifier pairs) can instead achieve
an average accuracy of 83.21%, significantly outperforming the only other work
currently assessed on this recent benchmark dataset.

Summarizing, the proposed approach outperforms the vast majority of SoA
vision-based methods on two benchmark datasets, and remains in-line with the only
literature work employing a more complex and black-box DL approach, while also
working in real-time. Thus demonstrating the effectiveness of both video signatures
and stacked generalization techniques in relation to the deception detection task
from RGB sequences.

3.3.1.6 Conclusion

In this paper, a method for deception detection in RGB video sequences is presented.
In particular, the stacked generalization ensemble approach is applied to fuse several
hand-crafted features, representing both micro and macro facial expressions. The
experimental results confirm the effectiveness of the presented method, which is
able to considerably outperform the vast majority of state-of-the-art works on two
benchmark datasets, while also working in real-time. What is more, comparable
performances with a much more complex deep learning approach are obtained, even
though only a shallow network is employed to fuse the several features.

As future development, other tests exploiting automatic feature extractors (e.g.,
3D-CNN) will be performed to provide a direct comparison among the available
features. Moreover, the integration of the proposed visual features with other
modalities (e.g., speech, gestures) will be investigated, so that an even more powerful
deception detection system can eventually be devised.
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3.3.2 Case Study: Multi-stream Feature Analysis

Tracking objects across multiple video frames is a challenging task due to several
difficult issues such as occlusions, background clutter, lighting as well as object
and camera view-point variations, which directly affect the object detection. These
aspects are even more emphasized when analyzing unmanned aerial vehicles (UAV)
based images, where the vehicle movement can also impact on the image quality. A
common strategy employed to address these issues, is to analyze the input images at
different scales to obtain as much information as possible to correctly detect and
track the objects across video sequences. Following this rationale, in this paper we
introduce a simple yet effective novel multi-stream (MS) architecture, where different
kernel sizes are applied to each stream to simulate a multi-scale image analysis.
The proposed architecture is then used as backbone for the well-known Faster-
R-CNN pipeline, defining a MS-Faster R-CNN object detector that consistently
detects objects in video sequences. Subsequently, this detector is jointly used with
the Simple Online and Real-time Tracking with a Deep Association Metric (Deep
SORT) algorithm to achieve real-time tracking capabilities on UAV images. To
assess the presented architecture, extensive experiments were performed on the
UMCD, UAVDT, UAV20L, and UAV123 datasets. The presented pipeline achieved
state-of-the-art performance, confirming that the proposed multi-stream method
can correctly emulate the robust multi-scale image analysis paradigm

3.3.2.1 Introduction

In recent years, Computer Vision has been involved in several, heterogeneous tasks
which include rehabilitation [115, 293, 2, 294, 295], virtual/augmented reality [94, 296,
297, 298, 299], deception detection [234, 110, 3, 108], robotics [145, 300, 143, 301, 302]
and much more. Focusing on the latter, one of the most prominent applications
involves the usage of drones (hereinafter, UAVs). Their increasing use is related
to their low price, making them affordable to a large number of users, and their
dimensions, which make them the perfect choice for several tasks. In particular,
UAVs do not require a landing strip, they are easy to transport, and they are easy
to pilot. These characteristics make UAVs the ideal devices for critical operations
such as Search and Rescue (SAR) [303, 304, 305, 306], precision agriculture [307,
308, 309, 310, 119], and environmental monitoring [144, 141, 311, 312, 146]. Thanks
to novel machine learning approaches such as Deep Learning (DL), these tasks
can be performed automatically or semi-automatically, with none or little human
intervention during the process. However, despite the excellent results obtained
with DL, some tasks such as image classification/detection and object tracking, need
further investigation due to their complexity. For instance, if we consider the object
tracking task, the latter is comprised of two stages. The first stage is strictly related
to object detection. In fact, the first step of a tracking algorithm is to find the object
to track it within the acquired scene. The second stage consists in continuing to
find the same object in the subsequent frames.

Usually, tracking is performed in video surveillance context, thus using static
or Pan-Tilt-Zoom (PTZ) cameras which have none or limited camera movements.
Moving towards UAVs, this assumption does not hold. With respect to PTZ cameras
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which have a fixed mounting point, UAVs can move around a target and can change
their flight height. In a real use case scenario, e.g. a chase, usually only the change
of flight height occurs and the chased object is captured by the same point of
view over time (e.g., from behind). In this paper we propose a novel DL model,
namely, the Multi-Stream Faster R-CNN to provide reliable features at different
flight heights for improving tracking by UAVs. A standard Faster R-CNN [313] has,
as backbone, a Convolutional Neural Network (CNN) which extracts features that
will be used in both region proposal and classification stages. In the proposed model
the CNN, which is usually based on a visual geometry group (VGG) [75] architecture
or a residual neural network (ResNet) [28], is replaced with a multi-stream CNN
network. The several streams work, i.e., train and evaluate, in parallel, and they
differ on the size of the used kernels, starting from 3 × 3 up to 7 × 7. By using
this pyramidal approach for the feature extraction process, it is possible to detect
objects at different scales. This last aspect makes UAV object detection and tracking
the perfect application for the proposed model. Once that the object to track has
been identified within the scene, the Deep SORT [314] algorithm is used to track it
across the frames. Extensive experiments were performed on three state-of-the-art
UAV tracking datasets, i.e., UAVDT [315], UAV123 [316] and UAV20L [316]. In
addition, to prove the effectiveness of the pyramidal approach, object detection tests
were performed on the UMCD dataset [161]. In both tracking and object detection,
results in line with the state-of-the-art were achieved.

The remainder of this paper is structured as follows. In Section 3.3.2.2, the
current literature regarding tracking is discussed. In Section 3.3.2.3, our novel MS
Faster R-CNN model is presented. In Section 3.3.2.4, the results obtained in the
performed experiments are discussed. Finally, Section 3.3.2.5 concludes the paper.

3.3.2.2 Related Work

The widespread use of machine learning and the always better-performing deep
networks let the tracking accuracy increase year after year. Nowadays the majority
of novel proposals are based on variations and different combinations of deep archi-
tectures. In general, tracking consists of two important macro phases: the detection
of the target(s) and the tracking itself. This section shows some recent approaches
dealing with object(s) and/or person(s) detection for tracking purposes. Interested
readers can find a recent survey in [317] that explores the problem of tracking and
segmentation of objects in video sequences in general, subdividing the proposals by
the level of supervision during the learning.

The work in [318] presents a strategy for improving the detection of targets, in
this case persons, considering the possible presence of occlusions. The proposal uses
an automatic detector to get all the possible targets with a confidence score. After
this preliminary phase, a deep alignment network aims at deleting the erroneous
bounding boxes. Moreover, the network also extracts appearance features. The
results of the network are then combined with a prediction model that, exploiting the
previous frames, estimates the more probable target location. All this information is
used to create an association cost matrix and the data association is done by the
real-time Hungarian algorithm. To handle the occlusions, the strategy relies on the
updating of the appearance and motion information frame by frame. If a target in
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Figure 3.42. Overview of the proposed object tracking pipeline. Frames from a video
sequence are resized to maintain the original aspect ratio. The proposed Multi-Stream
CNN analyzes the image through three separate streams, producing feature maps on
different details. The maps are then used by the Faster R-CNN object detector, while
tracking is finally achieved through the Deep SORT algorithm.

the previous frames cannot be associated with a target in the current frame then it
is taken into account for the next frames considering that an occlusion occurs.

The proposal in [319] estimates the locations of the previously detected targets,
in this case persons, by using the Kalman filter combined with temporal information.
The temporal information, in form of tracklets, avoids the decrease of the Kalman
filter accuracy in the longterm. Any time a target is detected in the scene its
tracklet is updated and the Kalman filter is reinitialized. Also, only the confidence
score of the last tracklet is taken into account for the final prediction decision.
The data association relies on unified scores based on non-maximal suppression.
For candidates that have not been associated, they are assigned to the unassigned
tracks by using Intersection over Union with a fixed threshold. The other remaining
candidates are then discarded. The detection strategy presented in [320], instead,
is applied to vehicle tracking. In this case, the authors rely on the state-of-the-art
YOLOv2 detector (presented in [321]), trained on human-annotated frames. The
proposed approach exploits the characteristics of the calibrated camera, which allows
the backprojection into a 3D space to construct better models. The refinement of
detection is based on a bottom-up clustering that fuses together features during
the loss computation and relies on histogram-based appearance models to avoid
misassignments between nearby targets. At the same time, the network also extracts
other useful visual semantic information, such as license plates, type of car, and
other deep convolutional features that are then exploited during the tracking.

Moving on to the field of UAV-based tracking, this is increasing its popularity
thanks to the decreasing costs of UAVs and the increasing quality of their built-in
equipment. However, working with UAV raises different challenges because the
perspective of the target in the frames can change even drastically, and also the
distance is generally higher, so that target can occupy only a few pixels of the frame.
For this reason, different kind of approaches have been proposed in literature.

The work in [322] presents a strategy devised for vehicle tracking. The detection
step relies on the R-CNN schema, trained on UAV videos. The first part of the
strategy consists of the extraction of the feature maps from all the UAV frames
by using sharable convolutional layers. The second part deals with the generation
of a large number of region proposals on the feature maps created before. This is
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(a) (b) (c)

Figure 3.43. Filter examples derived from different streams of the proposed pipeline.
Kernels of size 3× 3, 5× 5, and 7× 7, applied to the same image, are shown in (a), (b),
and (c), respectively.

done by exploiting the region proposal network (RPN) module of the Faster R-CNN
network by using a sliding window mechanism. The final part is the training of
the RPN and the detector modules with the shared features. Considering that the
region proposals are generated by the sliding window mechanism, each of them can
be considered as a possible candidate and can be also marked for comparing them
during training with labeled data.

The proposal in [140] exploits a multi-level prediction Siamese Network for
tracking. The multi-level prediction module aims at identifying the bounding boxes
of the targets in the frame. In this module, each prediction level is made up of three
parallel branches. The first branch is used to estimate the position of the target,
also taking into account the possible motion, the second branch aims at predicting
the target bounding box and the last one is devised to distinguish between different
possible targets in the case of cluttered scenes. The work in [323] presents a strategy
for multi-object tracking based on a novel Hierarchical Deep High-Resolution network.
This new network combines the Hierarchical Deep Aggregation network and the
High-Resolution Representation network, taking the best properties from them and
increasing the computational speed. The network aims at obtaining a multi-scale
high-resolution feature representation, which is used to train a prediction network.
The quality of the extracted features has been tested feeding three different state-of-
the-art networks, namely a CNN, a Cascade R-CNN, and a Hybrid task Cascade.
This last one, even if slower with respect to the ordinary CNN, demonstrates the
best detection accuracy.

3.3.2.3 Materials and Methods

To correctly track an object across multiple frames of a video sequence, a pipeline
composed by three steps is presented in this work. The proposed object tracking
approach is summarized in Figure 3.42. First, a novel Multi-Stream CNN extracts
multi-scale features from an object in a given frame, by leveraging its intrinsic
architectural design. Second, the extracted feature maps are used to obtain bounding
boxes around the objects, according to the Faster R-CNN methodology, where a
backbone CNN generates features so that a region proposal network and a region of
interest pooling layer can enable a classifier to output the required bounding boxes.
Finally, the bounding boxes associated to the various objects are matched together
across subsequent frames, according to the Deep SORT [314] tracking algorithm, so
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Figure 3.44. Detailed multi-stream CNN implementation. Each stream employs a different
kernel size to analyze different image characteristics along the stream. A filter bottleneck
is applied to all streams to reduce the number of parameters.

that an object can ultimately be followed throughout the video sequence.

Multi-Stream CNN Feature Extractor The core of the proposed approach
is the novel multi-stream CNN where the typical image scaling approach, used to
learn object characteristics at different scales, is substituted by parallel convolutional
streams. Intuitively, given an input image containing an object, each stream analyzes
different details by exploiting a specific kernel size during its convolution operations.
As a consequence, each filter produced by a specific convolution will capture aspects
that would otherwise be missed in a different stream due to the distinct kernel
employed; reproducing, to an extent, the multiple-scale input image analysis rationale.
As a matter of fact, this behaviour can be observed by analyzing the convolution
operation. Formally, given an input image I, and a pixel inside this image identified
by I(x, y), where x and y correspond to the pixel coordinates; the filtered pixel
f(x, y), obtained by applying the kernel, is computed through the following equation:

f(x, y) = ω ∗ I(x, y) =
i∑

δx=−i

j∑
δy=−j

ω(δx, δy)I(x + δx, y + δy), (3.61)

where ω corresponds to the kernel weights; δx and δy indicate the x and y coordinates
inside the kernel, as well as the neighborhood of the starting pixel, while i=j={3, 5, 7}
represent the kernel size. From (3.61), it is straightforward to see that by applying
multiple convolution operations with different kernel sizes to a given image (i.e.,
the proposed streams) results in substantially dissimilar output filters due to the
employed kernel size differences. An example showing the different kernel size
outputs along the three streams, is reported in Figure 3.43. Concerning the MS
CNN implementation, the detailed architecture is resumed in Figure 3.44. In
detail, starting from a resized frame size to maintain the original aspect ratio as
well as improve performances, three distinct parallel streams analyze the image
through different kernel sizes k to ultimately produce feature maps with equal shape.
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Figure 3.45. Faster R-CNN RPN and ROI pooling scheme.

Specifically, stream 1 contains 10 convolutional layers with kernel size of 3× 3, and 4
max pooling operations are inserted after every pair of convolutions (i.e., after layer
2, 4, 6, and 8). Stream 2 is composed by 9 convolutional layers with a kernel shape
of 5× 5, and a tenth convolution with k = 3 is employed to reach the correct feature
map size. Furthermore, 4 max pooling layers are inserted after the second, fifth,
seventh and ninth convolutional layers to correctly reduce the image size. Lastly,
stream 3 includes 8 convolutions with kernel size of 7× 7, as well as a ninth layer
with k = 3 for the final input reduction, similarly to stream 2. In this case, 4 max
pooling layers are implemented after the third, sixth, seventh and eighth convolutions
to, again, reach the correct feature map size. Concerning the number of filters,
starting from a size of 64, they are doubled after each max pooling operation (i.e.,
64, 128, 256, 512). After the last max pool, instead, a filter bottleneck is applied by
implementing convolutions with 128 channels to reduce the number of parameters
produced. Finally, since the three streams produce similar sized outputs, the feature
maps are concatenated into a single vector representation v, corresponding to the
proposed MS CNN backbone output inside the Faster R-CNN pipeline.

Object Detection The Faster R-CNN pipeline, summarized in Figure 3.45, is
employed to detect objects inside a given frame. Specifically, starting from feature
maps extracted by a backbone CNN, this method first employs a region proposal
network to estimate bounding boxes (i.e., proposed regions) and whether or not a
specific region contains a relevant object; second, it implements a ROI pooling layer
that merges the extracted feature maps with the bounding boxes proposals, and
enables a classifier to output both the object class and an appropriate bounding box
containing it. Concerning the RPN component, it creates bounding boxes proposals
by sliding a small n× n window on the extracted features, and mapping them into
a lower-dimensional feature vector (i.e., 256). This vector is subsequently fed to two
parallel fully-connected layers acting as a box-regressor layer (i.e., reg), to encode
the bounding boxes center coordinates, width and height, and a box-classification
layer (i.e., cls), to indicate that a box contains a relevant object. What is more, the
sliding window generates proposals, called anchors, accounting for several scales and
ratios, totalling k = 9 proposals for each spatial location. Therefore, the reg and cls
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Figure 3.46. DeepSort tracking algorithm flowchart.

layers contain 4k and 2k elements, respectively, while for each feature map there will
be W ×H × k proposals, where W ×H correspond to the map size. Notice that, as
the original implementation, the sliding window has a size of n = 3, while reg and
cls layers are shared across all spatial locations analyzed by the sliding window to
retain the improved performances.

Regarding the ROI pooling and final object detection, starting from the feature
maps extracted by the backbone CNN (i.e., the proposed multi-stream network),
and the proposals computed by the RPN, an adaptive pooling layer is applied to
correctly merge the two inputs into a single vector. Subsequently, the pooled inputs
are analyzed through two fully-connected layers, whose output is fed to two siblings
classifiers to obtain the final bounding box and object class prediction for the input
frame, respectively.

Multi-Stream Faster R-CNN loss functions In accordance with [313], the
presented methodology can be trained in an end-to-end fashion since, in this work,
relevant modifications were only applied to the backbone CNN used to extract
features from an input image. More accurately, the Faster R-CNN pipeline employs
a multi-task loss function associated to the bounding box regression and object
classification tasks. Formally, as per the definition by [313], for a given mini-batch
the function to be minimized is computed according to the following equation:

L({pi}, {ti}) = 1
Ncls

∑
i

Lcls(pi, p∗
i ) + λl

1
Nreg

∑
i

p∗
i Lreg(ti, t∗

i ), (3.62)

where i indicates the i-th anchor of a mini-batch; pi and p∗
i represent the predicted

and ground truth probability of the anchor being associated to a relevant object;
ti and t∗

i are the generated and ground truth vectors containing the parameterized
bounding box coordinates (i.e., center x and y, width and height); Ncls and Nreg

correspond to normalization terms based on the batch size and the number of
proposed anchors, respectively; while λl is a balancing parameter to ensure both
losses have similar weights. Moreover, Lcls is a binary cross-entropy loss function,
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while Lreg is a regression loss using the robust function defined in [324], namely:

Lreg(ti, t∗
i ) =

∑
i∈{x,y,w,h}

smoothL1(ti − t∗
i ), (3.63)

where the smooth function is computed as follows:

smoothL1(x) =
{

0.5x2 if |x| < 1;
|x| − 0.5 otherwise.

(3.64)

Finally, concerning the bounding box regression, we employed the same parame-
terization defined in [325], described via the following equations:

tx = (x− xa)/wa, ty = (y − ya)/ha,

tw = log(w/wa), th = log(h/ha),
t∗
x = (x∗ − xa)/wa, t∗

y = (y∗ − ya)/ha,

t∗
w = log(w∗/wa), t∗

h = log(h∗/ha),

(3.65)

where x, y, w, and h correspond to the bounding box center coordinates, width
and height, respectively; while the variables x, xa, and x∗ are associated with the
predicted bounding box, proposed anchor bounding box, and ground truth bounding
box, respectively. The same reasoning applies to the other parameters (i.e., y, w,
and h).

Tracking Once the MS Faster R-CNN can correctly detect objects inside a video
stream, the Deep SORT [314] algorithm is exploited as is to achieve real-time
tracking capabilities from UAV images. Specifically, the Deep SORT procedure
exploits visual appearances extrapolated from the bounding boxes, in conjunction
with a recursive Kalman filtering and frame-by-frame data association strategy
to describe object tracks across a video sequence. The Deep SORT flowchart is
summarized in Figure 3.46. In detail, a tracked object is described via the 8-
dimensional space (u, v, w, h, ẋ, ẏ, ẇ, ḣ), where u, v, w, and h represent, respectively,
the bounding box center coordinates, width and height, while ẋ, ẏ, ẇ, and ḣ indicate
the corresponding velocities. Moreover, to correctly track an object across multiple
frames using this space, the Deep SORT algorithm implements a weighted sum of
two distinct metrics inside a matching cascade strategy: the Mahalanobis distance
D1, to provide short-term locations predictions based on a given object movement;
and the cosine distance D2, to embed appearance information into the tracker and
handle long-term occlusions. The association between the current Kalman state
and a new measurement is then optimally solved via the Hungarian algorithm, from
which the Kalman state is updated for usage in the subsequent frame. To provide a
clear overview of how the Hungarian algorithm resolves the assignment problem, its
pseudocode for a general assignment problem is provided in Algorithm 1 and 2.

Formally, for a given i-th track and j-th bounding box, the weighted association
sum is computed as follows:

ai,j = λaD1(i, j) + (1− λa)D2(i, j), (3.66)
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Algorithm 1 Hungarian Algorithm
1: function Hungarian Algorithm
2: Input: BG = Bipartite Graph {V, U, E}, C = n× n matrix with edge costs
3: Output: M = a complete matching
4:
5: M, α, β ← init()
6: for i← 1, n do
7: M, α, β ← stage()
8: return M
9:

10: function init
11: Input: BG, C
12: Output M, α, β
13:
14: M ← ∅
15: for i← 1, |V | do
16: αi ← 0
17: for i← 1, |U | do
18: βi ← mini(cij)
19: return M , α, β

where λa is an hyperparameter regulating the influence of each loss. Finally, the
Mahalanobis distance D1 and cosine distance D2 are defined as:

D1(i, j) = (tj − zi)TS−1
i (tj − zi),

D2(i, j) = min{(1− rT
j r

(i)
k |r

(i)
k ∈ Rk}

(3.67)

where tj refers to the j-th bounding box detection; zi represents the i-th track
projection onto the measurement space Si; rj is an appearance descriptor for the j-th
box; while Rk = {r(i)

k }
Lk
k=1 is a gallery containing the last Lk associated descriptors

of every track k.

3.3.2.4 Experimental Results

This section presents the results obtained with the proposed MS model in both
object detection and tracking. Firstly, the used datasets are described. Secondly
implementation details, together with the obtained results, are discussed.

Datasets The data used for this work was taken from four well-known bench-
marks in UAV object detection and tracking, namely UMCD [161], UAVDT [315],
UAV123 [316] and UAV20L [316] captured on UAV platforms. A total number of 273
sequences was used which consists in more than 190 000 frames specifically designed
for three of the most important tasks of Computer Vision like object detection,
single object tracking and multiple object tracking. The data are also rich in task
specific attributes that give the possibility to experiment in different conditions like
different altitudes, occlusion, camera motion, background clutter, and more.
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Algorithm 2 Hungarian Algorithm (continued)
1: function stage
2: Input: M, α, β, BG, C
3: Output: M, α, β
4:
5: for k in each unmatched node in V do
6: Set k as the root of a Hungarian tree
7: Create the Hungarian tree rooted in k using the equality subgraph
8: I∗ ← each node index from V contained in the tree rooted in k
9: J∗ ← each node index from U contained in the tree rooted in k

10: if ∃ an augmenting path then
11: M ← (M − P ) ∪ (P −M) where P is the augmenting path edges set
12: break
13: else
14: θ = 1

2mini∈I∗,j∈J∗(cij − αi − βj)

15: α←
{

αi + θ i ∈ I∗
αi − θ i /∈ I∗

16: β ←
{

βi − θ j ∈ J∗
βi + θ j /∈ J∗

17: return M, α, β

UAVDT The UAVDT dataset is a benchmark dataset focused on complex scenar-
ios containing 100 sequences with more than 80 000 frames for three fundamental
Computer Vision tasks: Object Detection (DET), single object tracking (SOT) and
multiple object tracking (MOT). This UAV dataset represents 14 kinds of different
task based attributes. For DET tasks the defined attributes are three: vehicle-
category, vehicle-occlusion and out-of-view. In case of MOT there are also three
defined attributes, namely weather condition (WC), flying altitude (FA) and camera
view (CW). Finally for SOT there are eight defined attributes: background clutter
(BC), camera rotation (CR), Object rotation (OR), small object (SO), illumination
variation (IV), object blur (OB), scale variation (SV) and large occlusion (LO).

UAV123 and UAV20L The UAV123 is a benchmark dataset for low altitude
UAV target tracking. The dataset comes with 123 video sequences and more than
110 000 frames suitable for short-term tracking and also for long-term tracking
(UAV20L). Based on their characteristics videos are organized in nine attributes
such as: aspect ratio change (ARC), background clutter (BC), camera motion (CM),
fast motion (FM), full occlusion (FO), illumination variation (IV), low resolution
(LR), out-of-view (OV), partial occlusion (POC), similar object (SO), scale variation
(SV) and viewpoint change (VC).

UMCD The UMCD is a recently released dataset used for testing UAV mosaicking
and change detection algorithms. It is comprised of 50 challenging videos acquired at
very low altitudes, i.e., between 6 and 15 meters, on different environments, such as
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(a) (b) (c)

(d) (e) (f)

(g) (h) (i)

Figure 3.47. Example images from the used datasets. In detail, the first row depicts some
samples from the UAVDT datasrt, the second row shows samples from UAV123 and
UAV20L and, finally, the third row shows samples from the UMCD dataset.

dirt, countryside and urban. The dataset contains several objects within the several
scenes, e.g. persons (both single and in group), cars, boxes, suitcases and more.
These characteristics make this dataset the ideal choice for testing the proposed
model on the object detection task from UAV.

To provide a better overview of the used datasets, their main characteristics are
resumed in Table 3.17, while samples taken from each collection are reported in
Figure 3.47. As shown, each dataset presents several unique features that allow to
exhaustively test UAV tracking algorithms.

Evaluation Metrics Concerning the object detection task, the standard mean
Average Precision (mAP) is used, and only the frames in which an object is fully
visible are considered.

Regarding the tracking task, we use Precision and Success Rate as metrics for
quantitative analysis of the performance based on one-pass evaluation (OPE) process.
This evaluation method consists in running trackers throughout a test sequence with
initialization from manually annotated ground-truth position in the first frame and
report the precision plot or the success rate plot. The tracking precision is calculated
in each frame by the center location error (CLE) which is defined as the Euclidean
distance between the center location of the tracked target and the manually labeled
ground truth. Precision plot measures the overall performance of the tracker by
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Table 3.17. Summary table of the exploited datasets.

Dataset Task(s) # sequences #frames (approx)

UAVDT[315]
Object Detection

Single Object Tracking
Multiple Object Tracking

100 80000

UAV123[316]
UAV20L[316]

Short-Term Tracking
Long-Term Tracking 123 110000

UMCD[161] Object Detection
(Very Low Altitudes)

50
(challenging) 48765

Used
in this work

Object Detection
Object Tracking 273 more than 190000

showing the percentage of frames whose estimated CLE is within a given maximum
threshold. Success rate for trackers is measured by the bounding box overlap. Given
the tracked bounding box RT and the manually annotated bounding box RG, the
success rate is calculated as the intersection over union of RT and RT as follows:

IoU = |RT ∩RG|
|RT ∪RG|

(3.68)

To measure the overall performance on a sequence of frames, the number of successful
frames where IoU is higher than a given maximum threshold is counted and the
success rate plot is used to show the percentage or the ratio of successful frames. The
final score is calculated as the AUC to represent the overall tracking performance
based on success rate.

Implementation Details Considering the used framework and hardware, the
proposed method is implemented in Pytorch[205], and the machine used for the
experiments consisted in a AMD Ryzen 1700 processor, 16GB DDR4 RAM, a 500GB
solid state disk and an Nvidia RTX 2080 GPU. As hyper-parameters, a learning
rate of 0.001, together with AdamW optimizer, were used.

Object Detection Performance Evaluation For the object detection task, the
proposed model was compared with the standard Faster R-CNN. Both the models
were fine-tuned on the object classes contained inside the UMCD dataset. This step
was necessary since some classes, such as tires, bags, suitcases and so on, are not
present within the datasets on which well-known models are usually pre-trained (e.g.,
VOC, ImageNet, etc). Even in the case that the class is present, it is not acquired
from a UAV perspective, hence an object may be easily misclassified. In Figure
3.48, some examples of object detection on the UMCD dataset are shown. While
in Figures 3.48(a) and (b) the two models perform very similarly, it is noticeable
that in Figure 3.48(c) MS overcomes the standard Faster R-CNN. As it is possible
to see, the latter detects the shadow of the person as the person itself. Concerning
the overall performance, we obtained a mAP of 97.3% with MS and a mAP of
95.6% with Faster R-CNN on the used dataset. Since the objects present within the
videos are acquired by using a Nadir view, the proposed pyramidal approach allows



3.3 Intermediate-Level Processing in Neural Models 126

(a) (b) (c)

(d) (e) (f)

(g) (h) (i)

Figure 3.48. Some comparison images resulting from the object detection task. Results
from UMCD, UAVDT, and UAV123 are shown, respectively, on the first, second and
third row. The red, gree, orange, and blue bounding boxes are generated, respectively,
by the proposed MS model, standard Faster R-CNN, Fast R-CNN and simple R-CNN
algorithms.

the extraction of more reliable feature vectors. In addition, to provide a complete
overview concerning the object detection, further experiments were performed using
different R-CNN models and datasets. In detail, for the former we added to our
comparisons the base R-CNN [325] and the Fast R-CNN [324], while for the latter
we have used, again, UAV123 and UAVDT. Notice that these two datasets are not
as challenging as the UMCD for the object detection task. This is mainly due to the
fact that all the objects in the UMCD collection are acquired with a Nadir view,
thus making it difficult to detect objects especially at higher flight altitudes. In
fact, in some images the elements present within the scene have a silhouette as if
they were acquired by a standard static camera. This means that it is easier to
perform their detection with well-known object detectors. This fact is noticeable
from Figure 3.48(d) to Figure 3.48(i), where only the proposed model correctly
detects the elements within the analyzed scene.

Tracking Performance Evaluation The proposed method is compared with 16
state-of-the-art deep-based trackers. These trackers are, namely, DSARCF [327],
ECO-HC [328], CSRDCF [329], STRCF [329], Staple_CA [330], SRDCF [331], SRD-
CFdecon [332], BACF [333], KCC [334], SAMF_CA [330], fDSST [335], SAMF [336],
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DRCF [0.662]
Ours [0.656] DRCF [0.703]

Ours [0.710] DRCF [0.595]

Ours [0.587]

Ours [0.475]

DRCF [0.481] Ours [0.430]
DRCF [0.422]Ours [0.445]

DRCF [0.452]

Figure 3.49. Tracking results obtained in the experiments. In the first row Precision plots
are provided, while in the second row Success plot are shown. The results obtained by
the 16 tracker with which we compared are taken from [326].

DSST [337], KCF [338], DCF [338] and DRCF [326]. As mentioned in Section 3.3.2.4,
the trackers are evaluated with the AUC on the Success Plot and the CLE for the
Precision plot. For the latter, the common 20 pixels threshold is used.

Precision and Success plots are shown in Figure 3.49. It is possible to observe
that the proposed method is in line with the current state-of-the-art in both plots.
More specifically, MS (i.e., "Ours" in the plots) outperforms all the methods in
UAVDT precision plot by achieving a precision of 0.710 , followed by DRCF (0.703)
and Staple_CA(0.695). This is again thanks to the MS pyramidal approach that
allows to handle correctly the several altitudes, i.e., low (10-30 meters), medium
(30-70 meters) and high (>70 meters), of the UAVDT dataset. Concerning UAV123
and UAV20L precision plots, MS places on the second position with a precision
of 0.656 and 0.587, respectively, following DRCF in both cases (0.662 and 0.595)
and followed by CSRDCF (0.643) in the UAV123 dataset and BACF (0.584) in the
UAV20L dataset. Regarding the success plots, MS overcomes the competitors on the
UAV20L dataset. In detail, it achieves a success rate of 0.430, followed by DRCF
(0.422) and BACF (0.415). Instead, on UAV123 and UAVDT the proposed MS
model is the second best tracker with a success rate of 0.475 and 0.445, respectively,
following DRCF with scores of 0.481 and 0.452, respectively. These success plots
highlighted that our model is the best for tracking an object in long sequences. This
is amenable to the pyramidal feature extraction, that allows to better handle the
changes in flight altitude.

Finally, in Figure 3.50 the Frames per Second (FPS) obtained on UAVDT
experiments are depicted. According to [326], these results were obtained by running
the several algorithms on CPU. Hence, to provide a consistent comparison we
executed our MS algorithm on CPU. As it is possible to observe, our model places
itself in the last position. This is amenable to mainly two factors. The first is that
the base model we used, i.e. the Faster R-CNN, is not the fastest object detection
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Figure 3.50. FPS obtained with each tracker on UAVDT dataset. On top of each bar, the
FPS for the corresponding tracker are reported. To provide a visually correct data, the
latter has been log-scaled before plotting.

model [339]. Despite this, it has been chosen as starting point since is one of the
most accurate object detectors [339]. Nevertheless, it is possible to speed up the base
model by limiting the number of proposed regions at the expenses of the accuracy.
Let us consider a standard Faster R-CNN with a ResNet as backbone. Usually,
the standard RPN outputs 300 region proposals within which the classification is
performed. If we limit these proposals to 50, it is possible to retain up to 96% of the
accuracy but the running time will be reduced by a factor of 3. The MS approach
with the lower number of proposals is reported in Figure 3.50 as Ours_RPN@50.
The second factor of why our model has low FPS when running on CPU is the used
CPU itself. In fact, authors in [326] employed an Intel i7-8700k processor. The latter
has a base clock frequency of 3.70GHz, while the processor used in our experiments
has a base clock frequency of 3.0GHz. In addition, the first generation of AMD
Ryzen processors has lower performance in single threading with respect to Intel
ones, thus resulting in the reported results.

Ablation Study In this section, an ablation study is conducted to highlight the
significance and the effectiveness of the several streams composing the proposed
model. As a baseline, we can consider the MS model composed by only the first
stream, i.e., stream 1. As described in Section 3.3.2.3, this stream is composed by 10
3× 3 convolutional layers and 4 max pooling in between each pair of convolutions.
Since streams 2 and 3 are removed, also the feature concatenation layer is removed
from the model. It is possible to notice that, in this way, the proposed model
resembles a standard CNN. Due to the small numbers of levels, we have a significant
drop in performance. Regarding object detection task, this baseline model obtains a
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Table 3.18. Summarization of the results obtained in the ablation study.

Streams mAP Precision Success
UMCD UAV123 UAVDT UAV20L UAV123 UAVDT UAV20L

Stream 1 58.3% 0.153 0.146 0.110 0.111 0.098 0.135
Stream 2 53.5% 0.112 0.097 0.092 0.074 0.071 0.067
Stream 3 52.8% 0.105 0.098 0.088 0.072 0.069 0.064

Streams 1,2 75.2% 0.452 0.568 0.392 0.273 0.295 0.238
Streams 1,3 72.0% 0.443 0.555 0.386 0.264 0.245 0.227
Streams 2,3 71.3% 0.438 0.513 0.381 0.259 0.223 0.215
Full Model 97.3% 0.656 0.710 0.587 0.475 0.445 0.430

mAP of 58.7% on UMCD dataset, while for tracking task it places last on all the
precision and success plots.

By using the same approach but using only stream 2 or stream 3, the obtained
results are even worse. For the model using only the stream 2, i.e., the stream
with 5 × 5 convolution filters, we obtained a mAP of 53.5% on UMCD dataset
and, again, the last placement on both precision and success plots. For the model
using only the stream 3, i.e., the stream having 7 × 7 convolution filters, a mAP
of 52.8% were obtained on the UMCD and, such as the other two reduced models,
the last placement on both precision and success plots. This is amenable to the
size of the filters, since filters with a higher size than 3× 3 allow the extraction of
less fine-grained features, thus leading to the above mentioned results. Moreover,
without adding a padding layer, the number of extracted features will be smaller
with respect to the model having only the stream 1. This is due to the fact that
with bigger filters the image will be analyzed faster. Next, we tried to use streams in
groups of 2, i.e., stream 1 and 2, stream 1 and 3, and stream 2 and 3. This approach
has led to some improvements in both object detection and tracking. In detail, in
object detection task we obtained the following mAP values: 75.2% with stream 1
and 2, 72% with streams 1 and 3, and 71.3% with streams 2 and 3. The best result
is the one obtained with the group containing stream 1. This is, again, due to the
most fine-grained features extracted with the 3× 3 sized kernels. Also concerning
precision and success plots some improvements are obtained. In detail, by coupling
the streams our model ranges between the third and the fourth position from the
bottom if we consider the plots in Figure 3.49.

In conclusion, to provide the highest results in terms of mAP, precision, and
success plots, all the 3 streams of the model must be used to extract the most reliable
features. To provide the ablation study results clearly, the latter are resumed in
Table 3.18.

3.3.2.5 Conclusion

In recent years UAVs, due to their low cost, small size and ease of piloting, have been
increasingly used in different tasks such as SAR operations, precision agriculture,
object detection, and tracking. Focusing on the latter, the detection and the tracking
of an object within the environment is strongly influenced by the UAV flight height,
especially if it changes continuously during the acquisition. In this paper, we
presented a novel object detection model designed specifically for UAV tracking.
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The model, called Multi-Stream Faster R-CNN, is composed by a multi-stream CNN
as a backbone, and by the standard RPN of the Faster R-CNN. The backbone uses
a pyramidal approach, i.e., different streams with different kernel sizes, to extract
features at different scales, allowing to efficiently detect objects at different flight
heights. Extensive experiments were performed by comparing the proposed method
with several R-CNN models for the object detection task, and with different tracking
methods on well-known state-of-the-art UAV datasets for the tracking task. With
respect to the object detection task, our MS model was compared with the standard
R-CNN, Fast R-CNN, and Faster R-CNN to highlight the improved precision in
detecting elements at different scales. Object detection experiments were mainly
performed on the challenging UMCD dataset, which comprises elements acquired
with a Nadir view thus allowing to test effectively the multiscale approach. Regarding
tracking experiments, these were performed by comparing the proposed MS with 16
state-of-the-art tracking methods on 3 well-known UAV tracking datasets, namely
UAV123, UAV20L, and UAVDT, where in-line performances with the literature were
obtained for both precision and success metrics.

Despite the standard Faster R-CNN model (and consequently, the proposed MS)
is one of the most accurate object detectors, it is not the fastest. Although it is
possible to speed up the detection by limiting the number of region proposals at
the expenses of the precision, our future work aims to improve the speed without
penalizing the model accuracy by focusing either on the base model or on the region
proposal.

3.3.3 Case Study: Semantic Feature Extraction

Estimating the 3D pose of a hand from a 2D image is a well-studied problem and a
requirement for several real-life applications such as virtual reality, augmented reality,
and hand gesture recognition. Currently, reasonable estimations can be computed
from single RGB images, especially when a multi-task learning approach is used
to force the system to consider the shape of the hand when its pose is determined.
However, depending on the method used to represent the hand, the performance can
drop considerably in real-life tasks, suggesting that stable descriptions are required
to achieve satisfactory results. In this paper, we present a keypoint-based end-to-end
framework for 3D hand and pose estimation and successfully apply it to the task of
hand gesture recognition as a study case. Specifically, after a pre-processing step in
which the images are normalized, the proposed pipeline uses a multi-task semantic
feature extractor generating 2D heatmaps and hand silhouettes from RGB images, a
viewpoint encoder to predict the hand and camera view parameters, a stable hand
estimator to produce the 3D hand pose and shape, and a loss function to guide all
of the components jointly during the learning phase. Tests were performed on a 3D
pose and shape estimation benchmark dataset to assess the proposed framework,
which obtained state-of-the-art performance. Our system was also evaluated on two
hand-gesture recognition benchmark datasets and significantly outperformed other
keypoint-based approaches, indicating that it is an effective solution that is able to
generate stable 3D estimates for hand pose and shape.
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3.3.3.1 Introduction

3D pose estimation is a fundamental technology that has become very important in
recent years for computer vision-based tasks, primarily due to advances in several
practical applications such as virtual reality (VR) [340], augmented reality (AR) [341],
sign language recognition [342] and, more generally, gesture recognition [1]. In these
fields, much of the current effort is directed towards the pose estimation of hands
since, due to the high number of joints, they are one of the most complex components
of the human body [343]. To address this complexity, researchers generally follow
either a model-driven or data-driven strategy. The former uses articulated hand
models to describe bones, muscles, and tendons, for example, through kinematics
constraints [344, 345], whereas the latter directly exploits depth, RGB-D, or RGB
images [346, 347, 348] to extract keypoints that represent a hand. Although both
strategies have their merits, data-driven approaches have allowed various systems to
achieve significant performance while remaining more straightforward to implement
and are usually the preferred choice between the two strategies. Although early
data-driven works were based on machine learning or computer vision algorithms
such as random forest [349] and geodesic distance-based systems [350], attention
has recently shifted towards deep learning methods [351]. This is due to the high
performance obtained in a heterogeneous range of fields such as emotion recognition
[352, 107], medical image analysis [353, 5], and person re-identification [354, 355],
as well as the availability of commodity hardware for capture systems [356] that can
provide different types of input (e.g., depth maps).

For the task of 3D hand pose estimation, methods based on deep learning
architecture configurations such as multilayer perceptrons (MLPs), convolutional
neural networks (CNNs), and autoencoders have been proposed. These methods
usually analyze hand keypoints via 2D heatmaps, which represent hand skeletons
and are extrapolated from depth [346], RGB-D [347], or RGB [357] input images.
While the first two of these input options provide useful information for estimating
the 3D pose through the depth component, near state-of-the-art results have been
obtained by exploiting single RGB images [358]. The reasons for this are twofold.
Firstly, even though commodity sensors are available, it is hard to acquire and
correctly label a depth dataset due to the intrinsic complexity of the hand skeleton,
which has resulted in a lack of such datasets. Secondly, RGB images can easily be
exploited in conjunction with data augmentation strategies, thus allowing a network
to be trained more easily [359]. To further improve the estimation of 3D hand pose
from 2D images, several recent works have exploited more complex architectures
(e.g., residual network) and the multi-task learning paradigm by generating 3D hand
shapes together with their estimated pose. By leveraging these approaches together
with hand models, such as the model with articulated and non-rigid deformations
(MANO) [360] and graph CNNs [361], various systems have achieved state-of-the-art
performance. In particular, they can produce correct hand shapes and obtain more
accurate pose estimations from an analysis of 2D hand heatmaps and depth maps
generated from a single RGB input image [362].

Inspired by the results reported in other works, we propose a keypoint-based
end-to-end framework that can give state-of-the-art performance for both 3D hand
pose and shape estimation; we also show that this system can be successfully
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applied to the task of hand gesture recognition and can outperform other keypoint-
based works. In more detail, our framework first applies a pre-processing phase to
normalize RGB images containing hands. A semantic feature extractor (SFE) with a
multi-task stacked hourglass network is employed for the first time in the literature
to simultaneously generate 2D heatmaps and hand silhouettes starting from an
RGB image. A novel viewpoint encoder (VE) is used to reduce the number of
parameters required to encode the feature space representing the camera view during
the computation of the viewpoint vector. A stable hand pose/shape estimator (HE)
based on a fine-tuned MANO layer is employed in conjunction with an improved
version of a neural 3D mesh renderer [363]. This is extended via a custom weak
perspective projection through the 2D re-projection of the generated 3D joint
positions and meshes. Finally, a multi-task loss function is used to train the various
framework components to carry out the 3D hand pose and shape estimation.

The main contributions of this paper can be summarized as follows:

• We present a comprehensive end-to-end framework based on keypoints that
combines and improves upon several different technologies to generate 3D hand
pose and shape estimations;

• We propose a multi-task SFE, design an optimized VE, and introduce a
re-projection procedure for more stable outputs;

• We evaluate the generalization of the capabilities of our model to the task of
hand gesture recognition and show that it outperforms other relevant keypoint-
based approaches developed for 3D hand estimation.

The rest of this paper is organized as follows. Section 3.3.3.2 introduces relevant
work that inspired this study. Section 3.3.3.3 presents an exhaustive description of the
components of our framework. Section 3.3.3.4 describes the experiments performed
to validate the proposed approach and presents a comparison with other state-of-the-
art methods for hand pose, shape estimation, and hand-gesture recognition tasks.
Finally, Section 3.3.3.5 draws some conclusions from this study.

3.3.3.2 Related Work

Methods of 3D pose and shape estimation generally exploit depth, RGB-D, or RGB
images. The last of these is usually the preferred solution due to the availability
of datasets; however, approaches that leverage depth information have provided
solutions and ideas that can also be applied to standalone RGB images. For instance,
the study in [364] introduces a hierarchical regression algorithm that starts with
depth maps and describes hand keypoints based on their geometric properties and
divides the hand into meaningful components such as the fingers and palm to obtain
3D poses. In contrast, the study in [365] uses depth maps to build both 3D hand
shapes and surfaces by defining 3D voxelized depth maps that can mitigate possible
depth artifacts. The representation of meaningful hand components and reductions
in input noise are also relevant problems for RGB and RGB-D images. For example,
when considering RGB-D inputs for the task of 3D hand pose estimation, [366] and
[367] use the depth component to define hand characteristics through geometric
primitives that are later matched with the RGB information to generate 3D poses,
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Figure 3.51. Proposed framework flowchart.

and hence to track the hands. Specifically, spheres, cones, cylinders, and ellipsoids
are used to describe the palm and fingers in [366], while the approach in [367]
employs only sphere primitives for faster computation. Using a different technique,
[347] focuses on handling input noise by using synthetic RGB-D images to train a
CNN. In particular, the use of artificial RGB/depth image pairs is shown by the
authors to alleviate the effects of missing or unlabeled depth datasets.

Approaches that exploit depth information are inherently more suitable for the
3D pose estimation task since they suffer less from image ambiguities compared to
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systems based exclusively on RGB images. In view of this, [357] introduces a 2.5D
representation by building a latent depth space via an autoencoder that retains depth
information without directly using this type of data. The authors further refine this
latent space through an element-wise multiplication with 2D heatmaps to increase
the depth consistency and obtain realistic 3D hand poses. Another work that focuses
on depth retention without using the extra information at test time is presented
in [368]. This scheme first employs a conditional variational autoencoder (VAE)
to build the latent distribution of joints via the 2D heatmaps extracted from the
input RGB image, and then exploits a weak-supervision approach through a depth
regularizer that forces the autoencoder to consider automatically generated depth
information in its latent space at training time. A similar weak-supervision rationale
is also applied in [362] where, in addition to depth information, the hand shape
consistency is evaluated through a neural renderer. More specifically, by exploiting
the outputs of the MANO layer (i.e., the 3D hand pose and mesh), the authors
project the 3D joint coordinates defining the hand pose into a 2D space to account
for depth information, and implement a neural renderer to generate silhouettes from
hand shapes to increase the consistency of the results. In the present work, we
refine this procedure further via a weak re-projection that is applied to both 3D
joint locations and mesh so that the proposed framework can also be applied to a
different task.

Accounting for depth information without directly using such data enables higher
performance when only RGB images are analyzed. However, this image format
introduces several challenges that must be addressed, such as different camera view
parameters, background clutter, occlusions, and hand segmentation. In general, to
handle these problems, RGB-based methods define a pipeline that includes feature
extraction from the input image (usually in the form of 2D heatmaps), a latent
space representation of such features to allow for the extrapolation of meaningful
view parameters, and the 3D hand pose estimation based on the computed view
parameters. For instance, the study in [369] implements a CNN called HandSegNet
to identify hand silhouettes so that the input images can be cropped and resized
around the hand. A second CNN (PoseNet) is then used to extract the features, i.e.,
2D heatmaps, allowing the network to estimate the 3D pose via symmetric streams
and to analyze the prior pose and the latent pose representation derived by the
network. The authors of [370] instead devise a domain adaptation strategy in which
a generative adversarial network (GAN), driven by the 2D heatmaps extracted from
the input by a convolutional pose machine, automatically outputs hand-only images
from hand-object images. The resulting hand-only images are then used to estimate



3.3 Intermediate-Level Processing in Neural Models 135

the correct 3D pose, even in the case of occlusions (e.g., from the object being held).
Object shapes are also exploited in [371] to handle occlusions that arise during
the task of 3D hand pose estimation. The authors describe the use of two parallel
encoders to obtain latent representations of both hand and object, which are in
turn employed to define meaningful hand-object constellations via a custom contact
loss, so that consistent 3D hand poses can be generated. In contrast, the authors
of [372] directly address the issues of background clutter and different camera view
parameters by designing a disentangling VAE (dVAE) to decouple hand, background,
and camera view, using a latent variable model, so that a MANO layer can receive
the correct input to generate the 3D hand pose. Furthermore, through the use of
the dVAE, the authors are able to synthesize realistic hand images in a given 3D
pose, which may also alleviate the issue of low numbers of available datasets.

The use of the pipeline described above allows models to achieve state-of-the-art
performance on the 3D hand pose estimation task. Nevertheless, depending on
the 3D joint position generation procedure, a good latent space representation is
necessary to ensure an effective system. For example, the scheme in [361] utilizes a
stacked hourglass to retrieve 2D heatmaps from the input RGB image. A residual
network is then implemented to generate a meaningful latent space, and a graph
CNN is built to define both the 3D pose and the shape of the input hand. To further
improve the results, the authors pre-train all networks on a synthetic dataset before
fine-tuning them on the estimation task. Unlike the model introduced in [361], which
is used as a starting point, the framework presented here extends the use of a stacked
hourglass and residual network by defining a multi-task SFE and VE, respectively.
Moreover, only the multi-task feature extractor is pre-trained on synthetic data so
that the VE is able to obtain a hand abstraction that can be utilized in different
tasks such as hand gesture recognition.

Finally, the latent space representation is also relevant when using other pro-
cedures for 3D pose estimation, such as the MANO layer, as discussed in [373]
and [374]. In more detail, the former of these schemes extracts 2D heatmaps via
a CNN, then employs an encoder to generate the MANO layer view parameters
directly, while in the latter approach, a latent space is built by an evidence estimator
module that leverages a convolutional pose machine, which generates the required
parameters for the MANO layer. Both methods implement a re-projection procedure
for the 3D joints, and this was further extended in [374] via iterative re-projection to
improve the final 3D hand pose and hence the shape estimations. In the framework
presented here, we exploit this interesting strategy in a different way from the two
approaches described above by also applying the re-projection procedure to the mesh
generated by the MANO layer so that the estimation can benefit from both outputs
rather than only the 3D locations.

3.3.3.3 Method

The proposed framework for 3D hand pose and shape estimation starts from a pre-
processed hand image input, and first generates 2D heatmaps and hand silhouettes
through the use of a multi-task SFE. Secondly, it estimates the camera, hand pose,
and hand shape view parameters by exploiting the semantic features using a VE.
Finally, it computes the hand 2D and 3D joints, mesh and silhouette by feeding
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Figure 3.53. Modified stacked hourglass network used as a multi-task semantic feature
extractor.

the estimated view parameters to the HE, which consists of a MANO layer, weak
perspective projection, and neural renderer components. We note that a single
compound loss function is employed to drive the learning phase of the various
modules jointly. A flowchart for the framework is shown in Fig. 3.51 and the
high-level pipeline is illustrated in Fig. 3.52.

Pre-processing A necessary step in order to handle different image sizes and
to reduce the amount of background clutter in the samples in a given dataset is
pre-processing of the input image. More specifically, to allow the proposed framework
to focus on hands, each image is modified so that the hand is always centered and
there is as little background as possible, while still retaining all of the 21 hand joints
keypoints. The hand is centered by selecting the metacarpophalangeal joint (i.e.,
the base knuckle) of the middle finger as a center crop point pc. The crop size l is
then computed as follows:

l = 2 ∗max((pmax − pc), (pc − pmin)), (3.69)

where pmax and pmin are the joint keypoint coordinates with the largest and smallest
(x, y) distance with respect to pc. l is enlarged by another 20% (i.e., ∼20 px padding
in all directions) to ensure all hand joints are fully visible inside the cropped area.

Semantic Feature Extractor Inspired by the results obtained in [361], we
implemented a modified version of a stacked hourglass network [375] to take advantage
of the multi-task learning approach. In particular, 2D heatmaps and hand silhouette
estimates are generated based on a 256× 256× 3 normalized (i.e., with zero-mean
and unit variance) image Inormalized. The hourglass architecture was selected as it
can capture many features, such as hand orientation, articulation structure, and joint
relationships, by analyzing the input image at different scales. Four convolutional
layers are employed in the proposed architecture to reduce the input image to a
size of 64 × 64 via two max pooling operations in the first and third layers. The
downsized images are then fed to the hourglass module and intermediate heatmaps
and silhouettes are generated by processing local and global contexts in a multi-task
learning scenario. These two outputs, of size 64 × 64 × 21 (i.e., one channel per
hand joint) and 64× 64× 2 (i.e., back and foreground channels) for 2D heatmaps
and silhouette, respectively, are then mapped to a larger number of channels via a
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1× 1 convolution to reintegrate the intermediate feature predictions into the feature
space. These representations are then summed with the hourglass input into a
single vector f̂ , thus effectively introducing long skip connections to reduce data
loss for the second hourglass module. Finally, this second module is employed to
extract the semantic feature vector f that contains the effective 2D heatmaps and
hand silhouette used by the VE to regress camera view, hand pose, and hand shape
parameters. Note that unlike f̂ , the vector f is computed via concatenation of 2D
heatmaps, hand silhouette, and f̂ , which provides the VE with a comprehensive
representation of the input.

In the hourglass components, each layer employs two residual modules [28] for
both downsampling and upsampling sequences. In the former, the features are
processed down to a very low resolution (i.e., 4× 4), whereas in the latter, images
are upsampled and combined with the extracted features across all scales. In more
detail, the information on two adjacent resolutions is merged by first increasing the
lower resolution through the nearest neighbor interpolation and then performing
an element-wise addition. After the upsampling sequence, three consecutive 1× 1
convolutions are applied to obtain the multi-task output (i.e., 2D heatmaps and
silhouette) used by the VE. The presented SFE architecture with the corresponding
layer sizes are illustrated in Fig. 3.53.

Viewpoint Encoder The extracted semantic feature vector f is resized to dimen-
sions of 256× 256 and is then used as input for the second framework component,
i.e., the VE, which has two main objectives. Firstly, this unit generates a set of pa-
rameters v, which are employed by the last component of the pipeline to produce the
3D hand pose and shape. The vector v contains the camera view translation t ∈ R2,
scaling s ∈ R+, and rotation R ∈ R3, as well as the hand pose θ ∈ R45 and shape
β ∈ R10 values necessary to move from a 2D space to a 3D one. Secondly, the VE
also needs to sensibly reduce the number of trainable parameters of the architecture
to satisfy the hardware constraints. In more detail, given the semantic feature vector
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f , a flattened latent viewpoint feature space lv that encodes semantic information is
obtained by using four abstraction blocks, each containing two residual layers [28],
to analyze the input, and a max-pooling layer, to both consolidate the viewpoint
representation and reduce the input vector down to a 64× 64 size. Subsequently, to
obtain the set v = {t, s, R, θ, β}, the VE transforms the latent space representation
lv into v ∈ R61, by employing three dense layers to elaborate on the representation
derived by the residual layers. We note that by employing a max-pooling layer inside
each abstraction block, a smaller latent space is obtained, meaning that a lower
amount of parameters needs to be trained; hence, both of the objectives for this
module are achieved. The architecture of the VE is shown in Fig. 3.54.

Hand Pose/Shape Estimator The last component of the framework utilizes the
parameter set v = {t, s, R, θ, β} to generate the hand pose and shape. The estimator
applies a MANO layer for the 3D joint positions and hand mesh generation. These
outputs are then improved during training by leveraging a weak perspective projection
procedure and a neural renderer for more accurate estimations.

MANO Layer This layer models the properties of the hand, such as the slenderness
of the fingers, the thickness of the palm, as well as the hand pose, and controls the
3D surface deformation defined from articulations. More formally, given the pose θ
and shape β parameters, the MANO hand model M is defined as follows:

M(β, θ) = W (Tp(β, θ), J(β), θ,W), (3.70)

where W is a linear blend skinning (LBS) function [376]; Tp corresponds to the
articulated mesh template to blend, consisting of K joints; J represents the joint
locations learned from the mesh vertices via a sparse linear regressor; andW indicates
the blend weights.

To avoid the common problems of LBS models, such as overly smooth outputs
or mesh collapse near joints, the template Tp is obtained by deforming a mean mesh
T̂ using the pose and blend functions BS and BP , using the following equation:

Tp = T̂ + BS(β) + BP (θ), (3.71)

where BS and BP allow us to vary the hand shape and to capture deformations
derived from bent joints, respectively, and are computed as follows:

BS(β) =
|β|∑

n=1
βnSn, (3.72)

BP (θ) =
9K∑
n=1

(Rn(θ)−Rn(θ∗)) Pn, (3.73)

where Sn ∈ S are the blend shapes computed by applying principal component
analysis (PCA) to a set of registered hand shapes, normalized by a zero pose θ∗;
9K represents the rotation matrix scalars for each of the K hand articulations; Rn

indicates the n-th element rotation matrix coefficients; while Pn ∈ P corresponds
to the blend poses. Finally, there is a natural variability among hand shapes in a
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Figure 3.55. Rasterization process for pixels residing outside a given face (i) and inside it
(ii). Image courtesy of [363].

human population, meaning that possible skeleton mismatches might be found in
the MANO layer 3D joint output. To address this issue, we implemented a skeleton
adaptation procedure following the solution presented in [371]. Skeleton adaptation
is achieved via a linear layer initialized to the identity function, which maps the
MANO joints to the final joint annotations.

Weak Perspective Projection The weak perspective projection procedure takes
as inputs the translation vector t, the scalar parameter s, and the 3D hand pose
RJ(β, θ) derived from the MANO model M(θ, β), and re-projects the generated
3D keypoints back onto a 2D space to allow for identification of the 2D hand
joint locations. This approximation allows us to train the model without defining
intrinsic camera parameters, since consistency between the input and the projected
2D locations can be enforced, thus avoiding issues arising from the different devices
calibrations that are typical of different datasets. Formally, the re-projection w is
computed as follows:

w2D = sΠ(RJ(β, θ)) + t, (3.74)

where Π corresponds to the orthographic projection.

Neural Renderer To improve the mesh generated by the MANO layer, the
differentiable neural renderer devised in [363], which is trainable via back-propagation,
is employed to rasterize the 3D shape into a hand silhouette. This silhouette, which
is similar to the re-projected hand joint coordinates, is then used to improve the mesh
generation. Formally, given a 3D mesh composed of N = 778 vertices {vo

1, vo
2, . . . , vo

N},
with vo

i ∈ R3, and M = 1538 faces {f1, f2, . . . , fM}, with fj ∈ N3, the vertices are
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first projected onto the 2D screen space using the weak perspective projection via
the following equation:

vs
i = sΠ(Rvo

i ) + t, (3.75)

where R corresponds to the rotation matrix used to build the MANO hand model
M(β, θ). Rasterization is then applied to generate an image from the projected
vertices vs

i and faces fj , (where i ∈ N, j ∈ M) via sampling, as explained in [363].
Different gradient flow rules are used to handle vertices residing outside or inside a
given face. For ease of explanation, only the x coordinate of a single vertex vs

i and a
pixel Pj are considered in each scenario. Note that the color of Pj corresponds to a
function Ij(xi), which is defined by freezing all variables except xi to compute the
partial derivatives. As shown in Fig. 3.55, during the rasterization process, the color
Ij(xi) of a pixel Pj changes instantly from I(x0) to Iij (i.e., starting and hitting
point, respectively) when xi reaches a point x1 where an edge of the face collides
with Pj center. Note that such a change can be observed for pixels located either
outside the face (Fig. 3.55.i.b) or inside it (Fig. 3.55.ii.b). If we then let δx

i = x1−x0
be the distance traveled from a starting point x0, and δI

j = I(x1) − I(x0) be the
color change, it is straightforward to see that when computing the partial derivatives
∂Ij(xi)/∂xi during the rasterization process, they will be zero almost everywhere
due to the sudden color change (Fig. 3.55.i/ii.c). To address this issue, the authors
of [363] introduce a gradual change between x0 and x1 via linear interpolation
(Fig. 3.55.i/ii.d), which allows for transformation of the partial derivates ∂Ij(xi)/∂xi

into δI
j /δx

i since the gradual change allows for non-zero derivatives (Fig. 3.55.i/ii.e).
However, Ij(xi) has different left and right derivatives on x0. Hence, the error signal
δP

j , which is back-propagated to pixel Pj and indicates whether Pj should be brighter
or darker, is also used to handle the case where xi = x0. Finally, to deal with this
situation, the authors of [363] define gradient flow rules to correctly modify pixels
residing either outside or inside a given face during the backpropagation.

For Pj residing outside the face, the gradient flow rule is defined as follows:

∂Ij(xi)
∂xi

∣∣∣∣
xi=x0

=


δI

j

δx
i

, if δP
j δI

j < 0;
0, if δP

j δI
j ≥ 0,

(3.76)

where δx
i = x1 − x0 indicates the distance traveled by xi during the rasterization

procedure; δI
j = I(x1)− I(x0) represents the color change; and δP

j corresponds to
the error signal backpropagated to pixel Pj . As described in [363], to minimize the
loss during training, pixel Pj must become darker for δP

j > 0. In fact, since the sign
of δI

j denotes whether Pj can be brighter or darker, for δI
j > 0, pixel Pj becomes

brighter when pulling xi toward the face but, at the same time, Pj cannot become
darker when moving xi as it would require a negative δI

j . Thus, the gradient should
not flow if δP

j > 0 ∧ δI
j > 0. In addition, the face and Pj might also not overlap,

regardless of where xi moves, as the hitting point x1 may not exist. In this case,
the derivatives are defined as ∂Ij(xi)/∂xi|xi=x0 = 0. This means that the gradient
should never flow when δP

j δI
j ≥ 0, in accordance with Eq. 3.76. Finally, we note that

the derivative with respect to yi is obtained by using the y-axis in Eq. 3.76.
For a point Pj residing inside the face, the left and right derivatives are first

defined [363] at x0 as δIa
j = I(xa

1)− I(x0), δIb
j = I(xb

1)− I(x0), δa
x = xa

1 − x0, and
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δb
x = xb

1 − x0. Then, in a similar way to a point Pj residing outside the face, they
define the gradient flow rules as follows:

∂Ij(xi)
∂xi

∣∣∣∣
xi=x0

= ∂Ij(xi)
∂xi

∣∣∣∣a
xi=x0

+ ∂Ij(xi)
∂xi

∣∣∣∣b
xi=x0

, (3.77)

∂Ij(xi)
∂xi

∣∣∣∣a
xi=x0

=


δIa

j

δa
x

, if δP
j δIa

j < 0;
0, if δP

j δIa

j ≥ 0,
(3.78)

∂Ij(xi)
∂xi

∣∣∣∣b
xi=x0

=


δIb

j

δb
x

, if δP
j δIb

j < 0;
0, if δP

j δIb

j ≥ 0.
(3.79)

Multi-task Loss The final outputs of the proposed framework are the 3D joint
positions and the hand mesh. However, in real-world datasets, the ground truths
for 3D hand mesh, pose, shape, and view parameters, which are unknown in
unconstrained situations, are hard to collect. Our framework therefore automatically
generates intermediate representations (i.e., 2D heatmaps, hand silhouettes, and
2D re-projected joint positions and meshes), which are then exploited to train the
whole system jointly using a single loss function. The ground truths in this case are
defined as follows:

• 2D heatmaps (one per joint) are built using a 2D Gaussian with a standard
deviation of 2.5 pixels, centered on the 2D joint locations annotations identified
in the datasets, to describe the likelihood of a given joint residing in that
specific area;

• Hand silhouettes are computed from the input image with the GrabCut
algorithm, implemented using the OpenCV library, and 2D joint annotations
from the datasets are used to initialize the foreground, background, and
probable foreground/background regions, following [373];

• The 3D joint positions and 2D re-projected joint positions are compared
directly with the 3D and 2D joint positions provided by the various datasets;

• The 2D re-projected meshes are compared with the same hand silhouette
masks built with the GrabCut algorithm.

Formally, the multi-task loss function employed here is defined through the following
equation:

L = LSF E + L3D + L2D + LM + LReg, (3.80)

where LSF E , L3D, L2D, LM , and LReg, represent the semantic feature extractor (i.e.,
2D heatmaps and hand silhouette), 3D joint positions, 2D joint re-projection, hand
silhouette mask (i.e., the re-projected mesh), and model parameter regularization
losses, respectively.
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LSF E The semantic feature extractor estimates 2D heatmaps and the hand silhou-
ette. The loss for a given hourglass module hi is defined as the sum of heatmaps L2
and the pixel-wise binary cross-entropy (BCE) losses for the silhouette, as follows:

Lhi
= ∥H − Ĥ∥22 + ∥M − M̂∥2BCE , (3.81)

where ·̂ is the hourglass output for the 2D heatmaps H and the silhouette mask M ,
for which the ground truths are derived via the 2D Gaussian and GrabCut algorithm,
respectively. The two stacked hourglass network losses are then summed to apply
intermediate supervision since, as demonstrated in [375], this improves the final
estimates. Thus, the SFE loss is defined in the following equation:

LSF E = Lh1 + Lh2 , (3.82)

L3D An L2 loss is also used to measure the distance between the estimated 3D joint
positions RJ(β, θ) and the ground truth coordinates w3D provided by the datasets,
as follows:

L3D = ∥w3D −RJ(β, θ)∥22 (3.83)

L2D The 2D re-projected hand joint positions loss is used to refine the view
parameters t, s, and R, for which the ground truths are generally unknown. It is
computed as follows:

L2D = ∥w2D − ŵ2D∥1, (3.84)

where ŵ2D indicates the network 2D re-projected positions, and w2D are the ground
truths of 2D joint positions annotated in a given dataset. Notice that an L1 loss is
used since it is less sensitive and more robust to outliers than the L2 loss.

LM The silhouette mask M loss is introduced into the weak supervision, since the
hand mesh should be consistent with its silhouette [362] or depth map [363]. This L2
loss therefore helps to refine both the hand shape and the camera view parameters,
via the following equation:

LM = ∥M − M̂∥22, (3.85)

where M̂ is the 2D re-projected mesh, and M corresponds to the hand silhouette
mask used as ground truth, extracted using the GrabCut algorithm.

LReg The last loss component is a regularization term that is applied with the
aim of reducing the magnitudes of the hand model parameters β and θ, in order
to avoid unrealistic mesh representations. Focusing only on the 2D and 3D joint
positions while ignoring the hand surfaces results in the mesh fitting joint locations
but completely ignoring the actual anatomy of the hand. Hence, to avoid possible
extreme mesh deformations, a regularization term is used as follows:

LReg = ∥β∥22 + ∥θ∥22. (3.86)
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3.3.3.4 Experimental Results

In this section, we first introduce the benchmark datasets for 3D hand pose and shape
estimation and hand gesture recognition that are used to validate our framework, and
the data augmentation strategy that is employed to better exploit all the available
samples. We then present a comprehensive performance evaluation. We report
the results of ablation studies on each component of the framework to highlight
the effectiveness of the proposed approach both quantitatively and qualitatively.
We conduct a comparison with state-of-the-art alternatives for the 3D hand pose
and shape estimation, and present the results obtained from a different task (i.e.,
hand-gesture recognition), so that the abstraction capabilities of our framework can
be fully appreciated.

Datasets The following benchmark datasets are exploited to evaluate our frame-
work: the synthetic object manipulation (ObMan) [371], stereo hand dataset (STB)
[377], Rhenish-Westphalian Technical University gesture (RWTH) [378], and the
creative Senz3D (Senz3D) [379] datasets. Specifically, ObMan is used to pre-train the
SFE to generate 2D heatmaps and hand silhouette estimations that are as accurate
as possible; STB is employed to evaluate the 3D hand pose and shape estimations
through ablation studies and comparisons with state-of-the-art methods; and RWTH
and Senz3D are utilized to assess the generalization capabilities of our framework to
the task of hand gesture recognition.

ObMan This is a large-scale synthetic dataset containing images of hands grasping
different objects such as bottles, bowls, cans, jars, knives, cellphones, cameras, and
remote controls. Realistic images of embodied hands are built by transferring different
poses to hands via the SMPL+H model [360]. Several rotation and translation
operations are applied to maximize the viewpoint variability to provide natural
occlusions and coherent backgrounds. For each hand-object configuration, object-
only, hand-only, and hand-object images are generated with the corresponding
segmentation, depth map, and 2D/3D joints location of 21 keypoints. From this
dataset, we selected 141,550 RGB images with dimensions 256× 256, showing either
hand-only or hand-object configurations, to train the semantic feature extractor.

STB This dataset contains stereo image pairs (STB-BB) and depth images (STB-
SK), and was created for the evaluation of hand pose tracking/estimation difficulties
in real-world scenarios. Twelve different sequences of hand poses were collected
with six different backgrounds representing static or dynamic scenes. The hand and
fingers are either moved slowly or randomly to give both simple and complex self-
occlusions and global rotations. Images in both collections have the same resolution
of 640 × 480, identical camera pose, and similar viewpoints. Furthermore, both
subsets contain 2D/3D joint locations of 21 keypoints. From this collection, we
used only the STB-SK subset to evaluate the proposed network, and divided it into
15,000 and 3,000 samples for the training and test sets, respectively.

RWTH This dataset includes fingerspelling gestures from the German sign lan-
guage. It consists of RGB video sequences for 35 signs representing letters from A
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to Z, the ’SCH’ character, umlauts Ä, Ö and Ü, and numbers from one to five. For
each gesture, 20 different individuals were recorded twice, using two distinct cameras
with different viewpoints, at resolutions of 320× 240 and 352× 288, giving a total of
1,400 samples. From this collection, we excluded all gestures requiring motion, i.e.,
the letters J, Z, Ä, Ö and Ü. The final subset contained 30 static gestures over 1,160
images. This collection was divided into disjoint training and test sets containing
928 and 232 images, respectively, in accordance with [369].

Senz3D This dataset contains 11 different gestures performed by four different
individuals. To increase the complexity of the samples, the authors collected gestures
with similar characteristics (e.g., the same number of raised fingers, low distances
between fingers, and touching fingertips). All gestures were captured using an RGB
camera and a time-of-flight (ToF) depth sensor at a resolution of 320×240. Moreover,
each gesture was repeated by each person 30 times, for a total of 1,320 acquisitions.
All of the available samples from this collection were employed in the experiments.

Data Augmentation Data augmentation is a common practice that can help a
model to generalize the input data, making it more robust. In this work, up to four
different groups of transformations, randomly selected during each iteration of the
training phase, were applied to an input image to further increase the dissimilarities
between samples. These transformations were as follows:

• blur: This is obtained by applying a Gaussian filter with varying strength, via
σ ∈ [1, 3] kernel, or by computing the mean over a neighborhood using a kernel
shape with a size of between 3× 3 and 9× 9;

• random noise: This is achieved by adding Gaussian noise to an image, either
sampled randomly per pixel channel or once per pixel from a normal distribution
N (0, 0.05 · 255);

• artificial occlusion: This can be attained either by dropping (i.e., setting to
black) up to 30% of the contiguous pixels, or by replacing up to 20% pixels
using a salt-and-pepper strategy;

• photometric adjustments: These are derived from arithmetic operations applied
to the image matrix, for example by adding a value in the range [−20, 20] to
each pixel, by improving or worsening the image contrast, or by changing the
brightness by multiplying the image matrix with a value in the range [0.5, 1.5].

Note that all transformations only affect the appearance of an image, and leave the
2D/3D coordinates unaltered.

Performance Evaluation The proposed system was developed using the Pytorch
framework. All experiments were performed using an Intel Core i9-9900K @3.60GHz
CPU, 32GB of RAM, and an Nvidia GTX 1080 GPU with 8GB GDDR5X RAM.
With this configuration, at inference time, the SFE, VE, and HE components required
64.9, 9.6, and 15.04 ms, respectively, giving a total of 89.54 ms per input image.
The proposed system can therefore analyze approximately 11 images per second,
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Table 3.19. Semantic feature extractor ablation study.

Design choice EPE
No semantic feature extractor (SFE) 13.06
SFE (heatmaps only) 11.69
SFE (heatmaps + silhouette) 11.52
ObMan pre-trained SFE (heatmaps + silhoutte) 11.12

Table 3.20. Viewpoint encoder ablation study.

Design choice EPE
2*ResNet modules VE 28.77
4*ResNet modules VE 11.12
5*ResNet modules VE 12.25
3*1024 dense layers VE (VE1) 10.79
2*2048/1*1024 dense layers VE (VE2) 11.12
3*2048 dense layers VE 11.86

regardless of the dataset used. Moreover, we note that this speed could be further
improved with higher performance hardware. In fact, when using a more recent
GPU model such as the Nvidia GeForce RTX 3080 with 10GB GDDR6X RAM, the
total time required to analyze a single input image is reduced to 37.02 ms, enabling
about 27 images to be examined per second, i.e., a speed increase of roughly 2.4x
with respect to our configuration.

To evaluate the proposed framework, we employ three metrics that are commonly
used for 3D hand pose and shape estimation, and for hand gesture recognition. These
are the 3D end-point-error (EPE) and area under the curve (AUC) for the former
task, and accuracy for the latter. The EPE used in the ablation studies is defined as
the average Euclidean distance, measured in millimeters (mm), between predicted
and ground truth keypoints. The AUC is computed based on the percentage of
correct 3D keypoints (3D PCK) at different thresholds, for a range of 20-50 mm.
Finally, for both metrics, the public implementation in [369] is employed for a fair
comparison.

Framework Quantitative and Qualitative Results The proposed framework
contains several design choices that were made in order to obtain stable 3D hand
pose and shape estimations. We therefore performed ablation studies to assess the
effectiveness of each of these decisions. The obtained results are summarized in
Tables 3.19, 3.20, 3.21, and 3.22, where each table shows the results for a given
component, i.e., the SFE, VE, HE, and advanced framework components. All of
the reported EPE scores were computed for the STB dataset, while pre-training of
the SFE unit was carried out exclusively on the ObMan dataset, since it contains
a high number of synthetic images under various conditions. For both collections,
mini-batches of size six and an Adam optimizer with a learning rate of 10−4 and
a weight decay of 10−5 were used to train the system. The framework was trained
for 60 and 80 epochs on the ObMan and STB datasets, respectively, as the former
contained substantially more samples. In relation to the STB training time, which
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Table 3.21. Hand pose/shape estimator ablation study.

Design choice EPE
15 PCA parameters MANO layer 12.31
30 PCA parameters MANO layer 11.47
45 PCA parameters MANO layer 11.12
No 2D re-projection 11.56
With 2D re-projection 11.12
No LReg loss 10.10
With LReg loss 11.12

Table 3.22. Advanced components ablation study.

Design choice EPE
No adapt skeleton & hourglass summation 11.12
With adapt skeleton & hourglass summation 9.10
With adapt skeleton & hourglass concatenation & (VE1) 9.03
With adapt skeleton & hourglass concatenation & (VE2) 8.79

involves the entire framework, each mini-batch required ∼0.5 seconds to be analyzed
by the specified hardware configuration, giving a total of ∼1278 s per training epoch.

The first experiment quantitatively evaluated the usefulness of the SFE com-
ponent in terms of producing more accurate 3D hand pose and shape estimations.
As shown in Table 3.19, while it is still possible to achieve estimations by feeding
the input image directly to the VE (i.e., with no SFE), an improvement of ∼1.5
mm in the estimation can be obtained by extracting the semantic features. This
indicates that the 2D heatmaps allow the network to focus on the positions of
the hand joints, whereas generating the heatmaps and silhouette simultaneously
enables a comprehensive view of the hand that forces the joints to be placed in
the right position when moving to a 3D plane. This behavior is further supported
by the results of pre-training the SFE component on the ObMan dataset, where
the occlusions force the network to create meaningful abstractions for both the 2D
heatmaps and silhouette.

The second test gauged the quality of the VE in terms of estimating view
parameters v. As shown in Table 3.20, using either a low or high number of ResNet
modules (i.e., two in the former case or five or more in the latter) to produce the
latent space representation lv results in an increased EPE score, which is often
associated with underfitting and overfitting. Slightly better performances can be
achieved by reducing the sizes of the dense layers used to build up the vector v.
However, although the smaller VE (i.e., V E1) can perform better than a larger one
(i.e., V E2), this result does not apply when extra steps are included, such as skeleton
adaptation and hourglass output concatenation (shown in Table 3.22), suggesting
that some information can still be lost.

The third experiment, which is summarized in Table 3.21, focused on the hand
pose and shape estimator. Tests were performed on the number of parameters of the
MANO layer, the proposed 2D re-projection, and the regularization loss. Increasing
the number of hand articulations allowed us, as expected, to obtain more realistic
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(a) (b) (c) (d) (e)
Figure 3.56. STB dataset 3D pose and shape estimation outputs. From top to bottom,

the presented framework, framework without 2D re-projection, framework without
SFE module, and full framework without regularization loss. Input image, 2D joints,
silhouette, 3D joints, and mesh, are shown in (a), (b), (c), (d), and (e), respectively.

hands and consequently more precise estimations when all 45 values were used.
Applying the proposed 2D re-projection further reduced the EPE score by providing
the MANO layer with direct feedback on its output. Employing the regularization
loss resulted in a higher keypoint distance, with the difference derived from the hand
shape collapsing onto itself as shown in the bottom row of Fig. 3.56.

The fourth and last test, reported in Table 3.22, dealt with advanced strategies,
i.e., skeleton adaptation (adapt skeleton) and hourglass output concatenation, rather
than summation. The former strategy allowed for a significant performance boost (a
2 mm lower EPE) since it directly refines the 3D joints produced by the MANO layer.
Stacked hourglass output concatenation improved the precision of the system by a
further 0.31 mm, since it provided the VE with a finegrained input representation.
However, this detailed input description requires bigger dense layers (i.e., V E2) to
avoid losing any information. Consequently, using smaller dense layers (i.e., V E1)
results in an increase in the EPE score.

The differences in the the qualitative results for different framework configurations
are shown in Fig. 3.56. From the top row to the bottom, the outputs correspond to
the proposed framework, the framework without 2D re-projection, the framework
without the SFE module, and the full framework without the regularization loss. As
can be seen, the most important component in terms of obtaining coherent hand
shapes is the regularization loss, since otherwise the mesh collapses onto itself in
order to satisfy the 3D joint locations during training time (bottom row in Fig. 3.56.c
and Fig. 3.56.e). When we employ the SFE module (first two rows in Fig. 3.56), more
accurate 3D joints and shapes are generated since the SFE enforces both the correct
localization of joints and the generation of a more realistic silhouette (Figs. 3.56.b,
c, and d). When we re-project the generated 3D-coordinates and mesh, the final 3D
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(a) (b) (c) (d) (e)
Figure 3.57. STB dataset failed 3D pose and shape estimation outputs for the presented

framework. Input image, 2D joints, silhouette, 3D joints, and mesh, are shown in (a),
(b), (c), (d), and (e), respectively.

joint locations and hand shape (Figs. 3.56.d and e) are more consistent with both
the estimated 2D locations and the input image (Figs. 3.56.b and a). To conclude
this qualitative evaluation, some examples of failed 3D pose and shape estimations
are shown in Fig. 3.57. It can be seen that although coherent hand poses and shapes
are generated, the framework is unable to produce the correct output due to wrong
estimations of both the 2D joints and the silhouette by the SFE. This preliminary
error is then amplified by the subsequent framework modules, as can be seen from
the discrepancy between the 2D and 3D joint locations shown in Figs. 3.57.b and
d. Although the loss described in Section 3.3.3.3 ultimately forces the MANO
layer to produce consistent hands, as also discussed for the third experiment, it can
also result in greater inaccuracy in the 3D joint position estimation to guarantee
such a consistency. This outcome has two implications: firstly, it indicates that
there is still room for improvement, particularly for the 2D joints and silhouette
estimations that represent the first step in the proposed pipeline; and secondly, it
highlights the effectiveness of the proposed framework, which can generate stable
3D representations from RGB images.

Comparison of 3D Hand Pose/Shape Estimation To demonstrate the effec-
tiveness of the proposed framework, a state-of-the-art 3D PCK AUC comparison
was carried out, as shown in Table 3.23. As can be seen, the presented system
is competitive with other successful schemes while using only RGB images and
outputting both 3D skeleton locations and mesh, indicating that all of our design
choices allow the framework to generate good estimates using only RGB information.
It is particularly interesting that the proposed method was able to easily outperform
systems that exploited depth data, suggesting that the simultaneous use of the
multi-task SFE, VE, and 2D re-projection can help to produce correct estimations
by compensating for the missing depth information. Specifically, the multi-task
SFE enables the implementation of a customized VE that, unlike the scheme in
[373], does not require to be pre-trained on a synthetic dataset in order to perform
well; there is also no need to normalize the latent feature space representation by
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Table 3.23. AUC state-of-the-art comparison on STB dataset. Works are subdivided
according to their input and output types.

Model Input Output AUC
CHPR [364] Depth 3D skeleton 0.839
ICPPSO [367] RGB-D 3D skeleton 0.748
PSO [366] RGB-D 3D skeleton 0.709
Dibra et al. [347] RGB-D 3D skeleton 0.923
Cai et al. [368] RGB 3D skeleton 0.996
Iqbal et al. [357] RGB 3D skeleton 0.994
Hasson et al. [371] RGB 3D skeleton 0.992
Yang and Yao [372] RGB 3D skeleton 0.991
Spurr et al. [380] RGB 3D skeleton 0.983
Zummermann and Brox [369] RGB 3D skeleton 0.986
Mueller et al. [348] RGB 3D skeleton 0.965
Panteleris et al. [381] RGB 3D skeleton 0.941
Ge et al. [361] RGB 3D skeleton+mesh 0.998
Baek et al. [370] RGB 3D skeleton+mesh 0.995
Zhang et al. [362] RGB 3D skeleton+mesh 0.995
Boukhayma et al. [373] RGB 3D skeleton+mesh 0.993
ours RGB 3D skeleton+mesh 0.995

using a VAE to disentangle different factors influencing the hand representation
in order to obtain accurate 3D hand poses, as described in [372]. Furthermore,
thanks to the re-projection module, these results are obtained without applying an
iterative regression module to the MANO layer, unlike in [362], and [370], where
progressive changes are carried out recurrently to refine the estimation parameters,
thus simplifying the training procedure. In addition, the solutions implemented in
the proposed framework allow us to avoid input assumptions and post-processing
operations, unlike the majority of schemes in the literature where some parameter
(e.g., global hand scale or root joint depth) is assumed to be known at test time,
and secondly to achieve similar performance to the best model devised in [361],
even though the latter scheme employs a more powerful solution (i.e., a graph CNN
instead of a fixed MANO layer) for the 3D hand pose and shape estimation.

To conclude this comparison, the 3D PCK curve computed at different thresholds
for several state-of-the-art works is shown in Fig. 3.58. It can be seen that perfor-
mance on the 3D hand pose and shape estimation task is becoming saturated, and
newer works can consistently achieve high performance with low error thresholds.
In this context, the proposed method is on par with the top works in the literature,
further supporting the view that all of our design choices allowed the framework to
generate good 3D poses and shapes from monocular RGB images.

Comparison on Hand Gesture Recognition To assess the generalizability of
the proposed framework, experiments were performed on the RWTH and Senz3D
datasets. Since our architecture does not include a classification component, it was
extended by attaching the same classifier described in [369] to handle the new task.
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Figure 3.58. 3D PCK state-of-the-art comparison on STB dataset.

This classifier takes as input the 3D joint coordinates generated by the MANO
layer, and consists of three fully connected layers with a ReLU activation function.
Note that all of the weights (except those used for the classifier) are frozen when
training the system on the hand gesture recognition task, so that it is possible to
correctly evaluate the generalizability of the framework. Moreover, although weights
are frozen, the entire framework still needs to be executed. Hence, the majority
of the training time is spent on the generation of the 3D joint coordinates, since
this is where most of the computation is performed; as a result, each mini-batch
is analyzed by the specified hardware configuration in ∼222 ms (i.e., ∼37 ms per
image), giving total times of ∼206 s and ∼235 s per epoch for the RWTH and Senz3D
datasets, respectively. Our experiments followed the testing protocol devised in [347]
in order to present a fair comparison; this consisted of 10-fold cross-validation with
non-overlapping 80/20 splits for the training and test sets, respectively. In a similar
way to other state-of-the-art works, all images were cropped close to the hand to
remove as much background as possible and meet the requirements for the input size,
i.e., 256× 256. The results are shown in Table 3.24, and a comparison with other
schemes in the literature is presented. It can be seen that our framework consistently
outperformed another work focusing on 3D pose and shape estimation (i.e., [369])
on both datasets, meaning that it generates more accurate joint coordinates from
the RGB image; the same result was also obtained for the estimation task, as
shown in Table 3.23. However, methods that exploit depth information (i.e., [347]
or concentrate on hand gesture classification (i.e., [382]) can still achieve slightly
higher performance. There are two reasons for this. Firstly, by concentrating on the
hand gesture classification task, lower performance is achieved on the estimation
task, although similar information, such as the 3D joint locations, is used. As
a matter of fact, even though they exploit depth information in their work, the
authors of [347] obtained an AUC score of 0.923, while the scheme in [369] and the
proposed framework achieved AUC scores of 0.986 and 0.994 on the STB dataset
for 3D hand pose estimation, respectively. Secondly, as discussed in Section 3.3.3.4
and shown by the qualitative results in Fig. 3.57, the proposed architecture could



3.3 Intermediate-Level Processing in Neural Models 151

Table 3.24. Hand-gesture recognition accuracy comparison.

Model RWTH Senz3D
Papadimitriou and Potamianos [382] 73.92% -
Memo and Zanuttigh [383] - 90.00%
Dibra et al. [347] 73.60% 94.00%
Dreuw et al. [378] 63.44% -
Zimmerman and Brox [369]* 66.80% 77.00%
ours* 72.03% 92.83%

∗method focusing on 3D hand pose and shape estimation

be improved further by increasing the estimation accuracy of the 2D joints and
silhouette, indicating that if a good hand abstraction is used to derive the 3D hand
pose and shape, this can be effective for the hand gesture recognition task.

In summary, the proposed method achieves state-of-the-art performance on the
3D hand pose and shape estimation task, can outperform other existing estimation
approaches when applied to the hand gesture recognition task, and behaves in a
comparable way to other specifically designed hand gesture recognition systems.
This indicates that the proposed pipeline outputs stable hand pose estimations that
can be effectively used to recognize hand-gestures.

3.3.3.5 Conclusion

In this paper, we have presented an end-to-end framework for the estimation of
3D hand pose and shape, and successfully applied it to the task of hand gesture
recognition. Our model comprises three modules, a multi-task SFE, a VE, and an
HE with weak re-projection, each of which has certain strengths and weaknesses.
More specifically, the SFE, thanks to its pre-training providing multi-task context,
enables our architecture to achieve similar performance to more powerful schemes
in the literature that exploit graph representations, for instance. However, the 2D
joints/silhouettes estimates could be improved through the use of more accurate
algorithms for the generation of ground truths. The VE did not require any form
of pre-training, due to the fine-grained input from the SFE; this module was able
to generate the parameters necessary to move from a 2D space to a 3D one, which
is more easily applied in a diverse range of tasks and datasets. It was important
to experiment in order to find the right design for the VE, since this could have
broken the entire system in scenarios of over- or underfitting where the produced
viewpoint parameters do not allow for a correct estimation of the hand pose/shape.
Finally, unlike other existing works, the HE was able to output accurate estimations
without requiring an iterative process, as its re-projection procedure allowed for closer
correlation between the 3D and 2D hand representations during training. However,
a regularization term was still required, as without this the meshes completely
collapsed onto themselves when the system tried to generate near-perfect spatial
3D joint estimations. We further improved our architecture through the use of
advanced strategies such as skeleton adaptation and hourglass output concatenation,
to obtain both more refined 3D joint locations and finer grained input representations.
Our experimental results demonstrate that the multi-task SFE, VE, HE with weak
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re-projection, and the use of advanced strategies, which were designed by exploiting
and extending schemes in the literature, achieved state-of-the-art performance on
the task of 3D hand pose and shape estimation. Moreover, when applied to hand
gesture recognition on both benchmark datasets, our framework outperformed other
schemes that were devised for the estimation task and later employed to recognize
hand gestures.

In future work, to address the current weaknesses of our system, we plan to
upgrade the SFE by first increasing the accuracy of its 2D heatmaps and silhouette
estimation by generating the corresponding ground truths via deep learning-based
segmentation algorithms. We will also design other meaningful features to extend
the multi-task strategy. In addition, we will explore solutions for the HE that are not
based on the MANO layer but on other approaches such as graph representations of
the hand, in order to increase the abstraction capabilities of the model. In view of
this, additional experiments will be performed in which we will retain the 3D shape
when moving to the hand gesture recognition task, with the aim of improving the final
results. Although the proposed model currently addresses the pose/shape estimation
of single hands by design, it could be extended to simultaneously handle inputs
containing both hands. Thus, another possible avenue for future work would involve
the exploration of alternative architectural extensions or design modifications to
handle input images containing two hands. Moreover, since the proposed architecture
can classify roughly 27 images per second, we will design an adaptation to try to
achieve real-time gesture recognition from video sequences.

3.4 High-Level Processing in Neural Models
The high-level processing described in Section 2.4 does not generate features as the
previous processing modules but, instead, is focused with the translation from a
visual domain to a cognitive one. In particular, the inferior temporal and prefrontal
cortices integrate the intermediate-level features, eventually join them with additional
sensory input modalities, and ensure that objects are correctly linked to given
categories, events, and memories. In this context, the schemes presented in [107]
(Section 3.4.1) and [3] (Section 3.4.3) explore higher representations through meta and
Fisher features describing movements of body and hands to recognize, respectively,
emotions and lies. Instead, the method proposed in [384] (Section 3.4.2) focuses
mostly on ways to retain relevant information, i.e., simulating memory capabilities
through improved abstractions, and perform person re-identification. Similarly to the
approaches derived from low-level and intermediate-level visual processing, systems
inspired by high-level visual processing concepts have proven extremely effective in
addressing heterogeneous tasks, confirming that the internal workings of a brain are
effective when applied to deep learning algorithms.

3.4.1 Case Study: Local and Global Meta-Feature Analysis

In the field of body affect recognition, the majority of literature is based on exper-
iments performed on datasets where trained actors simulate emotional reactions.
These acted and unnatural expressions differ from the more challenging genuine
emotions, thus leading to less valuable results. In this paper, a solution for basic
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non-acted emotion recognition based on 3D skeleton and Deep Neural Networks
(DNNs) is provided. The proposed work introduces three majors contributions. First,
temporal local movements performed by subjects are examined frame-by-frame, un-
like the current state-of-the-art in non-acted body affect recognition where only
static or global body features are considered. Second, an original set of global and
time-dependent features for body movement description is provided. Third, this is
one of the first works to use deep learning methods in the current non-acted body
affect recognition literature. Due to the novelty of the topic, only the UCLIC dataset
is currently considered the benchmark for comparative tests. On the latter, the
proposed method outperforms all the competitors.

3.4.1.1 Introduction

Over the years, automatic affective computing has received great interest from the
scientific community, resulting in applications in a wide range of relevant areas, such
as security [385], marketing [386], and health-care [387]. In the affective computing
field, most of the research in computer vision deals with emotions perceived by facial
expressions [388, 389, 390]. This is due to the wide availability of formal models, e.g.,
the Facial Action Coding System (FACS) [391], which provide a methodical approach
to treat the affect recognition task. Contrarily, the lack of formal models has strongly
limited the research on emotions related to postures and body movements. Moreover,
it was customary to consider the body as a simple intensity indicator of the emotions
previously detected by the face [392]. Supported by several studies [393, 394], body
analysis has instead proven to be a robust alternative to facial expressions in the
affect recognition task, as also highlighted by several works and datasets of the
state-of-the-art [395, 396, 397, 398, 399]. Despite the great scientific contribution
shown by these solutions, their methods were often based on acted expressions
performed by actors, which tried to reproduce as genuine as possible affects. As a
matter of fact, a real challenging scenario for an automatic system is provided by
non-acted natural expressions [400, 401], which are more complex, less separable,
and more difficult to capture compared with acted ones. These issues result in a
lack of data pertaining genuine affects, leading to a small number of deep neural
network methods tackling the non-acted body affect recognition. Indeed, training a
neural network is harder when data is lacking. Although, as shown in [77], it is still
possible to conduct body analysis using a small dataset.

Motivated by these reasons, in this paper, an original deep neural architecture
is proposed to classify a set of non-acted affective body movements, described as a
combination of both classical- and meta-features. These features can be divided into
two categories: a set of temporal local features, that describes the movement at each
time instant; and a set of temporal global features, that describes the movement in
relation to the whole analysed time window. The proposed architecture is composed
of two main branches, whose purpose is to analyse the just reported categories. The
first branch uses a Long Short-Term Memory (LSTM) [402] network to manage the
time-dependent features, while the second branch uses a Multi-Layer Perceptron
(MLP) [403] network to elaborate the global features. Indeed, the LSTM is a reliable
tool for sequential information processing, and has demonstrated its effectiveness
in complex tasks such as Natural Language Processing (NLP) [404, 405], where
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a sentence semantics and grammar could be misinterpreted or result incorrect, if
sequential information is not used; while the MLP has already shown promising
results in the affect recognition task [400], thus encouraging further exploration.
Finally, the classification is performed by a dense layer that merges the outputs of
the two branches together.

Several experiments were performed on the only benchmark dataset [400] available
in the literature for the non-acted affect recognition task, which also reports a base
rate achieved by human observers. In the training phase of the network, a data
augmentation phase was carried out to manage those classes of emotions represented
by few samples. The results on the dataset show both how our method overcomes
the current state-of-the-art and how the obtained accuracy is in line with the human
base rate. Notice that, our tests considered only the affective states of people playing
video-games. In this way, the analysed subjects, focusing on the game, were not
conditioned from external factors and could express genuine emotions. Although
the obtained results are related to the interaction between humans and video-games,
the concepts presented in this paper can be extended to other topics. Examples of
such subjects are active video surveillance for critical areas, or serious games for
supporting patients in behavioural and mental disorder treatments, where being
able to assess emotions covers a key role. Therefore, thanks to the introduction of
LSTMs and time-dependent features, this work proves to be a valid tool for the
automatic non-acted body affect recognition and, more in general, for the affective
computing field.

3.4.1.2 Related Work

The most accurate affect recognition systems are based on electroencephalography
[406, 407]. Although these systems achieve excellent results, they are limited by the
use of dedicated sensors that require a controlled environment. Computer vision
applications, on the other hand, are more suitable to work in real and uncontrolled
scenarios, thanks to the use of more versatile sensors, such as RGB, RGB-D, or
thermal cameras. Most of the vision based methods involve emotion recognition
analysing facial expressions [390, 408, 409]. This is due to the presence of a great deal
of labelled data in the state-of-the-art, organized in datasets, such as in [410]. Even if
the face is one of the most discriminative ways to identify people’s emotions, it is not
always possible to capture facial expressions, with a sufficient resolution, in large and
crowded environments. This aspect has motivated researchers to try other solutions,
including body analysis. Thanks to several studies [393, 394, 411], data concerning
the body, correctly labelled with emotions, are beginning to appear. This is also
a consequence of the evolution of sensors and feature extraction techniques, which
allow to obtain increasingly higher performances in the estimation of body data.
Thus, in the last years, different methods for body affect recognition [412, 413, 414]
have been developed. In the current literature, approaches are typically divided into
two main categories: body posture-based methods (i.e., focusing on key poses) and
body movement-based methods (i.e., exploiting the analysis of movements).

Body Posture-Based Methods In these methods, given a video sequence, a
specific frame containing a key body posture linked to an emotion is detected and
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analysed. A valid example is reported in [398], where the correlation between
six emotions and related body postures is examined by using anatomical features
extracted from computer-generated mannequins. In [396], instead, several basic
machine learning techniques, such as logistic regression, naive Bayes, and decision
tree classifier, are used to analyse body data captured by the VICON system.
Another key work is proposed in [415], where a Mixture Discriminant Analysis
(MDA) and an unsupervised Expectation Maximization (EM) model are used to
build separate cultural models for affective posture recognition. As shown in [416],
by using body models derived on the basis of several postural configuration features,
postures can communicate both discrete emotion categories and affective dimensions.
An interesting example is reported in [417], where a method based on Gaussian
process classification and Bayesian inference, to detect the level of frustration of
students in an Intelligent Tutoring System (ITS), is proposed. This solution uses
facial and postural features, where the former is obtained by RGB cameras, while
the latter is derived from a pressure-sensitive chair. In the method proposed in
[418], body poses from a depth video corpus of computer-mediated human-human
tutoring are extracted. In their paper the authors show that the identified postural
patterns are associated with frustration, focused attention, decreased involvement,
and disengagement affective states. Finally, one of the main works focused on the
recognition of non-acted body emotions is reported in [400], where a benchmark
dataset, concerning non-acted affects extrapolated from people playing with the
Nintendo Wii console, is presented. By using key body postures and an MLP
network, the authors manage to get results which are close to the base rate obtained
by the human observers.

Body Movement-Based Methods In these methods, emotions associated to
human body movements are detected and analysed by processing all the frames
of a video sequence. An example is shown in [419], where a linear model based
on cues combination to examine facial expressions and body movements is used to
detect an affect impression. In [395], instead, a small set of visual features extracted
from two video cameras and an unsupervised learning method based on clustering
techniques are used as a framework to analyse affective behaviour. While the just
presented works show good results on acted data, they still do not address the
more difficult non-acted scenario. The latter is faced in [401], where the authors,
by using the dataset proposed in [400], present an interesting collection of meta-
features, based on body movements, to train a Support Vector Machine (SVM).
Moving to the field of Human–Computer Interaction (HCI), in [420] a measure of the
aesthetic experience of people playing Nintendo sport video-games is proposed. The
authors perform this task by using a method to automatically recognize emotional
expressions conveyed by body movements. In [421], a method for recognizing natural
laughters from fake ones is proposed. In their paper, the authors analyse natural
laughter categorisations patterns animated on a minimal avatar generated from
both natural and acted motion-capture data. What is more, emotions associated
to body movements are also being accounted for in a health-care practice such as
physiotherapy [422, 423, 424]. Indeed, in [422], pain fear affecting body movements is
exploited to develop a system estimating the movement-related self-efficacy (MRSE)
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in chronic pain physical rehabilitation; where procedures based on Random Forest
(RF) and SVM techniques are used to study fear of pain influence on movements,
by comparing the algorithms performances on data extracted from a set of low-cost
wearable sensors. Similarly, in [423, 424], pain fear effects during a rehabilitation
session are examined via LSTM-based approaches, to understand whether or not a
person is displaying protective behaviour. In [423], either a stacked or dual-stream
LSTM is employed to recognize possible fear patterns by processing wearable motion
capture and electromyography sensor data; while in [424], several LSTMs analyse
intra-joint angles and joint energy from different body parts so that an attention
mechanism, monitoring how fear of pain affects specific body components during
movements, can be implemented.

Contributions The main contributions of the proposed work, in relation to the
current literature for natural non-acted affect recognition, can be summarized in the
following three key points:

• the proposal of an original combination of local and global temporal features to
describe body movements both at a low level, examining a given time instant
(local), as well as at a high level, considering the whole analysed time window
(global);

• the analysis of body movements in relation to time as a consequence of temporal
local features, thus allowing an association of body motions to affects;

• the introduction of a multi-branch deep learning architecture, to handle the
body affect recognition, by merging LSTM and MLP networks to suitably
manage the proposed novel collection of features.

3.4.1.3 Method

In this section, an introduction of the implemented meta-features is first presented
(Sec. 3.4.1.3) and the proposed non-acted affect recognition method, based on body
motions and LSTM network, is then described. In Fig. 3.59, the overall architecture
is reported. Concerning the developed model, a first module handles the feature
extraction stage (Sec. 3.4.1.10), where the collection of temporal local feature vectors
Vα and temporal global feature vector vβ are extracted from a frame sequence
S = {s0, . . . , st, . . . , sT −1}, representing joints rotations of a 3D skeleton for each
time instant t ∈ [0, T − 1]. Afterwards, Vα and vβ are given as inputs to the two
branches of the proposed network (Sec. 3.4.1.10). Finally, the output vectors of the
two branches, zα and zβ , are combined and used to obtain the normalized vector ŷ
containing the classification. The different stages of the pipeline are detailed below.

Feature Description In order to have an in-depth description of body movements
both classical measures, such as velocity, acceleration, jerk, and snap, as well as
more complex meta-features, are computed starting from the joints.

The classical measures are derived from the 3D skeleton rotations and are used
to describe movement variations along all the available joint axes (e.g., vertical
snap of a wrist, horizontal elbow acceleration). While simpler with respect to the
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ŷ

s0 st sT −1

S =

Figure 3.59. Architecture of the proposed method.

second category (i.e., meta-features), these quantities allow the system to describe
meaningful and sudden changes related to the body movement. For example, a person
winning a game might quickly raise the arms, thus resulting in high accelerations
on the corresponding joints (e.g., wrist, elbow). Differently, the meta-feature set
is based on [401]. The term meta-feature is inherited from some existing works
[401, 395] in order to maintain a continuity with the current literature. However,
new features, computed over the proposed architecture, have been introduced to
further enrich the already existing studies. In the following paragraphs, a description
of the available meta-features used in this work, as well as which aspects they can
represent for a specific emotion, are given.

Symmetry and Limb Alignment This meta-feature can estimate body asym-
metries by three different algorithms: a pose symmetry algorithm, used to estimate
joint misalignment; a pose difference algorithm, to return the mean misalignment
of corresponding joints among the two sides of the body; and, finally, a directed
symmetry algorithm, to reflect asymmetries directions.

The first two algorithms can be good indicators of the person’s composure. For
example, a calm person can retain a symmetric and aligned body posture more
easily with respect to an angry one. The third algorithm can give hints on the body
asymmetry direction evaluating in which direction a body is oriented. If a cheerful
or frustrated person is considered, the general body limb asymmetry direction would
typically be upwards and outwards (e.g., straight arms raised in opposite ways),
or downwards and inwards (e.g., arms bent toward either the chest or knees), in
accordance with the emotion being felt.

Concerning the computation of meta-features, the first algorithm (i.e., pose
symmetry) calculates the ratio between horizontal and vertical symmetries. The
latter are computed over the X and Y axes of the chosen limbs, with respect to a
central point. For example, chest X and Y axes are used to compute the horizontal
and vertical symmetry of the other joints, respectively. Two examples are shown
in Fig. 3.60a and Fig. 3.60b. To calculate the second algorithm (i.e., directed
symmetry), the pose symmetry is first computed and, then, its direction (i.e., sign) is
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(a) (b) (c) (d)
Figure 3.60. The images (a) and (b) show examples of body symmetry, where left and

right limbs joints are represented by blue and orange dots, respectively; images (c) and
(d), instead, represent upper body openness with high and low ratios, where upper and
lower joints are represented by blue and orange dots, respectively.

changed on the basis of which limb results farther away, according to the Euclidean
distance, from the central point. This choice allows the farthest limb to guide the
asymmetry direction. Finally, for the third algorithm (i.e., pose difference), an
average of the Euclidean distances between corresponding joints is returned. For
example, if the pose difference between the arms is considered, the average of the
distances between left and right shoulders, elbows, and wrists, is returned.

3.4.1.4 Head Alignment and Offset

This meta-feature compares head and chest rotations, moreover, it measures the
relative location among head and hips to understand both head and body tilt. These
quantities can help to discern whether a person is feeling a submissive emotion
(e.g., an embarrassed person tends to slightly tilt head and body downwards) or a
dominant one (e.g., a contemptuous or prideful person generally stands straight with
a raised head, resulting in low tilt). To obtain this meta feature, three different values
are computed: head offset, represented by the Euclidean distance between head and
hips computed on X, Y, and Z axes; head alignment, described by comparing the
distance between head and hips on X, Y, and Z rotation angles; and head-chest ratio,
evaluated by the average on X, Y, and Z ratios computed by using head and chest
joints. Summarizing, the last value allows to understand how head and chest are
inclined with respect to each other.

3.4.1.5 Body Openness

In this work, the term body openness is used to define an extended version of the
leg-hip openness meta-feature presented in [401]. The term was chosen as it better
represents the novel meta-feature version, which is conceived to also handle the
upper body following the studies reported in [425, 426]. The original meta-feature,
i.e., leg-hip openness, examines the distance between the location of each leg, thus
representing lower body openness; and the ankles distance from the hips, thus
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describing how much the torso is bent. In the improved version used in this work,
the same approach is applied to the upper body to understand whether a person
has a broaden out chest. To capture this posture aspect, the distances between
arms locations are examined by considering also the neck-hips distance. Similarly to
the head alignment and offset meta-feature, the body openness can highlight power
poses by analysing both the lower and upper parts of the body. For example, a
prosecutor (i.e., a confident person) would have an open chest while questioning
witnesses. On the other hand, a student, during an oral examination, would have a
closed chest being, most likely, stressed out by the situation.

The quantities reported above can be computed as follows: regarding the lower
body half openness, the ratio between hips-ankles and left/right knees distances is
calculated. Low ratios indicate bent legs and torso, corresponding to a crouched
position (e.g., a person cowering in fear); mid-range ratios denote straight open legs
and unbent torso, representing a power pose in the lower half of the body (e.g., a
person showing confidence); high ratios correspond to straight closed legs and unbent
torso, meaning that the person is simply standing (e.g., a person demonstrating
calm). Concerning the upper body half openness, the ratio between neck-hips and
elbows distances is computed. Intuitively, low ratios indicate a power pose in the
upper half of the body (e.g., a confident person with a broaden out chest as shown
in Fig. 3.60c); mid-range ratios correspond to straight arms (i.e., elbows close to
the chest) and straight torso (e.g., a calm or sad person in a neutral pose as shown
in Fig. 3.60d); while high ratios denote open elbows and bent torso (e.g., a person
cowering in fear protecting the head).

3.4.1.6 Average Rate of Change

This meta-feature calculates the average rate of feature changes (e.g., the speed of a
moving shoulder). This measure allows to understand how much movement a given
joint is undergoing when an emotion is being felt and can help to discriminate static
emotions from dynamic ones. For example, a sad person would hardly jump around,
while a cheerful one is likely to either quickly raise the arms, or walk faster than
normal. To obtain this quantity, the ratio between the sum of the changes of a given
feature (e.g., wrist position) and the number of analysed frames (e.g., 20 frames) is
computed. Once processed, due to its ability to summarize body postures changes,
this measure can give human behaviour cues in association with a specific affect.

3.4.1.7 Relative Movement

This meta-feature represents the level of feature change at a given moment (e.g., an
average of the arm movement). To obtain this meta-feature, the ratio between the
average rate of change of a key posture frame neighbourhood, and the average rate
of change over the recording for that given feature, is computed. Intuitively, the
relative movement of a feature expresses how much that specific feature (e.g. right
knee) generally changes. For example, an angry person usually has an high relative
movement associated to both arms and legs.
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3.4.1.8 Smooth-Jerk

This meta-feature computes the body position change frequency as the relative
variance of a feature over time. (e.g., how many times a leg position changes).
To compute this value, the ratio between the variance of a key posture frame
neighbourhood and the variance over the video sequence, for that given feature, is
computed. While similar to the relative movement, the smooth-jerk meta-feature
allows to grasp the effective value of change for a given feature by leveraging its
variance. In more details, if the relative movement can measure the total amount of
change, the smooth-jerk is able to grasp whether changes happened in a fast or slow
way.

3.4.1.9 Location of Activity

This meta-feature encodes the rotation movements of specific body part features
with respect to the other ones (e.g., how much an arm is moving in relation to the
whole body). To compute this value, the ratio between the relative movement of a
feature and the sum of the relative movements of all available features, is computed.
This feature helps to describe which body parts are being moved the most. For
example, a furious person with arms flailing about, would have high location of
activity values for the arms joints.

3.4.1.10 Extra Features

In this work, beyond implementing all the meta-features found in [401], to better
describe the body affects, we have introduced various new meta-features based on
those presented in the previous sections. In more details, we have computed the
symmetry and limb alignment (Sec. 3.4.1.3) applied on the arms using both 3 (as in
[401]) and 4 joints (e.g., wrist, elbow, shoulder, and collar). This decision was taken
since shoulder and collar allow us to describe the arm movement along different
axes. The use of a fourth joint extends the representational power of the symmetry
and limb alignment meta-feature set, while still closely representing arm movements
since collar and shoulder joints are close to each other. For example, an uneasy
person with straight arms could have a closed chest, which can be captured by using
also the collar as an arm joint. Moreover, the leg-hip openness in [401] has been
modified into the body openness meta-feature. In this proposed version, beyond
legs openness and torso bending degree, upper half body cues can also be captured
by outlining chest openness (e.g., self-confident people have a broaden out chest),
as explained in Sec. 3.4.1.5. Finally, further features have been also generated
starting from the location of activity set (Sec. 3.4.1.9). These meta-features have
been used to obtain the activity location of head, arms, and legs, contrary to [401]
in which this feature is computed only for the head. In this work, we have decided
to exploit activity information related to all limbs, since different emotions tend
to have different reactions on the body posture as well as on its movement. For
example, if a cheerful and a sad person are considered, they will have, respectively,
high and low activity values on the limbs since the first person will tend to move
more (being happier) than the second one.
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Feature Extraction In this work, both classical- and meta-features are divided
into two main categories: temporal global features and temporal local features. In
the feature extraction module, both versions (i.e., global and local) of all classical
features (i.e., velocity, acceleration, jerk, and snap) as well as each of the presented
meta-features are implemented. By leveraging both representations, the model
effectively computes a coarse summary, a fine-grained description, and a time-
evolving representation of the body movements. The final result of the module
is represented by a collection of vectors Vα and a single vector vβ, i.e., temporal
local features and temporal global features, respectively. The descriptions of both
categories are provided in the sections below.

Temporal Global Features This first set of features is computed over the whole
input sequence S. Summarizing, the Temporal Global Features (TGF) represent a
global overview of body movements that takes into account the time flow. Intuitively,
given a video sequence containing a body affect, this set represents the values of
both classical- and meta-features that a body has during that specific affect, e.g.,
how often a cheerful person moves arms or legs, the average velocity of the body,
and so on. To generate these features, a summary of the motion is computed by
averaging the values obtained from the defined features (i.e., both classical and
meta), when analysing a given sequence. This procedure effectively generates a
vector of features that is able to resume various aspects of the body movement. In
more details, given the set of features F and a video sequence S, the temporal global
features are computed as follows:

TGFf = 1
n

n∑
t=0

f(st), ∀f ∈ F, (3.87)

where n represents the length of the sequence S; st ∈ S are single frames of the
sequence; and f(·) is a function returning the value for any feature in F , on a given
frame s. By leveraging these temporal global features via a MLP, the proposed
method is able to better grasp generic movements associated to given affects, contrary
to [401] that focuses, instead, on single postures.

Temporal Local Features This second set of features is computed on each 3D
acquisition st ∈ S. Summarizing, the Temporal Local Features (TLF) describe
the variation of body movements as time flows. In this set, beyond classical- and
meta-features, also joints positions and rotations are analysed. Intuitively, via this
set, it is possible to grasp small variations along the defined dimensions (i.e., all
the features) by comparing the motion step-by-step, e.g., the shoulder movement
of a sad and sulking person can be described to better define the affect. In more
details, given the set of meta-features Fmeta and a video sequence S, the temporal
local features of meta-features (TLM) are computed as follows:

TLMf,t = f(st)− f(st+1), ∀f ∈ Fmeta, (3.88)

where st and st+1 represent two consecutive frames, with st, st+1 ∈ S and ∀t ∈
[0, T − 2]. While, given the set Fclassic, containing positions, rotations, as well as
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classical features (i.e., velocity, acceleration, jerk, and snap), and a sequence S, the
temporal local features of classical features (TLC) are computed as follows:

TLCf,t = f(st), ∀f ∈ Fclassic, (3.89)

where st ∈ S represents a single frame of the sequence; and t ∈ [0, T − 2] indicates a
frame at a given time instant. Finally, temporal local features are defined as:

TLF = TLM ∪ TLC. (3.90)

By leveraging these temporal local features via stacked-LSTMs, the proposed
method is able to better grasp detailed movements associated to given affects, further
extending the ability to distinguish different emotions.

Proposed Network Architecture The proposed network is composed of two
branches: a local branch, based on stacked LSTMs, and a global branch, based on an
MLP, operating on the features Vα and vβ , respectively. The local branch consists
of N -stacked LSTMs to obtain a higher-level of abstraction on the input data [427].
The choice to use the LSTM derives from the remarkable results obtained in several
issues regarding the analysis of body movements, such as gesture recognition [342]
or action recognition [428]. For each time instant t = 0, . . . , T − 1, the activation
functions for an LSTM unit at the l-th stack layer are the following:

il,t = σ(Wxixt + Whihl,t−1 + Wcicl,t−1 + bi) (3.91)

fl,t = σ(Wxf xt + Whf hl,t−1 + Wcf cl,t−1 + bf ) (3.92)

cl,t = fl,t ⊙ ct−1 + il,t ⊙ tanh(Wxcxt + Whchl,t−1 + bc) (3.93)

ol,t = σ(Wxoxt + Whohl,t−1 + Wcocl,t−1 + bo) (3.94)

hl,t = ol,t ⊙ tanh(cl,t) (3.95)

where i, f , o, and c, denote input gate, forget gate, output gate, and cell activa-
tion vectors, respectively. Moreover, hω vectors model the hidden states (with
ω ∈ {i, f , o, c}) and Whω terms indicate their linked weight matrices. Matrices Wxi,
Wxf , Wxo, and Wxc encode the weights of input gate, forget gate, output gate,
and cell; while Wci, Wcf , and Wco are the diagonal weights for peep-hole connec-
tions. Finally, bi, bf , bc, and bo denote input, forget, cell, and output bias vectors,
respectively. Function σ is the logistic sigmoid and ⊙ denotes the element-wise
product.

According to the classical LSTM architecture, each unit of an LSTMl, at time t,
takes as input a vector xt and the previous hidden state hl,t−1. Where the given
input xt indicates a temporal local feature vector vt ∈ Vα if l = 0 (i.e., the first
level of the stack), otherwise it represents the hidden vector of the underlying layer
xt = hl−1,t (i.e., for layers higher than the first one). The output vector zα of the
local branch is represented by hN−1,T −1, namely the hidden state of the last layer
N − 1 at the last time instant T − 1 for the analysed time window.

Regarding the global branch, it is composed by an MLP with 3 hidden layers,
where each hidden node transforms its input, obtained from the weighted sum of the
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output values of the previous layer, with a rectified linear unit (ReLU) activation
function. The first hidden layer has weighted connections with the temporal global
feature vector vβ , which represents the input layer. The number of hidden nodes in
each layer (as well as the number of output nodes) is smaller than the number of
input entries, in this way the MLP is used to extrapolate highly significant patterns
from the input, mapping vβ into a low-dimensional description represented by the
output layer vector zβ.

In the last part of the network, the zα and zβ vectors are combined in a new
vector called z, using the concatenation operator. Afterwards, a dense layer using
a ReLU activation function is applied, thus connecting each entry value in z to an
entry of the output vector y via a weight. This layer is used to map the vector z to a
number of output nodes equal to the size of the set of affects to be recognized. The
size of this set is indicated with the value K. The final classification ŷ is obtained
by applying to y a softmax regularization:

ŷ(k) = ey(k)∑K−1
q=0 ey(q)

. (3.96)

Finally, the proposed network is trained using the cross-entropy loss and the
RMSprop optimization algorithm [429].

3.4.1.11 Experimental Results

In this section, implementation details and exhaustive experiments on several config-
urations of the proposed network are reported. We also compare our method with
key works of the non-acted affective recognition literature.

Dataset The benchmark used in the experiments is the UCLIC Affective Body
Posture and Motion database [400]. This collection is composed by 37 sequences
capturing 11 standing humans playing Nintendo Wii Sports games for a minimum
of thirty minutes. The chosen format is the BioVision Hierarchy (BVH), which
provides both a skeleton hierarchy and its motion data. The hierarchy comprises
all relevant joints for the skeleton, including head, neck, chest, collar, shoulders,
elbows, wrists, hips, knees, and ankles. About the motion data, for each frame of
the recording, the starting X, Y, and Z positions of the hierarchy root are stored, as
well as the various joints rotations. Starting from these values, the 3D location of
all body joints are computed.

Kleinsmith et al. [400] analysed the whole dataset and hand-picked 103 frames
across all sequences, representing skeleton configurations in which emotional expres-
siveness can be identified, thus defining key postures inside the available recordings.
The authors, following an established protocol, labelled the frames of the UCLIC
dataset according to human observations. The affects identified inside the sequences,
observable while participants play the various games, were classified as 60 concen-
trating, 16 triumphant, 5 frustrated, and 22 defeated separate key posture samples.
Finally, human observations were used to define a base rate for human capabilities,
thus estimating the classification accuracy for each of these affect classes. In this
work, to associate movements that evolves over time to single body postures, we
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Unit C T F D
LSTM 70.00% 62.86% 20.00% 60.00%
RNN 64.45% 48.57% 20.00% 72.00%
GRU 76.67% 31.43% 10.00% 40.00%
UGRNN 77.78% 51.43% 0.00% 52.00%
NAS 72.22% 52.42% 0.00% 64.00%

Table 3.25. Experimental results for each UCLIC dataset class, using the 10-fold cross
validation protocol, varying recurrent neural network units; where C = concentrating, T
= triumphant, F = frustrated, D = defeated.

retained sequences of poses starting from the selected key postures. In particular,
103 sequences were retrieved using the preceding and subsequent 50 frames of a
recording, with respect to a given key posture. To each sequence was then associated
the same label as the analysed key posture, thus associating movement to the right
affect.

Implementation Details All the experiments were performed on an 6-Core Intel
i7 2.60GHz CPU with 32GB RAM. The proposed network was implemented using
the TensorFlow [430] framework. The following assessments were performed using
the same 10-fold cross validation average protocol used in [400], which leverages
random 80/20 splits for training and test sets, preserving the percentage of samples
for each class.

Both LSTM and MLP branches use 64 hidden units in each layer, where the
LSTM consists of 3-stacked layers and the MLP is composed of 3 hidden dense layers.
To avoid the over-fitting problem, a 30% dropout [431] probability is applied in each
layer of both branches. In the stacked LSTM the dropout is the recurrent one. The
training step was performed using 1500 epochs, with a learning rate of 0.01 and a
batch size of 5. The choice of the LSTM units is based on the results obtained by
comparing the most common recurrent units used in the state-of-the-art, as shown
in Tab. 3.25. This procedure was performed because, as reported in several works
(e.g., [432, 433]), the performance of gated recurrent units may depend heavily on
both dataset and corresponding task. So a trial test phase was required to choose
the right cell. Although the more recent units (i.e., GRU [432], UGRNN [434],
and NAS [435]) have obtained higher scores on single affective categories, such as
concentrated and defeated, the LSTM was chosen since able to achieve the best
overall average percentage. Notice that training the system on the specified hardware
requires roughly 12 hours to complete 1500 epochs (i.e., 30s per epoch). Moreover,
given an input video sequence, the stated configurations can output a prediction in
1.1s, on average (i.e., real-time during test mode).

Model and Feature Analysis A key aspect of the proposed method was the
feature selection. The description of several feature sets, tested out to find the most
effective combination, is reported below:

M0: this set is represented by a vector of 277 entries, which includes all the temporal
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Model Features C T F D
B2 M0 67.78% 62.86% 15.00% 62.00%
B1 M1 72,23% 62.86% 20.00% 62.00%
B1 R0 70.00% 62.86% 20.00% 60.00%
B1 R1 72,23% 65.71% 20.00% 64.00%
B1 R0+M1 75.56% 65.71% 30.00% 64.00%
B1 R1+M1 76.67% 65.71% 20.00% 64.00%

B1 + B2 R0+M1, M0 77.78% 68.57% 30.00% 64.00%
B1 + B2 R1+M1, M0 78.89% 68.57% 35.00% 68.00%

Table 3.26. Experimental results for each UCLIC dataset class, using the 10-fold cross
validation protocol, obtained employing the first branch B1 (based on the stacked LSTM),
the second branch B2 (based on the MLP), and the whole network, while varying the
introduced features sets.

global features. In particular, 61 entries are related to the introduced meta-
features, while the remaining 216 entries represent the average X, Y, and Z
values of classical features (i.e., velocity, acceleration, snap, and jerk), computed
over the 18 body joints;

M1: this set is composed of 331 features vectors of length 101. The size of each
vector is defined by the 50 preceding and subsequent frames, with respect to
the analysed key posture. This window size was chosen to ease the computation
of the model, as well as to avoid representing movements that happen too far
in time from a selected posture. In particular, this feature set is composed
of three vectors groups of sizes 61, 216, and 54, representing, meta-features,
classical-features, and 3D joints positions, respectively;

R0: this set is represented by the raw 3D Euler joint rotation angles of all the body
joints, stored in the UCLIC dataset. This set of rotations uses the same time
window of M1 (i.e., 101 rotation frames);

R1: this set represents the R0 features normalized in [0, 1] taking into account the
joint movement range. This set of rotations uses the same time window of M1.

The obtained results, shown in Tab. 3.26, highlight how the simultaneous use of
the two branches is more effective with respect to the single branches. This behaviour
is easily explained since first, local and global representations of movements are
not redundant, and second, by using both branches (i.e., temporal local and global
features), the model can use both summarized and detailed information of a motion
to describe an emotion in a complementary way. Moreover, tests emphasize a
better classification of the concentrated, frustrated, and defeated affects whenever
the normalized rotations are considered inside the temporal local features on both
single LSTM branch and full architecture. This outcome is due to the fact that,
thanks to smoother values (i.e., [0, 1] normalized rotations), the LSTM can better
handle body posture motions in the time evolution scenario. Another key aspect,
again backed-up by Tab. 3.26, is the relevance of time-based information. It should
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Figure 3.61. Body motion comparison between concentrated and triumphant affects on

the 101 analysed time window.

be noted that, all the LSTM based models exceed the MLP performance, which
does not consider a detailed motion information but only its overview. A rationale
behind this behaviour can be attributed, for example, to the speed variations on
the human joint configuration depending on the current affective state. Indeed, as
shown in Fig. 3.61, a comparison between triumphant and concentrated affects can
be considered, where the former causes the human subject to perform more dynamic
movements, while the latter leads to a more static motion sequence. Finally, an
overview of the system classification performance, over the UCLIC dataset, is shown
in Fig. 3.62. As expected, most of the results lie on the confusion matrix diagonal.
The misclassified samples are usually associated with the concentrated class, due to
human observers that use this affect as the neutral one in the referenced dataset.
During the training step, the network learns this pattern and, following the human
behaviour, uses the concentrated category as the default one. Furthermore, the
frustrated affect has the highest misclassification rates since, in the UCLIC dataset,
there are only 5 samples associated to this emotion. Indeed, as can be observed in
Fig. 3.63, the identified key postures differ from one another, resulting in a large
intra-class difference that does not allow the system to easily generalize this emotion
characteristics.

To conclude the model analysis, in Fig. 3.64 are shown three sampled sequences,
where the top and central row represent the frustrated emotion, while the bottom
row shows the concentrated affect. The proposed model is able to correctly classify
the first and third sequence while, for the second one, there is a misclassification
indicating the emotion as concentrated. The correct classification for the first sample
is feasible since the model is able to grasp the sudden movement (e.g., via the smooth-
jerk feature) and low symmetry of the body, which can be often seen in a frustrated
person. Regarding the correct classification of the third sample, the model can
correctly represent the low body movement and its high symmetry, which can usually
be observed in a person focusing on a given task. Finally, concerning the second



3.4 High-Level Processing in Neural Models 167

C T F D

C
T

F
D

95 17 0 8

7 21 0 2

3 0 4 3

10 0 3 27

0

20

40

60

80

Figure 3.62. Confusion matrix of the proposed solution according to the affect set in the
UCLIC dataset over a 10-fold cross validation run. The horizontal and vertical axes of
the matrix denote predictions and ground truth, respectively.

misclassified sample, the error is caused since first, there are few examples for this
affect and, second, the sequence shows various characteristics of the concentrated
emotion (e.g., high legs and arms symmetry, low values for features analysing
motions). This second sequence can be easily misclassified, even where there are
cues like the backward tilting head and the upward symmetry of the hands.

Data Augmentation A common issue that afflicts numerous datasets is the low
number of labelled samples. In particular, the UCLIC dataset suffers this aspect,
as observable by the class related to the frustrated affect, thus making the correct
classification by automated systems a hard task. To overcome this problem, an
automatic data augmentation procedure was used with the aim to increase the
number of samples and to obtain a uniform distribution of data among the various
emotion categories. The conceived procedure was designed as follows: starting
from the original 3D skeleton joint rotation sequences of the UCLIC dataset, noise
was applied to frames near the labelled key postures, following a uniform Gaussian
distribution with low standard deviation (i.e., ±5◦ per axis angle), thus generating
new joint rotation sequences. This new motion data was then normalized to avoid
meaningless rotations, which are, normally, either unfeasible or extremely rare (e.g.,
an head turned backwards, or an hyper-extended elbow) to be used inside the dataset.

With this simple approach the procedure was able to generate synthetic data
sequences that are consistent with the real data, thus achieving a uniform distribution
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Figure 3.63. All UCLIC dataset frustrated affect key postures. Each sample is substantially
different from the other ones.

Type of Dataset Features C T F D

Base

R0 70.00% 62.86% 20.00% 60.00%
R1 72.23% 65.71% 20.00% 64.00%

R0+M1, M0 77.78% 68.57% 30.00% 64.00%
R1+M1, M0 78.89% 68.57% 35.00% 68.00%

Augmented

R0 73.28% 67.59% 10.00% 61.00%
R1 74.95% 67.82% 20.00% 61.25%

R0+M1, M0 76.67% 79.05% 50.84% 67.00%
R1+M1, M0 82.22% 80.95% 51.67% 70.00%

Table 3.27. Experimental result comparison, for each UCLIC dataset class, among the
various proposed network models, with or without the augmented data, using the 10-fold
cross validation protocol.

of samples among the four emotion categories and reaching 250 samples instead of
being limited to 103. To avoid an over-fitting scenario and wrong recognition rates
due to similar samples being wrongly distributed in both training and test sets, the
synthetic sequences were placed in the same set of the original sample they were
generated from. If an original sample is contained in the test set, during the 10-fold
cross validation approach, its associated forged sequences are not considered for
either the training nor the test sets. In Tab. 3.27 the results using the augmented
data are reported.

Models trained on the synthetic sequences easily outperform their counterparts
trained on the original dataset. These improvements also affect the more challenging
frustrated set, clearly demonstrating that having more real samples would improve
the classification rates, especially with our proposed network. Indeed, this augmented
model, can also correctly classify the second sequence of Fig. 3.64, since, thanks to
having more samples in the training set, the model is able to grasp other cues of the
motion such as the upward hands symmetry and backward tilting head.

Comparisons The proposed method is compared to the current literature in
non-acted body affect recognition. The results, obtained following the same protocol
in [400] (i.e., 10-fold cross validation average) on the UCLIC dataset, and shown
in Tab. 3.28, highlight how our method exceeds the pioneer work of Kleinsmith
et al. [400] in the classification of each class. Especially in the recognition of
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Figure 3.64. UCLIC dataset affect examples. Top and center rows show the frustrated

emotion, while bottom row represents the concentrated affect.

the frustrated affect, that represents one of the major challenges offered by this
dataset, the accuracy is greatly increased. What is more, the introduced system
also has a sensibly lower standard deviation with respect to [400], indicating that
the proposed approach is able to better generalize over the available affects. Indeed,
our system is able to obtain improved performances thanks to the adopted multi-
branch architecture, which can fully leverage both local and global temporal features.
Consequently, the model can better associate body movements to affects due to its
fine-grained (i.e., local via LSTM) and coarse (i.e., global via MLP) description of
the motion. Finally, our solution is in line with respect to the reported human base
rate, even for a difficult affect such as the frustrated one.

In Tab. 3.29 the overall results based on the average of the accuracy rates,
obtained on each class, are shown. One of the competitors does not consider the
accuracy related to the frustrated class, this is due to the protocol used in [401]
that excludes this class because of the small number of samples. Even if we do
not consider these overall values useful to understand the actual performance of a
method, we have reported them to perform a comparison with [401]. It should be
noted that, even using this measure, our system achieves the best results, especially
when considering the model trained on augmented data. Indeed, this model is able
to achieve accuracy increases of roughly 12%, even when analysing all of four affects.

The excellent results obtained on the UCLIC dataset are very encouraging,
although the few samples contained in the dataset do not allow us to fully demonstrate
the generalization power of our model. The absence of other large body affect
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recognition datasets, has thus led us to test the generalization capabilities of our
model on a challenging action recognition dataset: the NTU-RGB-D [436]. This
dataset contains 60 action classes spanning over 56880 video samples. Moreover,
different representations are available for each sample in the dataset, comprising 3D
skeletal data which allows to use all of the features as well as the model proposed in
this paper. In accordance with [436], both cross-subject and across-view protocols
were used in the experiments, obtaining a classification accuracy of 69.5% and 79.8%,
respectively. Moreover, while not reported, most classification errors are closely
related to classes describing hand movements. The reason behind this outcome lies in
the introduced meta-feature themselves, which, in this work, do not handle detailed
hand movements. This is a consequence of the BVH format using only a single joint
to represent the hand, in contrast with the NTU-RGB-D dataset where 3 joints
are used to portray the hands. Despite this, our results still exceed several state-
of-the-art methods exclusively focused on action recognition, thus demonstrating
how the proposed method can generalize and work properly even on different body
movement tasks.

system C T F D
human base rate 57.00% 64.00% 39.00% 61.00%
Kleinsmith et al. [400] 65.30% ± 19.0% 61.90% ± 15.8% 16.00% ± 18.8% 64.70% ± 16.0%
ours 78.89% ± 5.56% 68.57% ± 6.55% 35.00% ± 15.0% 68.00% ± 7.27%

Table 3.28. Experimental comparisons on the UCLIC dataset using the 10-fold cross
validation protocol. Accuracies and standard deviations are reported for the four affects
where C = concentrating, T = triumphant, F = frustrated, D = defeated.

system NoFrustrated Overall
Garber et al. [401] 66.50% -
Kleinsmith et al. [400] 66.33% 59.22%
ours LSTM R1+M1 68.80% 56.60%
ours Full R1+M1, M0 71.82% 62.61%
ours Augmented 77.72% 71.21%

Table 3.29. Experimental comparisons on the UCLIC dataset with and without the
frustrated class based on the overall accuracy.

3.4.1.12 Conclusion

In this paper, an original combination of local and global temporal features is used,
with a custom deep neural network architecture, to realize an original non-acted body
affect recognition method. An exhaustive experimental phase was performed on the
only benchmark dataset available in the current literature. The obtained results
have shown how the proposed solution outperforms key works in this topic, thus
demonstrating how time based features can improve the classification performance
with respect to the analysis of postures. As future developments, we are currently
planning on several strategies. First, an investigation of new feasible features so
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that an in-depth pattern localization analysis can be performed; formally studying
whether or not specific movements can generally be associated to a given emotion.
Second, an enhancement of the UCLIC dataset so that both new affect classes can
be introduced, and old ones refined (e.g., identify more key postures, especially for
the frustrated class), consequently allowing to make use of other testing procedures
such as the Leave-One-Subject-Out (LOSO). Finally, an exploration of different
approaches based on transfer learning techniques and on generative models, e.g.,
Generative Adversarial Networks (GANs); where the former can be employed to
evaluate automatic feature generation, while the latter can be used to produce more
realistic synthetic data, thus reducing the intrinsic complexity of a non-acted affect
dataset acquisition.

3.4.2 Case Study: Meta-Feature Hashing

Person re-identification is concerned with matching people across disjointed camera
views at different places and different time instants. This task results of great
interest in computer vision, especially in video surveillance applications where the
re-identification and tracking of persons are required on uncontrolled crowded spaces
and after long time periods. The latter aspects are responsible for most of the
current unsolved problems of person re-identification, in fact, the presence of many
people in a location as well as the passing of hours or days give arise to important
visual appearance changes of people, for example, clothes, lighting, and occlusions;
thus making person re-identification a very hard task. In this paper, for the first
time in the state-of-the-art, a meta-feature based Long Short-Term Memory (LSTM)
hashing model for person re-identification is presented. Starting from 2D skeletons
extracted from RGB video streams, the proposed method computes a set of novel
meta-features based on movement, gait, and bone proportions. These features are
analysed by a network composed of a single LSTM layer and two dense layers. The
first layer is used to create a pattern of the person’s identity, then, the seconds
are used to generate a bodyprint hash through binary coding. The effectiveness of
the proposed method is tested on three challenging datasets, that is, iLIDS-VID,
PRID 2011, and MARS. In particular, the reported results show that the proposed
method, which is not based on visual appearance of people, is fully competitive with
respect to other methods based on visual features. In addition, thanks to its skeleton
model abstraction, the method results to be a concrete contribute to address open
problems, such as long-term re-identification and severe illumination changes, which
tend to heavily influence the visual appearance of persons.

3.4.2.1 Introduction

Last years have seen the design of increasingly advanced computer vision algorithms
to support a wide range of critical tasks in a plethora of application areas. These
algorithms often have the responsibility of taking determining decisions in issues
where failure would lead to serious consequences. In References [437, 166, 438],
for example, vision-based systems are used for inspection of pipeline infrastructures.
In particular, in the first work, the authors presented a method for subsea pipeline
corrosion estimation by using colour information of corroded pipes. To manage
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the degraded underwater images, the authors developed ad-hoc pre-processing
algorithms for image restoration and enhancement. Differently, in the second
and third work, the authors focused on large infrastructures, such as sewers and
waterworks. Both works proposed an anomaly detector based on unsupervised
machine learning techniques, which, unlike other competitors in this specific field, do
not require annotated samples for training the detection models. Correct evaluations
by the algorithms reported above can provide countless advantages in terms of
maintenance and hazard determination. Even in hand and body rehabilitation,
as shown in References [439, 2, 113], last few years have seen the proliferation of vision-
based systems able to provide measurements and predictions about the recovery
degree of lost skills by patients affected with strokes and degenerative diseases.
The first work focused on a hand skeleton model together with pose estimation
and tracking algorithms both to determine palm and fingers pose estimation and
to track their movements during a rehabilitation exercise. Similarly, but using a
body skeleton model, the second and third work used a customized long short term
memory (LSTM) model to analyze movements and limitations of patients’ body,
treating a full body rehabilitation exercise like a long action over time. Hand and
body skeleton models, in addition to allowing the transposition of patients’ virtual
avatars into immersive environments, also allow therapists to better detect joints
that require of more exercises, thus optimizing and customizing the recovery task.

Without doubt, one of the application areas in which computer vision has had
more impact, in the last ten years, is the active video surveillance, that is, those
automatic systems able to replace human operators in complex tasks, such as intru-
sion detection [440, 441], event recognition [442, 443], target identification [96, 444],
and many others. In References [445], for example, the authors proposed a reinforce-
ment learning approach to train a deep neural network to find optimal patrolling
strategies for Unmanned Aerial Vehicles (UAVs) visual coverage tasks. Unlike other
works in this application area, their method explicitly considers different coverage
requirements expressed as relevance maps. References [141, 146, 161], instead, even
if use pixel-based computer vision techniques, that is, low level processing, are able
to achieve remarkable results in terms of novelty recognition and change detection,
thus providing a step forward in the field of aerial monitoring. Moving to stationary
and Pan–Tilt–Zoom (PTZ) cameras, very recent works, as that reported in Reference
[446], shown that, even in challenging application fields, robust systems can be imple-
mented and applied, for security contexts, in everyday life. In particular, the authors
proposed a continuous-learning framework for context-aware activity recognition
from unlabelled video. In their innovative approach, the authors formulated an
information-theoretic active learning technique that utilizes contextual information
among activities and objects. Other interesting current examples are presented
in References [447, 448]. In the first, a novel end-to-end partially supervised deep
learning approach for video anomaly detection and localization using only normal
samples is presented. Instead, in the second, the authors propose an abnormal event
detection hybrid modulation method via feature expectation subgraph calibrating
classification in video surveillance scenes. Both works proven to provide remarkable
results in terms of robustness and accuracy.

Active surveillance systems, in real contexts, are composed of different algo-
rithms, each of which collaborates with the others for the achievement of a specific
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target. For example, algorithms for separating background from foreground, for
example, References [85, 87, 449], are often used, as pre-processing stage, both to
detect the objects of interest in the scene and to have a reference model of the
background and its variations over time. Another example are the tracking algo-
rithms, for example, Reference [450, 443], which are used to analyze moving objects.
Among these collaborative algorithms, person re-identification ones, for example, Ref-
erences [34, 451], play a key role, especially in security, protection, and prevention
areas. In fact, being able to identify a person’s identity and being able to verify the
presence of that person in other locations hours or even weeks before is a fundamental
step for the areas reported above. Anyway, despite the efforts of many computer
vision researchers in this application area, person re-identification task still presents
several problems largely unsolved. Most of the person re-identification methods,
in fact, are based on visual features extracted from images to model a person’s
appearance [452, 453]. This leads to a first class of problems since, as known, visual
features have many weaknesses, including illumination changes, shadows, direction
of light, and many others. Another class of problems regards the background clut-
ter [454, 455] and occlusions [456, 457], which tend, in uncontrolled environments,
to lower system performances in term of accuracy. A final class of problems, very
important from a practical point of view, is referred to the long-term re-identification
and camouflage [458, 459]. Many systems, based totally or in part on visual features,
are not able to re-identify persons under the two issues reported above, thus making
the use of these systems limited in real contexts.

In this paper, a meta-feature based LSTM hashing model for person re-identification
is presented. The proposed method takes inspiration from some of our recent experi-
ences in using 2D/3D skeleton based features and LSTM models to recognize hand
gestures [342], body actions [77], and body affects [107] in long video sequences.
Unlike these, the 2D skeleton model, in this paper, is used to generate biometric
features referred to movement, gait, and bone proportions of the body. Compared
to the current literature, beyond the originality of the overall pipeline and features,
the proposed method presents several novelties suitably studied to address, at least
in part, the classes of problems reported above, especially in uncontrolled and
crowded environments. First, the method is fully based on features extracted from
2D skeleton models present in a scene. The algorithm used to extract the models,
reported in Reference [460], is proven to be highly reliable in terms of accuracy,
even for multi-person estimation. The algorithm uses each input image only to
produce the 2D locations of anatomical keypoints for each person in the image. This
means that all the aspects, for example, illumination changes, direction of light,
and many others, that can influence the re-identification by systems based on visual
appearance of people, can, in the proposed method, be overlooked since the images
are only used to generate 2D skeletons. Second, the proposed pipeline does not use
visual features, but only features derived by analysing the 2D skeleton joints. These
features, through the use of the LSTM model, are designed to catch both dynamic
correlations of different body parts during movements and gaits as well as bone
proportions of relevant body parts. The term meta-features was born from the fact
that our features are hence conceived to generalize the body in terms of movements,
gaits, and proportions. Thanks to this abstraction, long-term re-identification and
some kinds of camouflages can be better managed. Third, thanks to the two final
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layers of the proposed network, which implement the bodyprint hash through binary
coding, the representative space of our method can be considered uncountable,
thus providing a tool to potentially label each and every human being in the world.
The proposed method was tested on three challenging datasets designed for person-
re-identification in video sequences,that is, iLIDS-VID [461], Person Re-ID (PRID)
2011 [462], and Motion Analysis and Re-identification Set (MARS) [463], showing
remarkable results, compared with key works of the current literature, in terms of
re-identification rank. Summarizing, the contributions of the paper with respect to
both the present open issues and the current state-of-the-art in terms of pipelines
and models can be outlined as follows:

• Concerning the present person re-identification field open issues, the proposed
method, which is not based on visual appearance, can be considered a concrete
support in uncontrolled crowded spaces, especially in long-term re-identification
where people, usually, change clothes and some aspects of their visual appear-
ance over time. In addition, the use of RGB cameras allows the method
to be used in both indoor and outdoor environments; overcoming, thanks
to the use of 2D skeletons, well-known problems related to scene analysis,
including illumination changes, shadows, direction of light, background clutter,
and occlusions.

• Regarding the overall pipeline and model, the approach proposed in this paper
presents different novelties. First, even if some features are inspired by selected
works of the current literature in recognizing hand gestures, body actions,
and body affects; other features are completely new as also is their joint utilize.
Second, for the first time in the literature, an LSTM hashing model for person
re-identification is used. This model was conceived not only to exploit the
dynamic patterns of the body movements, but also to provide, via the last two
layers, a mechanism by which to provide a labelling approach for millions of
people thanks to binary coding properties.

The rest of the paper is structured as follows. In Section 3.4.2.2, a concise
literature review focused on person re-identification methods based on video sequences
processing is presented. In Section 3.4.2.3, the entire methodology is described,
including the proposed LSTM hashing model and meta-features. In Section 3.4.2.4,
three benchmark datasets and comparative results with other literature works,
are reported. Finally, Section 3.4.2.5 concludes the paper.

3.4.2.2 Related Work

In this section, selected works that treat person re-identification task on the basis of
video sequences by deep learning techniques are presented and discussed. The same
works are then reported in the experimental tests, that is, Section 3.4.2.4, for a full
comparison.

A first remarkable work is reported in Reference [463], where the authors, first
and foremost, introduced the Motion Analysis and Re-identification Set (MARS)
dataset, a very large collection of challenging video sequences that, moreover, were
also used for part of the experimental tests in the present paper. Beyond the
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dataset, the authors also reported an extensive evaluation of the state-of-the-art
methods, including a customized one based on Convolutional Neural Networks
(CNNs). The latter, supported by the Cross-view Quadratic Discriminant Analysis
(XQDA) metric learning scheme [464] on iLIDS-VID and PRID 2011 datasets,
and by Multiple Query (MQ), only on the MARS dataset, shown to outperform
several competitive approaches, thus demonstrating a good generalization ability.
The work proposed in Reference [465], instead, adopts a Recurrent Neural Network
(RNN) architecture in which features are extracted from each frame by using a CNN.
The latter incorporates a recurrent final layer that allows information to flow between
time-steps. To provide an overall appearance feature for the complete sequence,
the features, from all time-steps, are then combined by using temporal pooling.
The authors conduced experiments on iLIDS-VID and PRID-2011 datasets, obtaining,
on both, very significant results. Other two competitors, of the work proposed in this
paper, are described in References [466, 467]. In the first, the authors presented an
end-to-end deep neural network architecture, which integrates a temporal attention
model to selectively focus on the discriminative frames and a spatial recurrent model
to exploit the contextual information when measuring the similarity. In the second,
the authors described a deep architecture with jointly attentive spatial-temporal
pooling, enabling a joint learning of the representations of the inputs as well as
their similarity measurement. Their method extends the standard RNN-CNNs by
decomposing pooling into two steps—a spatial-pooling on feature map from CNN
and an attentive temporal-pooling on the output of RNN. Both works were tested on
iLIDS-VID, PRID 2011, and MARS, obtaining outstanding results compared with
different works of the current literature. The authors of Reference [468] proposed
a method for extracting a global representation of subjects through the several
frames composing a video. In particular, the method attends human body part
appearance and motion simultaneously and aggregates the extracted features via the
vector of locally aggregated descriptors (VLAD) [469] aggregator. By considering
the adversarial learning approach, in Reference [470] the authors presented a deep
few-shot adversarial learning to produce effective video representations for video-
based person re-identification, using few labelled training paired videos. In detail,
the method is based on Variational Recurrent Neural Networks (VRNNs) [471],
which can capture temporal dynamics by mapping video sequences into latent
variables. Another approach is to consider the walking cycle of the subjects, such
as the one presented in Reference [472], where the authors proposed a super-pixel
tracking method for extracting motion information, used to select the best walking
cycle through an unsupervised method. A last competitor is reported in Reference
[473], where a deep attention based Siamese model to jointly learn spatio-temporal
expressive video representations and similarity metrics is presented. In their approach,
the authors embed visual attention into convolutional activations from local regions
to dynamically encode spatial context priors and capture the relevant patterns for
the propagation through the network. Also this work was compared on the three
mentioned benchmark datasets, showing remarkable results.
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Figure 3.65. Long short term memory (LSTM) bodyprint hashing architecture scheme.

3.4.2.3 Methodology: LSTM Hashing Model and Meta-Features

In this section, the proposed architecture for person re-identification, based on
skeleton meta-features derived from RGB videos and bodyprint LSTM hashing, is
presented. A scheme summarizing the architecture is shown in Figure 3.65. In detail,
starting from an RGB video, the OpenPose [460] library is first used to obtain
skeleton joints positions. This representation is then fed to the feature extraction
module, where meta-features analysing movements both locally (i.e., in a frame-by-
frame fashion) and globally (e.g., averaging over the whole motion) are generated,
fully characterizing a person. Subsequently, meta-features are given as input to
the bodyprint LSTM hashing module. In this last component, local meta-features
are first analysed via a single LSTM layer. The LSTM representation of local
meta-features is then concatenated to global meta-features and finally fed to two
dense layers, so that a bodyprint hash is generated through binary coding.

Skeleton Joint Generation The first and foremost step, for a video-based person
re-identification system using skeleton information, is a skeleton joint generation
phase. At this stage, the well-known OpenPose library is exploited so that the main
joints of a human skeleton can be extracted from RGB video sequences. In detail, this
library leverages a multi-stage CNN so that limbs Part Affinity Fields (PAFs), a set
of 2D vector fields encoding location and orientation of limbs over the image domain,
are generated. By exploiting these fields, OpenPose is able to produce accurate
skeletons from RGB frames and track them inside RGB videos. The extensive
list of skeleton joints, representing body-foot position estimations, is depicted in
Figure 3.66. As can be seen, up to 25 joints are described for a skeleton, where a
joint is defined by its (x, y) coordinates inside the RGB frame. The identified joints
correspond to—nose (0), neck (1), right/left shoulder, elbow, wrist (2–7), hips middle
point (8), right/left hip, knee, ankle, eye, ear, big toe, small toes, and heel (9–24).
While joint positions alone do not provide useful information, due to their strict
correlation to the video they are extracted from, they can still be used to generate a
detailed description of body movements, via the feature extraction module.

Feature Extraction In this module, skeleton joint positions identified via Open-
Pose are used to generate a detailed description of full-body movements. Skeleton
joint positions can be exploited to produce meaningful features able to describe,
for example, gait, using the lower half of the body as shown by several gait re-
identification works [474, 475], or body emotions, leveraging features extracted from
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Figure 3.66. OpenPose body-foot keypoint schematic.

both lower and upper body halves [107]. Motivated by the encouraging results
already obtained via hand-crafted skeleton features in References [342, 77, 107], two
meta-feature groups built from skeleton joint positions are proposed in this work
to analyze the whole body: local and global meta-features defined MFl and MFg,
respectively.

Concerning the MFl set, a frame-by-frame analysis of body movements is provided
via the upper and lower body openness, frontal and sideways head tilt, lower, upper,
head, and composite body wobble, left and right limbs relative positions, cross-limb
distance and ratio, head, arms, and legs location of activity, as well as lower, upper,
and full-body convex triangulation meta-features, for a total of 21 local descriptors
per frame. Through these features, gait cues and relevant changes associated to the
entire body structure can be captured as they happen.

Regarding the MFg group, a condensed description of body characteristics and
movements is specified via the head, arms, and legs relative movement, limp, as well
as feet, legs, chest, arms, and head bones extension meta-features, for a total of 19
global descriptors. Through these features, bias towards specific body parts, which
might become apparent during a walk, and detailed body conformations, describing
possible limb length discrepancy, for example, can be depicted.

Body Openness Body Openness (BO) is employed as devised in a previous
study [107]. This meta-feature can describe both lower and upper body openness,
defined BOl and BOu, respectively. The former, is computed using the ratio between
the ankles-hips distance, and left/right knees distance; indicating whether a person
has an open lower body (i.e., open legs) or has bent legs. Similarly, BOu is calculated
utilising the ratio between left/right elbows distance, and the neck-hips distance,
thus capturing a broaden out chest. Intuitively, low BOl values depict bent legs,
corresponding to a crouched position; mid-range BOl values correspond to straight
yet open legs; while high BOl values denote straight but closed legs (i.e., standing
position). Comparably, low BOu values indicate a broaden out chest; mid-range
BOu values correspond to straight arms and torso; while high BOu values depict
open elbows and bent torso. Formally, given a video sequence S, these quantities
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are computed for each frame f ∈ S as follows:

BOl = d(hipmiddle, anklesavg)
d(kneeleft, kneeright)

, (3.97)

BOu = d(neck, hipmiddle)
d(elbowleft, elbowright)

, (3.98)

where d(·, ·) is the Euclidean distance; hipmiddle, kneeleft, kneeright, neck, elbowleft,
and elbowright, correspond to OpenPose joints 8, 13, 10, 1, 6, and 3, respectively;
while anklesavg indicates the average (x, y) ankles position, that is, OpenPose joints
11 and 14. Summarizing, BO is a local meta-feature (i.e., BO ∈MFl) describing 2
quantities, that is, lower and upper body half openness.

Head Tilt Head Tilt (HT ) reports the degree of frontal and sideways head tilt,
defined HTfr and HTs, respectively. The former, is calculated exploiting the angle
between the neck-hips and nose-neck axes. The latter, is computed using the angle
between the nose-neck and left-right eye axes. Intuitively, for positive HTfr values,
the head is facing downward, while for negative values the head is facing upward.
Similarly, for positive HTs values the head is tilted to the right side, while for
negative values there is a tilt to the left side. Formally, given a video sequence S,
these measures are calculated for each frame f ∈ S as follows:

HTfr = mnose−neck −mneck−hipmiddle

1 + mneck−hipmiddle
∗mnose−neck

, (3.99)

HTs =
meyeleft−eyeright

−mnose−neck

1 + mnose−neck ∗meyeleft−eyeright

, (3.100)

where nose, neck, hipmiddle, eyeleft, and eyeright, represent the OpenPose joints 0,
1, 8, 16, 15, respectively; while the slope m of a given axis is computed using:

m = tan θ = y2 − y1
x2 − x1

, (3.101)

where x and y indicate the joint coordinates used to compute the various axes.
Summarizing, HT is a local meta-feature (i.e., HT ∈MFl) indicating 2 measures,
that is, frontal and sideways head tilt.

Body Wobble Body Wobble (BW ) describes whether a person has an unsteady
head, upper or lower body part, defined BWh, BWu and BWl measures, respectively.
Moreover, this meta-feature is employed to also indicate the composite wobbling
degree of a person, designated as BWc, by accounting for the head, upper and lower
halves of the body when computing this quantity. Similarly to HT , the angles
between the neck-hips axis and either the left-right eye, shoulder, or hip axes,
are exploited to compute these values. Moreover, the composite body wobble is
computed by averaging the absolute values of head, upper and lower body wobble,
to depict the general degree of body wobble. Intuitively, BWh, BWu and BWl

describe toward which direction the corresponding body part is wobbling during
a motion, while BWc characterizes the movement by capturing possible peculiar
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walks (e.g., a drunk person usually wobbles more than a sober one). Formally, given
a video sequence S, BWh, BWu and BWl are computed for each frame f ∈ S as
follows:

BWh =
meyeleft−eyeright

−mneck−hipmiddle

1 + mneck−hipmiddle
∗meyeleft−eyeright

, (3.102)

BWu =
mshoulderleft−shoulderright

−mneck−hipmiddle

1 + mneck−hipmiddle
∗mshoulderleft−shoulderright

, (3.103)

BWl =
mhipleft−hipright

−mneck−hipmiddle

1 + mneck−hipmiddle
∗mhipleft−hipright

, (3.104)

where eyeleft, eyeright, neck, hipmiddle, shoulderleft, shoulderright, hipleft, and hipright,
indicate the OpenPose joints 16, 15, 1, 8, 5, 2, 12, and 9, respectively. Finally,
the composite body wobble BWc is derived by the other body wobble meta-features
as follows:

BWc = |BWh|+ |BWu|+ |BWl|
3 . (3.105)

Summarizing, BW is a local meta-feature (i.e., BW ∈MFl) denoting 4 values,
that is, lower, upper, head, and composite body wobble.

Limbs Relative Position Limbs Relative Position (LRP ) indicates the opposing
arm and leg relative position with respect to the neck-hips axis (i.e., a vertical
axis). This meta-feature is defined for left arm/right leg and right arm/left leg pairs,
named LRPlr and LRPrl, respectively. Intuitively, an arm and the opposing leg tend
to be synchronised when walking, and oscillate together. Thus, by computing the
difference between opposing limbs and the vertical neck-hips axis (i.e., their relative
position), it is possible to describe whether the synchronous oscillation is happening
or not. Formally, given a video sequence S, relative positions are computed for each
frame f ∈ S as follows:

LRPlr = ∆relative distance(neck, hips, armleftavg , legrightavg )
= distance(neck, hips, armleftavg )− distance(neck, hips, legrightavg )

=
|(necky − hipsy)armleftavgx

− (neckx − hipsx)armleftavgy
|√

(necky − hipsy)2 + (neckx − hipsx)2

−
|(necky − hipsy)legrightavgx

− (neckx − hipsx)legrightavgy
|√

(necky − hipsy)2 + (neckx − hipsx)2
,

(3.106)

LRPrl = ∆relative distance(neck, hips, armrightavg , legleftavg )
= distance(neck, hips, armrightavg )− distance(neck, hips, legleftavg )

=
|(necky − hipsy)armrightavgx

− (neckx − hipsx)armrightavgy
|√

(necky − hipsy)2 + (neckx − hipsx)2

−
|(necky − hipsy)legleftavgx

− (neckx − hipsx)legleftavgy
|√

(necky − hipsy)2 + (neckx − hipsx)2
,

(3.107)
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where neck and hips correspond to OpenPose joints 1, and 8, respectively; while
armleftavg , armrightavg , legleftavg , and legrightavg are the average (x, y) positions of
left arm, right arm, left leg, and right leg, computed using joints (5, 6, 7), (2, 3, 4),
(12, 13, 14), and (9, 10, 11), respectively. Summarizing, LRP is a local meta-feature
(i.e., LRP ∈ MFl) depicting 2 measures, that is, left/right and right/left arm-leg
relative position.

Cross-Limb Distance and Ratio Cross-Limb Distance Ratio (CLDR) denotes
the cross distance between left arm/right leg and right arm/left leg pairs, as well as
their ratio, defined CLDRlr, CLDRrl, and CLDRr, respectively. Similarly to the
LRP meta-feature, CLDR represents the synchronised oscillation of opposite limbs,
although using only the average limbs position and their ratio instead of a reference
axis. Intuitively, low CLDRrl, and CLDRrl distances indicate a synchronous
cross-limb oscillation; while high values denote an irregular movement. Concerning
CLDRr, the closer its value is to 1, the more synchronised is the oscillation. Indeed,
through these meta-features, possible peculiar movements can be grasped during
a motion. For example, arms held behind the back while walking would result
in low synchronous oscillation, and could be captured via low CLDRlr, CLDRrl,
and CLDRr values. Formally, given a video sequence S, cross-limb distances are
computed for each frame f ∈ S as follows:

CLDRlr = d(armleftavg , legrightavg ), (3.108)

CLDRrl = d(armrightavg , legleftavg ), (3.109)

where d(·, ·) is the Euclidean distance; while armleftavg , armrightavg , legleftavg ,
and legrightavg are the average (x, y) positions of left arm, right arm, left leg, and right
leg, computed using joints (5, 6, 7), (2, 3, 4), (12, 13, 14), and (9, 10, 11), respec-
tively. Finally, CLDRr, that is, the cross-limb distance ratio, is calculated using the
following equation:

CLDRr = 1
1 + CLDRlr − CLDRrl

. (3.110)

Summarizing, CLDR is a local meta-feature (i.e., CLDR ∈MFl) describing 3
values, that is, left/right, right/left arm-leg cross limb relative position as well as
their ratio.

Location of Activity Location of Activity (LOA) quantifies movement of each
body component, and is computed for the head, left/right arms and legs, defined
LOAh, LOAal, LOAar, LOAll, and LOAlr, respectively. Intuitively, these meta-
features analyse two consecutive frames to capture position changes, and directly
measure the movement of a given component, so that they can determine which
part is being moved the most during the motion. For example, a person with arms
flailing about, would result in high LOAal and LOAar values. Formally, given a
video sequence S, the set of components to be analysed C = {h, al, ar, ll, lr},
and the set containing all joints of a given body part Jc, c ∈ C, the various LOCc
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are computed for each pair of consecutive frames f, f ′ ∈ S as follows:

LOAc,f,f ′ = ∆cf,f ′ =
∑
j∈Jc

d(jf , jf ′)
|Jc|

, (3.111)

where c ∈ C = {h, al, ar, ll, lr} and h, al, ar, ll, lr correspond to head, armleft,
armright, legleft, and legright components, composed by joints (0, 1, 15, 16, 17, 18),
(5, 6, 7), (2, 3, 4), (12, 13, 14), and (9, 10, 11), respectively; while d(·, ·) is the
Euclidean distance. Summarizing, LOA is a local meta-feature (i.e., LOA ∈MFl)
computing 5 values, that is, head, arms, and legs location of activity.

Body Convex Triangulation Body Convex Triangulation (BCT ) depicts the
center of mass distribution by analysing triangle structures built between neck
and wrists joints; middle hips and ankles joints; as well as head and feet joints.
These meta-features, defined BCTu, BCTl, and BCTf , represent the upper, lower,
and full-body mass distribution, respectively. Intuitively, by analysing the triangle
inner angles ratio difference, it is possible to describe whether a person is leaning
left, right, or has a balanced mass distribution (i.e., positive, negative, and 0 values,
respectively) in relation to the upper, lower, and full-body triangles observed during
a motion. Formally, given a triangle with vertices A, B, and C, the corresponding
angles θα, θβ, θγ are first computed as follows:

θα = cos−1
( a · b
∥a∥∥b∥

)
, (3.112)

θβ = cos−1
( c · d
∥c∥∥d∥

)
, (3.113)

θγ = 180− θα − θβ, (3.114)

where · is the dot product; ∥ ·∥ represents the vector magnitude; while a, b, c, and d,
indicate vectors −−→AB, −→AC, −−→BA, and −−→BC, respectively. Then, given a video sequence
S, the difference between the ratios of angles adjacent to the triangle base, and the
non adjacent one, is used to compute the BCTl, BCTu, and BCTf values for each
frame f ∈ S, via the following equations:

BCTl =
θankleleft

θhipsmiddle

−
θankleright

θhipsmiddle

, (3.115)

BCTu =
θwristleft

θneck
− wristright

θneck
, (3.116)

BCTf =
θheelleft

θnose
− heelright

θnose
, (3.117)

where ankleleft, ankleright, and hipsmiddle, that is, OpenPose joints 14, 11, 8,
correspond to the lower-body triangle; wristleft, wristright, and neck, that is, joints
7, 4, 1, denote the upper-body triangle; while heelleft, heelright, and nose, that
is, joints 21, 24, 0, indicate the full-body triangle. Summarizing, BCT is a local meta-
feature (i.e., BCT ∈MFl) denoting 3 quantities, that is, lower, upper, and full-body
convex triangulation.
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Relative Movement Relative Movement (RM) describes the amount of change
a given body part has with respect to the whole body, as conceived in Reference
[107]. This meta feature is computed for the head, left/right arm, and left/right
leg, defined RMh, RMal, RMar, RMll, and RMlr, respectively. Intuitively, RM first
analyses position and velocity changes for each body component, then computes the
ratio between a single body part position (or velocity) variation amount, and the
sum of position (or velocity) changes for all body components. Formally, given a
video sequence S, the set of components to be analysed C = {h, al, ar, ll, lr}, and the
set containing all joints of a given body part Jc, c ∈ C, the average change of a
component (ACc), over the entire recording S, is computed as follows:

ACc =
∑|S|−2

f=0
∑

j∈Jc

|∆(jf , jf+1)|
|Jc|

|S| − 2 , (3.118)

where c ∈ C = {h, al, ar, ll, lr} and h, al, ar, ll, lr, correspond to head, armleft,
armright, legleft, and legright components, composed by joints (0, 1, 15, 16, 17, 18),
(5, 6, 7), (2, 3, 4), (12, 13, 14), and (9, 10, 11), respectively. Finally, the RMc, c ∈ C,
is derived using the following equation:

RMc = ACc∑
c∈C ACc

. (3.119)

Summarizing, RM is a global meta-feature (i.e., RM ∈MFg) computed for both
position and velocity changes of head, arms, and legs; thus resulting in 10 distinct
values describing the entire recording S.

Limp Limp (L) denotes whether or not a leg is moved less than the other one
when walking. This meta feature is calculated using the average velocity difference
between left and right legs, over the entire video sequence. Intuitively, a limping
person generally has much lower velocity in either leg. Thus, this aspect can be
captured by exploiting L, where a limp in the right or left leg is denoted via a
negative or positive L value. Formally, given a video sequence S, the Limp L is
computed as follows:

L =
|S|−2∑
f=0

∑
j∈Jlegleft

|v(j)|
|S| − 2 −

|S|−2∑
f=0

∑
j′∈Jlegright

|v(j′)|
|S| − 2 , (3.120)

where Jlegleft
and Jlegright

represent the joint sets of left and right leg, defined by
OpenPose joints (12, 13, 14) and (9, 10, 11), respectively; while v(·) is the joint
velocity which can be easily computed using position variations and video frame per
second (FPS). Summarizing, L is a single value global meta-feature (i.e., L ∈MFg)
indicating limp over the whole video sequence S.

Bones Extension Bones Extension (BE) describes left/right foot, left/right leg,
chest, left/right arm, and head bones extension, defined BEfl, BEfr, BEll, BElr,
BEct, BEal, BEar, and BEh respectively. Intuitively, these meta-features provide
a bone size estimation by exploiting the maximum distance between the two end-
points of a bone, over the entire video sequence. Formally, given a video sequence S,
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the set of limb bones B and the sets of joints describing the bones Jb, b ∈ B; BEb is
computed as follows:

BEb =
∑

j,j′∈Jb

s.t j∼j′

max
f∈S

d(j, j′), (3.121)

where d(·, ·) is the Euclidean distance; ∼ identifies adjacent joints of a given bone;
while BEfl, BEfr, BEll, BElr, BEct , BEal, BEar, and BEh denote the left foot,
right foot, left leg, right leg, chest, left arm, right arm, and head, via OpenPose
joint sets (19, 21), (22, 24), (12, 13, 14), (9, 10, 11), (1, 8), (5, 6, 7), (2, 3, 4), (0, 1),
respectively. Summarizing, BE is global meta-feature (i.e., BE ∈ MFg) defining
bone length over feet, legs, chest, arms, and head, for a total of 8 distinct values
over the entire recording S.

Bodyprint LSTM Hashing The last step of the proposed framework, is the
construction of bodyprints through the binary coding technique. In this last module,
the set MFl is analysed through a LSTM so that time variations of local meta-
features can be fully captured. The LSTM output is then concatenated to the set
MFg, so that time-invariant body characteristics are merged together with time-
varying ones. Finally, two dense layers are employed to implement the binary coding
technique, so that a unique representation for a given person is built, ultimately
allowing re-identification of that person.

LSTM All local meta-features MFl are generated for each frame of the input video
sequence containing skeleton joint positions. While the proposed features provide
a detailed local description of the motion (i.e., for each specific frame), they do to
not account for possible time correlation between two different frames of the input
sequence. To fully exploit this information, a single layer LSTM network was chosen
due to its inherent ability to handle input sequences [402]. This network leverages
forget gates and peep-hole connections so that non relevant information is gradually
ignored, thus improving its ability to correlate both close and distant information
in a given sequence. Formally, a generic LSTM cell at time t is described by the
following equations:

it = σ(Wxixt + Whiht−1 + Wcict−1 + bi), (3.122)

ft = σ(Wxf xt + Whf ht−1 + Wcf ct−1 + bf ), (3.123)

ct = ftct−1 + it tanh(Wxcxt + Whcht−1 + Wbc), (3.124)

ot = σ(Wxoxt + Whoht−1 + Wcoct + bo), (3.125)

Wt = σt tanh(ct), (3.126)

where i, f , o, c, and h represent input gate, forget gate, output gate, cell activation,
and hidden vectors, respectively. Moreover, Wxi, Wxf , Wxo, and Wxc are weights
connecting the various components to the input, while Wci, Wcf , and Wco corre-
spond to diagonal weights for peep-hole connections. Additionally bi, bf , bo, and bc

denote the bias associated to input gate, forget gate, output gate, and cell. Finally,
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the Hadamard product is used for vector multiplication. To conclude, the LSTM
output hT , that is, the last hidden state summarizing motion characteristics of a
T -length video sequence, is concatenated to MFg, consequently producing a z vector
of size |hT |+ |MFg|, representing a body motion.

Bodyprint Hashing The body motion characterization z can be transformed
into a unique identifier via binary coding hashing, so that a bodyprint is ultimately
built and used for person re-identification. Following the approach in Reference
[476], Supervised Deep Hashing (SDH) with a relaxed loss function is exploited to
obtain a bodyprint binary code, produced by feeding the z-vector to two dense layers.
The first layer is used to merge the concatenation of global and local meta-features,
while the second one is used to obtain a binary code of dimension k. Intuitively,
through SDH, similar body descriptions should result in similar codes and vice-versa,
ultimately enabling a bodyprint to be used in re-identification since it is associated
to a specific person.

The key aspect of this SDH approach is the relaxed loss function, where the
Euclidean distance between the hash of two samples is used in conjunction with a
regularizer to relax the binary constraint. This relaxation is necessary due to the
sign function, usually used to obtain binary codes, leading to a discontinuous, non-
differentiable and non-treatable problem via back-propagation. Formally, given two
input sequences S1 and S2 and their corresponding bodyprints b1, b2 ∈ {−1, +1}k,
it is possible to define y = 0 in case the sequences are similar (i.e., they are derived
from the same person), and y = 1 otherwise. Consequently, the relaxed loss Lr with
respect to the two sequences is computed as follows:

Lr(b1, b2, y) = 1
2(1− y)∥b1 − b2∥22

+ 1
2y max(m− ∥b1 − b2∥22, 0)

+ α(∥|b1| − 1∥1 + ∥|b2| − 1∥1),

(3.127)

where ∥ · ∥1 and ∥ · ∥2 represent L1 and L2-norm, respectively; 1 denotes an all-ones
vector; | · | indicates the element-wise absolute value operation; m > 0 is a similarity
threshold; while α is a parameter modulating the regularizer weight. In detail,
the first term penalises sequences generated from the same person and mapped
to different bodyprints; the second term punishes sequences of different persons
encoded to close binary codes, according to the threshold m; while the third term
is the regularizer exploited to relax the binary constraint. Supposing there are
N pairs randomly selected from the training sequences {Si,1, Si,2, yi|i = 1, . . . , N},
the resulting loss function to be minimised is:

Lr =
N∑

i=1
{1

2(1− yi)∥bi,1 − bi,2∥22

+ 1
2yi max(m− ∥bi,1 − bi,2∥22, 0)

+ α(∥|bi,1| − 1∥1 + ∥|bi,2| − 1∥1},
s.t. bi,j ∈ {−1, +1}k, i ∈ {1, . . . , N}, j ∈ {1, 2}.

(3.128)
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While this function can be applied via the back-propagation algorithm with mini-
batch gradient descent method, the subgradients of both max and absolute value
operations are non-differentiable at certain points. Thus, as described in Reference
[476], the partial derivatives at those points are defined to be 1 and are computed,
for the three terms of Equation (3.128) T1, T2, T3, as follows:

∂T1
∂bi,j

= (−1)j+1(1− yi)(bi,1 − b1,2).

∂T2
∂bi,j

=
{

(−1)jyi(bi,1 − bi,2), ∥bi,1 − bi,2∥22 < m;
0, otherwise.

∂T3
∂bi,j

= αδ(bi,j), δ(x) =
{

1, −1 ≤ x ≤ 0 or x ≥ 1;
−1, otherwise.

(3.129)

To conclude, bodyprints can be computed by applying sign(b), and this final
representation is then exploited for person re-identification as extensively shown in
the experimental section.

3.4.2.4 Results and Discussion

In this section, the results obtained with the proposed method are discussed and
compared with other state-of-the-art approaches. The comparisons are performed
on three public video re-identification datasets, which are discussed below.

Datasets and Settings Concerning the datasets, the experiments were performed
on iLIDS-VID [461], PRID 2011 [462], and MARS [463]. The iLIDS-VID dataset
is comprised of 600 image sequences belonging to 300 people acquired by two non-
overlapping cameras. Each sequence has a number of frame ranging from 23 to 192,
with an average of 73. The PRID 2011 dataset consists of 400 image sequences
belonging to 200 people acquired by two adjacent cameras. Each sequence has a
number of frame ranging from 5 to 675, with an average of 100. Finally, the MARS
dataset consists of 1261 videos acquired by 2 to 6 cameras. The entire dataset
contains 20,175 tracklets, of which 3248 are distractors. The chosen datasets are
challenging for the following reasons. iLIDS-VID presents clothing similarities,
occlusions, cluttered background and variations across camera views. PRID 2011
main challenges are the lighting and, as for iLIDS-VID, the variations across camera
views. MARS, instead, has the above mentioned challenges besides the distractors.

Concerning the model, it was implemented in Pytorch and the following parame-
ters were used. For the LSTM input, a tensor having a shape of [256, 50, 21] was
employed, where 256 is the batch size, 50 are the frames used for each subject and
21 are the local meta-features MFl. For the LSTM output a tensor having a shape
of [256, s] is instead utilized, where s ∈ [100, 200, 500]. The value of s was chosen em-
pirically during the training of the model. As depicted in Figure 3.67, for iLIDS-VID
and PRID 2011, that is, the dataset with the smaller number of identities, we used
200 as value for s to have better results over s = 100 and to avoid the overfitting,
obtained with s = 500. Instead, for MARS dataset s was set to 500 due to the high
number of identities. A value of s higher than 500 led to a high training time with a
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Table 3.30. Quantitative comparison between the proposed method and the current
state-of-the-art methods on the chosen datasets. The best results are highlighted in bold.

Method iLIDS-VID PRID 2011 MARS

Rank-1 Rank-5 Rank-20 Rank-1 Rank-5 Rank-20 Rank-1 Rank-5 Rank-20
RNN [465] 58 84 96 70 90 97 - - -

CNN + XQDA + MQ [463] 53 81.4 95.1 77.3 93.5 99.3 68.3 82.6 89.4
SPRNN [466] 55.2 86.5 97 79.4 94.4 99.3 70.6 90 97.6
ASTPN [467] 62 86 94 77 95 99 44 70 81
DSAN [473] 61.9 86.8 98.6 77 96.4 99.4 73.5 85 97.5

PersonVLAD + XQDA [468] 70.7 88.2 99.2 88 96.2 99.7 82.8 94.9 99
VRNN + KissME [470] 64.6 90.2 97.9 84.2 96.9 98.9 61.2 79.5 96.9

STAR [472] 67.5 91.7 98.8 69.2 94.9 99.1 80 89.3 95.1

Bodyprintlocal 58.7 80.1 92.1 67.4 85.3 96.5 55.7 67 72.3
Bodyprintglobal 56 78.4 90.6 65.9 83.2 95.5 55.4 64.9 72.2

Bodyprint16 67.9 88.5 94.3 75.4 90.8 98 76.5 84.4 90.2
Bodyprint32 70.3 90.1 95.6 79.5 92.3 98.7 77 87.4 93.9
Bodyprint64 73.4 94.2 99.1 82.7 97 99.2 86.5 92.6 95.3

negligible accuracy improvement. In relation to the dense layers, the first one had
an input size of s + |MFg|, namely 119, 219, and 519, while the second dense layer
used a dimension k ∈ [16, 32, 64] to create the bodyprint representation. Regarding
the tensor precision, since the used meta-features comprise ratios, the tensor data
type was set as a 32-bit float number. For the relaxation parameter α and similarity
threshold m, 0.01 and 2 were chosen, respectively. The model was trained on a
NVidia RTX 2080 GPU for 1000 epochs with a learning rate of 0.001.

Experiment Analysis In Table 3.30, the results obtained with the proposed
method are compared with current key works of the state-of-the-art. In partic-
ular, the comparison was performed with deep network based methods, namely,
RNN [465], CNN + XQDA + MQ [463], Spatial and Temporal RNN (SPRNN) [466],
Attentive Spatial-Temporal Pooling Network (ASTPN) [467], Deep Siamese Network
(DSAN) [473], PersonVLAD + XQDA[468], VRNN + KissME [470], and Superpixel-
Based Temporally Aligned Representation (STAR) [472]. Regarding the proposed
method, 5 different versions were used for comparison. The Bodyprintlocal uses
only local features, Bodyprintglobal uses only global features, while Bodyprintk,
k ∈ [16, 32, 64], uses both local and global features but with different size of the
bodyprint hashing. By first analysing the local-only and global-only version of
bodyprint, it is possible to observe that for the iLIDS-VID dataset performances
are consistent with the state-of-the-art. For the PRID 2011 and MARS datasets,
instead, there is a noticeable drop in the performance. This can be associated
with the higher number of identities and to the fact that the proposed model was
designed to use synergistically local and global features. In general, we have that the
local-only version of the model performs better with respect to the global-only. This
is amenable to the fact that due their granularity, the local features have a better
description power, while the global features can result similar for different subjects.
By considering, instead, the full bodyprint model, we have that starting from the
16-bits size hashing vector, the obtained ranking can overcome many state-of-the-art
works.

Concerning the iLIDS-VID and the state-of-the-art algorithm that has the best
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Figure 3.67. Train (left column) and test (right column) losses of the proposed method
obtained on: iLIDS-VID, PRID 2011, and MARS datasets. Performances for these three
datasets are summarized in (a,b), (c,d), and (e,f), respectively. By increasing the LSTM
representational power (i.e., s size) convergence on the training set is reached much
faster (i.e., (a,c,e) figures). However, due to the low number of identities in iLIDS-VID
and PRID 2011 datasets, the highest s amount (i.e., 500) might result in overfitting
scenarios (i.e., (b,d) figures).

rank-1 performance on it, that is, PersonVLAD, we have that Bodyprint16 performs
2.8% worst with respect to it. However, with higher bodyprint vector sizes, that
is, 32 and 64 bits, there are an in line performance between Bodyprint32 and
PersonVLAD, and a 2.7% improvement by using the 64 bits bodyprint version.
Moreover, by considering the second best algorithm, that is, ASTPN, the gain
obtained with 32 and 64 bits bodyprint vectors is 8.3% and 11.4%, respectively,
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which is an impressive result. For the PRID 2011 dataset, we have that Bodyprint16
and Bodyprint32 rank-1 results are in line with the other methods. In detail,
Bodyprint16 is 4% below SPRNN (i.e., the second best performing rank-1 method on
this dataset) while Bodyprint32 is 0.1% over it. For rank-5 and rank-20, we have that
both Bodyprint16 and Bodyprint32 are slightly below SPRNN results. Regarding
Bodyprint64, we have that it is the best algorithm at rank-5, while it is the third best
result for rank-1 and rank-20, in which PersonVLAD has the best results. Finally,
considering the MARS dataset, we have that at rank-1 Bodyprint16 and Bodyprint32
are in line with the state-of-the-art, while Bodyprint64 substantially outperforms
other literature works. Conversely, for the rank-5, we have that Bodyprint64 is the
second best method after PersonVLAD, which has obtained a score of 94.9%. For the
rank-20, instead, Bodyprint64 is in line with the other works, by obtaining a value
of 95.3%. Despite the method performing generally well, there are some limitations
that can influence the accuracy. These limitations are discussed in the next section.

Limitations The proposed model presents two major limitations: occlusions and
static frames (i.e., only one frame per subject). These two situations strongly
influence the feature and meta-feature extraction and computation, leading to a
worse performance of the model. Regarding the occlusions, we have that for the
global features the average value is lowered with respect to the number of the
occluded frames. For the local features, instead, we have two cases. The first case
occurs when the lower part of a subject is occluded, hence only the upper local
features are available. In this case, 9 local features are available. On the contrary,
for the second case we have that the upper part of the subject is occluded, allowing
the extraction of the lower local features only. In this case, 5 local features are
available. Despite in the first case there are 4 more local features, the performance
of both cases are almost identical. Since the proposed model has been designed to
consider the whole body of a subject, we have that some global features cannot be
computed in case of occlusions, contributing to the lowering of the performance.
Concerning the static frames, we have that all the meta-features that need more
than one frame to be computer are set to 0. This means that those features lose their
descriptive potential and, as for the occlusions, there is a drop in the performance.
In detail, when used with static frames or in sequences with a lot of occlusions the
rank-1 value is around 55%.

A final remark must be made on the quality of the analysed images. Since the
proposed method strongly relies on OpenPose framework, an important requirement
is that the frames containing the subjects must not be too small in terms of spatial
resolution. Otherwise, OpenPose will not extract all the skeleton parts, leading
to the same problems encountered with occlusions. The same does not hold for
data acquired with depth cameras, since the skeleton is directly provided and not
estimated from RGB images. Anyway, considering the very good results of the
proposed system and considering also that it is not based on visual features, thus
overcoming a wide range of drawbacks of these systems, we can conclude that the
system proposed in this paper can be considered a real contribute to the scientific
community about this topic.
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3.4.2.5 Conclusions

In this paper, a novel meta-feature based LSTM hashing model for person re-
identification in RGB video sequences is presented. The proposed method is not
based on visual features, but on meta-features extracted from the 2D skeleton models
present in the scene. The meta-features are designed to catch movements, gaits,
and bone proportions of a human body, thus providing an abstraction useful to
overcome a wide range of drawbacks of the common competitors, including long-term
re-identification and camouflage. The usefulness of the proposed method was tested
on three benchmark dataset, that is, iLIDS-VID, PRID 2011, and MARS; thus
demonstrating a step forward in the current literature.

3.4.3 Case Study: Fisher Features

The ability to discern lies, more broadly known as deception detection, is an invaluable
skill that can strongly influence the outcome of relevant situations such as court
trials and police interrogatories. Several devices currently exist and are being used
(e.g., magnetic resonance and polygraphs) to ease those tasks; although, due to the
subject awareness of such tools, their effectiveness can be compromised by the person
intentional behavioural changes. Thus, alternative ways to discriminate lies without
using physical devices, could become critical assets for the aforementioned situations,
especially in ever improving smart cities environments. In this letter, we present an
unorthodox deception detection approach, based on hand gestures found in RGB
videos of famous trials. The proposed system first extrapolates hands skeletons from
the RGB sequences, then computes meaningful features which are summarized into
Fisher Vectors (FVs), and finally feeds this representation to a Long-Short Term
Memory (LSTM) network, defined Fisher-LSTM, to try and discern if a lie is being
told. In the experimental results, we show how the FV representation can help a
LSTM network grasp hand gestures characteristics that could otherwise be missed.
What is more, the devised Fisher-LSTM, due to its real-time computation, can be
employed in smart environments as an alternative lie detector in situations requiring
an immediate response, such as the aforementioned law enforcement examples.

3.4.3.1 Introduction

Deception is a common occurrence in our daily life, where an ordinary person is
telling a lie, on average, at least twice a day [477]. While some of these lies are
harmless, others might have severe consequences and change the outcome of relevant
situations (e.g., court trials), where a culprit might be acquitted or an innocent person
convicted. Even more aggravating, studies suggest that the human ability to detect
deception, when no aids are used, is close to random chance, with a reported accuracy
of 54% [214]. This outcome is generally a consequence of people underestimating the
deception detection task difficulty, thus preferring their instinct over empirical cues
[478]. Due to these reasons, over the years there has been a shift from psychological
and sociological approaches, to physiological and technological ones; this adaptation
is enabled by procedures such as Electroencephalography (EEG), and Functional
Magnetic Resonance Imaging (fMRI), or devices such as the polygraph, among
the others. While these are valid approaches for deception detection, they require



3.4 High-Level Processing in Neural Models 190

expensive and bulky machinery which makes the person being tested well-aware
of the circumstances, consequently risking compromised results due to intentional
behavioural changes. It is well-known, for instance, that specific physical/behavioural
attitudes and/or a specific training can allow some subjects to deceive a polygraph
[479]. To cope with these issues, advances in computer vision (CV) and artificial
intelligence (AI) techniques can be used as successful tools. The significant achieved
results have already proven this for several other heterogeneous fields, such as person
re-identification [480, 85], health-care [2, 481, 113], and environment monitoring
[482, 146]. What is more, these technological advances are starting to permeate our
lives through the so called smart cities [483] by improving, for example, security
aspects of our daily lives by monitoring people behaviour both outdoor and indoor.
For instance, it is possible to detect fast snatch thefts in otherwise hard to manually
examine long videos [484], or to protect and confirm biometric traits used to access
sensitive data via digital image, audio and video-based forensic schemes [485], as well
as anti-spoofing techniques [486]. In addition, concerning indoor scenarios, smart
environments allow to model human behavioural patterns, consequently enabling the
detection of abnormal situations where a person might require help [487]. Last but
not least, the capability to observe behavioural changes and singularities could be
focused on specific conditions, permitting, in particular, deception detection during
interrogatories, court trials, and also, if real-time processing is possible, at police
checkpoints through videos captured by officers’ body cameras. As a matter of
fact, fundamental studies have discovered common deception cues among different
persons. Such cues can be observed in facial expressions [230] and other non-verbal
behaviours associated to body postures as well as hand gestures [478, 488], thus
making the deception detection task worth exploring through the aforementioned
approaches. Indeed, works using these theories in conjunction with CV and AI
advances, although still few in number, are already appearing in literature [234, 258].

Motivated by these observations, we investigate the effects of hand gestures on
the deception detection task. First, hand skeleton features are extracted from RGB
videos via OpenPose [460]. This can be accomplished without the subject’s awareness
by using remote cameras, therefore avoiding possible intentional behavioural changes.
Second, features are computed and transformed into Fisher Vectors (FVs), attempting
to summarize common deception cues. Finally, a Long-Short Term Memory (LSTM)
network is used as a classifier, exploiting possible temporal hints occurring in the
video (e.g., quick finger tapping), in order to detect deception. The experiments
performed on videos capturing real court trials indicate that hand gestures are an
effective asset for deception detection, thus confirming the proposed Fisher-LSTM
rationale, even though this is one of the first works using neural networks for this
task, and the first one entirely focused on hand gestures.

The remaining part of this paper is organized as follows. Section 2 presents
the main approaches tackling deception detection via various methods. Section 3
introduces the chosen feature representation, the architecture, and its classification
pipeline. Section 4 analyses the defined features distribution for the lying and
non-lying classes, and offers a comparison with other approaches available in the
literature. Finally, Section 5 draws some conclusions on the presented work.
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3.4.3.2 Related Work

The available deception detection research can be broadly classified into verbal,
non-verbal, and multimodal approaches. Regarding verbal methods, speech can be
analysed through linguistic characteristics, or manipulated directly at the frequency
level. In the former, a Linguistic Inquiry and Word Count (LIWC) lexicon [489] is
shown to be an effective tool in detecting deceptive behaviour, since it computes
the dominant word classes of a text and can thus be applied to audio transcripts
[490]; in the latter, Mel-Frequency Cepstral Coefficients (MFCCs) can be exploited
in conjunction with voice pitch, so that a lie can be detected through a Support
Vector Machine (SVM) classifier [491].

Concerning non-verbal approaches, several techniques are available focusing
on either physiological measures, eyes, or face features. In [479], the effectiveness
of polygraphs (i.e., devices able to measure heart rate, respiration rate, and skin
temperature) is questioned, since judgment made by humans can be biased. To
avoid human bias on data interpretation, the authors of [241] analysed relevant
frequency bands of signals collected through an EEG machine, effectively measuring
a lying state by applying fuzzy reasoning to spectral analysis. Similar approaches
circumventing human bias are [243, 244], and [246, 245], that propose methods based
on fMRI and functional near-infrared spectroscopy (fNIRS), respectively. In the
former, brain areas activation during deception is looked at; while in the latter,
blood oxygen levels are accounted for, to detect if a lie is being told. Although the
mentioned approaches are effective, it is important to reduce a subject’s awareness
of machinery, so that behaviour cannot be voluntarily changed. An example of
non-invasive approaches based on eye features, and following this rationale, is [492],
where eye movement patterns are examined via Hidden Markov Models (HMMS)
with Gaussian emission, aiming at identifying eye trajectories and fixation points.
In [493], a neural network analyses the effect of lies on pupil dilation. Other relevant
non-invasive approaches are those based on facial cues. In [285] and [234], micro-
expressions associated with deception are detected through procedures based on
Local Binary Pattern (LBP) and Histogram of Optical Flow (HOF) in the former,
and via Ekman Action Units (AUs) [230] in the latter. A SVM is then used by both
approaches to classify these micro-expressions. Finally, in [494], the authors propose
to use facial deception behaviour pattern vectors built from wrinkle occurrence, eye,
eyebrow, and mouth motions, which are classified employing a Random Forest (RF)
algorithm.

Multimodal methods are currently the best performing ones available in literature,
and jointly leverage different types of features (e.g., speech and face) to discriminate
lies. In [228], verbal and gesture features, based on the MUMIN coding scheme
[495], are analysed through the Decision Trees (DTs) and RF algorithms. In [108],
logistic regression is applied to features extracted from audio and video using MFCC
and facial micro-expressions, respectively. Finally, in [258] even more modalities are
processed through a multi-layer perceptron (i.e., video, audio, and text along with
micro-expression features), obtaining improved performances.

While multimodal approaches seem to be the right direction to handle deception
detection, it must be noted that hand-gestures are only used at a high level in
[228], describing hand movement directions (i.e., up, down, left, and right) and
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Figure 3.68. Proposed Fisher-LSTM architecture for deception detection. OpenPose is
applied to an RGB sequence in order to extract hand skeleton joint positions. The
latter are used to extrapolate velocity and acceleration over various joints, composite
component (e.g., palm), and to compute hand openness (HO) and elasticity (HE). Fisher
Vectors are then employed to encode all velocity and acceleration information in a single
vector representation, concatenated to HO and HE features, and finally classified through
a LSTM network to detect deception.

presence in the scene. However, hands can provide further meaningful cues such as
displaying shorter or rhythmic movements during deception, as discussed by [496, 497].
Moreover, works in hand gesture recognition can achieve remarkable results by
analysing sequences of gesture features, which describe well defined movements,
through LSTM networks [342, 498]. Indeed, while LSTMs are the perfect tool to
further explore the deception detection task, where neural networks are seldom
used, hand gestures feature generation still needs to be treated carefully, so that
intra-person behaviour differences are correctly associated to lies. This is a crucial
aspect of deception detection from hand gestures, since there are not yet specific
hand movements always associated to lies. In order to grasp these dissimilarities, a
FV representation was chosen, since it can successfully summarize feature spaces in
different tasks, as shown in [499, 500] and as the reported experimental results fully
suggest.

3.4.3.3 Fisher-LSTM

The proposed Fisher-LSTM takes as input an RGB sequence and classifies the
given video by estimating, through hand gestures analysis, whether deception has
occurred or not. In Fig. 3.68 the proposed approach is resumed. In order to classify
the RGB sequence, hand skeletons are first extracted using the OpenPose library.
Features are then generated from these skeletons, and summarized via FV encoding,
to formulate a meaningful representation of a gesture, spanning over the available
features. This description is finally fed to a LSTM network, acting as a binary
classifier for deception detection.

Hand Skeleton Extraction The OpenPose library is a powerful tool able to
extrapolate 2D body, face, and hand skeletons in a frame-by-frame approach from
RGB videos [460]. Although available, full body and face descriptions are disregarded
in this work, since it is entirely focused on the hand gestures efficacy for deception
detection. In the OpenPose library, a hand is described by 21 joints covering
both palm and fingers. Fig. 3.69 shows an example containing the OpenPose joint
enumeration. Furthermore, upon hand detection in a video frame, this library
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Figure 3.69. OpenPose joint enumeration on right hand skeleton joints.

provides the estimated (x, y) coordinates for each of the 21 joints. Thus, in this
preliminary phase, each hand in a video sequence is described via 21 keypoint
descriptors per frame, containing the spatial coordinates of hand joints inside the
RGB video.

Feature Extraction The (x, y) skeleton joint positions are a good starting point
to compute other meaningful features such as joint velocity, acceleration, and angles,
as shown in a previous study on hand gesture recognition [342]. In this work, as
a consequence of the varying quality of RGB videos in the dataset, angles are not
generated since they would only introduce noise in the produced features. Velocity
and acceleration are calculated for each of the 21 hand joints as well as for composite
components such as the palm, fingers as a single component, fingers as separate
objects, and hand as a whole, for a total of 2 ∗ 29 measurements per frame. In
accordance with the OpenPose joint enumeration shown in Fig. 3.69, the composite
components are defined via the following joint combinations:

• Palm joints [0, 1, 2, 5, 9, 13, 17];

• Fingers are analysed either jointly as a single component, or as separate
objects:

– Thumb joints [2, 3, 4];
– Index finger joints [5, 6, 7, 8];
– Middle finger joints [9, 10, 11, 12];
– Ring finger joints [13, 14, 15, 16];
– Little finger joints [17, 18, 19, 20];

• Hand joints [0− 21].

Joint velocity and acceleration in a frame are naturally computed using joint
positions in the previous two frames, and the number of frames per second in
the given video through ∆x/∆t and ∆v/∆t, respectively; for composite elements,
these measures (i.e., velocity and acceleration) are computed by averaging over the
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component joints. In more details, given a composite component C, a measure m(·)
is computed using:

m(C) =
∑
j∈C

m(j)
|C|

, (3.130)

where m(·) represents either the velocity or acceleration of a joint j, belonging to a
given component C.

While the computed metrics (i.e., velocity, and acceleration) can give cues in
relation to the hand movements, other features were also implemented, representing
the hand openness and its elasticity. The rationale behind these last two features
follows the studies in [501], where it is shown that the human body generally becomes
stiffer during deception. To capture this aspect in relation to hands, we first introduce
the following equation, used to understand whether fingers are clenched or not:

dfinger = distance (Base(finger), T op(finger)) , (3.131)

where distance(·, ·) represents the Euclidean distance between a finger base knuckle
(i.e., Base(·)) and its fingertip (i.e., Top(·)), which are identified by the suitable
joints in Fig 3.69. The Hand Openness (HO), indicating a clenched hand, is then
defined over the fingers f of a given video frame F , as follows:

HOF =
∑
f∈F

d2
f . (3.132)

Finally, Hand Elasticity (HE) is calculated by analysing the differences of fingers f
over two consecutive frames F and F ′, through the following equation:

HEF,F ′ =
∑

f∈F,f ′∈F ′,
f==f ′

(df − df ′)2. (3.133)

In both HO and HE, squares of the computed values are used to further
enhance possible gesture differences. In fact, low values of HO and HE, correspond
respectively to a clenched or rigid hand, while high values of these features can be
associated to an unclenched or non-rigid hand.

Summarizing, from the (x, y) skeleton joint positions, velocity and acceleration
are computed for each hand joint as well as for the derived composite elements.
Moreover, two additional features describing hand openness and elasticity, are
generated. Thus, the final hand representation is composed by 2 ∗ 29 feature vectors
(i.e., velocities and accelerations) and two scalars (i.e., HO and HE), computed for
each frame in the video.

Fisher Vector Encoding The FV is a special case of the Fisher kernel [502],
and it can describe an image through a single higher-dimensionality vector. This
representation is obtained by storing together the elements of local feature descriptors,
with the mean and covariance deviation vectors for each component of a Gaussian
Mixture Model (GMM). Thus, by applying the FV encoding to the previously
extracted feature vectors, we can describe each frame in the video sequence through
a single higher-dimensionality vector, that is able to pool together all of the local
descriptors characteristics.
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Formally, let X = {xt, t = 1 . . . T} be the set of T local descriptors extracted
from the previous step (i.e., feature vectors). Then, X can be described via the
gradient vector [503]:

GX
λ = 1

T
∇λ log uλ (X) , (3.134)

where uλ is a probability density function with parameters λ, that can be used
to model the generation process of X; and ∇λ log(·) is the log-likelihood gradient
describing the contribution of the parameters in the generation process. Notice that
the dimensionality of this vector does not depend on the number of local descriptors
T , but only on the parameters in λ.

Following [504], a GMM can be used as a probability density function uλ(x) =∑K
i=1 wiui(x) with λ = {wi, µi, Σi, i = 1 . . . K}, where wi, µi, and Σi represent mix-

ture weight, mean vector and covariance matrix of the i-th Gaussian u, respectively;
and K is the number of Gaussian distributions in the mixture model. Assuming uλ

generates the various xt independently, Eq. (5) can be rewritten as follows:

GX
λ = 1

T

T∑
t=1
∇λ log uλ (xt) . (3.135)

Moreover, by defining γt(i) as the i-th Gaussian assignment to descriptor xt as:

γt (i) = wiui (xt)∑K
j=1 wjuj (xt)

, (3.136)

it is possible to compute the gradients with respect to the mean µi and standard
deviation σi of the i-th Gaussian as follows:

GX
µ,i = 1

T
√

wi

T∑
t=1

γt (i)
(

xt − µi

σi

)
, (3.137)

GX
σ,i = 1

T
√

2wi

T∑
t=1

γt (i)
[

(xt − µi)2

σ2
i

− 1
]

, (3.138)

effectively accounting for the distribution of all local descriptors through the GMM.
Summarizing, the final gradient vector (i.e., FV) is a concatenation of the partial
derivates over the GMM parameters:

FV X =
[
GX

µ,1GX
σ,1 · · · GX

µ,KGX
σ,K

]
, (3.139)

thus resulting in a 2KD-dimensional vector computed for each video frame of the
input sequence, where K represents the number of Gaussians in the mixture model,
and D corresponds to the local descriptors xt dimensionality (i.e., 2 ∗K ∗ 29).

LSTM Classifier A classifier taking as input the sequence of FVs (i.e., one
encoding per frame) concatenated to HO and HE values for each frame, is the last
component of the proposed system. While the introduced FV encoding generates a
summary of local descriptors for a specific frame, it does not account for possible
time correlation between two different encoded frames of the video sequence. To
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fully exploit this information, a single layer LSTM network was chosen due to its
inherent ability to handle input sequences [402]. This network leverages forget gates
and peep-hole connections so that non relevant information can be gradually ignored,
thus improving its ability to correlate both close and distant information in a given
sequence. A generic LSTM cell can then be described by the following equations:

it = σ(Wxixt + Whiht−1 + Wcict−1 + bi) (3.140)

ft = σ(Wxf xt + Whf ht−1 + Wcf ct−1 + bf ) (3.141)
ct = ftct−1 + it tanh(Wxcxt + Whcht−1 + bc) (3.142)

ot = σ(Wxoxt + Whoht−1 + Wcoct + bo) (3.143)
ht = σt tanh(ct) (3.144)

where, i, f , o, c, and h represent input gate, forget gate, output gate, cell activation,
and hidden vectors, respectively. Moreover, Wxi, Wxf , Wxo, and Wxc are weights
connecting the various components to the input, while Wci, Wcf , and Wco correspond
to diagonal weights for peep-hole connections. Additionally bi, bf , bo, and bc denote
the bias associated to input gate, forget gate, output gate, and cell. Finally, the
Hadamard product is used for vector multiplication. To conclude, the Fisher-LSTM
output is analysed via a softmax layer with two units, so that the architecture can
act as a binary classifier for the deception detection task.

3.4.3.4 Experimental Results

This section first introduces the dataset used to validate the approach, and its
limitation with respect to hand features generations. Afterwards, it shows an analysis
on the extracted features in relation to the deception detection task. The last part
introduces an ablation study concerning network performances, a comparison with
other relevant works available in literature, and the results on a general-purpose
hand-gesture dataset to confirm the generalization power of the proposed method.

Dataset To evaluate the proposed approach, tests were performed on the real-life
deception detection dataset devised by [228]. This dataset contains 121 courtroom
trials spanning over 58 different identities. In this work, a subset of the proposed
dataset is selected, since in several videos hands are either occluded or not visible. As
a consequence, these videos were not used during the experiments. The final subset
is composed by 77 videos of 47 distinct identities, divided into 40 deceptive and 37
truthful recordings. Furthermore, as shown in Fig. 3.70, videos in the dataset feature
frames containing either a single or both hands. To handle this situation, whenever
both hands are available, two samples for the same class would be generated from
the same video, reaching a total of 119 sequences. Moreover, left and right hand are
not discriminated (i.e., they are analysed in the exact same way) since there does
not appear to be any particular difference between their roles, most likely due to
the hand shown being the dominant one. Finally, since the number of identities is
lower than the number of videos selected in the subset, every test follows the same
protocol as [108], i.e., a 10-fold cross validation across subjects, which leverages
random 80/20 splits of training and test sets for each fold, while still ensuring that
a subject is not used in both sets.
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Figure 3.70. OpenPose extracted skeletons. The examples show frames capturing the left
hand, both hands, or the right hand, respectively.

Feature Analysis In literature, this is the first work focusing entirely on hand
gestures for the deception detection task. For this reason, a study on the most
interesting extracted features distribution is presented and resumed in Fig. 3.71.

Starting from Fig. 3.71.a, velocity and acceleration are shown for each finger,
represented by truth-deception pairs (i.e., each column pair represents, respectively,
truth and deception distributions over all samples for the same finger). As can be
seen, mean values are different, while sample distribution ranges are only partially
overlapping, indicating possible distinct finger behaviours. Moreover, fingers seem
to be moved less during deception (i.e., lower velocity and acceleration maxima),
probably due to the person being more careful and controlled, as opposed to someone
who might feel more anxious being questioned while still telling the truth, in
accordance with [496, 497].

In Fig. 3.71.b, velocities during truth and deception are analysed for palm, fingers
as a single component, and hands as a whole. As can be seen, during deception
all these composite components tend to move less (i.e., they have lower velocity)
further supporting behaviour differences between the two available classes. What is
more, while most of the hand movement is unsurprisingly associated to the fingers
(e.g., anxious finger tapping), a considerable amount of velocity is tied to the palm,
thus suggesting that there is a relevant amount of gesticulation involved. Movement
can therefore be leveraged to discriminate among truth and deception due to their
different distributions.

Finally, in Fig. 3.71.c, openness and elasticity are represented for hands as a
whole. Similarly to the previous two graphs, mean values are different for truth and
deception. However, the amount of non-overlapping samples distribution is in this
third case significant, especially for the openness feature. This interesting result
indicates that, during deception, hands are most likely clenched and/or rigid, as was
indeed suggested by the studies in [501], where the body was shown to become stiffer
during deception. Summarizing, the distributions reported in Fig. 3.71 suggest that
hands tend to be moved less, and are more clenched or rigid during deception.

Performance Evaluation In order to choose the best model parameters, an
ablation study was performed by using an increasing number of features, and testing
several K-dimensions for the fisher vectors encoding. All models were trained for
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Figure 3.71. Feature distributions examples in truth-deception pairs. Fig. (a) shows fingers
velocities and accelerations. Fig. (b) depicts composite components velocities. Fig. (c)
compares hand openness and elasticity.

500 epochs, using a batch size of 64 and a learning rate of 0.01, decreased by a factor
of 10 at epochs 200 and 350.

Concerning feature groups, the experiments, performed without using the FV
encoding, focused on three sets characterizing similar movement aspects, as well
as their combinations: G1 contained single joints velocities and accelerations; G2
comprised composite components velocities and accelerations (i.e., palm, fingers as
a single component, fingers as separate objects, and hand as a whole); G3 included
HO and HE; while a given combination comprised the union of the listed subsets,
e.g., G1,2,3 contained all of the presented features. Regarding F-LSTM tests, FV
encodings were generated from set G1,2 (i.e., single joints and composite components
velocities and accelerations) and then concatenated to G3 (i.e., HO and HE scalars).
Experiments were then performed using 5, 7, and 9 as K-dimensions. Results of this
ablation study are reported in Table 3.31. As can be seen, increasing the number
of features (e.g., LSTMs G1/G1,2/G1,2,3) results in improved performances, with
G1,2,3 obtaining the highest gains among non-encoded features. This outcome is due
to HO and HE, which can more easily discriminate between truth and deception
distributions with respect to the other features, as discussed in Sec. 3.4.3.4 and
confirmed by the performances of sets comprising G3. Moreover, while G1 and G2
carry similar amounts of information, leading to comparable performances between
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Table 3.31. Ablation study on the courtroom trial dataset.

Model Accuracy% Precision% Recall% F1-Score%
LSTM G1 79.35 ± 6.31 79.49 ± 6.12 79.33 ± 8.01 79.41 ± 7.45
LSTM G2 79.67 ± 6.45 80.41 ± 7.19 79.62 ± 6.95 79.50 ± 7.08
LSTM G3 80.32 ± 6.39 80.73 ± 6.51 80.45 ± 6.98 80.25 ± 7.72

LSTM G1,2 81.61 ± 5.97 81.92 ± 7.22 81.69 ± 7.47 81.80 ± 7.34
LSTM G1,3 82.90 ± 6.22 83.38 ± 6.47 82.83 ± 7.02 82.98 ± 6.71
LSTM G2,3 82.58 ± 6.13 82.92 ± 6.88 82.43 ± 7.19 82.71 ± 7.00
LSTM G1,2,3 84.52 ± 6.15 84.94 ± 8.09 84.56 ± 6.99 84.75 ± 7.67

F-LSTM K = 5 88.70 ± 2.37 89.12 ± 3.45 88.67 ± 3.17 88.89 ± 3.23
F-LSTM K = 7 90.96 ± 1.03 91.49 ± 1.53 90.93 ± 0.99 91.21 ± 1.29
F-LSTM K = 9 85.80 ± 1.99 86.09 ± 2.46 85.83 ± 1.88 85.96 ± 2.01

G1/G2 and G1,3/G2,3 sets, when used jointly they better characterize hand gestures,
improving the system performances as a consequence. While results for non-encoded
features are promising, transforming G1,2 into FVs allows to obtain the best possible
performance for K = 7. Indeed, the Fisher-LSTM is able to grasp possible changes
that would otherwise be missed due to the partially overlapping feature distribution
over truth and deception classes. This is further motivated by the lower deviation
that all Fisher-LSTMs can obtain, suggesting that the new encoding can better
represent the available data. More interestingly, for K = 9 the Fisher-LSTM has a
significant performance decrease. This behaviour can be associated to the overfitting
problem. Indeed, a GMM can model input data accurately, thus increasing too much
the number of Gaussians in the mixture results in the LSTM learning the training
set distribution, instead of possible truth-deception differences. To conclude this
ablation study, each model presents similar precision, recall, and f1-score values,
suggesting that every combination can generalize to an extent over both truth and
deception classes. This result can be associated first to the dataset, which has a
balanced distribution of samples among the classes, and second to the introduced
features which are able to grasp relevant patterns inside the courtroom trial dataset.

To further evaluate the proposed approach on the courtroom trial dataset [228],
a comparison with other relevant state-of-the-art methods is presented in Table 3.32.
In the table, both accuracy and AUC metrics are reported, albeit referring to slightly
different subsets, in order to provide a comparison between the proposed Fisher-
LSTM and all of the available approaches. In detail, works [228], [234], and [258],
test their systems on all 121 sequences; the authors of [108] evaluate their approach
using 104 videos, since their multimodal method could not extract features from
the other recordings; while this work is assessed on 119 examples generated from 77
sequences, avoiding those not capturing hands which would otherwise invalidate the
evaluation procedure.

As shown, most of the currently available methods exploit a multimodal strategy
with at least two different feature modalities, with facial micro expressions (i.e.,
MicroExpr) being the most common used one, followed by audio and text modalities.
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Table 3.32. Accuracy and AUC comparison on the courtroom trial dataset.

Method Features Accuracy% AUC%
RF [228] MicroExpr, Hand Gestures, Text 75.20 -
RBF-SVM [234] MicroExpr (Action Units) 76.84 -
L-SVM [108] Audio, MicroExpr, Text - 90.65
LR [108] Audio, MicroExpr, Text - 92.21
MLP [258] Audio, MicroExpr, Text, Video 90.99 93.48
MLP [258] Audio, MicroExpr, Text+, Video 96.14 97.99
Fisher-LSTM Hand Gestures 90.96 91.14

The presented Fisher-LSTM is otherwise completely focused on hand gestures.
Moreover, the only other approach using a neural network is [258], which analyses
its chosen multimodal features through a multi-layer perceptron; while the proposed
method leverages a LSTM so that it can better analyse input sequences. Indeed,
while leveraging multiple modalities allows for a better deception detection, the
proposed approach still performs well compared to non-unimodal methods, even
though only hand gestures are analysed. As a matter of fact, the Fisher-LSTM easily
outperforms the other single modality work [234] and the first multimodal attempt by
[228], where only movement directions are considered as hand features, while it has
similar performances to the more recent multimodal approaches [108, 258] in both
accuracy and AUC. This demonstrates that analysing a sequence of Fisher Vectors
representing hand gestures through a LSTM is a viable alternative for deception
detection.

What is more, the proposed approach can detect deception in real-time thanks
to its lightweight unimodal features. In fact, the presented hand features can be
generated dynamically during skeleton extraction. On the contrary, using multiple
modalities would otherwise lead to a non real-time application, due to the use of
time consuming procedures to analyse several different modalities (e.g., audio signals,
speech-to-text) as well as the requirement for a fusion step. Indeed, these two aspects
would entail a more elaborate network architecture having, as a consequence, slower
training and detection times (i.e., deception detection would not be real-time). The
above considerations further highlight the effectiveness of the proposed method in
comparison with multimodal approaches, especially for security scenarios where
real-time constraints might be crucial.

To conclude the Fisher-LSTM analysis, its performance was also evaluated on the
Shape Retrieval Contest (SHREC) dataset [505], containing 2D and 3D hand joint
sequences representing hand gestures. This last evaluation is not strictly related to
the deception detection task. However, the relatively small size of the courtroom
dataset and the compelling results obtained by the Fisher-LSTM entail further
exploration to fully highlight the generalization power of the proposed method.
Accuracies on the SHREC dataset are compared with other state-of-the-art hand
gesture recognition works in Table 3.33. As can be seen, although only generic
features are employed, the Fisher-LSTM can still obtain meaningful results. Indeed,
when analysing hand gestures in a deception detection scenario, there is not a precise
way to describe hand movements, contrary to the hand recognition task where there
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Table 3.33. Accuracy comparison on the SHREC dataset.

Method Accuracy%-14 gestures Accuracy%-28 gestures
Avola et al. [342] 97.62 91.43
De Smedt et al. [506] 88.24 81.90
De Smedt et al. [505] 82.90 71.90
Ohn-Bar & Trivedi [507] 83.85 76.53
Fisher-LSTM 87.98 81.03

are well described movements of the hand to be recognized. As a matter of fact,
when applying [342] to the courtroom trial dataset, only 84% accuracy is reached
(i.e., a score lower than all of the Fisher-LSTMs), even though the system can clearly
perform well on a complex hand recognition task, thus proving that the Fisher-LSTM
is in fact a viable yet unorthodox approach to handle deception detection.

3.4.3.5 Conclusion

This work presents an alternative approach for deception detection. The proposed
Fisher-LSTM system encodes generic lightweight hand gesture features through
Fisher Vectors and analyses this representation through a LSTM to fully exploit video
sequences. As shown by the results, the method achieves comparable performances
with respect to multimodal approaches, and can also generalize to other tasks, thus
proving as a possible valid contribution to the further enhancement of smart cities,
where it could be employed, for example, in security scenarios requiring crucial
real-time constraints.

3.5 Brain Plasticity and Memory in Neural Models
Plasticity and memory, which were introduced in Section 2.5, describe the ability
of the brain to modify its internal structure by altering synapses’ strength (or by
entirely removing them) and, as a corollary result, the capacity to retain memories
for short or long periods of time. In this context, the work presented in [508]
(Section 3.5.1) takes inspiration from the consolidation performed by glial cells
and explores the effectiveness of neuron reduction in a network that recognizes
signatures. The scheme described in [509], instead, analyzes the effects of memory by
defining secondary pathways that can preserve information while performing object
recognition. Finally, the method introduced in Section 3.5.3, which is currently
under review, exploits the entire rationale behind glial cells to implement the brain
plasticity and automatically optimize a given network through a reinforcement
learning agent. As per the solutions inspired by the low, intermediate, and high-level
visual processing modules, the methods based on plasticity and memory notions
managed to improve the state-of-the-art in their respective fields, ultimately verifying
the effectiveness of neuroscience-based approaches.
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3.5.1 Case Study: Extreme Parameter Reduction

Handwritten signatures are a widespread biometric trait for person identification and
verification. Reliable authentication and authorization of individuals are, however,
challenging tasks due to possible skilled forgeries; especially when a forger has access
to a given signature and deliberately tries to imitate it. This problem is even more
emphasised in offline signature verification, where dynamic signature information is
lost, resulting, as a consequence, in an increased difficulty discerning between genuine
and forged signatures. To address this issue, solutions based on convolutional neural
networks (CNN) are currently being devised to automatically extract features from
a signature. Although highly performing, these methods require a high number of
learnable parameters to produce meaningful signature representations, ultimately
leading to long training times. In this paper, the R-SigNet architecture, a multi-task
approach exploiting a relaxed loss to learn a reduced feature space for writer-
independent (WI) signature verification, is presented. Compact generic features are
automatically extracted by this network, so that a support vector machine (SVM)
can be trained and tested in offline writer-dependent (WD) mode. By leveraging a
small generic feature space, the proposed system achieves improved performances
and reduced training times with respect to the current literature, as shown by the
results obtained on several benchmark datasets.

3.5.1.1 Introduction

Signature verification systems aim to verify the identity of individuals by exploiting
specific and well-learned gestures intrinsic to handwritten signatures [510], contrary
to more traditional authentication methods based on knowledge (i.e., password),
or utility tokens (e.g., identity or magnetic stripe card), which can be easily lost,
stolen, or forgotten [511]. What is more, differently from other biometric traits such
as fingerprints, retina, and iris, signatures are one of the most socially and legally
accepted means for identification. Consequently, handwritten signature verification is
an actively researched field [512] of great interest, for instance, in forensic situations
[513].

A first distinction between signature verification systems lies in the way a signa-
ture is represented. This description can be either WD or WI, learning user specific
characteristics or a general signature model for all users, respectively. Although
works focusing solely on either interpretation exist, it is not uncommon to exploit a
generic WI representation to verify WD signatures [510], solving the requirement of a
higher number of samples for each user, typical in WD signature verification systems.
Moreover, depending on the acquisition process, a signature verification method can
be categorized as either online or offline. The former analyses dynamic information
(e.g., pen position, speed, and pressure variations) captured via specific tools such
as a stylus or tablet [514]; while the latter focuses on static information obtained
from a scanned signature image, after the writing process is completed [515]. Since,
on a detailed scale, no two signatures by the same person result identical [516], both
verification modalities (i.e., online and offline) suffer from such discrepancies. This
problem is even more emphasized in offline systems due to their static nature, where
relevant dynamic information is lost. To address this lack of data, several works
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employ geometric-based features such as stroke information, center of gravity and
eccentricity [517, 518]; texture-based features computed via gray-level co-occurrence
matrix (GLCM) [519] or local binary pattern (LBP) [520]; and directional-based
features such as histogram of gradients (HOG) [521] or local directional pattern
(LDP) [522] to better describe a given signature. Although fairly straightforward
to compute, these approaches do not obtain similar performances in comparison
with systems exploiting automatic feature extractors based on CNNs [510, 523, 524].
What is more, the vast majority of these automatic verification systems generates
features through a CNN, so that another algorithm (e.g., SVM) can then classify
the input signature [525, 526, 527, 510, 523, 528]. The rationale behind this design
choice generally lies in the high parameters number of a CNN. Thus, to avoid further
increasing a method complexity, deep learning approaches are usually used only to
extract features for other less computational expensive algorithms. Furthermore,
more complex deep learning architectures generally require more training examples
when trained from scratch. However, acquiring extensive datasets is usually an
expensive and time consuming task. Therefore, to address the possible lack of data
needed to train a network, a viable solution is to utilize synthetic handwritten
signatures generated, for example, by slightly rotating or by displacing specific
signature parts either horizontally or vertically [529, 530, 531]. While employing
these artificial inputs enables to successfully train deep CNNs, which can in turn
be used as automatic feature extractors, such approaches still suffer from the curse
of dimensionality. As a matter of fact, high-dimensional feature spaces can influ-
ence both accuracy and efficiency of learning methods [532], thus encouraging the
reduction of the analysed space.

Motivated by both these reasons and the knowledge acquired from previous
studies on handwriting [533, 534], and further inspired by the results obtained by
[510], an offline signature verification system applied on a reduced feature space,
exploiting a multi-task learning approach via a relaxed loss strategy, is presented
in this paper. First, R-SigNet, a modified version of the CNN proposed in [510] is
designed to substantially decrease the analysed feature space. Second, the proposed
network is trained using a relaxed loss, benefiting from the reduced feature space
to learn a generic representation of signatures in WI mode. Finally, R-SigNet is
employed as an automatic feature extractor, allowing a SVM classifier to address the
offline WD signature verification task. As shown by the experimental results, the
proposed approach is able to outperform other literature works on several benchmark
datasets. What is more, these results are achieved, without loss of generality, while
using ≈4.2x less parameters with respect to [510], consequently obtaining an ≈14.25%
training time speed-up. An outcome due to both the relaxed loss as well as the lower
number of trainable parameters in the network; further highlighting the proposed
approach effectiveness on the offline signature verification task.

To conclude, the main contributions of this paper can be summarized as follows:

• the introduction of an architecture specifically designed to significantly reduce
both network parameters and training times with respect to one of the best
models currently available in literature;

• the presentation of a relaxed loss function to correctly train the presented
model architecture, compensating for the reduced feature space;
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Figure 3.72. Proposed R-SigNet architecture.

• the generation of a good abstraction model, also validated in cross-dataset
scenarios, that enables a performance improvement on four benchmark datasets
commonly used for the signature verification task.

The remaining part of this paper is organized as follows. Section 2 presents
the main approaches addressing offline signature verification. Section 3 introduces
the proposed multi-task CNN with relaxed loss applied on a reduced feature space
to obtain a signature representation. Section 4 analyses the method performances
and offers a comparison with other literature works. Finally, Section 5 draws some
conclusions on the presented work.

3.5.1.2 Related Work

The objective of an offline signature verification system is to discriminate between
genuine and forged signatures, so that a person identity can be confirmed. To achieve
this goal, the available research focuses on either hand-crafted or automatically
extracted features, analysing WI or WD signatures.

Concerning approaches exploiting hand-crafted features, in [526], signature
characteristics are identified via a graphometric method. The authors simulate the
signature shape through Bézier curves and then build a graph over them. These
graphometric features are finally analysed via an ensemble to reduce false acceptance
of forgeries. In [513], [535], and [519], instead, a single SVM is employed to classify
various signature representations. In detail, the author of [513] exploits bag-of-visual
words (BoVW) and vector of locally aggregated descriptors (VLAD) algorithms
to obtain a similar analysis to forensic document examiners (FDEs); in [535], the
best horizontal, vertical, and global features, selected using a genetic algorithm, are
extracted from a signature to depict, for example, its aspect ratio, centroid, or slope;
while in [519], pseudo-dynamic features are implemented using LBP, GLCM, and
HOG, trying to capture pseudo-motions resembling the online verification task.

Regarding methods leveraging automatically extracted features, they were first
devised due to improvements of CNNs and, more in general, of deep learning (DL)
algorithms. As a matter of fact, the advances in this field allow systems to, for
example, diagnose illnesses [82], analyse human emotions [107], and, in particular,
automatically extract meaningful features to obtain improved performances in the
classification of hyperspectral and LiDAR data [536] or mobile sensing [537] tasks,
among the others. Indeed, systems employing a DL approach to extract features,
generally perform better with respect to those manually extracting them, even for
the signature verification task. For instance, in [538], siamese networks are employed
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as an image recognition system for similar and dissimilar WI signatures. Since the
two networks are trained as a pair, they are able to automatically extract relevant
cues by exploiting the Euclidean distance between two signature images. A second
example, focusing on WD signatures, is [539], where the graph edit distance is
combined with triplet networks automatically generating relevant vector embeddings,
to capture both structural and statistical representations of signatures. Although
using a CNN to extract features allows a system to obtain good performances when
focusing on either WI or WD modalities, learning WI generic features enables for an
even higher accuracy when used on the WD signature verification task. Examples
of such an approach are [510], and [540], currently showing top state-of-the-art
performances. Both approaches exploit two loss functions addressing simultaneously
signature verification and user identification through binary and categorical cross-
entropy, respectively. Moreover, in [540], the authors also handle different signature
dimensions by implementing a spatial pooling pyramid (SPP) layer to normalize
each signature to a fixed size.

Automatic feature extraction allows the various systems to obtain good per-
formances on common signature verification metrics (e.g., equal error rate EER).
However, these approaches are usually based on deep neural networks using millions
of parameters to generate high-dimensional feature vectors as output; resulting in
long training times and possibly redundant information, respectively. While feature
space reduction is actively investigated to obtain better generalizations from less yet
more meaningful features [541], increasing the number of trainable parameters is
generally preferred as it results in a better representational power, although at the
expense of computational costs [542]. Therefore, the exploration of reduced feature
spaces by directly manipulating and optimizing a network is highly encouraged,
especially for a task with several real-case applications such as signature verification.
Indeed, as shown by the experimental results, using more generic features enables to
further advance current signature verification performances.

3.5.1.3 R-SigNet

The proposed multi-task learning approach used to address the signature verification
task via a reduced space, takes inspiration from [510]. In detail, the presented
approach first cleans and normalizes signature images via a pre-processing step. A
modified version of the CNN proposed in [510] is then designed to automatically
extract a reduced and more generic WI feature vector, representing a signature.
Furthermore, to train this network, a relaxed version of the multi-task loss function
presented by [510] was devised, enabling the network to better discriminate between
genuine and forged signatures, as well as to more accurately identify the owner of a
given signature. Finally, the automatically extracted features are classified through a
standard SVM algorithm using an RBF kernel, addressing the offline WD signature
verification task.

Pre-processing An important step for signature verification lies in the images
pre-processing, as they might present background noise or have different dimensions.
To reduce possible noise, all images are first inverted by subtracting each pixel
p from the maximum grayscale format brightness, i.e., p = 255 − p. A t = 10
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threshold, empirically chosen to avoid removing relevant signature information while
also coarsely reducing the image noise, is then applied; setting to 0 all pixels with
a brightness below t. Subsequently, the non-local means denoising [543] procedure
is employed to remove potential remaining noise from the image, in a fine-grained
way. Specifically, for a grayscale image u and a given pixel p, the denoised image û
is computed as follows:

û(p) = 1
C(p)

∑
q∈N(p,r)

u(q)w(p, q), (3.145)

C(p) =
∑

q∈N(p,r)
w(p, q), (3.146)

where N(p, r) represents a neighbourhood patch centered at p, containing (2r + 1) ∗
(2r + 1) pixels; while w(p, q) is an exponential weighting function employing the
following kernel:

w(p, q) = e− max(d2−2σ2,0.0)
h2 , (3.147)

where d2 is the Euclidean distance between the grayscale patches N(p, r) and N(q, r),
respectively centered at p and q; σ represents the noise standard deviation; while h
is a filtering parameter that regulates the noise removal strength. Finally, to address
possible dimension differences, the signature is centered and resized to a shape of
150× 220, following the experiments performed by [510], so that it can be given as
input to the R-SigNet. Notice that, for all images, the original signature ratio is
preserved when resizing to the new shape, and a 0 padding is applied in order to
reach the desired input shape. This is a fundamental procedure to avoid learning
wrong characteristics due to possible pen strokes warping that would otherwise
appear by directly resizing the input image to the desired shape.

Automatic Feature Extraction The proposed CNN is designed starting from
the architecture presented in [510]. Three relevant changes are introduced to produce
features in a reduced space and improve the network training time. Notice that this
specific architecture was chosen as a reference since it is one of the best performing
state-of-the-art approaches for automatic feature extraction, as shown in Table 3.41.
Similarly to [510], the presented CNN is composed by 5 convolutional layers (CLs)
with analogous kernel sizes, i.e., 11× 11, 5× 5, and 3× 3 for the last three layers,
respectively; and batch normalization (BN) [204] is applied after each layer containing
trainable parameters, to improve training performances. Specifically, BN normalizes
the output of a given layer by subtracting the batch mean and dividing by the batch
standard deviation, thus ensuring that the batch has a distribution of 0 and 1 for the
mean and standard deviation, respectively. Intuitively, this procedure normalizes
a layer inputs by statistically centering the batch samples, therefore reducing the
internal covariate shift along the architecture which, in turn, might prevent deeper
layers from learning the given task [204]. Formally, given a layer activation function
output x for a mini-batch B, the BN is computed via the following equation:

BNγ,β(xi) = γx̂i + β, (3.148)
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Table 3.34. R-SigNet architecture summary.

Layer Size Extra Parameters
Input 150× 200× 1
Convolution (CL1) 11× 11× 96 Stride=3, pad=0
Max-Pooling 3× 3× 96 Stride=2
Convolution (CL2) 5× 5× 256 Stride=1, pad=same
Max-Pooling 3× 3× 256 Stride=2
Convolution (CL3) 3× 3× 384 Stride=1, pad=same
Convolution (CL4) 3× 3× 384 Stride=1, pad=same
Max-Pooling 3× 3× 384 Stride=2
Convolution (CL5) 3× 3× 256 Stride=1, pad=same
Max-Pooling 3× 3× 256 Stride=2
Fully Connected (FC1) 1024
Fully Connected (FC2) 1024
Softmax M
Sigmoid 1

where γ and β are trainable parameters used to learn the correct normalization for
a given layer; while x̂i is the normalized layer output, which can be computed as
follows:

x̂i = xi − µB√
σ2

B + ϵ
, (3.149)

where µB and σB correspond to the mini-batch mean and standard deviation,
respectively. Moreover, observe that without BN the presented CNN could not be
trained on the signature verification task, suggesting, in accordance with the findings
of [510], problems most likely correlated to the optimization process, such as the
aforementioned internal covariate shift.

Concerning the introduced differences, the first one lies in the number of max-
pooling layers, counting 4 instead of 3. This extra max-pooling layer has three
purposes: sensibly decreasing the number of trainable parameters inside the network;
lowering the required time to train the model; and enabling the first convolutional
layer to employ a smaller stride, thus applying the filters over more overlapping
regions. In fact, the second difference consists in this stride which results in bigger
convoluted images throughout the network, allowing the various layers to capture
more signature details, as also highlighted by the experimental results. The third
and last variation, lies in the last two fully-connected (FC) layers which were both
halved in size. This modification results in a further trainable parameters decrease
from the first FC layer, and in a reduced feature space from the second one. Indeed,
once the CNN is trained, this last FC layer produces a smaller and more generic
feature vector ϕ(X), representing the input signature X. The proposed CNN, and
its parameters, are summarized in Fig. 3.72 and Table 3.34.

Multi-task Loss Function To train the devised R-SigNet model in a WI multi-
task setting, two different losses were exploited following [510]: a multi-class cross-



3.5 Brain Plasticity and Memory in Neural Models 208

entropy loss Lc and a binary cross-entropy loss Lf . The former is used to associate
signatures to users, the latter to detect forgeries. Formally, given an input signature
X, a training sample is defined by a tuple (X, y, f), where y ∈M represents one of
the M users in a dataset, while f ∈ {0, 1} indicates whether or not the signature was
forged. The two losses Lc and Lf can then be computed, respectively, as follows:

Lc = −
∑

j

yij log P (yj |Xi),

Lf = −fi log(P (f |Xi))− (1− fi) log(1− P (f |Xi)).
(3.150)

Differently from the reference paper, where these two losses are scaled via a trade-off
hyperparameter λ, i.e., λL = (1− fi)(1− λ)Lc + λLf , a relaxed loss Lr is employed
in this work. The rationale behind this decision is twofold. First, λ effectively
acts as a constraint which can affect negatively the learning phase of the presented
CNN due to the reduced number of parameters. Second, as the authors of [510]
duly noted, the forgery loss Lf does not perform well as a user classifier due to
its binary implementation, but it still helps the network to derive better signature
representations since it allows to distinguish genuine and forged signatures. Indeed,
through Lf the internal network weights are adjusted so that the model can focus
on specific writer-independent characteristics of forged signatures such as shaky or
limp strokes. As a consequence, by removing the trade-off λ, a relaxed and fair loss
can be computed. Formally, Lr is derived as follows:

Lr = (1− fi)Lc + Lf

= −(1− fi)
∑

j

yij log P (yj |Xi)

− fi log(P (f |Xi))− (1− fi) log(1− P (f |Xi)),

(3.151)

where (1−fi) is employed not to penalise user misclassifications for forged signatures.

3.5.1.4 Experimental Results

In this section, the benchmark datasets used to validate the approach on the offline
signature verification task, are first introduced. Ablation studies analysing the re-
duced feature spaces and the relaxed loss effects, are then shown. A comparison with
other relevant works available in literature, and results of cross-dataset evaluation to
confirm the generalization power of the automatically extracted features, are finally
presented.

Datasets To evaluate the proposed approach, tests were performed on three bench-
mark datasets, i.e., CEDAR [544], BHSig260 [545], and MCYT-75 [546]. Concerning
the CEDAR dataset, it contains signatures of 55 distinct persons belonging to various
cultural and professional backgrounds. For each signer, 24 genuine and 24 forged
signatures were produced, for a total of 2640 signatures. Regarding the BHSig260
dataset, it comprises Bengali and Hindi signatures, and was consequently split into
two separate sets. For each person in both subsets, there are 24 genuine signatures
and 30 forged ones. The Bengali set counts 100 distinct persons, for a total of
5400 signatures. The Hindi set considers 160 different signers, for a total of 8640
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Table 3.35. Original, WI, WD and dataset distributions.

Dataset Users WI set WD set Genuine Forged
CEDAR 55 25 30 1320 1320
Bengali 100 50 50 2400 3000
Hindi 160 70 90 3840 4800
MCYT-75 75 35 40 1125 1125

Table 3.36. R-SigNet ablation study on the Bengali dataset.

FC1/2 sizes Gen./Forg.
WI Acc.

User
WI Acc.

SVM
WD EER

Model
Params

Runtime
Minutes

Baseline 99.77% 99.77% 0.74% 36.6M 47

2048/2048 99.66% 99.81% 0.74% 15.88M 45
2048/1024 99.59% 99.81% 0.81% 13.74M 43.5
2048/512 99.62% 99.85% 0.70% 12.67M 43.5
2048/256 99.70% 99.88% 0.82% 12.3M 43.4
2048/128 99.70% 99.88% 0.87% 11.87M 43.3

1024/1024 99.77% 99.85% 0.67% 8.75M 40.3
1024/512 99.59% 99.74% 0.82% 8.21M 40.2
1024/256 99.74% 99.85% 0.80% 7.93M 40.2
1024/128 99.70% 99.88% 0.84% 7.80M 40.1

512/512 99.77% 99.88% 0.86% 5.98M 39.5
512/256 99.66% 99.92% 0.80% 5.83M 39.5
512/128 99.74% 99.96% 0.92% 5.76M 39.4

256/256 99.59% 99.88% 0.95% 4.78M 39
256/128 99.59% 99.81% 0.96% 4.75M 39

signatures. Relating to the MCYT-75 dataset, it contains both online and offline
signature information of 75 distinct signers. For the offline component, 15 genuine
and 15 skilled forgeries were collected for each person, for a total of 2250 signatures.
All of the presented datasets were further split into two disjoint subsets to correctly
handle the WI and WD modalities of the proposed R-SigNet and SVM, respectively.
The comprehensive list of subsets is summarized in Table 3.35.

Experimental Protocol and Metrics All of the reported experiments were
executed on a Tesla P100 with 16GB of RAM. The stochastic gradient descent with
0.9 Nesterov momentum, employing a batch-size of 64, and an L2 regularization
with weight decay 10−4, were used to optimise the relaxed loss function Lr. All
the presented models were trained for 160 epochs using a learning rate of 10−5,
decreased by a factor of 10 every 40 epochs. Moreover, the tests performed to assess
the proposed system followed a stratified 10-fold cross-validation approach, using
50/50 splits. This procedure ensures the method is evaluated over all identities,
while maintaining the desired proportion of genuine and forged samples for each
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Table 3.37. Relaxed loss effects on the MCYT-75 dataset.

Model-Loss User
WI Acc.

Gen./Forg.
WI Acc.

SVM
WD FAR

SVM
WD FRR

SVM
WD EER

Baseline-λL 96.76% 94.00% 3.61% 3.23% 3.42%
R-SigNet-λL 97.33% 94.09% 3.14% 2.43% 2.79%
R-SigNet-Lr 98.19% 94.28% 2.71% 1.78% 2.25%

user. Furthermore, the average over the 10 folds was computed for several common
metrics, so that both WI user identification and verification, as well as WD signature
verification modalities, could be fully analysed. For the former, signature verification
accuracy was computed using the ratio between genuine signature correctly identified
over all signatures; the most probable owner of a signature was instead obtained by
applying the argmax function to vector M , containing the probability distribution
over all users of a given dataset. The user identification accuracy was then computed
considering as correct the identification of both genuine and forged signatures, as
long as they were associated to the right user. Forged signatures were considered
since skilled forgers were employed in all datasets to recreate the various signatures.

Concerning the WD signature verification, the R-SigNet is used to extract
features from a signature using the second FC layer. An SVM, employing an RBF
kernel and a regularization parameter C = 1000, is then trained by oversampling the
corresponding WD subset of genuine signatures, since skilled forgeries are usually
not available in real-case scenarios. Subsequently, performances are evaluated by
computing false acceptance rate taking into account only skilled forgeries (FARskilled),
false rejection rate (FRR), and equal error rate (EER) metrics, where EER =
(FRR + FARskilled)/2.

3.5.1.5 R-SigNet Analysis

To correctly reduce the proposed R-SigNet feature space, several tests were conducted
to gradually decrease the size of FC1 and FC2 layers, starting from the same
combination used by [510] (i.e., 2048/2048). The ablation study, performed on the
Bengali dataset and presenting FC layer combinations, WI accuracy for both user
identification and verification, WD EER, model parameters, as well as running times
to complete the whole stratified 10-fold cross-validation, is summarized in Table 3.36.
Moreover, a baseline network following the approach used by [510] is also reported,
so that relevant estimates on both performances and runtime improvements derived
from the reduced feature space, can be presented. As shown, all combinations
achieve similar high performances concerning WI accuracies. This outcome implies
that the R-SigNet, independently from the final representation derived from layers
FC1 and FC2, correctly captures characteristics discriminating between genuine and
forged signatures, as well as to identify their correct owner. Indeed, by employing
the extra max-pooling layer, a smaller stride can be used in the first convolution
(i.e., CL1); therefore applying convolutional operations to a higher number of pixels.
As a consequence, more details are analysed due to the bigger image size propagated
throughout the network, ultimately compensating for the reduced feature space.
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Considering the SVM WD EER results, although all combinations perform rather
well, it can be noted that using either a too big (i.e., 2048/2048) or too small
(i.e., 256/128) feature representation, results in slightly lower performances with
respect to a more balanced solution (i.e., 1024/1024). This effect can be traced
back, to an extent, to the over- and under-fitting problems due to the amount of
signers (i.e., 50 for the Bengali WD set), which allows the network to learn, or not,
the training set distribution. What is more, reducing the feature space directly
affects the required runtime, leading to an ≈14.25% speed-up difference between the
baseline model and the final R-SigNet architecture (i.e., 1024/1024 configuration).
This outcome is a consequence of the much lower number of trainable parameters
in the model (i.e., ≈4.2x less parameters, from 36.6M to 8.75M), and the smaller
signature representation (i.e., a 2x reduction from 2048 to 1024).

Although the proposed R-SigNet architecture can extract meaningful features by
using a reduced space, interesting results are also achieved through the relaxed loss Lr

in the devised multi-task scenario (i.e., user identification and signature verification).
Performances on the MCYT-75 dataset for the baseline model employing the trade-
off loss λL devised by [510], and the R-SigNet using either λL or Lr, are summarized
in Table 3.37. As shown, by jointly exploiting both the reduced feature space and
the relaxed loss, performances increase sensibly over all metrics, thus confirming that
both Lc and Lf losses contribute to learning better signature representations. As a
matter of fact, as depicted in Fig. 3.73, while using the trade-off λ results in a more
stable loss evolution for the single components (i.e., Fig. 3.73.a and Fig. 3.73.b),
when merging them together and using the relaxed version introduced in this work,
enables the model to move faster along the error surface and to find a better local
minimum (i.e., Fig. 3.73.c).

Performance Comparison In order to fully assess the proposed method effective-
ness, R-SigNet was tested on four benchmark datasets. The average results obtained
performing a stratified 10-fold cross-validation procedure on CEDAR, Bengali, Hindi,
and CMYT-75 datasets, are reported in Table 3.38, Table 3.39, Table 3.40, and
Table 3.41, respectively. Notice that for all WD based approaches, the corresponding
number of training samples are to be considered per single user, whereas WI methods
do not make this distinction. As shown, the presented approach significantly outper-
forms other offline state-of-the-art works on all datasets but CEDAR, where several
WI solutions can already discern all genuine and forged signatures (i.e., 0% EER).
While the latter result might, at first, seem remarkable, especially for a more complex
WD scenario, it is only achievable due to the low number of distinct identities, as
well as the amount of per user samples employed to train the architecture. As
matter of fact, when increasing the number of unique individuals (i.e., Tables 3.39
and 3.40) or reducing the amount of per user training examples (i.e., Table 3.41),
the performances start to decrease; indicating that, while the reduced signature
representation can correctly address several datasets, there is still ample room for
improvement in the signature verification task at a scale. An outcome also con-
firmed by the results obtained by [547] and [538], whose performances significantly
deteriorate when assessed on the Bengali and Hindi datasets. On a related note,
the overall consistent results are obtained using only a handful of samples per user,
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Figure 3.73. Lr and λL losses evolution on the MCYT-75 dataset for R-SigNet and a
Baseline model. In (a), user identification losses (i.e., Lc component). In (b), signature
verification losses (i.e., Lf component). In (c), total losses.

similarly to other well performing literature approaches. This aspect is especially
crucial since it allows to build an effective verification system, even when a small
number of signatures is available. Furthermore, the reported FAR and FRR scores
suggest that the R-SigNet well behaves on all datasets, also when skilled forged
signatures are presented. Indeed, low FAR and FRR values indicate that forged
and genuine signatures are rarely accepted or rejected, respectively. What is more,
Tables 3.39 and 3.40 further support the difference between methods exploiting deep
learning architectures (e.g., the presented work and [540], and the works that employ
other procedures, such as [545]. Indeed, while the latter work offers a baseline on
the datasets they devised, extracting LBP features and classifying them trough
the nearest neighbourhood algorithm does not allow the system to achieve similar
performances as methods based on deep learning.

To conclude the R-SigNet performance evaluation, a cross-dataset appraisal
was also performed. In this assessment, the R-SigNet learns a reduced signature
representation on a given collection and is then used as a feature extractor for the
RBF SVM, trained to handle the WD verification task, on a second dataset. The
ERR results for this test are reported in Table 3.42. As shown, even when training
the R-SigNet on a disjoint dataset, the reduced feature space enforces the network
to learn meaningful signature representations from its multi-task loss. Therefore,
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Table 3.38. Performance comparison on the CEDAR dataset.

Model Mode # Samples FAR FRR EER
Kumar et al. [523] WI 55 8.33% 8.33% 8.33%
Wei et al. [548] WI 50 2.17% 5.87% 3.62%
Dutta et al. [547] WI 55 0.00% 0.00% 0.00%
Dey at al. [538] WI 55 0.00% 0.00% 0.00%

Chen et al. [549] WD 16 8.20% 7.70% 7.95%
Maergner et al. [539] WD 10 - 12.21% 5.91%
Sharif et al. [535] WD 12 4.67% 4.67% 4.67%
Hafemann et al. [510] WD 12 - - 4.63%
Zois et al. [550] WD 10 5.83% 0.21% 3.02%
Hafemann et al. [540] WD 10 - - 2.33%
R-SigNet (ours) WD 12 0.00% 0.00% 0.00%

Table 3.39. Performance comparison on the Bengali dataset.

Model Mode # Samples FAR FRR EER
Dutta et al. [547] WI 100 15.78% 14.43& 15.10%
Dey at al. [538] WI 100 13.89% 13.89% 13.89%
Wei et al. [548] WI 50 5.24% 4.12% 4.68%

Pal et al. [545]* WD 12 33.82% 33.82% 33.82%
Hafemann et al. [540] WD - - - 3.41%
R-SigNet (ours) WD 12 0.23% 0.91% 0.57%

∗method not based on a deep neural network

even when applied in a cross-dataset setting, the automatically extracted features
still enable the network to obtain low EER values; confirming the results obtained
in Table 3.38. Moreover, this outcome suggests that there might be similar cues
among all signatures independently of possible cultural and professional background
differences, while also highlighting the effectiveness of both the reduced feature space
and relaxed loss in learning a general signature representation.

3.5.1.6 Conclusion

In this work, a multi-task approach learning a signature representation in a reduced
feature space via a relaxed loss, is presented. The introduced R-SigNet is successfully
applied in the offline WD signature verification task, where it outperforms other
state-of-the-art works. What is more, the proposed model can obtain such results
while using ≈4.2x less parameters with respect to one of the top performing literature
approaches [510], used as a reference to develop the R-SigNet. Furthermore, the
parameter reduction leads to a smaller feature space (i.e., 1024 feature vector) and
an ≈14.25% training time speed-up compared to a baseline model reproducing the
same reference method. Finally, the effectiveness of the compact and more general
signature representation, is further highlighted in a cross-dataset evaluation, where
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Table 3.40. Performance comparison on the Hindi dataset.

Model Mode # Samples FAR FRR EER
Dey at al. [538] WI 100 15.36% 15.36% 15.36%
Dutta et al. [547] WI 100 13.10% 15.09% 14.10%
Wei et al. [548] WI 30 4.93% 8.99% 4.12%

Pal et al. [545]* WD 12 24.47% 24.47% 24.47%
R-SigNet (ours) WD 12 0.48% 0.58% 0.53%

∗method not based on a deep neural network

Table 3.41. Performance comparison on the MCYT-75 dataset.

Model Mode # Samples FAR FRR EER
Soleimani et al. [521] WD 10 6.13% 12.71% 9.86%
Vargas et al. [551] WD 10 6.54% 8.69% 7.08%
Sharif et al. [535] WD 12 3.67% 6.67% 5.00%
Zois et al. [550] WD 10 4.96% 3.06% 4.01%
Maergner et al. [539] WD 10 4.00% 3.82% 3.91%
Zois et al. [552] WD 5 - - 3.52%
Hafemann et al. [540] WD 10 - - 3.40%
Hafemann et al. [510] WD 10 - - 2.87%
R-SigNet (ours) WD 8 2.71% 1.78% 2.25%

the proposed network is able to achieve low EER values in all train/test pairs; further
supporting the presented approach rationale.

As future work, further dimensionality reductions without loss of generality will
be explored, so that a signature verification system can ultimately be deployed
on commodity hardware. Possible extensions to other architectures will also be
analysed since, similarly to many of the available state-of-the-art works, the R-SigNet
is effectively used as a feature extractor, indicating that the feature space reduction
reasoning might enable a network to better generalize on a given task. Moreover,
techniques such as the SPP layer will be implemented to explore possible effects on
the presented reduced feature space deriving from different input shapes. Finally,
online and offline data will be exploited jointly to try and further enhance the system
performances via the extra dynamic information.

3.5.2 Case Study: Secondary Pathways Information Preservation

Improving existing neural network architectures can involve several design choices
such as manipulating the loss functions, employing a diverse learning strategy, exploit-
ing gradient evolution at training time, optimizing the network hyper-parameters, or
increasing the architecture depth. The latter approach is a straightforward solution,
since it directly enhances the representation capabilities of a network; however, the
increased depth generally incurs in the well-known vanishing gradient problem. In
this paper, borrowing from different methods addressing this issue, we introduce
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Table 3.42. Cross-dataset R-SigNet EER evaluation.

Train
Test CEDAR Bengali Hindi MCYT-75

CEDAR 0.00% 0.90% 2.34% 3.58%
Bengali 0.00% 0.57% 1.63% 8.16%
Hindi 0.08% 0.75% 0.53% 6.75%
MCYT-75 0.45% 0.82% 2.33% 2.25%

an interlaced multi-task learning strategy, defined SIRe, to reduce the vanishing
gradient in relation to the object classification task. The presented methodology
directly improves a convolutional neural network (CNN) by preserving information
from the input image through interlaced auto-encoders (AEs), and further refines
the base network architecture by means of skip and residual connections. To validate
the presented methodology, a simple CNN and various implementations of famous
networks are extended via the SIRe strategy and extensively tested on five collections,
i.e., MNIST, Fashion-MNIST, CIFAR-10, CIFAR-100, and Caltech-256; where the
SIRe-extended architectures achieve significantly increased performances across all
models and datasets, thus confirming the presented approach effectiveness.

3.5.2.1 Introduction

Neural networks and, in particular, deep architectures, perform well on hetero-
geneous and complex tasks such as medical image analysis [553, 554, 5], person
re-identification [555, 4, 384] or emotion recognition [556, 557, 107]. A common
objective that has a particularly vast application breadth and spans across many of
these fields is the image classification. In fact, nowadays, many datasets focusing
either on specific categories, e.g., flowers [558] or cars [559], or comprising completely
different object categories [560, 71], are available. Among this plethora of collections,
a simple subdivision can be done on the number of classes contained in a dataset,
resulting in increasingly more complex collections. Although the latter can be
preferred to fully highlight a method’s effectiveness, easier collections can still be
useful. For instance, datasets with a low number of categories such as MNIST [561]
and Fashion-MNIST [562], on which even simple networks can obtain significant
classification results in a short time [563], are generally used to validate new ideas
such as multi-resolution knowledge distillation to detect anomalies [564] or sparse
model-agnostic meta-learning (MAML) to achieve continual learning on a single
model [565]. Datasets containing a moderate amount of diverse categories such
as CIFAR-100 [560] and Caltech-101 [566], on the other hand, start to show the
limitations even of renown and effective models such as ResNet [28], that can reach,
for example, an error rate of ≈22% on the former collection. Nevertheless, there
are already solutions that improve such models. For instance, the scheme in [567]
modifies the internal connections of residual blocks to increase their reuse of the
input features, reducing the ResNet error rate by ≈2%. In [568], instead, the authors
entirely change the training procedure via a sharpness-aware minimization (SAM)
approach, which allows them to implement an efficient gradient descent training
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procedure by simultaneously minimizing loss value and loss sharpness, and results
in a sensibly lower error rate of 7.44% on the image classification task. A similar
behavior can also be noticed for the increasingly more complex datasets, such as
Caltech-256 [569] and ImageNet [71], that can reach up to 1000 different classes. In
fact, on ImageNet, a ResNet achieves ≈21% error rate, while more recent models
can reduce this rate close or down to the single digit. For example, the method
presented in [570], which obtains an error rate of 12.28% on ImageNet, substitutes
the backpropagation by an unsupervised approach based on a competitive "winner
takes all“ mechanism, implemented as activation function to sparsely update the
internal weights of the model. Specifically, this approach leverages exclusively feed
forward information to emulate biologically plausible deep neural networks. The
work introduced in [571], instead, achieves a 9.12% error rate by skillfully crafting a
method that merges convolutional networks and transformers. In particular, they
show how a simple relative attention approach can naturally unify both depthwise
convolutions and self-attention. Then, by vertically stacking this newfound opera-
tion, they can drastically improve performance even on a complex collection such as
ImageNet.

A separate but non-negligible aspect of datasets containing a medium or a high
number of classes is the time required to train a network. Having more classes,
samples, or images with increased width and height (e.g., going from a 28×28 to a
224×224 shape when using the MNIST and ImageNet datasets, respectively) generally
requires the design of more complex architectures to achieve higher performance,
which naturally translates in a given model requiring a considerably longer training
time before it reaches convergence on such a collection. Regardless, solutions to
address these aspects either reduce the number of images simultaneously fed to the
model, i.e., the batch size, at the expense of a longer time to complete a training
epoch, or use higher-performing hardware with conspicuous amounts of RAM and
processing speed, such as tensor processing units (TPUs), to limit eventual training
time increases. As a consequence, many approaches are constantly being developed
even on the more complex datasets such as ImageNet [572, 573, 574].

On a different note, while an ever increasing performance is generally obtained
by newly developed systems, improving existing architectures can be a daunting
experience due, mostly, to the high number of aspects to be accounted for, when
designing a model. Among the many available options, some of the ideas that are
being actively explored concern the use of different loss functions, regularization and
normalization techniques as well as architectural innovations through, for example,
multi-path information processing [575]. Focusing on methodologies exploiting
different loss functions, an interesting and effective solution is associated to the use
of composite functions [576, 577] to represent, for instance, different outputs to be
optimized by a given network, as usually happens in a multi-task learning scenario
[578, 579]. Such approaches can be further improved by applying weights to the
various loss components, allowing a network to focus more on a specific task among
those that are being optimized [580]. Moreover, further architecture refinements
might involve employing intermediate loss functions to alter the gradient evolution;
a strategy that enables a model to retain better and more meaningful features
along the various architecture layers, and allows to obtain improved results on the
addressed task [19]. A different strategy to improve the performance of a network,
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often used in conjunction with a custom loss function, lies instead in regularization
[581, 582] and normalization techniques [583], where internal weights are modified to
enhance the abstraction capabilities of a model via direct manipulation. Well-known
examples of such approaches comprise a dropout strategy [431], to reduce overfitting
over the training dataset distribution by omitting random units at training time
for more robust input representations [584]; and batch normalization [585, 586],
to facilitate deep networks training by normalizing a given batch according to a
specific strategy such as the batch mean and variance [204]. While these approaches
can alleviate issues such as the vanishing/exploding gradient, or directly improve
a network performance, a crucial factor is represented by the internal structure
of an architecture. As a matter of fact, many recent works [575] are focusing on
architectural ideas, starting from clever configurations such as the inception layers
[19], or skip [9] and residual connections [28]. Indeed, by defining multiple paths
inside a given architecture (e.g., inception layer) it is possible to grasp more (or
different) details when analyzing an input [587]; whereas using extra connections
inside a model allows to strengthen feature propagation and reuse and, consequently,
obtain improved performances with respect to simpler networks [73].

Inspired by these solutions, in this paper we focus on the image classification task
and present the SIRe methodology, where an interlaced multi-task learning approach
is exploited jointly with skip and residual connections to improve a convolutional
neural network performances. Specifically, following the rationale behind GoogleNet
[19], where intermediate classifications are used to mitigate the vanishing gradient
problem, we implement a simple CNN model and extend its architectural design to
have intermediate auto-encoders that enable the interlaced multi-task learning. More
accurately, these intermediate tasks require the network to recreate the input image so
that information is preserved throughout the network, ultimately providing improved
features to the classification layers. To further enhance both the intermediate and
final tasks, we also borrow residual and skip connections from ResNet [28] and U-Net
architectures [9], respectively, so that both the classification accuracy and input
image reconstruction can obtain higher results with respect to the base model. To
evaluate the SIRe methodology, extensive experiments were performed on the MNIST,
Fashion-MNIST, CIFAR10, CIFAR100 and Caltech256 datasets by extending both
a simple CNN as well as various well-known models through the presented approach.
As demonstrated by the experimental results, a network is enforced to preserve
information from the input image once it is modified via the SIRe methodology;
thus resulting in a significant performance improvement on the classification task
with respect to the base model, which validates the proposed strategy.

Summarizing, the main contributions of this paper are:

• designing an interlaced multi-task learning approach to directly affect the
gradient evolution;

• exploring some solutions (such as skip and residual connections) that enhance
network performances;

• extending the presented SIRe methodology to other well-known architectures.
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Figure 3.74. SIRe extended CNN architecture showing the interlaced multi-task learning
approach.

3.5.2.2 Related Work

Some of the most effective choices, when designing a new network architecture, entail
the loss function to be minimized, which is a direct consequence of the task being
addressed; possible regularization and normalization techniques, that might enable a
network to converge faster on a given task; and the model architecture itself, where
defining wrong operations could result in the network diverging from the required
task.

Concerning works exploring loss functions [11, 12, 13, 14, 15, 16, 17, 18, 19], an
effective strategy is to multiply the loss by a parameter, thus creating a weighted
function. This approach directly enables the implementation of adaptive loss strate-
gies, where the function is modified according to a specific rationale. In [11], for
instance, the relative magnitude between two subsequent losses is exploited to decide
when to update the generative adversarial network (GAN) model; while the authors
of [12] leverage such parameters to explore possible loss functions and automat-
ically pick the best one. Employing parameters can be an effective choice, and
other approaches follow a similar reasoning by defining ranking losses to obtain a
parametric loss function such as in [13] and [14]. Specifically, the former defines a
pair-wise ranking loss based on the input image structure, while the latter designs a
distributional ranking loss to better separate positive examples from negative ones.
A straightforward extension from parametric loss functions is obtained via multi-task
loss functions, where different tasks are learned simultaneously. In [15] and [16],
for example, the cross-entropy and triplet loss functions, in the former, and the
self/relative samples similarities, in the latter, are optimized jointly to improve the
respective network output. A further refinement for multi-task losses can finally be
defined by computing intermediate losses, as described by [17] and [19], where losses
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for similar tasks are computed along the architecture structure; and from which we
took inspiration for the proposed interlaced multi-task learning.

Regularization [20, 21, 22, 23] and normalization [24, 25, 26, 27] techniques
can help to achieve a better input abstraction or faster convergence. In [20], for
example, a region dropout is applied to the network input as a data augmentation
strategy. The authors of [21], instead, develop an elastic regularization strategy
to capture differences among diverse inputs; while in [22], a regularization term
is applied to smooth the network output and avoid misclassifying wrong inputs.
Regularization procedures can also be defined for internal layers as shown by [23],
where a parametrized regularization is designed to improve the model performance
by accounting for both network filters and penalty functions. Differently from these
methods, [25] and [26] propose normalization strategies to improve the learning
capabilities of an architecture. Specifically, [25] employs instance and batch nor-
malizations to retain, respectively, information invariant to appearance changes
(e.g., color) and related to content; while [26] defines a group normalization, applied
on the filters channels, to improve performances even for lower mini-batch sizes.
Input weights can also be normalized, as shown by [27], where the authors also
parametrize such weights to speedup the training procedure. Finally, to directly
affect data distributions along their architecture, the authors of [24] present an
automatic method to learn the best normalization approach for a given layer. Notice
that while many significant advances and interesting approaches have been proposed,
in this work we employ standard dropout and batch normalization techniques since
they are widely accepted procedures.

This paper also draws inspirations from model architecture variations [19, 29,
30, 31, 28, 32, 9, 33, 34] that aim to improve the optimization task by analyzing
and modifying gradient-derived information. More accurately, the authors of [19]
implement intermediate losses to reduce the vanishing gradient problem. In [29],
losses computed on internal convolution outputs are exploited to improve the input
representation. The authors of [30] and [31], instead, show how intermediate losses
can reduce the internal representation distance between the components of their
respective architectures. Exploiting intermediate loss functions directly affects the
gradient evolution during training time; however, more information can also be
forwarded inside the architecture through specific connections such as the skip and
residual ones. In particular, [28] and [32] apply long skip connections to retain
information from previous layers and successfully improve the final output. In [9]
and [33], instead, residual connections are implemented to forward more information
along the architecture, ultimately improving the underlying network abstraction
capabilities.

3.5.2.3 Method

To present a methodology that consistently improves CNNs performances on the
image classification task, we first design a simple network and then extend it through
the SIRe technique. In particular, in the proposed approach we implement an
interlaced multi-task learning strategy by means of intermediate auto-encoders, to
ensure the input image information is preserved; and further improve the model
through long skip and short residual connections, to augment the quality of fea-
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tures forwarded throughout the architecture. The presented SIRe-extended CNN
architecture is shown in Fig. 3.74.

Base CNN Model The first step to introduce the SIRe methodology requires the
implementation of a simple CNN architecture to be used as a baseline. Specifically,
starting from the well-known VGG [75] architecture, we define a less powerful model
(i.e., using a fewer number of convolutions and dense units) that can be easily
extended and used as a baseline to validate the SIRe adaptation. Notice that the
VGG was selected since it has a straightforward implementation, however any other
network can be used and extended through the presented methodology, as also
highlighted by the experimental results. In more details, the baseline CNN extracts
features from an input image through 8 convolutional layers, each followed by a batch
normalization, and 4 max pooling layers, placed every 2 convolutions. Subsequently,
3 dense layers are used for the classification task, similarly to the original VGG
structure. Concerning the convolutions, in all layers a kernel size k = 3 is jointly
applied with a padding p = 1 to ensure the input shape is retained and reduced
only via the max pooling layers. Moreover, the number of filters generated by the
convolutions is doubled after every max pooling operation, starting from 64 in the
first convolution (i.e., 64, 128, 256, and 512). Regarding the dense layers, the first
two employ the same number of nodes (i.e., 1024) and a dropout strategy to avoid
overfitting over the training dataset; while the third one contains m units, where
|m| corresponds to the number of classes to be recognized. Finally, the activation
function applied to all l − 1 layers is the rectified linear activation function (ReLU),
while the last one uses a softmax function to obtain a probability distribution for
the input classification.

SIRe Extension Core component behind the SIRe adaptation lies in the interlaced
multi-task learning strategy, where intermediate auto-encoders are used to extend
the architecture and manipulate the gradient. Intuitively, these auto-encoders are
tasked with the input image reconstruction as to preserve its attributes inside the
convolutions. Notice that by defining such components, the base architecture effec-
tively performs an interlaced multi-task learning, where the original task is the object
classification, while the intermediate ones correspond to the input reconstruction.
Furthermore, the rationale behind this approach is two-fold. First, it can indirectly
alleviate the classification task vanishing gradient problem, as was also suggested
by the authors of [19], by defining extra tasks that inject additional gradient error
inside the model at training time. Second, it naturally enforces the network to
preserve meaningful input characteristics (i.e., features) along the whole architecture;
therefore providing an improved input abstraction to the classifier that can then
achieve higher performances. In particular, an auto-encoder is built upon each max
pooling layer, i.e., AEi, with i ∈ [1, . . . , |max_pool_layers|], since they correspond
to most of the information loss due to the dimensionality reduction. Moreover,
in order to allow the correct output generation, every AE follows the underlying
architecture structure. Specifically, they invert all max pooling operations and
convolution layers, through the upscaling strategy proposed in [9] and transposed
convolutional layers [588], respectively. For example, as shown in Fig. 3.74, the auto-
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encoder built upon the third max pooling layer will perform 3 upscale operations, to
reach the original input image size, interleaved by 6 transposed convolutions (i.e., 2
layers after each upscale) employing the same k and p of the convolutional layers to
correctly reinterpret the input.

Attaching interleaved tasks via auto-encoders helps to inject gradient error
during the backpropagation algorithm execution. However, since the intermedi-
ate tasks greatly differ from the final output in both structure and purpose, a
further enhancement is implemented to improve the information forwarded inside
the architecture by means of skip and residual connections. In more details, short
residual connections are applied before each max pool operation and connect two
subsequent convolutions with their input, similarly to [28]; while long skip connec-
tions bond a given convolution with its corresponding transposed convolution in
the auto-encoder, to compensate with missing information derived from both the
max pool and upscale operations. Notice that neither short residual and long skip
connections increase the number of parameters or network complexity, since they
are implemented through identity maps and simple summations in accordance with
the findings of [28]; therefore resulting in great tools for information propagation
and performance improvement.

Loss Function A SIRe extended network addressing the classification task, can
still be trained end-to-end via classical algorithms such as the stochastic gradient
descent (SGD) with backpropagation. However, a specific loss function needs to
be implemented to fully leverage the presented methodology and correctly merge
the intermediate objectives with the original task. Intuitively, by exploiting the
computational graph associated to the network structure, each auto-encoder will
focus on specific portions of the architecture and automatically increase the gradient
error throughout the model. For instance, observing Fig. 3.74, the first auto-encoder
will affect only the first two convolutions, while the fourth one will influence the
whole architecture during the error backprogation. What is more, through the
backprogation, the interlaced multi-task methodology enforces to retain structural
information on the input since all auto-encoders try to correctly reconstruct the
original image. Formally, given a SIRe extended network with several auto-encoders
AE, the interlaced multi-task loss function is computed as:

L = − 1
m

m∑
i=1

yi log(ŷi) + λ
∑
AE

 1
n

n∑
j=1

(AEoj − xj)2

 , (3.152)

where the first term is a cross-entropy loss computed over the m classes, used
to classify the input image; while the second member corresponds to a mean
squared error loss for each available auto-encoder AE, evaluating the input image
reconstruction. In particular, AEoj and xj indicate, respectively, the j-th pixel
predicted output of a given auto-encoder AE and input image (i.e., ground truth
for the intermediate task); n represents the input image number of pixels; while
λ is an hyperparameter regulating the interlaced multi-task loss strength over the
underlying architecture, empirically set to 0.2 in this work. Notice that due to
the diverse nature of the intermediate tasks and final output, a too high value of
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λ might result in the network focusing on the input reconstruction instead of the
classification, as demonstrated by the performed experiments.

3.5.2.4 Experiments

Extensive experiments were carried out to fully evaluate the proposed SIRe method-
ology. The datasets and test protocols employed to ensure sound results across all
tests, are described in Section 3.5.2.4. Quantitative and qualitative ablation studies
are discussed in Section 3.5.2.4, where in depth details on the described approach are
provided. Finally, experiments on SIRe extended networks are presented in Section
3.5.2.4, to highlight the methodology effectiveness and its limitations.

Implementation Details The SIRe extension was evaluated on five distinct
collections, i.e., MNIST [561], Fashion-MNIST [562], CIFAR-10 [560], CIFAR-100
[560], and Caltech-256 [569]. Firstly, extensive ablation studies of a SIRe-CNN
model were performed on CIFAR-100. This dataset contains 60000 32×32 RGB
images spanning over 100 classes. In particular, there are 500 training and 100 test
images per class, resulting in the training and test sets containing 50000 and 10000
images, respectively. Moreover, in this work we further split the training set to retain
50 images per class to define a validation set. Therefore, the final collections count
45000, 5000, and 10000 samples, for the training, validation, and test sets. These
splits were also used to evaluate other SIRe-extended literature networks on a dataset
containing a medium amount of categories. Secondly, MNIST, Fashion-MNIST, and
CIFAR-10 datasets were used to validate the SIRe effectiveness on collections with a
fewer number of classes. More specifically, MNIST and Fashion-MNIST comprise
70000 28×28 grayscale images of digits from 0 to 9 and common Zalando’s fashion
articles, respectively. CIFAR-10, instead, consists of 70000 32×32 RGB images of
ten diverse object categories. All three datasets were divided into train, validation
and test sets containing 50000, 10000, and 10000 samples. Finally, the Caltech-256
dataset was used to assess the SIRe methodology on a collection with a higher
number of classes. More specifically, this dataset contains 30607 real-world images of
different sizes spanning over 257 classes, i.e., 256 object categories and an additional
clutter class. To handle the shape discrepancy, all images are resized to a dimension
of 224×224. In this last collection, due to the increased difficulty and lower number
of images per class, i.e., a minimum of 80 images, the dataset was divided only into
training and test sets using a 70%/30% split for a total of 21531 and 9076 samples.

Regarding the various experimental settings, all models were trained following
a protocol similar to [589] for tests on CIFAR-10, CIFAR-100, and Caltech-256.
Specifically, each network was trained for 200 epochs using the SGD algorithm, with
an initial learning rate lr set to 0.1, a weight decay of 5e-4, a Nesterov momentum
of 0.9, and a batch size ranging from 4 up to 64, depending on the datasets and
underlying architecture. Moreover, a scheduler was also implemented to divide the
lr by 5 at epochs 60, 120, and 160, so that the gradient update speed would be
gradually reduced. Contrary to these settings, for MNIST and Fashion-MNIST
we trained the models only for 5 epochs, using exclusively the first 10 batches of
the training set, i.e., 1280 images. This decision was necessary since even the base
models would otherwise reach near perfect classification accuracy after the first
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Model Top-1
Error%

Top-5
Error% Params Training

Time
Baseline 35.44 12.11 7.9M ≈124’
Re-CNN 32.21 10.78 7.9M ≈132’
I-CNN 29.05 9.33 14.0M ≈205’
IRe-CNN 27.65 8.97 14.0M ≈207’
SI-CNN 27.83 9.01 14.0M ≈206’
SIRe-CNN 26.15 8.22 14.0M ≈212’

Table 3.43. Ablation study on SIRe components. S, I, and Re, indicate skip connections,
interleaved multi-task learning, and residual connections, respetively. All models employ
the same CNN, which is also reported as Baseline.

Model λ-Value Top-1
Error%

Top-5
Error%

Baseline - 32.21 10.78
SIRe-CNN 0.1 31.87 10.66
SIRe-CNN 0.2 26.15 8.22
SIRe-CNN 0.5 99.00 99.00
SIRe-CNN 1.0 99.00 99.00

Table 3.44. Ablation study on λ-value effects. The Baseline model corresponds to the
Re-CNN of Table 3.43.

training epoch. In all cases, a simple data augmentation strategy was also applied
by means of random horizontal flips. Finally, for all models, the weights associated
to the epoch with the highest performance on the validation set (or best training
epoch in the case of Caltech-256, due to the validation set absence) were used to
compute the reported results on the test set. Notice that for all experiments, the
metrics of choice were the top-1(-5) error percentage, which is computed as 1− rank
#1(#5) accuracy; and where lower scores correspond to better performances.

Lastly, all networks were implemented through the PyTorch framework and tests
were performed using a single GPU, i.e., a GeForce GTX 1070 with 8GB of RAM.

Ablation Studies The first experiment explores the sheer effectiveness of each
SIRe component, i.e., the skip connections (S), interlaced multi-task learning (I), and
residual connections (Re). Performances are summarized in Table 3.43. As shown,
all configurations can achieve significant top-1 and top-5 classification performances,
with the former obtaining substantially higher gains, independently from the SIRe
component. Notice that this score increment difference is most entirely attributable
to classes having similar characteristics (e.g., girl and boy) that can be lost due to
the small image format of the dataset, but that would still allow for the correct
category to be selected among the first 5 most probable classes. What is more,
while each extension offers a performance boost, even when applied as a standalone
solution, they affect different aspects of the underlying architecture and should,
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input image 𝐴𝐸! output 𝐴𝐸" output𝐴𝐸# output𝐴𝐸$ output

Figure 3.75. Skip connections effect on the auto-encoders output. The first row for each
image corresponds to the IRe-CNN model, while the second row to the full SIRe-CNN.
From left to right, the input image and the four auto-encoder outputs.

therefore, be used jointly. In particular, the Re unit provides a direct upgrade
to the base CNN final classification by forwarding residual information along its
architecture. The I component offers the highest error reduction among the single
extensions, by focusing on the input image structure preservation; however, it also
requires more parameters to be implemented and, as a consequence, more time
to be trained (i.e., ≈ 1.7x more time with respect to the base network). Finally,
the S component directly refines the interlaced multi-task outputs by forwarding
information to the various AEs and, therefore, also reduces the final network error.
This intermediate output refinement can be clearly observed in Fig. 3.75. As shown,
without implementing skip connections, the max pool and upsample operations
result in information loss, especially when moving toward the deeper auto-encoders
that, consequently, reconstruct blurred images. Through the S components, instead,
all lost input information is retrieved and almost perfect input reconstruction is
achieved (i.e., MSE loss ≤ 3e-6). Nevertheless, while skip connections improve
the AEs output and enforce the input image structure preservation, they do not
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Figure 3.76. Average gradient inside the 8 convolutional layers for the baseline CNN;
auto-encoders AE1, AE2, AE3, AE4 in standalone solutions; and SIRe-CNN. All values
are computed during the corresponding model training phase.

guarantee a comprehensive class abstraction. As a matter of fact, the last two images
(i.e., lion and lamp) are correctly classified only in the top-5 most probable classes,
even though they are still correctly recreated.

The second experiment investigates the λ-value effects on the training task; where
λ = 0 removes the interlaced auto-encoders, while λ ≥ 1.0 takes into account the
entire AE error. Several significant results for these tests are reported in Table 3.44.
As can be seen, using a small λ-value (i.e., ≤ 0.2) enables the underlying CNN
to extract more meaningful features and increase its classification performances.
Differently, by increasing λ over the value 0.2, which was empirically found to be
the best amount, the underlying CNN error increases until the classification task
does not reach convergence anymore, i.e., the CNN always outputs the same class
for any given input; thus resulting in the reported 99% error. The rationale behind
this outcome can be easily explained by the backprogated gradient derived from the
interlaced auto-encoders. Specifically, for higher λ-values, the loss function focuses
on the input image reconstruction and all internal parameters are modified to address
this task that should, instead, support the classification one. In practice, the gradient
associated to the classification task, due to being affected by the vanishing gradient
problem, is completely overridden by the reconstruction error backpropagated by
the AEs, thus resulting in the reported divergence. Nevertheless, by choosing an
opportune λ-value (i.e., λ = 0.2), the right amount of AE error is backpropagated
and a performance increase is obtained; indicating that intermediate and diverse
tasks (e.g., the proposed image reconstruction) can help to improve the original one.

The third experiment analyzes the amount of information each AE provides
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Figure 3.77. SIRe-VGG16 architecture showing the interlaced multi-task learning approach.

to the classification task. An evaluation comprising all possible AE combinations,
where each i-th AEi corresponds to those presented in Fig. 3.74, is reported in
Table 3.45. As shown, by implementing more AEs (e.g., AE1,2,4) the error decreases
sensibly, however more parameters and training time are required as a trade-off
for the improved performance. What is more, this compromise is more marked
for models employing deeper AEs (i.e., AE3 and AE4) since more upscale and
transposed convolution operations have to be performed to correctly recreate the
input. Nevertheless, redundancy by means of shallower AEs (i.e., AE1 and AE2)
enables for relevant information to be extracted by the base-CNN and allows to
obtain better results on the final classification task; thus encouraging the application
of multiple AEs even though deeper ones have slightly better performance gains. The
rationale behind this behavior is also highlighted in Fig. 3.76, where the convolutional
layers gradient flow, i.e., the average error propagated in the backward pass of the
backpropagation algorithm computed at training time, is reported for each AE, as
well as the whole SIRe-CNN and base CNN models. As can be seen, while each AE
mitigates the vanishing gradient problem (i.e., additional error is propagated along
the architecture due to the information preservation encouraged by the reconstruction
task) they still do not solve it entirely and, therefore, support the chosen redundancy
for a better error propagation. As a matter of fact, the gradient flow for the SIRe-
CNN is more uniform across all convolutions, while it shows error peaks when
analyzing the single AEs (e.g., SIRe-AE1 has such a peak in convolutional layers
1 and 2). Notice that applying different λ-values to each auto-encoder to address
the vanishing gradient does not solve the issue due to diminished returns on far
layers (e.g., the first convolution is slightly affected by AE4 in comparison with
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Figure 3.78. SIRe-ResNet34 architecture showing the interlaced multi-task learning
approach.

AE1). Moreover, the same issue described in the λ-value ablation study (i.e., failed
convergence) also applies to the single components, forcing the final value to be
close to the selected λ = 0.2 to obtain a significant performance boost. Finally,
observe that the interlaced auto-encoders directly affect only the gradient flow of
the convolutional layers that are responsible for the extraction of features from an
input image. Regardless, gradients associated to the classification layers can also
benefit from this manipulation for two reasons. Firstly, they are backpropagated
throughout the network together with λ-regulated (i.e., reduced) errors from the
AEs. Secondly, more relevant features can be extracted by the network due to the
information preserved by the input image reconstruction. Indeed, in accordance
with the results shown in Table 3.45, performances improve when more information
is preserved throughout the architecture, i.e., the error decreases when more AEs
are implemented.

Summarizing, each component of the SIRe methodology can improve the base
CNN performance even as a standalone solution. Moreover, provided an opportune
λ-value is selected, implementing multiple intermediate tasks further boosts the
original network performance; demonstrating the SIRe extension effectiveness.

SIRe-Networks Performance Evaluation To complete the SIRe methodology
evaluation, several networks were extended to implement the interlaced multi-task
learning approach. Notice that while the proposed method can be theoretically
applied to any given model performing classification, we selected a few well-known
and good performing architectures to both validate the methodology as well as to
provide more insights on its strengths and weaknesses. In particular, the chosen
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Model Top-1
Error%

Top-5
Error% Params Training

Time
Baseline 35.44 12.11 7.9M ≈124’

SIRe-AE1 32.54 11.41 7.9M ≈125’
SIRe-AE2 32.28 11.29 8.2M ≈126’
SIRe-AE3 32.04 11.13 9.0M ≈133’
SIRe-AE4 31.89 11.00 12.6M ≈195’

SIRe-AE1,2 30.31 10.27 8.2M ≈127’
SIRe-AE1,3 30.12 10.05 9.1M ≈134’
SIRe-AE1,4 30.07 9.71 12.6M ≈197’
SIRe-AE2,3 30.09 9.70 9.3M ≈138’
SIRe-AE2,4 29.91 9.39 12.8M ≈199’
SIRe-AE3,4 29.55 9.31 13.7M ≈208’

SIRe-AE1,2,3 26.99 8.92 9.3M ≈141’
SIRe-AE1,2,4 26.71 8.24 12.9M ≈200’
SIRe-AE2,3,4 26.32 8.23 14.0M ≈211’

SIRe-CNN 26.15 8.22 14.0M ≈212’
Table 3.45. Ablation study on information propagated by the various auto-encoders defined

in the SIRe methodology focused on their depth and their redundancy. All models
employ a λ = 0.2 for a fair comparison.

models are the VGG [75], from which our base CNN takes inspiration, with its
VGG16 and VGG19 variants employing the batch normalization; ResNet [28], that
already implements short residual connections, with its ResNet34 and ResNet50
implementations; and GoogleNet [19], which reiterates the classification task in its
internal layers to mitigate the vanishing gradient and reinforce the final output.

To correctly apply the SIRe methodology to the aforementioned networks, the
various SIRe components need to be integrated with the underlying architectures
that might, on the other hand, have articulated solutions (e.g., inception layers).
Notice that analogously to the presented CNN, in this work we invert all operations
in a given AE path of an extended network to recreate the input image, i.e., we
pair each max pooling layer with an upsampling one, and convolutions with their
transposed implementation; short residual and long skip connections are subsequently
implemented to increase the information propagation. In particular, concerning
VGG models, the SIRe extension follows the same approach proposed for the CNN
in Fig. 3.74, inverting each path in conjunction with the max pooling operations.
Similarly, short residual connections and long skip connections are subsequently
defined to obtain the full SIRe-VGG architecture. Notice that VGG models also
implement a fifth max pool operation to create a single 512-D feature vector used
for classification, therefore, there will be a fifth AE for these extended models (i.e.,
SIRe-VGG16 and SIRe-VGG19). The extended SIRe-VGG16 model is illustrated in
Fig. 3.77. In relation to the ResNet architectures, the base models already implement
residual connections through residual blocks. Consequently, to obtain their SIRe
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Model Batch
Size λ-value Top-1 Error% Top-5 Error% Params Training Time

Baseline-CNN 64 - 35.44 12.11 7.9M ≈119’
SIRe-CNN 64 0.20 26.15 8.22 14.0M ≈202’

VGG16 64 - 29.18 13.01 138.3M ≈187’
SIRe-VGG16 64 0.20 23.02 10.00 160.9M ≈336’

VGG19 64 - 28.29 11.43 143.6M ≈195’
SIRe-VGG19 64 0.20 22.67 9.62 176.8M ≈370’

ResNet34 64 - 22.17 6.29 21.8M ≈412’
SIRe-ResNet34 64 0.21 18.35 6.01 50.4M ≈698’

ResNet50 64 - 21.26 5.41 25.6M ≈433’
SIRe-ResNet50 64 0.21 17.89 5.32 59.4M ≈721’

GoogleNet 64 - 22.92 6.61 13.0M ≈317’
SIRe-GoogleNet 64 0.19 18.21 5.99 17.0M ≈380’

Table 3.46. Comparison between several literature networks and their SIRe-extended
version on the CIFAR100 dataset.

version, the backbone network is extended only via the interlaced multi-task learning
and long skip connections. Notice that residual blocks are employed also in the
various AE but with transposed convolutions to fully invert the various operations.
Moreover, similarly to VGG models, the ResNet architecture also implements 5 down
sampling operations, resulting in a fifth AE for both extended models (i.e., SIRe-
ResNet34 and SIRe-ResNet50). The extended SIRe-ResNet34 model is illustrated in
Fig. 3.78. Lastly, regarding the GoogleNet model, AEs were once again attached
to each of the 4 max pool operations. Furthermore, inception layers were only
partially inverted due to their internal structure. Specifically, all convolutions were
substituted via their transposed, while the max pooling operation inside each AE
inception layer was left as is for two reasons: first, the operation is only partially
invertible, since it loses information about non-maxima values; and second, in the
original inception implementation the filter size remains fixed, therefore allowing
for the same max pool operation to be employed in the inverted inception layer.
Notice, moreover, that the auxiliary tasks were left untouched, thus resulting in
4 interlaced AEs, used for the input image structure preservation, and 2 original
internal classifications for a total of 6 internal tasks in the extended model (i.e.,
SIRe-GoogleNet).

Concerning the evaluation, we compare several base models and their SIRe
extension on five datasets. More specifically, we start from CIFAR-100 to assess the
proposed method effectiveness on a dataset containing a medium number of classes.
We then report experiments on MNIST, Fashion-MNIST, and CIFAR-10 to analyze
our method on less complex datasets with a smaller number of classes. Finally, we
conclude this evaluation using Caltech-256, which can fully highlight both strengths
and weaknesses of the proposed approach. All results are reported in Tables 3.46,
3.47, 3.48, 3.49, and 3.50. Notice that for each dataset, the corresponding test
protocol described in Section 3.5.2.4 is employed to assess the various models to
provide a fair comparison. Starting from CIFAR-100, we report the results obtained
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Model Batch
Size

Top-1
Error%

Top-5
Error% Params Training

Time

Baseline-CNN 64 37.28 4.50 7.9M ≈10”
SIRe-CNN 64 22.88 1.08 14.0M ≈18”

VGG16 64 30.80 3.48 138.3M ≈13”
SIRe-VGG16 64 14.70 0.97 160.9M ≈23”

VGG19 64 47.63 4.17 143.6M ≈15”
SIRe-VGG19 64 34.71 8.53 176.8M ≈24”

ResNet34 64 14.38 0.62 21.8M ≈16”
SIRe-ResNet34 64 5.22 0.27 50.4M ≈29”

ResNet50 64 36.08 3.37 25.6M ≈23”
SIRe-ResNet50 64 18.55 2.09 59.4M ≈37”

GoogleNet 64 57.77 0.99 13.0M ≈13”
SIRe-GoogleNet 64 32.98 1.25 17.0M ≈16”

Table 3.47. Comparison between several literature networks and their SIRe-extended
version on the MNIST dataset.

on this dataset in Table 3.46. As shown, the presented methodology improves all
architectures for both top-1 and top-5 error metrics; with the former obtaining
sensibly higher performance gains (i.e., up to 9% and 3% for top-1 and top-5 metrics,
respectively). Similarly to the ablation studies, this discrepancy is easily explained by
samples moving from a top-5 selection to a top-1 due to the input image information
preservation from the AEs, i.e., a given object was already close to being correctly
classified and the extra information allowed for the right decision. What is more,
while not reported due to negligible results differences, a good performing λ-value
is close to 0.2 also for other SIRe extended networks; further confirming both
the findings and the discussion presented in Section 3.5.2.4. On a different note,
while SIRe-extended networks can perform better with respect to their original
implementation, there is a significant trade-off between the improved performance
and the number of parameters required to implement the SIRe methodology. Notice,
however, that all extra parameters are employed to exclusively address the input
image reconstruction task, therefore highlighting the proposed extension effectiveness
in improving the original task. Furthermore, the extra parameters amount is highly
dependent on the underlying architecture. For instance, SIRe-ResNet50 requires a
≈132% parameter number increase, while SIRe-VGG19 only a ≈23% increment to
implement the SIRe methodology. Observe that this lower amount, in correlation
with the total parameter quantity shown in Table 3.46, is a consequence of most
parameters being associated to the classifier in the original VGG19 architecture. We
also note that the internal structure of a given network directly affects the total
training time. For instance, even though the VGG19 has roughly 6x the number
of parameters of a ResNet50 (i.e., 143M against 25M), it still requires less time to
be fully trained according to the presented test protocol. Moreover, the trainable
number of parameters also influences the time required to train a given network and,
consequently, its SIRe extension (e.g., up to ≈70% for the selected models).
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Model Batch
Size

Top-1
Error%

Top-5
Error% Params Training

Time

Baseline-CNN 64 24.21 0.65 7.9M ≈9”
SIRe-CNN 64 20.04 0.63 14.0M ≈19”

VGG16 64 24.53 0.75 138.3M ≈12”
SIRe-VGG16 64 22.32 0.75 160.9M ≈23”

VGG19 64 31.44 1.11 143.6M ≈13”
SIRe-VGG19 64 27.11 1.29 176.8M ≈25”

ResNet34 64 25.09 0.81 21.8M ≈18”
SIRe-ResNet34 64 21.73 0.79 50.4M ≈31”

ResNet50 64 56.78 5.25 25.6M ≈22”
SIRe-ResNet50 64 48.98 4.60 59.4M ≈38”

GoogleNet 64 43.32 1.31 13.0M ≈14”
SIRe-GoogleNet 64 39.51 1.28 17.0M ≈18”

Table 3.48. Comparison between several literature networks and their SIRe-extended
version on the F-MNIST dataset.

Similar results can be observed also on datasets with a lower number of classes,
i.e., MNIST (Table 3.47), Fashion-MNIST (Table 3.48), and CIFAR-10 (Table 3.49),
where the SIRe-extended models outperform the corresponding baseline architectures
on each dataset. An interesting aspect of the first two of these collections is that
the SIRe-extended models achieve considerably lower Top-1 error rates even though
they are trained using constrained settings, i.e., 1280 samples for five epochs. The
improved performance indicates that the information preserved from the input by
the AEs can affect the classification task and enables the model to reach convergence
faster, even on datasets with fewer classes. This result is particularly noticeable on
more complex architectures, i.e., ResNet50 and VGG19, that have higher error rates
as they require more epochs to reach convergence with the proposed constraints,
due to their design. Unlike the first two datasets, on CIFAR-10, where the networks
are trained thoroughly, the error rate discrepancy between base models and their
SIRe-extended version is reduced as a consequence of the low number of classes.
Nevertheless, the SIRe-networks still outperform the corresponding base models
independently of the underlying architecture. In this context, notice that even though
the Top-5 error of the base models is low on all three datasets, the SIRe-extended
architectures can achieve better performance also on this metric. Regardless, the
increased training time can already be observed even on this constrained scenario,
and becomes non-negligible on the CIFAR-10, i.e., Table 3.49, where several SIRe
networks required ≈1.7x the training time compared with their base version.

Unlike datasets containing a small or a medium number of samples, where
the only drawback of the SIRe methodology lies in the increased training times,
the experiments on Caltech-256 also expose another weakness. As reported on
Table 3.50, it can be observed that the models use the same number of parameters
across all datasets. However, due to the input size of Caltech-256 (i.e., 224×224),
the SIRe-extended models require a lower batch size in order to be executed, which
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Model Batch
Size

Top-1
Error%

Top-5
Error% Params Training

Time

Baseline-CNN 64 7.05 0.28 7.9M ≈121’
SIRe-CNN 64 6.17 0.25 14.0M ≈207’

VGG16 64 6.08 0.29 138.3M ≈190’
SIRe-VGG16 64 4.94 0.28 160.9M ≈342’

VGG19 64 6.02 0.30 143.6M ≈201’
SIRe-VGG19 64 4.95 0.31 176.8M ≈393’

ResNet34 64 4.72 0.10 21.8M ≈437’
SIRe-ResNet34 64 3.99 0.10 50.4M ≈741’

ResNet50 64 4.57 0.11 25.6M ≈465’
SIRe-ResNet50 64 3.82 0.10 59.4M ≈798’

GoogleNet 64 5.16 0.24 13.0M ≈324’
SIRe-GoogleNet 64 4.09 0.18 17.0M ≈392’

Table 3.49. Comparison between several literature networks and their SIRe-extended
version on the CIFAR10 dataset.

directly results in a ≈5.3x time increase for some architecture, e.g., SIRe-VGG16.
Moreover, this extreme degradation of the training time lead to some of the extended
models requiring higher performance hardware. As a matter of fact, SIRe-ResNet50
and SIRe-GoogleNet, contrary to their base versions, could not be trained on the
configuration presented in Sec. 3.5.2.4. Notice that, to show a fair comparison, the
reported performances refer to experiments carried out on the same hardware even
for the base models, although the original architectures, albeit with a low batch
size, could still be run on the GeForce GTX 1070. In conclusion, while the proposed
SIRe extension can be theoretically applied to any network performing classification,
further investigations on possible reduced interlaced multi-task implementations (e.g.,
less AE layers) are required to simplify, without loss of generality, the SIRe extended
network training procedure; an improvement that would enable the presented
methodology application to the ever more complex architectures being developed,
but which is left as future work.

3.5.2.5 Conclusion

In this paper we introduced the SIRe methodology, that allowed us to improve the
classification capabilities of a given network by preserving information from the input
image through an interlaced multi-task learning strategy. Furthermore, the latter
was refined via long skip and short residual connections to increase the quality of the
reconstructed images. Moreover, both strengths and weaknesses for the proposed
approach, i.e., a significant classification performance boost and a required training
time increase, were presented and discussed through several ablation studies. Finally,
the SIRe methodology was also applied to different well-known literature works,
validating the proposed strategy by means of improved performances on all of the
extended architectures when tested on five different datasets containing a low, a
medium, and a high number of classes.
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Model Batch
Size

Top-1
Error%

Top-5
Error% Params Training

Time

Baseline-CNN 32 43.12 24.53 7.9M ≈16h
SIRe-CNN 16 34.51 22.94 14.0M ≈27h

VGG16 32 38.13 20.67 138.3M ≈20h
SIRe-VGG16 16 30.65 17.20 160.9M ≈107h

VGG19 16 38.07 20.68 143.6M ≈31h
SIRe-VGG19 8 30.96 17.19 176.8M ≈155h

ResNet34 16 35.65 19.98 21.8M ≈84h
SIRe-ResNet34 8 29.80 19.01 50.4M ≈149h

ResNet50* 8 35.04 19.95 25.6M ≈88h
SIRe-ResNet50* 4 29.53 18.97 59.4M ≈164h

GoogleNet* 8 37.77 22.18 13.0M ≈66h
SIRe-GoogleNet* 4 31.82 20.69 17.0M ≈97h

Table 3.50. Comparison between several literature networks and their SIRe-extended
version on the Caltech256 dataset. Marked (*) models were trained and tested on an
Nvidia RTX 3080 with 10 GB of RAM.

As future work we plan to investigate possible strategies to reduce the amount
of parameters required to implement the SIRe approach in even more complex
architectures, without any loss of generality for the input image reconstruction
and information preservation rationale. Furthermore, other extensive experiments
will be carried out to explore the effects of different and multiple interlaced tasks
with respect to the classification one, to ultimately obtain ever improving feature
abstractions. In this context, a thorough analysis of the loss landscape will also be
performed by following the ideas presented in [590] to have an in-depth understanding
of how the SIRe components and the multiple interlaced tasks affect the gradient
evolution at training time.

3.5.3 Case Study: Automatic Architecture Generation

Historically, it was possible to design the first effective neural network models
by approximating human brain functions. With a view toward artificial general
intelligence, researchers have poured significant efforts into improving these networks,
especially when developing robust models that can learn several tasks. A common
strategy to achieve better performance in a given task, resembling brain neurons
that forge new synapses, is to increase the number of trainable parameters of a
network, with models reaching even astonishing numbers, such as the Megatron-
Turing NLG with its 530 billion parameters. Although such architectures can be
highly effective in heterogeneous fields, they require high-end hardware to be trained
and perform inference. Consequently, they are completely unusable on commodity
or less performing hardware such as, for instance, devices lacking dedicated graphics
processing units, mobile phones, or embedded devices. In this context, it is clear
that it is necessary to define smaller models that can still retain high performances,
i.e., architectures that generalize well on the input, regardless of their internal
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structure. Since designing such models by hand can be especially difficult, and based
on the capability of the human brain to create new connections between its neurons
autonomously, this paper presents a method to automatically optimize a given model
using a reinforcement learning (RL) agent. Expressly, this agent is provided with
information on the environment, i.e., a model to be optimized. By using specific
reward functions accounting for the network size and its accuracy, it can either add
or prune nodes and layers, effectively modifying the model structure. Extensive
experiments were performed to evaluate the agent by implementing small multilayer
perceptron-like models and renowned architectures on two datasets, i.e., Fashion-
MNIST and CIFAR-10. The agent maintained the same accuracy but reduced the
original model parameter numbers by 88%. In addition, the agent optimization
capabilities were also evaluated in a cross dataset modality. In detail, it was first
trained on Fashion-MNIST and then used to perform inference on CIFAR-10, where
it still managed to reduce the model parameters by a sheer 53% without loss of
generality, demonstrating the effectiveness of the proposed method.

3.5.3.1 Introduction

Designing ever-improving neural network architectures is fundamental to achieve high
performances in heterogeneous tasks such as medical image analysis [104], person
re-identification [591] or action recognition [592]. Similar to human brains, where
synapses between neurons are destroyed or created anew [10], an effective solution to
attain the goal mentioned above is to increase the number of parameters. For instance,
the GPT-3 [593], Megatron-Turing NLG [594], and PaLM [595] models demonstrate
this trend by showcasing an impressive amount of parameters, i.e., 175B, 530B,
and 540B parameters, respectively. Although these models are incredibly effective,
they require demanding hardware that is usually unavailable in real-life scenarios,
rendering them less desirable when considering applications executed on devices with
limited resources, such as smartphones, embedded devices, or even computers without
higher-end graphics cards. On the other end of the spectrum, many works are trying
to optimize the models themselves. To this end, the available literature generally
follows one of the following common strategies, namely: knowledge distillation,
pruning, or the use of specific design choices. The first group of schemes usually
addresses the continual learning problem [596, 597], where multiple tasks are learned
iteratively by a given model by introducing the knowledge distillation paradigm
[598] that retains prior knowledge by generalizing the input representation, i.e.,
through distillation. The second group of methods focuses on the network pruning,
i.e., either nodes are entirely removed, or weights between the various layers are
set to zero to reduce the network complexity consistently [599]. The third group
of approaches, instead, emphasizes the design of new internal structures that can
propagate information better during the model training, such as the manipulation of
loss functions [600], the employment of diverse learning strategies [601], or through
the search of high-performing hyperparameters [602].

An additional type of study concerned with developing ever-improving neural
networks follows a different path by exploiting neuroscience concepts. The strategies
above are, in fact, based on approximations of biological concepts, e.g., the intercon-
nections among brain neurons resulted in fully connected (FC) and convolutional



3.5 Brain Plasticity and Memory in Neural Models 235

layers, but do not reproduce exactly the workings of the human brain [603]. In partic-
ular, synapses among neurons can be created, strengthened, or destroyed throughout
a person’s entire life, resulting in a complex structure that enables all cognitive
functions such as scene understanding or, more generally, thought [10]. Designing
such an elaborate architecture can be challenging and not bring optimal results.
Therefore, to address this issue, approaches are exploring the so-called network
architecture search (NAS) [604] via reinforcement learning (RL) to automatically
generate well-performing models. Specifically, researchers are using RL agents in
different ways to produce effective architectures. On the one hand, an agent could
select specific network layers among a finite set, e.g., convolutional or pooling, to
build a plain architecture [605, 435, 606]. On the other hand, it could create a more
complex modular architecture by stacking advanced building blocks, e.g., residual
layers [28] on multiple branches [607, 608, 609]. Although practical, since the various
RL agents try out different architecture combinations and naturally evaluate them
on their accuracy, such methods still lack a real resemblance to the human brain.
The latter indicates that taking a step back and analyzing the automatic architecture
generation from a closer neuroscience perspective might bring about good results.

Inspired by these diversified approaches and the neuroscience concepts that have
already been discovered [10], this paper presents a novel RL agent that can create or
optimize an existing architecture. In detail, it is first shown that a model can reach
convergence using a considerably smaller size in terms of nodes and layers. Then,
an analysis of the effects of similar inputs on the activation of nodes is reported.
This study describes a similar behavior to that of neurons in the brain that, for
example, strengthen their synaptic connections by firing electrical signals to their
neighbors [10]. Subsequently, these observations are used to define an environment
for the RL agent to train within. In particular, the agent is given the ability to add
or remove nodes or layers depending on their usefulness. Moreover, it is trained
using an RL policy gradient with custom rewards evaluating the effectiveness of
the generated network structure. These rewards are designed to encourage changes
achieving high accuracy with a low number of nodes so that the modified model
does not require high-performing hardware to be run. Finally, the agent is evaluated
on two datasets, i.e., Fashion-MNIST and CIFAR-10. On the first collection, it can
consistently reduce a model size up to 78% of the original number of parameters
without loss of generality. On the second collection, when considering a cross-dataset
approach where the RL agent is trained on the Fashion-MNIST and used to optimize
a second network trained on the unseen CIFAR-10, the agent manages to reduce
the model size by 53% while also slightly increasing the obtained results. Such an
outcome indicates that the environment and rewards are correctly modeled, and the
agent can generalize well on the effectiveness of network nodes and layers without
considering the input domain.

In summary, the contributions of this paper are:

• reporting detailed insights on convergence requirements and node activation
strength providing fine-grained cues on the usefulness of network components;

• modeling environment and actions for an RL agent based on ideas from
neuroscience accounting for the ability to create, strengthen or remove synapses;
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• evaluating the agent on two collections, using a cross-dataset approach to show
that the approach generalizes well, independently of the input dataset.

The remaining part of this paper is organized as follows. Section 3.5.3.2 presents
the main approaches addressing the optimization of neural networks. Section 3.5.3.3
introduces the proposed RL agent, the environment it works, its actions, and the
custom reward functions. Section 3.5.3.4 analyses the rationale behind the agent
and its performances, with attention to a cross-dataset modality. Finally, Section
3.5.3.5 draws some conclusions on the presented work.

3.5.3.2 Related Work

In literature, available works improve neural network architectures via pre-defined
choices taken manually (or automatically) or autonomously through reinforcement
learning approaches. Although the scheme presented in this paper belongs to the
second category, it is still relevant to describe the first class as it can provide ideas
to improve other systems based on RL agents. Moreover, notice that available works
tend to either grow or prune a network as they have either improved performance or
lower computational cost as a goal.

Regarding approaches based on pre-defined choices, successful methods alter the
model structure during its training. For instance, [610] presents a scheme where
a network can grow in width and depth at the cost of increasing computational
power. In particular, the authors show that newly added components need to be
normalized to ensure a performance increase at training time. Another example of
direct growth is described in [611], where two distinct ideas are implemented. The
first focuses on the addition of nodes, while the second concentrates on the addition
of layers. Due to this double approach, the authors manage to create networks with
increased complexity depending on the underlying dataset. The authors of [612]
exploit transfer learning to retain knowledge from convolutional blocks that can, in
turn, be employed to create new networks. By following this approach, it is possible
to concatenate smaller blocks to solve more tasks instead of a single one. Similar
to the rationale of the previous approach, the solution devised in [613] explores
shallows additions to a robust feature extractor. In detail, the authors attach
shallow classifiers to a CNN whenever the model must learn a new task, managing
to retain all previous knowledge while adapting to a new domain. Differently from
these approaches, the scheme presented in [614] iteratively generates CNN models
that specialize on specific characteristics found in the images. Specifically, this is
achieved by building a tree of regressors that train the spawned CNN models on
smaller portions of the initial dataset. Another take on the network improvement
is provided by [615]. In this scheme, the authors create additional subnetworks
that can memorize specific tasks and be used by the primary model as an extension
to improve its performance. With this approach, the model can address multiple
tasks without losing information on any of them. Contrary to the previous works,
the scheme presented in [616] improves a model by pruning. The authors utilize a
Cooperative Context-Aware Pruning (CCAP) module to generate attention maps
from the network parameters. These maps are then used to prune the network by
retaining only relevant information following the extracted maps. Another work
using pruning to improve a model is described in [617]. In detail, convolutional layers
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are pruned at the channel level through a variational Bayesian layer. Moreover, this
methodology can be inserted into off-the-shelf packages and avoids the retraining
of the network, which is generally mandatory to maintain consistency within the
architecture. Notice that this last characteristic, i.e., pruning without retraining the
model, is desirable as this is usually an extremely time-consuming part when using
neural networks.

Concerning approaches based on reinforcement learning, they usually define
actions and the environment over which an agent trains to obtain the maximum
amount of rewards while modifying a network. The scheme in [618], for example,
introduces an agent that receives rewards directly from the hardware in the form
of accuracy loss and compression rate. In this way, it can automatically determine
which pruning policy it has to apply to remove ineffective components of the model.
In [619], instead, the agent can alter both model parameters and the search process
itself to adapt the optimization procedure. In detail, the authors define an internal
and an external loop to optimize the model and the search process. In doing so,
the authors derive effective architectures with a reduced computational cost as the
agent can converge to a solution faster. A different solution presented in [605] trains
the RL agent through a Q-learning algorithm with an ϵ-greedy exploration strategy,
completed via experience replay. This approach allows the agent to choose the best
CNN layers sequentially and iteratively discover improved architectural designs that
can perform better. A Q-learning algorithm and ϵ-greedy exploration strategy are
also employed in [608]. In this case, however, a network is generated block-wise,
where optimal blocks are built sequentially by the RL agent and automatically
stacked together to derive the final architecture. Another scheme exploiting blocks
with a Q-learning algorithm to let an RL agent build a model is presented in [620].
Here, the authors define a finite set of building blocks such as dense, residual, and
inception-like blocks and some variations of them and have the agent build up an
effective architecture using these blocks. The authors of [606], instead, focus on the
computational cost when defining their method. In particular, their RL agent can
grow the network depth while preserving its functions by reusing previous weights
and structures as much as possible. This strategy reduces the search space and
the computational cost required to train the agent. Another scheme sequentially
generating increasingly complex structures is described in [607]. Specifically, the
agent follows a sequential model-based optimization (SMBO) strategy that analyzes
the increasingly complex architectures while simultaneously learning a surrogate
model that can guide the sear RL agent in its structure space search. A similar
rationale is exploited in [609]. In their work, the RL agent is trained via policy
gradient on a computational graph that can reduce the computational cost of
the automatic model design. In more detail, the graph contains neural network
architectures that share parameters, and the agent tries to maximize the expected
reward by choosing the best-performing models. In conclusion, similar to methods
not based on reinforcement learning, the agents generally prune or grow the model
to try and achieve low computational cost and high performances, respectively.
Contrary to these methods, the approach presented in this paper allows the RL agent
to learn both tasks concurrently since it focuses on the usefulness of the specific
nodes and layers.
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3.5.3.3 Proposed Method

To define a RL agent there are several aspects that must be described such as:

• State indicates a set of parameters that define the current conditions of the
environment. It encapsulates everything that is observable by the agent, and
therefore used to decide which action to take.

• Actions designate the possible actions an agent can perform to affect the
state.

• Episode defines a single and self-contained unit of training. It generally starts
in the same state and ends at some point with some result. It is typically
composed of a series of steps, which can be seen as single actions performed
by the agent. A training policy is used to perform several episodes and train
the agent.

• Reward expresses a measure of quality of the current state in an episode: it
is used by the agent to understand which actions are convenient and profitable
in which situation. It can be assigned after each single action, or at the end of
the whole episode, and it has to be representative of the logical goal that the
agent wants to achieve.

The following sections introduce the state and actions defining the environment for
the RL agent; the rewards defined to help the agent train on the model optimization
task; and the training algorithm used to specialize the agent.

State and Actions The agent is tasked with the construction and optimization of
a neural network, therefore it is fundamental to design a state that is simple enough
but holds as much information as possible about the current network. To simplify
the environment, this paper is focused on FC layers, typical of multilayer perceptron
models. In the latter, all the required information is represented by the weights and
biases between the nodes in the various layers Regarding the state, it could then
be defined by some measure of quality on each neuron in the FC layers, and the
accuracy of the model itself. To make this specific, a state can be defined as follows:

• some measure of quality for each neuron;

• accuracy of the network;

In this context, to enable the RL Agent to construct and optimize a network, it is
possible to come up with a series of actions such as:

• add a node to layer 1;

• add a node to layer 2;

• remove any specific node from layer 1;

• remove any specific node from layer 2.
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Figure 3.79. Sum of activation outputs for each neuron on Fashion-MNIST dataset.

While these actions describe the ideal behavior of the RL agent, they imply having
a state of variable length, that changes whenever a node is added to or removed
from the network. To address this issue, and avoid introducing complexity during
the execution of an episode, the state must be generalized so that instead of single
nodes at the specific layers, it keeps track of the amounts of nodes per layer:

• Number of nodes in the first layer;

• Number of nodes in the second layer;

• Some measure of quality for layer 1;

• Some measure of quality for layer 2;

• Accuracy of the network;

By using this different definition, it is possible to use the actions defined previously
as they no longer modify the state representation but only its contents.

In the definition of state and actions, it was not yet specified how to measure the
quality of a given node or layer. An intuitive way to do so is to use the output of the
various activation functions, which provide a measure of the weights and bias quality
learned by each neuron in a hidden layer. The latter is doable since, generally, the
activation function used in a FC layer is the rectified linear unit (ReLU). Therefore,
its output can be either zero, in which case the neuron does not contribute to the
outputs of the next layer, or a positive number. An example of such activations,
which can be extracted both at training and test time, is illustrated in Fig. 3.79. An
issue that might arise using activation function outputs is that the ReLU function
returns 0 for every negative value, therefore losing information about how strongly
negative inputs are. Contrary to this approach, by tracking the input values of the
activation functions instead of their outputs, it is possible to detect how close (or
far) is each neuron from having a positive average activation, i.e., it is used more
when propagating information. This different behavior is shown in Fig. 3.80, where
it can be noticed that the sum of activations is lower for every neuron since negative
activations are now being taken into account, but the very strong neurons are pretty



3.5 Brain Plasticity and Memory in Neural Models 240

0 5 10 15 20 25 30
Neuron index

15000

10000

5000

0

5000

10000

15000
Su

m
 o

f a
ct

iv
at

io
ns

Activations in hidden layer 1

0 10 20 30 40
Neuron index

15000

10000

5000

0

5000

10000

15000

20000

25000

Su
m

 o
f a

ct
iv

at
io

ns

Activations in hidden layer 2

Figure 3.80. Sum of activation inputs for each neuron on Fashion-MNIST dataset.

much the same, meaning they almost always activate. Since we are now able to
track fine-grained information on the neurons, it is possible to include the average
neuron activation as a measure of quality for a layer, that makes it easy to define a
new set of actions:

• add a node to layer 1;

• add a node to layer 2;

• remove N nodes with least avg. activation from the i-th layer;

• remove N nodes with highest avg. activation from the i-th layer;

• remove N nodes with least absolute avg. activation from the i-th layer;

Observe that the number of nodes that can be removed in a single action is considered
as a hyperparameter in order to keep the actions as generic as possible.

Rewards A fundamental aspect to correctly train an RL agent, is to define the
correct reward functions, especially to avoid the constant addition of neurons that
can trivially increment the model performance. Indeed, the reward function used is
the most crucial aspect in determining how the agent behaves and what it tries to
achieve. To define these functions, it is useful to introduce a widely used concept to
evaluate models, i.e., sparsity. The latter, generally obtained by zeroing as many
weights as possible in a model, allows to measure the amount of information retained
from a network after its pruning. Since the agent defined does not have an action
eliminating a weight, but it can only remove or add nodes in the various layers, a
reduction factor r that compares the current hidden layer size to the initial one was
defined. Formally, such reward defined on the reduction factor r is computed as
follows:

rewardr(x) =
{

σ x
Tr

, if x ≤ Tr;
(1− σ) · x−Tr

1−Tr
+ σ, otherwise,

(3.153)

where x is the current reduction and Tr is the ideal reduction to be achieved. Here,
σ measures (inversely) how much it is important to surpass the reduction target.
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Figure 3.81. The function defining the component of the final reward that is based on the
reduction factor.

In fact, a higher σ causes any improvement in reduction exceeding the target to be
considered way less in the final reward. For the experimental phase this value was
set to 0.9, meaning that achieving the desired reduction gives 90% of the maximum
possible rewardr, as can be observed in Fig. 3.81 by the gentler slope after the
desired reduction rate Tr.

Another aspect to be considered in the final reward must take into account the
model accuracy. However, since small changes in performance are not necessarily
relevant as they can be caused by random oscillations, a non linear reward should be
defined to avoid possible issues. Moreover, in case of extreme degradation the agent
should be penalized more heavily since it has, as an objective, the optimization of
the original network without loss of generality. To achieve this goal, a solution is two
declare two thresholds: Amin, representing the minimum accuracy to preserve, and
Amax indicating the desired target accuracy, which can be considered to be at least
the same as the original model. Formally, the accuracy reward rewarda accounting
for both thresholds can be defined ad:

rewarda =

1− 1
1 + exp

[
0.5 · (|Amin −Amax|)(x− Amin+Amax

2 )
]
 , (3.154)

where x = accuracy/Ta is the current accuracy relative to the target. Here Amax

is calculated as (Amin + Ta)/2. Such a loss generates a sigmoid-like function, as
illustrated in Fig. 3.82, that can be tuned for optimal results by changing Amin and
Amax. Intuitively, this function has the desired property of slightly rewarding (or
penalizing) minor changes in accuracy, but it can drastically penalize scenarios with
considerable accuracy degradation, i.e., that are below the provided threshold.

After defining the two reward components, the final reward can simply be



3.5 Brain Plasticity and Memory in Neural Models 242

0.4 0.5 0.6 0.7 0.8 0.9 1.0 1.1 1.2
Relative accuracy

0.0

0.2

0.4

0.6

0.8

1.0
Sc

or
e

Amax = 0.84
Amin = 0.80

Sigmoid-like function defining reward_a

Figure 3.82. The function defining the component of the final reward that is based on
accuracy.

computed as a weighted average of them:

reward = α · rewardr + (1− α) · rewarda, (3.155)

where α indicates a factor determining the importance of each component toward
the model optimization.

Training Policy An effective procedure to train an RL agent with a relatively
simple environment is the policy gradient algorithm, reported in Algorithm 3. The
latter updates weight parameters to manipulate action probabilities in correspondence
with specific states so that they yield maximum improvement in accordance with the
defined policy. Formally, given a policy function π(a|s) indicating the probability of
taking action a given the state s, the policy is parametrized by the weight θ, so we
write π(a|s; θ). Moreover, in each step the algorithm assigns a probability to each
action before sampling one. These probabilities are computed feeding the result of
the matrix-vector multiplication between weight and state to a softmax function,
which can be seen as a multidimensional generalization of the logistic function, or
as a smooth argmax function. In this algorithm, a single episode is defined by the
following steps:

1. Compute the probabilities for each action using the softmax function;

2. Sample an action based on the probabilities;

3. Compute the derivatives of the softmax function with the probabilities as
input;

4. Divide the derivatives by the probabilities to get the derivatives of the log
term with respect to the policy;
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5. Apply the chain rule to compute the gradient of the weights;

6. Record the resulting gradient;

7. Perform the action, accumulate the reward, and update the state.

Algorithm 3 Policy gradient
1: procedure run_episode(W weight matrix)
2: is_done← false
3: grads← []
4: total_reward← 0
5: while is_done is false do
6: state← observe environment state vector
7: z ← (W × state)
8: probs← softmax(z)
9: action← sample action with probabilities probs

10: d_softmax = diag(probs)− probsT × probs
11: d_log = d_softmax[action]/probs[action]
12: grad = stateT × d_log
13: add grad to grads
14: action_reward← execute the chosen action and get the reward
15: total_reward← total_reward + action_reward
16: is_done← check if the episode is over

return total_reward, grads

17: procedure train(N size of the state vector, M number of possible actions, α
learning rate)

18: episode← 0
19: W ← random M ×N matrix
20: while episode < n_episodes do
21: episode_reward, grads← run_episode(W )
22: for each index, gradient in grads do
23: weigth← weight+ learning_rate∗gradient∗(episode_reward−index)
24: episode← episode + 1 return W

Although effective, the policy gradient algorithm can be very slow since the
optimization step is only applied after the end of an entire episode. To give time to
the agent to fully prune a big network, the number of iterations Niter for each episode
needs to be at least equal to the number of hidden nodes in the network divided by
the number Naction of nodes we can add or remove at each action. Formally, for a
network with Nlayers hidden layers, each containing Ni neurons, we can define:

Nnodes =
Nlayers∑

i=0
Ni, (3.156)

Niter ≥ Nnodes/Naction. (3.157)
In this context, given an MLP with two hidden layers of 2048 nodes and the ability to
alter the number of nodes by 100 in each action, the agent would require 40 iterations
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Figure 3.83. Workflow of the modified policy gradient.

to perform a meaningful episode. Since it is necessary to fine-tune the model to be
optimized after each action of the agent, as the workflow in Fig. 3.83 illustrates,
by using the standard policy gradient weights would be updated once every few
minutes, which is not convenient. In fact, in the model pruning scenario, an episode
does not end significantly. However, weights can (and should) be optimized after
every iteration, i.e., after an action has been applied and a reward received. The
modified policy gradient, reported in Algorithm 4, accounts for this behavior that
captures possibly relevant modifications to the model, resulting in a much faster
learning curve.

Algorithm 4 Episode of policy gradient optimization
1: initialize pre-trained neural network
2: while is_done is false do
3: compute probabilities for each action
4: sample an action and execute it
5: fine-tune the new model for a small amount of time
6: obtain the reward
7: execute the optimization step
8: is_done← check if the episode is over

3.5.3.4 Experimental Results

Extensive experiments were performed to evaluate the RL agent. In particular,
tests were carried out on three datasets as well as in a cross-dataset modality
to demonstrate the effectiveness of the proposed methodology. The datasets and
implementation details, performance evaluation, and tests in a cross-dataset approach,
are presented in the following sections.

Implementation Details The dataset used to evaluate the RL agent were:
Fashion-MNIST and CIFAR-10. The first collection comprises 70000 28×28 grayscale
images of digits from 0 to 9 and common Zalando’s fashion articles, respectively.
The third dataset, instead, consists of 70000 32×32 RGB images of ten diverse
object categories. Regarding the underlying model to be optimized, both datasets
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were divided into train, validation and test sets containing 50000, 10000, and 10000
samples. Concerning the RL agent training, iterations and number of episodes were
decided contextually with the various experiments.

Moreover, all the experiments were performed using the PyTorch 1.10 framework
with Python 3.9.6 on an Intel Core i9 10900k processor and an Nvidia RTX 3070
GPU. To ensure reproducibility, the experiments were performed with fixed seeds.

Performance Evaluation To test the ability of the algorithm to optimize a neural
network successfully, we trained to convergence on the Fashion-MNIST dataset,
a multilayer perceptron with two hidden layers, both containing 2048 nodes, and
let the agent train on it for a few episodes. The original model has the following
architecture:

final model: Sequential(
(0): Flatten(start_dim=1, end_dim=-1)
(1): Linear(in_features=784, out_features=2048, bias=True)
(2): ReLU()
(3): Linear(in_features=2048, out_features=2048, bias=True)
(4): ReLU()
(5): Linear(in_features=2048, out_features=10, bias=True)

).

After only three episodes, where the agent can add or remove up to 100 nodes
per iteration, the network was pruned by 83% and retained an accuracy of 85%,
ending with the following structure:

final model: Sequential(
(0): Flatten(start_dim=1, end_dim=-1)
(1): Linear(in_features=784, out_features=648, bias=True)
(2): ReLU()
(3): Linear(in_features=648, out_features=48, bias=True)
(4): ReLU()
(5): Linear(in_features=48, out_features=10, bias=True)

).

To analyze how the number of nodes added or removed for each action affected the
results, further experiments were performed by reducing the number of modifiable
nodes from 100 to 64. In this scenario, the number of iterations was incremented
to 70 for each episode to account for the smaller model changes. In this case, the
resulting pruning was slightly different, with the network being optimized slightly
less, i.e., with a pruning of roughly 78%, but preserving the full 88% accuracy of the
original network. The pruned model structure is as follows:

final model: Sequential(
(0): Flatten(start_dim=1, end_dim=-1)
(1): Linear(in_features=784, out_features=704, bias=True)
(2): ReLU()
(3): Linear(in_features=704, out_features=192, bias=True)
(4): ReLU()
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Figure 3.84. Distribution of probability assigned to each action after a training episode.

(5): Linear(in_features=192, out_features=10, bias=True)
).

Another important observation lies in the distribution of probability that the agent
assigns to each action when facing the task of pruning an overparametrized network
such as a multilayer perceptron with 4096 hidden nodes classifying the Fashion-
MNIST dataset. As Fig. 3.84 shows, as soon as the first training episode ends, the
most used actions tend to be associated to the removal of neurons with low activation,
i.e., nodes that do not contribute in a meaningful way to the classification task. In
particular, the agent notices that removing neurons with high activation inputs is a
really unfavorable action when optimizing the model, just like adding more neurons
to both the first and the second layer due to the network overparametrization. The
best actions, instead, are correctly recognised by the algorithm to be removing
nodes with lower activation inputs, especially from the first hidden layer. This
preference towards pruning the first layer, which consistently emerged across various
experiments, may be due to the fact that it is easier and faster to fine-tune the
remaining weights after altering the first layer and leaving untouched the second.
This result is important because it shows that the proposed RL framework could
be expanded to more complex environments in which such manual tests based
on intuition would not be possible. Finally, despite the reward function giving
diminishing rewards for pruning over the desired threshold, the agent seemed to
always prune as much as possible ignoring this minimum desired amount; an aspect
that could be altered by further tweaking of the reward function.

Cross-Dataset Evaluation To make sure that the policy learned by the RL
agent would scale well in various scenarios with different parameters (i.e., different
starting accuracy, more computationally demanding datasets, different number of
input features), we tested the same learned policy on a similar MLP trained to
convergence on a much harder dataset. The multilayer perceptron used had the same
number of hidden and output nodes, but obviously different inputs, since a CIFAR
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image can be flattened to 3072 features, compared to the 784 of Fashion-MNIST.
The original model can be summarized as follows:

mlp2048: Sequential(
(0): Flatten(start_dim=1, end_dim=-1)
(1): Linear(in_features=3072, out_features=2048, bias=True)
(2): ReLU()
(3): Linear(in_features=2048, out_features=2048, bias=True)
(4): ReLU()
(5): Linear(in_features=2048, out_features=10, bias=True)

)
Trainable params: 10,510,346
Estimated Total Size (MB): 42.09
Accuracy: 54.56%

As can be observed in Fig. 3.85, this dataset is much harder to learn, and a simple
MLP with two hidden layers does not manage to achieve an accuracy higher than
55%. Once obtained a model trained this different dataset, it is possible to execute
the RL agent that learned a policy on a model trained on the different Fashion-
MNIST dataset, and observe if the policy generalizes well. Similar to the previous
experiments, over 50 iterations, the agent managed to prune the network by over
50%, i.e., 53%, not only without losing a single point of accuracy, but actually
gaining ∼0.4%, demonstrating, therefore, the effectiveness of the learned policy even
when analyzing unseen data. Concluding, the resulting pruned model architecture is
as follows:

final model: Sequential(
(0): Flatten(start_dim=1, end_dim=-1)
(1): Linear(in_features=3072, out_features=1088, bias=True)
(2): ReLU()
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(3): Linear(in_features=1088, out_features=832, bias=True)
(4): ReLU()
(5): Linear(in_features=832, out_features=10, bias=True)

)
Total params: 4,257,802
Estimated Total Size (MB): 17.06
Accuracy: 54.94%

3.5.3.5 Conclusion

This paper presented an approach based on reinforcement learning to obtain an agent
that can automatically optimize simple neural networks without loss of performance.
By starting from observations on the usefulness of specific nodes, it was possible to
design a gradient policy that accounts for the reduction rate of the model as well as
its accuracy. Specifically, the agent analyzes the activation inputs of all nodes to
avoid losing information, and can either add or prune the least useful components,
identified as those with the lower activation values. To evaluate the effectiveness of
the proposed approach, the RL agent was evaluated on two distinct collections, i.e.,
Fashion-MNIST and CIFAR-10. On the first collection, the agent managed to prune
the original model up to 78% of its original size while preserving the entire 88%
accuracy achieved by the network. On the second collection, used in a cross-modality
setting by using the policy learned on the Fashion-MNIST, the agent achieved a
53% reduction but managed to increase the model performance by a 0.4%. These
results indicate that, on the one hand, an overparametrized model can contain noisy
information, on the other hand, the proposed approach can indeed by applied even
on models trained on different datasets as the agent only focuses on the effectiveness
of nodes without considering their internal semantic.

As future work, many additions can be applied to the devised method, i.e.,
defining better reward functions, a more extensive set of actions, a more accurate
state representation, or by extending the whole model to handle new neural network
architectures. The implementation of such improvements will eventually allow to
create a development environment that gives the programmer a support to make
automatic optimal structural decisions. Moreover, another possible upgrade is to
teach the agent how to optimize recurrent networks, where the ability to dynamically
alter the feedback connections between hidden layers would in fact mimic the
plasticity that allows the natural brain to establish and destroy synapses even
between neurons that are far from each other. Similarly, by extending the algorithm
to optimize the feature extractor component of a network could lead to significant
reductions of computational overhead in architectures that are traditionally very
resource-demanding, such as convolutional neural networks.
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Chapter 4

Conclusion

This thesis covered a lot of ground across many neuroscience concepts as briefly
introduced in Chapter 1. Specifically, starting from the definition of a general brain
model encompassing notions related to the human visual system, brain plasticity,
and memory, it was possible to devise many solutions addressing problems in
heterogeneous fields. In more detail, Chapter 2 outlined relevant neuroscience
theories associated with the low, intermediate, and high-level visual processing
system that enables humans to observe and understand the world. Furthermore,
that chapter also presented current knowledge on brain plasticity and memory,
capabilities that are still being studied together with many other neuroscience
topics. From this introduction, it was possible to design the general brain model
mentioned above, and presented in Chapter 3, that accounts for the human vision
characteristics as well as the brain’s ability to retain memories and change its
internal structure via its plasticity. The resulting model is, as one would expect, a
simplification of the real human brain, which was a requirements as the brain is an
extremely intricate organ. Therefore, it was paramount to reduce the complexity
before it was possible to design effective solutions. In particular, the resulting
brain module comprises four modules: one for each of the three visual processing
steps, and a fourth unit representing plasticity and memory. For each module, some
of the concepts described in the corresponding neuroscience section were used to
implement end-to-end standalone solutions addressing heterogeneous tasks such as,
among others, person re-identification, medical image analysis, object and emotion
recognition, deception detection and signature verification. Interestingly, all of the
devised models managed to improve the state-of-the-art of the relative field to some
extent, according to appropriate evaluation metrics which depend on the task being
addressed. Indeed, the many obtained results invariably demonstrate this thesis’
hypothesis: more precise neuroscience concepts can, and have, lead to improved
solutions when used to design deep learning models.

While this thesis achieved many compelling results, the underlying unified
method is still in its early stages and there is much to be done in the future to
translate the human brain into a machine one, as illustrated in Fig. 4.1. For instance,
there are many aspects in each of the four summarized modules that have yet to
be implemented, e.g., human-like motion primary features in the low-level visual
processing unit and the disparity matching at the surface level in the intermediate-
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Figure 4.1. Art representing a human brain fully translated into a machine one.

level visual processing module. Moreover, although detailed neuroscience concepts
were reported, they are only limited to the human visual and the glia supervisor
systems. This is a significant and necessary restriction as the human brain actually
presents many structures that can handle, for example, the different sensory inputs
such as hearing or smell. In addition, the presented modules are a simplification of
the real brain and can, therefore, be extended further, notwithstanding the fact that
neuroscience keeps evolving and new findings are discovered with constancy, thus
increasing the range of exploitable notions. Finally, and possibly the most important
advancement left as future work, is the design of a single system that traces the
entire human visual processing system, together with is memory capabilities, to
fully reproduce the human brain via deep learning algorithms: a riveting endeavor
requiring a lifetime of experiments!
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