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Abstract

The rapid advancements in Artificial Intelligence (Al) have transformed how
we design and interact with intelligent systems. Among these advancements, im-
plicit interaction systems, capable of seamlessly adapting to user behaviour and
context without explicit commands, have emerged as a promising frontier in Human-
Computer Interaction (HCI) research.

This thesis examines the potential and challenges of Al-based implicit interactions,
considering both user and designer perspectives, as well as the evaluation of such
interfaces.

First, we introduce the concept of implicit interaction, outlining our interpretation
and its relevance within the broader HCI landscape.

Then, the first part of this thesis explores the driving and parking context as
a testbed for implicit interaction systems, investigating how smartphones can be
leveraged as sensing devices to infer user behaviour without requiring dedicated
external infrastructure. Specifically, we present and discuss how we designed and
implemented implicit interactions for driving-related tasks, such as detecting when
a driver cruises for parking and predicting parking availability using aggregated
contextual data. These studies provide insights into how implicit interaction can en-
hance mobility-related user experiences by minimizing explicit input while seamlessly
adapting to behavioural and environmental conditions.

The second part focuses on the challenges associated with designing and evaluat-
ing Al-based implicit interactions. A key issue is the lack of established guidelines.
To address this, we propose a design and evaluation framework with a particular
emphasis on error handling, examining how implicit systems convey uncertainty and
enable users to recover from incorrect inferences.

Finally, we discuss how Al techniques, specifically based on Large Language
Models (LLMs), can be integrated into interface evaluation to improve the design
process. Our findings highlight the trade-o [Sbetween automation and user control,
providing guidelines for developing usable, user-centred systems.

By addressing these challenges, this research contributes to the broader field of
HCI proposing methodologies for developing intelligent, context-aware interfaces.
While the driving domain is a concrete application, the principles and techniques
outlined in this thesis have broader implications, and they can be adapted to other
domains where implicit interaction can enhance usability and user experience.
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Chapter 1

Introduction

The increasing integration of Al-based technologies into everyday systems has
led to a shift from traditional interaction paradigms toward more seamless and
natural forms of interaction [14(. Al-driven systems are now embedded in a wide
range of applications, from personal assistants to smart environments, shaping how
users interact with technology. As these systems become more context-aware, user
expectations are evolving for technology that can predict needs and respond to
minimal explicit input [ 87]. This shift has brought new challenges and opportunities
in Human-Computer Interaction (HCI), particularly in designing and evaluating
interfaces that operate beyond conventional direct manipulation models.

A key aspect of this transformation is the emergence of implicit interaction, where
systems infer user intent based on contextual cues rather than explicit commands.
These systems aim to deliver valuable features and services automatically while
o ering a more adaptive and intuitive experience [41]. However, designing and
evaluating such interactions presents unique challenges, as traditional usability
principles often assume explicit user input and clear feedback mechanisms.

1.1 Contributions

This thesis examines how the increasing role of Al in interaction design in uences
the development and evaluation of user interfaces, with a particular emphasis on
implicit interactions. As Al-driven systems become more integrated into everyday
applications, new challenges emerge in designing interactions that are both e ective
and user-friendly. This research contributes to the broader eld of HCI by proposing
methodologies for designing and evaluating intelligent, implicit interaction systems.

A central focus of this work is re ning the concept of implicit interaction, o ering
a new interpretation and examining its characteristics within Al-based systems. To
ground these concepts in practice, we explore the application of implicit interaction



2 1. Introduction

in a real-world setting, using the driving and smart parking domain as a testbed.
This experience also demonstrates the feasibility of using smartphones for context
data collection and interpretation, highlighting their potential as sensing devices for
implicit interactions.

Beyond its practical applications, this thesis identi es gaps and limitations in
existing evaluation methods for assessing implicit interactions. Traditional usability
heuristics and evaluation frameworks often assume explicit user input, making
them less suited to implicit systems. To address these shortcomings, this research
proposes adaptations to established evaluation criteria, ensuring they better capture
the nuances of implicit interactions. Additionally, it introduces a methodology for
designing and assessing implicit interaction systems, integrating Al-driven approaches
while maintaining a user-centred perspective.

Finally, this work explores how Al-based techniques, particularly Large Language
Models (LLMs), can be incorporated into interface evaluation to support the design
process. By examining the trade-o s between automation and user control, this
research provides insights into developing adaptive and transparent systems.

By addressing these aspects, this thesis contributes to the ongoing discussion
on Al-driven HCI, o ering perspectives on intelligent, context-aware interaction
systems' design, usability, and evaluation.

1.2 Structure

The remainder of this thesis is organized as follows.

Chapter 2 provides an overview of implicit interaction, exploring its theoretical
foundations and the challenges involved in designing, implementing, and evaluating
systems based on this paradigm. We present our interpretation of implicit interaction
and propose a de nition of implicit interaction systems.

This thesis is then divided into two main parts. The rst focuses on our
experience in implementing implicit interactions in a real-world context, while the
second addresses the challenges of designing and evaluating implicit interaction
systems.

Part | examines the driving and parking context as a testbed for implicit in-
teraction, demonstrating how smartphones can be leveraged as sensing devices to
infer user behaviour without requiring dedicated external infrastructure. These
experiments represented our rst direct experience with implicit interactions, provid-
ing valuable insights into their design and implementation. Through this work, we
gained a deeper understanding of the mechanisms underlying implicit interactions,
which inspired and informed the subsequent research presented in this thesis.
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More in detail, Chapter 3 provides an overview of the driving and smart parking
context, reviewing relevant literature and applications. It also details the data
collection phase we designed and conducted to support the studies presented in
the following chapters. Chapter 4, based on 32, 19|, introduces driving context
detection, explaining how smartphone data can be used to determine whether a user
is driving. Chapter 5, based on 05, presents a method for distinguishing private
parking spots from public ones. Chapter 6, based on23], explores cruising for
parking detection, outlining our methodology and ndings. Finally, Chapter 7, based
on [11], discusses parking availability prediction, showcasing how aggregated context
data can support decision-making on a broader scale. These studies illustrate how
implicit interaction can enhance mobility-related user experiences by reducing the
need for explicit input while adapting seamlessly to behavioural and environmental
conditions.

Part Il shifts focus to the challenges of designing and evaluating Al-based implicit
interactions, particularly the lack of established evaluation guidelines.

Speci cally, Chapter 8 introduces the key concepts that structure the following
chapters. Chapter 9, partly based on 21], examines existing evaluation heuristics,
such as Nielsen's heuristicsg6] and broader HCI usability principles, assessing their
applicability to implicit interactions and identifying areas where modi cations may
be needed. Chapter 10, based or2{)], explores the critical role of error handling in
implicit systems, where automated inferences from contextual cues can introduce
uncertainty and misinterpretation. This chapter discusses strategies for managing
errors, balancing automation with user control, and ensuring that implicit systems
remain reliable and transparent. Finally, Chapter 11 introduces our proposed
framework for evaluating implicit interaction systems. While primarily focused on
evaluation, this framework also serves as a guide for system design. To illustrate
its practical application, we use our cruising for parking detection system as an
example, demonstrating how the framework can be applied to assess and re ne a
real-world implementation.

Although this work remains mainly theoretical, with the application of our
ndings to real-world systems left for future research, it establishes a foundation for
advancing the understanding and development of Al-driven implicit interactions.

Additionally, Chapters 12 and 13, based on 24] and [17] respectively, explore
the integration of Al, particularly Large Language Models (LLMs), into design and
evaluation processes. As an initial step, we examine their role in standard, non-
implicit interfaces to establish a baseline understanding. Future research will extend
these methodologies to more complex, context-aware interfaces, further exploring
the potential of Al-driven implicit interaction systems.

Finally, Chapter 14 summarizes the key contributions of this thesis, re ecting on
the insights gained in designing and evaluating Al-driven implicit interactions. We
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also outline potential directions for future research, including further validation of
our evaluation framework and exploring new design methodologies for intelligent,
user-centred systems.

1.3 Declaration of original work and publications

This thesis represents my original research carried out during my PhD at Sapienza
University of Rome. While the work presented here is my own, it has been developed
within a collaborative research environment, involving discussions, feedback, and
contributions from colleagues and advisors.

Portions of this thesis are based on my previously published work, which has
been presented at various international conferences, workshops and journals. These
publications have shaped the research directions, experiments, and ndings described
in the following chapters. Below, I list the 11 publications that form the basis of
this thesis, 9 of which | am the lead author.

1.3.1 Implicit interaction in the driving context

The work on implicit interaction in driving-related applications, including cruising
for parking detection and parking availability prediction, was discussed in:

Cruising-for-Parking Detection on the Smartphone Based on Implicit Interac-
tion and Machine Learning (Bisante et al., AutomotiveUl 2023) [23]

An Approach to Leverage Arti cial Intelligence for Car-Parking Related Mobile
Applications (Bisante et al., EISEAIT Workshop, EICS 2023) [18]

New Generation Car Navigation Systems Enhancing Human-Computer In-
teraction and Exploiting Sensors and Machine Learning on the Smartphone
(Bisante, Doctoral Consortium, Ul 2023) [16]

Implicit Interaction Approach for Car-related Tasks on Smartphone Applica-
tions (Bisante et al., AVI 2022) [22]

Implicit Interaction Approach for Car-related Tasks on Smartphone Applica-
tions - a Demo (Bisante et al., AVI 2022) [19]

Exploiting User Behavior to Predict Parking Availability Through Machine
Learning (Bassetti et al., Journal, Smart Cities 2022) [11]

Private or Public Parking Type Classi er on the Driver's Smartphone (Panizzi
& Bisante, AISC Workshop, EUSPN 2021) [105]
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1.3.2 Implicit interaction design and evaluation

The discussion on implicit interaction design and evaluation was addressed by:

" Implicit Interactions in Proactive Systems: Evaluation Challenges and Adap-
tations for Nielsen's Heuristics (Bisante et al., Accepted at BEHAVE Al
Workshop, 1UI 2025) [21]

" To Erris Al (Bisante et al., CHItaly 2023) [20]

1.3.3 Al-assisted design and evaluation

The role of Large Language Models in need- nding and evaluation was explored
in:

Assessing Large Language Models Adoption in Need Finding: An Exploratory
Study (Bisante et al., EISEAIT Workshop, EICS 2024) [24]

Enhancing Interface Design with Al: An Exploratory Study on a ChatGPT-4-
Based Tool for Cognitive Walkthrough Inspired Evaluations (Bisante et al.,
AVI 2024) [17]

This thesis builds upon these publications, integrating and expanding their
ndings into a comprehensive discussion on designing, evaluating, and improving Al-
based implicit interaction systems. Where applicable, | acknowledge the collaborative
nature of the work and co-authors' contributions in shaping speci ¢ research aspects.






Chapter 2

Implicit interaction

Over the past decade, interest in implicit interactions has grown signi cantly,
driven by advances in sensors, Al, and an increasing demand for interfaces that work
with minimal explicit e ort from users [ 86]. However, while implicit interaction has
gained increasing relevance in Al-driven contexts, the concept itself predates the
advent of Al.

2.1 De nitions

Albert Schmidt [ 125 was among the rst to de ne implicit human-computer in-
teraction in the context of system sensing and user behaviour, laying the groundwork
for modern implicit interaction systems. In 1999, he described implicit interaction
as an action, performed by the user, that is not primarily aimed to interact with a
computerized system but which such a system understands as input

The goal of leveraging implicit interactions is to make human-computer in-
teraction more natural, seamless, and unobtrusive, approaching the uidity of
human-human interaction [39].

However, the idea of automating interactions based on contextual information
dates back even further. For example, Nielsen introduced the concept of non-
command interfaces in 1993 P5] and Cockton and Gram [35] emphasized as early
as 1996 that as systems become more advanced, usability must evolve to support
non-traditional forms of input and output.

Various conceptual frameworks have been proposed to support the design of
implicit interaction systems. One widely referenced model by Ju and Leifer 73, 72
classi es interactions based on attentional demand and initiative, distinguishing
between user-driven and systeme-initiated actions. This framework helps designers
balance system proactivity with user control, ensuring that implicit interactions
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remain unobtrusive yet e ective.

Schmidt and Herrmann [12§ later introduced the concept of intervention user
interfaces, a paradigm that allows users to intervene in highly automated systems
when necessary. While intervention interfaces primarily address scenarios where
users need to correct system actions, they share similarities with implicit interaction
by ensuring that automation remains adaptable and responsive to user input.

This thesis mainly builds upon Dix's research on the spectrum of intention 6],
which categorizes user interactions along a continuum from explicit to implicit. His
later work on activity modelling for low-intention interactions [ 42] further elaborated
on how systems should support users who engage with minimal conscious input. This
framework is instrumental in modelling and evaluating implicit systems, providing
guidance on designing seamless interactions, and we further discuss it in the next
section (2.2)

As of today, as noted by Serim and Jacucci130, implicit interaction remains
a complex and evolving concept. Their review identi ed ve key types of implicit
interactions, ranging from incidental to more conscious but non-verbalized actions.
They highlighted the challenges of designing systems that support users without
making them feel manipulated or disempowered, particularly in smart environments
where incorrect system assumptions can lead to unintended consequences. They
also stressed the importance of evaluation frameworks that can distinguish between
interactions that enhance usability and those that become intrusive.

Dix [43] further examined these challenges in the light of Al advent, emphasizing
the need to design Al systems that strike a balance between being a servant and a
companion. In implicit interaction systems, this balance is crucial to avoid either
overly intrusive or insu ciently responsive designs, ensuring an appropriate level of
user engagement and system adaptation.

Mueller et al. [92] contributed to this discussion by exploring how human-
computer systems can integrate seamlessly with users' natural behaviours. Their
work aligns closely with implicit interaction principles by examining how systems
can operate with minimal user input while still providing meaningful responses.

Similarly, Bennett et al. [ 14] investigated the role of user autonomy in HCI, which
is particularly relevant to implicit systems. Their work highlights the importance of
preserving user control while delivering seamless assistance, a recurring challenge in
implicit interaction design.

2.2 The spectrum of intention

Dix's spectrum of intention [46] considers various forms of sensor-based interaction
along a continuum based on the level of intention the user has about the way sensed
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inputs are used.

At the high-intention end are very explicit interactions, such as gesture-based
systems or icking a tablet to turn a page. These recruit tacit knowledge and may
become part of practised use.

The opposite, low-intention end interactions, are situations where the user being
sensed carries on their activities with no explicit intention that the sensed data may
be used (although they may know if they stop to think about it).

Figure 2.1. Primary and secondary tasks

Our primary focus is the low-intention end of the spectrum. Indeed, in such
low-intention situations, it is possible to distinguish two user tasks, the sensed and
supported tasks (called primary and secondary tasks in early literature):

Sensed (primary) task: the user performs the task regardless of the system.
The system senses what the user does to build knowledge to help in other
tasks. For example, you watch a streamed Im because you want to watch it,
but the system builds a model of your preferences to help make suggestions
for you or other users in the following choices.

Supported (secondary) task: thanks to data sensed during the implicit inter-
action of the sensed tasks, the proactive system supports a future user's
task. As shown in Figure 2.1, the use of sensing data may happen in the
same interaction episode (pink circle) or subsequent episodes (orange/green
circles). However, several sensed tasks can also help support a single or several
supported tasks done over time and/or by di erent users.

A commonly cited example of implicit interaction is a light that automatically
turns on when a user enters a roomJ25. In this scenario, the sensed task is entering
the room, while the supported task is whatever the user intends to do inside, such as
searching for an object. The user's presence can be detected through various sensing
mechanisms, including proximity sensors, cameras, or infrared sensors. The choice
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and implementation of sensing technology directly in uence the e ectiveness and
reliability of implicit interaction. We explore these variations and their implications
further in Part II.

Please note that when discussing intention, it is important to distinguish between
the intention of the designer and that of the user. For instance, a designer may
create a messaging application where a read noti cation is automatically sent to
the sender once the recipient views the message. However, the user may not always
want the sender to know that the message has been read, leading them to nd ways
to bypass or trick the system, such as previewing the message in a noti cation or
using aeroplane mode to prevent the read receipt from being sent. This highlights
the potential disconnect between the designer's intended interaction and the user's
actual behaviour, emphasizing the complexity of aligning both intentions in system
design.

As noted in previous literature [46], the boundaries between di erent levels on
the spectrum of intention are not always sharply de ned. Instead, the relationship
is uid, where awareness allows users to transition between states - moving from
incidental to expected and eventually to intentional interactions. We must highlight
that our goal is not to suggest that implicit interaction is inherently superior to
explicit interaction. An interaction that shifts from implicit to explicit can still be
highly usable, and this does not preclude the possibility of shifting back to implicit
interaction.

User intentionality implies awareness, as actively interfering with or manipulating
the interaction requires the user to have a mental model of how the system works,
as seen in the examples above. However, the reverse is not always true - awareness
does not necessarily imply high intentionality. For instance, a user can be aware of
the system but still engage in an implicit-as-unattentional [13Q interaction, thus
lying on the low end of the intentionality spectrum. For example, a user may know
that a light will automatically turn on when they enter a room but may not always
be consciously attentive to this interaction.

An intentional interaction can even revert to being incidental. For example,
a user may be aware of the system and intentionally modify their interaction to
enhance the support provided for secondary tasks, improving their overall experience.
However, over time, as the user becomes accustomed to these intentional changes,
they may stop consciously thinking about them, leading their engagement to shift
back from intentional to expected or incidental interaction. In some ways, this
is like the physical action of typing, which may become almost automatic when
using a word processor, with attention focused on the words themselves. However,
when the interaction starts o being implicitly sensed, the modi cations typically
exaggerate natural movements, more akin to how we may slightly exaggerate our
pose or movements when working with other people [63].
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2.2.1 Our de nition

Figure 2.2. Human-system interaction for sensing and supporting tasks

On such bases, we hence propose our de nition of implicit interaction systems:

Implicit interaction systems are those systems that support a user task, based
on data collected while sensing a task that the user is doing regardless of the system
existence (Figure 2.2).

Speci cally, we considerimplicit the interaction between the user and the system
during the sensed task.

2.3 Applications

Regarding implementing implicit interaction systems, recent advances have
been driven by the increasing integration of context-aware sensing technologies
[91, 129. Modern devices with rich sensor capabilities, such as cameras, microphones,
and wearables, can now capture and interpret user context, including movement
patterns, physiological signals, and gaze direction. This has signi cantly expanded
the possibilities for human-computer interaction, enabling systems to infer user
intent without requiring explicit input.

Integrating implicit interaction concepts into everyday technology has steadily
advanced, particularly in consumer applications such as voice assistants and smart
IoT devices. These systems leverage implicit elements by continuously monitoring
contextual cues and providing proactive assistance. However, real-world imple-
mentations have also highlighted challenges, including user frustration caused by
misinterpretations or unintended activations [65, 39].

Research into multimodal implicit cues has further expanded the eld by exploring
how nonverbal and behavioural signals can facilitate seamless interactions between
humans and computers. Socially interactive systems, such as arti cial agents and
robots, increasingly integrate these cues to foster more intuitive and human-like
interactions [39].
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Moreover, some of the most recent implicit systems are so embedded in our
technological assets that we do not feel them as present until needed; for instance,
driver-assist technologies can detect signs of drowsiness or distraction through
physiological signals, enabling timely interventions that improve usability and reduce
risk [136].

Finally, another signi cant development has been the application of predictive
machine learning techniques, which enable systems to learn from implicit user
behaviour over time. Al models can anticipate needs and automate interactions by
analysing long-term usage patterns and streamlining user experiences. For instance,
a smartphone may learn a user's daily routine and automatically adjust settings, such
as silencing noti cations during meetings. While such predictive implicit interactions
hold great potential, they also introduce challenges related to user expectations,
transparency, and control [86, 20].

2.4 Research challenges

While previous research has extensively examined the challenges of designing
and evaluating implicit interactions [ 125 86, 130, 73, 72, 64], concrete evaluation
guidelines remain underexplored.

Established usability frameworks, such as Nielsen's heuristics for explicit interac-
tion [96], require adaptation to e ectively assess implicit systems, particularly as
advancements in Al continue to reshape interaction paradigms. While some adapta-
tions have been proposed, such as Schmidt and Herrmann's work on intervention
interfaces [L28, a comprehensive set of heuristics tailored speci cally to implicit
interactions is still lacking.

E orts to evaluate intelligent environments, such as the framework by Ntoa et
al. [98], acknowledge the presence of implicit interactions but do not focus on them
explicitly. Similarly, Amershi et al. [ 2] provided guidelines for human-Al interaction,
though their work primarily addresses Al-driven applications rather than the unique
characteristics of implicit interactions.

Building on these prior contributions, this thesis proposes heuristics designed
speci cally for implicit interactions. The aim is to develop methodologies that
support both the design and evaluation of systems that rely on implicit user input,
ensuring usability and reliability in real-world applications.
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Chapter 3

The driving and smart parking
context

The rst part of this thesis explores the integration of Human-Computer Interac-
tion (HCI) and Arti cial Intelligence (Al) in designing and implementing implicit
interaction systems, with a particular emphasis on leveraging smartphones.

As ubiquitous devices equipped with a wide range of sensors, smartphones
provide a practical platform for collecting contextual data and enabling seamless,
user-friendly interactions.

This research examines the driving and smart parking context as a use case to
apply these concepts in a real-world scenario. These experiments marked our rst
hands-on engagement with implicit interactions, o ering valuable insights into their
design and implementation, hence inspiring and informing the subsequent research
presented in Part II.

As Smart Cities' technologies improve, allowing the automatic collection of a
considerable amount of data, the number of research applications related to car
usage and driver needs grows as well. At present, more and more studies apply
machine learning and Al to enhance context-awareness in Intelligent Transportation
applications such as those regarding, for instance, autonomous cars, smart-parking
systems, and electric car management7]. The power of analysis and computation
of smartphones allows for addressing various problems related to the driving context
and may greatly simplify a user's life.

Car drivers frequently rely on smartphone apps to get support in typical tasks
related to car usage. Navigators and maps are primary examples, but many other
apps exist to track consumption, expenses, maintenance, pay parking lots, or keep
track of where the car is parked []. Nevertheless, some available apps lack user
interaction under two main aspects: rst, they require the user's attention and
might be a distraction while driving; second, they rely on the user inputting data
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repetitively.

Implicit interaction is a possible solution to improve the user experience of typical
car-related interfaces. The less the user is required to interact with the smartphone
while driving, the safer it is. The less the user needs to input data manually, the
better.

Our work focuses on smart-parking, which is recently receiving increasing atten-
tion in the literature. Searching for parking in large cities, particularly on-street
parking, is stressful for the driver and has signi cant impacts such as increased
tra ¢ and pollution. Literature has estimated that, on average, looking for a place
to park the car takes 8 minutes and a ects about 34% of urban trac [ 134, 62, 149,.

This domain is particularly compelling because it encapsulates individual and
societal challenges: drivers face frustration while searching for parking, while cities
grapple with congestion and pollution caused by cruising vehicles. By addressing
these problems, we were able to test how smartphones, implicit interactions and Al
techniques could be used to design meaningful solutions.

The rst step was determining whether the user was driving, which established the
foundation to detect further key driving-related states without requiring explicit input.
Building on this, the study explored two speci ¢ questions that were selected as focal
points: whether it was possible to distinguish between private and public parking
spots and whether cruising for parking behaviour could be e ectively detected.

The research then expanded to explore collective bene ts. By aggregating data
from multiple users, the study investigated parking availability prediction, developing
models to estimate the likelihood of nding parking in specic areas. This step
0 ered an opportunity to consider how context data might be applied not only to
assist individual users but also to address broader challenges in urban mobility.

This rst part of the thesis outlines these developments and provides the concep-
tual foundation for the following sections. Chapter 4, based on 22, 19|, introduces
driving context detection, explaining how we used smartphone data to identify
whether a user was driving. Chapter 5, based onl0Y5, presents our solution to
distinguish private parking spots from public ones. Chapter 6, based onZ3], delves
into cruising for parking detection, presenting our methodology and ndings. Finally,
Chapter 7, based on 11], discusses parking availability prediction, showcasing how
aggregated context data can inform decision-making at a broader scale.

By framing smart parking as an example, this rst part of the thesis showcases
how smartphone-based sensing and implicit interaction principles can be applied
to real-world challenges. While this use case is a practical demonstration, the
methodologies and insights developed here can extend to other contexts, further
bridging the elds of HCI and Al.
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3.1 Related literature and applications overview

Recent research on user interfaces and systems in the driving context has increas-
ingly focused on preserving driver safety and facilitating speci ¢ tasks, including
nding a parking space. Smartphones are commonly used for interface implementa-
tion due to their a ordability, processing capabilities, and constant availability to
drivers.

For an extensive review of the smart parking solutions proposed in recent years,
with reference to the objectives, solutions, and techniques adopted, reference can be
made to various review papers$3, 30, 158 123. Speci cally, the review paper by
Fahim et al. [53] presents an exhaustive collection of related works, analyzing and
classifying them according to various aspects such as networking technologies, user
interfaces, computational approaches, and provided services.

The following overview, on the other hand, especially considers works about
smart-parking smartphone apps, as these are the most related to problems we are
addressing, providing an overview of most addressed apps tasks and most adopted
interfaces. Such systems have constraints at the implementation and interface level,
which will be the object of critical discussion.

3.1.1 Smart parking apps tasks and interfaces

The main goal of an intelligent parking system is to help the user nd a suitable
parking space near the user's nal destination and for a low or absent fee. Another
primarily addressed task is reserving a parking spot in advance.

Detecting a vacancy in a parking space is achieved in di erent ways, primarily by
exploiting additional sensors. In recent years, literature has proposed many solutions
that exploit cameras, infrared, beacon-like devices, and, more generally, any other
kind of 10T infrastructure [ 103. The cited approaches allow automatic detection of
parking availability; however, they are suitable only in con ned areas, such as the
indoor facilities of shopping centres and markets, due to the high infrastructure costs.
Indeed, they are not tted to solve overall on-street parking issues, as they require
substantial up-front investments and maintenance. From an interaction point of
view, these approaches require the user to explicitly request a reservation and insert
the time of arrival in advance, which is not always possible. For example, the most
downloaded smart-parking apps like JustPark and RingGo present explicit interfaces
for reserving and paying parking spots in private facilities or on-street reserved lots.

Smart-parking apps also address other tasks related to on-street parking (table
3.1 1), like remembering the last parking location or paying for on-street parking.

! Apps with more than 1,000,000 downloads retrieved from Google Play Store. February 2022
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Table 3.1. Popular Smart Parking Apps
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Finding the last parking location is helpful in large parking areas or when the
user shares the vehicle with family members and friends. This task is popular even
among apps not speci cally addressing smart parking, like Google Maps, Apple
Maps, and Waze.

Most of the analyzed apps adopt an explicit interface with a button to store the
coordinates of the parked car. However, as intuitive and straightforward as it can be,
pressing that button is an example of an interaction that may be tedious to perform
and remember. Hence, an explicit interaction approach may harm the app's user
experience. On the other hand, Apple Maps, Waze and FindMyParkedCar employ
an implicit interaction approach leveraging Bluetooth.

Knowing the elapsed time spent parking allows for a precise hourly payment
of parking fees, a common feature of several smart parking apps and systems.
The most popular apps that address this task, like EasyPark, PayByPhone, and
JustPark, employ explicit interfaces. After parking, the user inputs the presumed
end-time of the parking to compute the fee. Then, they can change it to extend
the parking period or avoid paying after they unparked. EasyPark also o ers an
implicit-interaction-based solution to this task, albeit only in selected and private
parking areas. Indeed, with cameras that recognize plate numbers at the entry and
exit of the parking lot, EasyPark automatically detects the user's start and end of
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parking without requiring them to open the app.

Lastly, by knowing the parking and unparking events of the user, it is possible to
detect when and where they are leaving a free parking spot. This assumption is valid
for informing other users of a new vacancy and computing generic statistics about
availability in on-street parking areas. Hence, this approach is more cost-e ective
than those described above, which rely on external sensors. However, most apps
that adopt this approach rely on explicit interaction, and, perhaps for this reason,
they are not so popular as they have no more than 1,000 downloads.

In literature, some implicit-interaction approaches to the problem of detecting
parking and unparking events were proposed, such as ParkHeré&24 and ParkUs
[31]. They use the park/unpark information to provide statistical parking availability
in an area. In Chapter 4, we discuss further how these and other works approach
the detection of parking and unparking events.

3.2 Data collection

As part of our broader investigation into leveraging smartphone-based implicit
interaction for driving contexts, we conducted studies that utilized real-world data
to explore selected use cases. These use cases - described in the following Chapters 4,
5, 6 and 7 - aimed to detect and understand user behaviour in the parking domain,
leveraging data collected implicitly from smartphones.

To collect relevant data, we developed an iPhone application to gather high-
frequency contextual data during car trips. The app implicitly enabled actual driving
and parking data collection without requiring active user input.

The application automatically detected when the user entered the car gnpark)
or exited it ( park) by monitoring the Bluetooth connection between the smartphone
and the car. It collected smartphone positions, including parking locations, and
recorded speed data with high-resolution GPS precision (multiple GPS points per
second). The underlying framework used for this application is described in the
work by Panizzi and Calvitti [106].

The app was distributed to nine drivers with an iPhone and a Bluetooth-equipped
car. The user group consisted of ve women and four men aged 22 to 55 years
(mean = 33.11; SD = 13.48). Six participants were between 22 and 25 years old,
while three were over 45. Five participants reported owning private parking spots at
home, their workplace, or both. All participants had more than one year of driving
experience, with those aged 40 and above having over 15 years of experience. Before
the study, all drivers indicated they used their cars regularly as part of their daily
routines, primarily to commute to work or study locations.

We conducted a longitudinal study, logging user activity from September 2020
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Table 3.2. Collected data

User 0 1 2 3 4 5 6 7 8 Total
Parking events 318 626 274 62 51 20 40 5 76 1472
Trips 184 104 70 52 68 7 40 6 84 615

to November 2021. Participants were instructed to install the app and pair their
smartphones with their cars via Bluetooth. The app operated in the background,
tracing each trip and collecting all relevant data without user interaction. To explore
whether it was possible to detect when a user was cruising for parking, the app
included a feature allowing users to explicitly mark the start of a cruising phase
by tapping a button in the main view. This action recorded the cruising start
timestamp along with trip data. Although participants were encouraged to provide
this input whenever possible, it was not mandatory. To avoid in uencing natural
behaviour, users were instructed to minimize other interactions with the app.

During the data collection phase, the app successfully recorded trips despite
decreased mobility caused by the COVID-19 pandemic. Two participants (Users
0 and 1) continued collecting data for two additional months beyond the initial
study period, resulting in an extended collection window ending in January 2021.
Participants generally kept the app running in the background, silently gathering
information.

While the data collection process was consistent across participants, not all trips
were accurate enough to be considered complete due to incomplete GPS traces
or Bluetooth disconnections. This required cleaning the data to ensure reliability:
the resulting dataset included 1472 parking events and 615 complete car trips, as
detailed in Table 3.2.

For ve users (namely, Users 0, 1, 2, 3, and 5), the number of usable parking
events is signi cantly higher than the number of recorded trips. This discrepancy
occurred because some trips were incomplete or fragmented during data collection,
yet their parking locations could still be recorded accurately. Conversely, for Users 4
and 8, the number of recorded trips exceeded the number of usable parking events.
This reversal likely happened due to signal loss or other technical problems while
logging parking locations. Despite these challenges, the cleaned dataset provided a
rich source of information for subsequent studies, o ering insights into both parking
behaviour and driving patterns.

Only 19 instances of explicitly marked cruising phases were recorded, likely
because users forgot to input this information while preoccupied with searching for
parking. Users 5 and 7 recorded signi cantly fewer trips than the others, suggesting
they used their cars less frequently than initially reported (approximately once per
month on average). Excluding these two outliers, the average number of recorded



3.2 Data collection 21

trips indicates that participants typically used their cars at least three times per
week. Users 0 and 1 contributed the highest number of trips and parking events,
which was expected given their extended participation period.

The dataset was adapted to support two research objectives: distinguishing
private parking spots from on-street locations and detecting cruising for parking
behaviour. These studies and further details about the data will be described in
subsequent chapters.
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Chapter 4

Implicit interaction approach for
driving context detection

Smart parking systems aim to assist users in nding parking spaces, remembering
where they parked, facilitating parking payments, and more. These solutions have
often been developed for smartphones, as they are within everyone's reach inside
and outside the car. The primary information needed to complete smart parking
tasks is where and when the car is parked and unparked. Existing apps generally
require that the user inputs this information explicitly, which can be inconvenient
and prone to errors.

The main goal of this work, presented in R2, 19, is to introduce an implicit
interaction approach that automatically detects when a user enters or exits their
vehicle, thereby identifying parking and unparking events without requiring explicit
user input.

Unlike previous solutions that rely on Bluetooth connections for detecting these
events, our approach eliminates this dependency, making the system more accessible,
robust, and suitable for a wider range of vehicles, including those without Bluetooth-
equipped infotainment systems. This work builds upon a previous framework
developed by our research grouplj0€], which utilized Bluetooth connectivity and
smartphone sensors to detect car-related events, including parking and unparking.
While that framework demonstrated the feasibility of using mobile sensing for implicit
interaction in the driving context, its reliance on Bluetooth introduced limitations
in usability and applicability. Our new approach advances this research by removing
the need for Bluetooth pairing, reducing con guration complexity, and improving
system adaptability across di erent vehicle types.

The proposed approach eases the implementation of the following tasks on a
smartphone application:
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T1 user reports parking their car in a speci ¢ position
T2 user declares their willingness to free a parking spot

T3 user declares that a new trip with the car has begun, thus the parking spot is
free

These tasks allow some of the main smart-parking features, like informing users of
available parking spots, reminding drivers of where they parked their cars, computing
usage statistics, etc. However, it is not easy for a user to complete these tasks
explicitly, as they may forget to do so or they may be driving.

The objective is also to avoid manual con guration of the system on the user's
part, as this worsens the user experience and may even hinder the use of the system.
In addition, as non-functional requirements, the proposed system avoids requiring
external sensors and prevents intensive battery usage.

This work contributes in three ways:

1. It shows how to design a context-aware implicit interaction for three daily
tasks related to car usage.

2. It allows collecting data about driving events, which can be used to train any
machine learning models or can be leveraged to detect driver behaviours.

3. It lays the foundation for future works that will exploit it to provide users
with new, useful features.

4.1 Related work

In this section, we analyze the research that handles speci cally recognizing
parking and unparking a vehicle, relying on smartphone sensors only and based on
implicit interaction.

PhonePark [137] is the earliest attempt to recognize vehicle activity and detect
parking and unparking events. This work, based on the previous researchBg, pro-
vided an ad-hoc transportation mode detection system based on GPS, accelerometer,
and Bluetooth connection. As in our case, the authors proposed a parking/unparking
detection algorithm based on the user's motion state changes. With respect to our
solution, they use Bluetooth, they employ a proprietary algorithm, and they take
into account also the stationary state as a binding condition to determine a transition
between parked and unparked state.

A subsequent similar project, called ParkHere 124, was proposed by Salpietro et
al. in 2015. This work detects the parking events based on the user's motion changes,
like the PhonePark's solution; however, the classi cation is similar to our case, only
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betweenwalking and automotive states. Their application samples the smartphone's
accelerometer and gyroscope at a xed rate and achieves the classi cation with a
supervised learning algorithm based on a Random Forest classi er. They determine
states for temporal windows and detect parking or unparking events based on the
presence of a transition between states. Unlike our work, as we discuss below, they
do not use any aggregate motion information provided by the operating system.
Furthermore, the driving activity detection mechanism is assisted by Bluetooth
connection, imposing an initial con guration step for vehicle association.

To this matter, also the work of Panizzi and Calvitti [ 106 provided a mobile
framework based on Bluetooth connection and smartphone sensing capabilities to
detect car-related events. This research focuses on collecting basic non-app-speci c
information, such as parking and unparking events, location of parked cars, elapsed
time in parking, and general trip data.

Based on signi cantly di erent premises, the authors of ParkSense 93], a work of
2012, proposed a solution to infer only unparking events that rely on users' increasing
speed and Wi- connections. Indeed, this project assumes that if the user passes
by multiple Wi- access points at a certain speed, starting from a known parking
location, the user has left a parking spot. However, the user must manually insert
the parking location.

One of the most recent works regarding vehicle status sensing was presented by
Lee et al. in 2019 ¥7]. Their solution relies on magnetometer and orientation sensors,
which collect data to feed a Convolutional Neural Network for In/Out car state
classi cation. The reported accuracy levels are outstanding. However, this solution
is presented as a part of a more extensive Smart Parking System for delimited
parking areas; hence, it does not deepen into implementation details, preventing
a signi cant comparison. For example, they do not report recognizing the user's
vehicle. Moreover, the authors use a BLE-beacon-based 10T infrastructure in the
overall project.

Finally, ParkUs [31] is probably the most related work to our proposal. As in
our case, the authors' main goal is to provide a method that does not require user
input or sensor calibration while maintaining low energy consumption. They detect
parking events relying on the smartphone's magnetometer and accelerometer. This
research proposes an ad-hoc state detection algorithm based on machine-learning
techniques similar to other works. They considered over 300 features to avoid using
Bluetooth and nally identi ed a novel sensor fusion feature (OEE), electing it as
the primary activity indicator.

Among the most downloaded apps in the stores that o er the feature of implicitly
saving the position of the parked car, there are Apple Maps and Waze. Both apps
can automatically detect parking status, relying on the car's Bluetooth or the trip
destination, respectively. The user can also manually adjust the parking location
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pin.

Concerning the works presented in 137], [124] and [106], the most signi cant
advancement presented by our research is the independence from the in-car Bluetooth
connection requirement. As a result, we avoid a potentially di cult and tedious
initial con guration step, and the overall solution is also applicable in non-Bluetooth-
equipped cars. Indeed, we tested the Bluetooth con guration with users and observed
that it was not as usable as expected. Finally, even when a Bluetooth connection is
available, not all cars share the same logic, resulting in unexpected scenarios. For
instance, if the in-car audio system provides a Bluetooth connection, separated from
the car engine, the parking and unparking events are incorrectly detected when the
user turns on or o the audio system. Such observations resulted from empirical
trials conducted during the development of the presented research.

Instead, comparing our work to [77] and [31], which are based on activity
state recognition, the main di erence is that we rely on the detection algorithms
made available by the operating systems. It is a considerable simpli cation at
the development level while maintaining adequate levels of accuracy. Indeed, the
algorithms we refer to are generally more reliable than ad-hoc solutions trained on
small and possibly biased datasets, and they are more tested. Moreover, the cited
papers do not o er an explicitly cross-platform implementation. Another di erence
is that they do not specify how their apps can collect data if terminated by the user
or by the operating system. Our solution can work in the background because it can
gather motion data history using OS APIs. It allows for avoiding useless battery
consumption when the app is in the background, and it still provides an up-to-date
interface every time the user opens it.

4.2 Design of the implicit interaction
Our main goal was to design an implicit user interface for the three tasks:

T1 user reports parking their car in a speci ¢ position
T2 user declares their willingness to free a parking spot

T3 user declares that a new trip with the car has begun, thus the parking spot is
free

We do not expect the user to open the app and directly operate its interface.
The user interaction we designed is implicit because, according to Serim and Jacucci
[130, its input-e ect relationship is unintentional : the system responds to the user
actions with e ects that go beyond what the user has intended. According to Dix
[46], the designed interaction is alsoexpected as the user is aware and expects the
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possible outcomes of its actions, yet they perform them without the intention to
cause any output.

For example, when the user parks their car and exits it, our app updates the car
status to parked, storing the latitude, longitude, and timestamp of the parking, thus
inferring that the user has performed taskT1. This e ect happens even if the app is
in the background or the smartphone is locked. The user input-e ect relationship of
the parking action is both unintentional and expected Indeed, the user will perform
the parking action regardless of the consequences on the app, but they can expect
the output of nding the parking location on the app if they open it.

Similarly, the app tries inferring the implicit execution of task T2 when the user
walks towards the parked car. We know that the user may walk to their car for
other reasons than unparking it, such as when they just left something in the car
and go back to take it. We allow for some errors in this task and plan to analyze
the error rate when we have collected su cient data.

Finally, when the user starts driving a car from the position of their parked car,
the app toggles the car status tounparked. The user unintentionally performed
task T3 while their main intention was to use their car.

To describe how we managed to infer the unintentional execution of the three
tasks, we de ne in the next section a ParkingEventP (t;1) and an UnParkingEvent
u(tl).

4.2.1 De nitions
Let us de ne an Event as a triple:
E(a;t;1) (4.1)

where a is a motion activity that can be either walking or automotive; t and | are
a time and a location indicating when and where the activity took place.

We can sample the user's motion with a temporally ordered series of events:
History = Eq(ag;t1;11); Ea(az;ta;12); 5 En(an;tn;ln) 4.2)

where E; precedesE;.; if tj <tj+1

Two or more consecutive events may have the same activity. However, the most
relevant events in the History have activities di erent from the preceding event.
They represent the transitions betweenwalking and automotive and vice-versa.

We call Parking P an event E; which has awalking activity:

P(t;1) = Ei(a = walking;ti;1;) j9E; 1(a 1 = automotive;t; 1;li 1) (4.3)



28 4. Implicit interaction approach for driving context detection

Similarly an UnParking U is an eventE; which has automotive activity:
U(t;1) = Ei(a = automotive;t;;l;) (4.4)

such that
9E; i1(a= walking;t; 1;1i 1) "
9P (t;1) ~
i 1j6
where is an empirically chosen distance.

Finally, an ApproachingEvent for a given parking P (t;1) is an event
Ap = Ej(a = walking;t;;l;) (4.5)

such that
@tj;); t<tj<t; "
9E; i(a= walking;t;l; 1) »
ji 16 ~jlig 1j>
where is an empirically chosen distance.

So, we can formulate the three tasks in terms of the events described above:

T1 Occurrence of a ParkingEventP (t;1)
T2 Occurrence of an ApproachingEventAp

T3 Occurrence of an UnParkingEventU(t; 1)

4.3 Implementation

We implemented the interface on both iOS and Android apps, which exploit the
respective operating system's motion and location libraries. The two implementations
di er slightly due to the architectural di erences of these libraries, and we refer here
to the iOS implementation, which requires dealing with more stringent privacy and
battery consumption constraints.

The two sources of location and motion activity data are not directly related.
The location data does not include a motion activity, and the motion data does
not contain the location at which the motion event took place. However, both of
them include a timestamp, so we can match location and motion to create events.
In addition, the iOS operating system can provide frequent location updates to a
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user-de ned function. In contrast, the motion activities are given only upon direct
request, and they may be reported with a delay of up to several minutes.

A second central issue about data collection is the impossibility of constantly
requesting information. Having as much data as possible would allow a higher level
of accuracy to make detections. However, it is better not to request continuous
updates on location and motion activities for both privacy and battery consumption,
especially when the app is in the background. Consequently, a crucial part of this
study was to compensate for the inability to continuously request data by lling in
the gaps through an interpolation algorithm.

Given these premises, we can proceed with the high-level description of the
approach's implementation.

4.3.1 Flow and architecture

Figure 4.1. Architecture

The operating system wakes up the application when a new location is available.
Therefore, we can collect the user's locations in an ordered sequence and trigger a
motion activity request when a new location arrives. Then, when we receive the
activity report, we can create events with location and motion information using a
couple of matching algorithms and append them to aHistory array.

When we append a new event to theHistory , we check if it has the same activity
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value as the latest event. If not, we generate a newarking or Unparking position
and change the car status.

The app interface provides a map with green pins representing thevalking
locations and red pins representing theautomotive locations. The Unparking
position is the rst red pin in a sequence, while the Parking position is the latest
red pin (Figure 4.2). We also represent the car status with an icon and theHistory
array size and time range for debug purposes.

Figure 4.2. Prototype App

4.3.2 Matching algorithms

We use two di erent algorithms when we receive a hew location or a new motion
activity.

New location

Given a location received at the timestampt, the matching algorithm returns a
new event whose activity is the same as that of the latest event of theHistory . As
a particular case, we assign amunknownactivity to the rst event in the History
as we do not have any motion information yet.
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New motion activity

Given an activity that happened at time t, the matching algorithm returns a
location for this activity as the linear interpolation between the location of the last
known event beforet and the location that triggered the motion activity request.

At this time, we are satis ed with the performance of this method, as we are
receiving spatially and timely close locations. However, we avoid recursively using
computed locations in the next interpolations.

4.3.3 Recognizing the owner's vehicle

The ow described above occurs if a user always enters the same car. However,
motion sensor updates are triggered based on general users' activities rather than a
speci ¢ car.

Indeed, several contexts may trigger theautomotive state, such as riding a taxi,
entering a friend's car, renting a temporary vehicle, or using a car-sharing service.
Sometimes, even public transportation may trigger the automotive state. Such
motion activities could lead to incorrect detection of parking and unparking events.

The proposed solution takes into account the possible presence of other vehicles.
It detects the unparking event only if the current location is near the latest parking
location, as reported in the formula 4.4.

4.3.4 Approaching the parking location

As users approach their parked vehicle, they will likely enter the car and free a
parking spot. Hence, it is valuable information to store. According to formula ef
formula:approaching, it is possible to compute the distance from the last parking at
each new location received. However, such an approach is highly energy-consuming.
We adopted the following OS available service as a more battery-saving alternative.

To implicitly detect ApproachingEvents, when a ParkingEvent P(t,I) occurs, we
set a circular Region centred on the location of the latest parking, | . In this way,
when the user enters the region's boundaries, the operating system wakes up the
app to check if the user can unpark the car.

As reported in formula (4.5), approaching a parked vehicle is a valid Ap-
proachingEvent only if the user iswalking .

This condition is a consequence of the issue described in the previous section.
Indeed, the automotive state can be triggered when using di erent vehicles. For
instance, the user might pass by the parked car while in another vehicle; in such
cases, they are not willing to free the parking spot.
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To avoid considering as an ApproachingEvent the user getting near an old
parking position, we remove theRegion when an UnParkingEvent occurs; thus, an
ApproachingEvent can not take place when the car has already been unparked.

4.4  Applications

The proposed study lays the foundations for future user-experience-enhanced
features in mobile car applications. Indeed, a human-centred system could exploit
context data collected by the smartphone without requiring explicit interaction.

As mentioned in the previous sections, smart-parking applications could bene t
from our work to ease implementing some of the main smart-parking features, like
informing users of available parking spots and reminding drivers of where they
parked their cars. However, there are also possible applications beyond the smart
parking eld.

A primary application of our work could be monitoring users' parking and driving
habits. For example, it might be interesting to implicitly understand which places
they parked in most frequently to produce statistics at both user and community
levels. Other interesting data may be those related to driving. For instance, how
much time they spend in the car, which are the times when they use it most
frequently, and which are the routes they take most often.

Moreover, detecting parking and unparking events provides an opportunity to
collect additional data that can o er further insights into driver behaviour. For
instance, analyzing a smartphone's inertial data can help infer driving styles, such
as distinguishing between aggressive and non-aggressive driving, as demonstrated by
[34].

This type of data is also valuable for training machine learning models. In the
following chapters (5, 6), we present a parking type classi er 109 that di erentiates
between private and public parking spots, as well as a system designed to detect
when a driver is actively searching for parking R3]. These systems are built on
machine learning models trained with data collected through an application based
on the framework proposed by Panizzi and Calvitti [L06. The present work builds
upon and extends this framework, improving its capabilities to support future data
collection phases and enabling more advanced applications.

Even more interesting are the machine-learning-based features that predict and
anticipate users' needs. As an example, Apple Maps can detect when a user connects
to a car through Bluetooth and prompts the driver with their most likely destination,
along with the expected travel time. Knowing the user's recurrent paths and time
schedules makes such a prediction possible.

To the best of our knowledge, there are a lot of possible anticipatory assistance
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services that have not been developed yet, which could replace the need for explicit
interfaces. To enhance our work, we are currently tackling the problem of recognizing
more cars per user without the need for explicit app con guration or car selection.

When an unparking event occurs, we detect a new vehicle if none of the user's
cars are nearby. The challenge is distinguishing between users' private cars, which
will be reused, and public transport, taxis, and car-sharing vehicles used only once. A
basic approach is to remove the unused cars on a timely basis. It could be improved
by using machine learning technigues and considering additional features, such as
the number of parkings made with a car, the duration of the trips, and the overall
user habits.
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Chapter 5

Private-or-public parking type
classi er on the driver's
smartphone

Smart parking systems allow the exchanging of parking spots between users of
the same community, generally by leveraging sensors or other infrastructures that
detect a new vacancy in a parking spot 103. Such systems deploy a large number of
sensors in public parking spots at a high cost. An alternative to deploying external
infrastructures is to use context-aware information [L42), such as data sensed by
drivers' smartphones [L24], which signi cantly reduces costs but requires determining
if the driver's place is a good parking spot for another user. Private parking spots,
for example, are not suitable to be used by drivers other than the owner.

This work, described in [L05, aims at classifying automatically private and public
parking on the driver's smartphone using the data collected during the last minutes
of travel, as this can help to build low-cost smart parking systems.

We also based our research on the observation that it is widespread among drivers
to have a parking routine. Each driver often visits the same places and regularly
searches for a parking spot in the same way, following repetitive patterns. Searching
habits for public parking are di erent from private parking: the driver does not need
to perform a long parking search upon arrival in the latter. Therefore, a byproduct
of our research could be to ease automated parking searches by distinguishing if
the driver is approaching a private parking. To this matter, it is essential to specify
that the private/public distinction does not represent the driver's actual ownership
of that parking area. It could be a private parking lot or an area where locating a
parking spot is very fast, such as a dedicated parking facility or a countryside area.

We organised our work as follows. By leveraging a prototype parking mobile
app, it was possible to collect easily, for nine monitored users, the GPS coordinates
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of places where they parked their cars. Secondly, we processed those locations with
a clustering algorithm to identify where the users parked more frequently. Finally,
by observing the collected data, we inferred information that we used to train a
machine learning model to classify the parking clusters as public or private.

5.1 Related work

A common problem faced in research regarding smart parking systems is to
classify a given parking space as free or occupied (among the most recent publications,
Farley et al. [54], Chen et al. [33]). On the other hand, there are very few works
that address parking area classi cation with di erent labels. We did not nd any
reference to studies regarding the speci c classi cation of private/public parking
spots; however, this research is still relatable to other parking classi cation systems.

As an instance, the work presented by Bassetti et al. 2] aimed at labelling
parking spots as parallel, angle or perpendicular through machine learning. The
proposed classi er runs on the driver smartphone and leverages its inertial sensors.
However, it does not rely on GPS coordinates and does not address a clustering
problem. Other classi cation studies, which exploit GPS parking locations as this
work, have been proposed by Gomari et al. 9], Zheng et al. [L57] and Nevland et
al. [94].

Gomari et al. [59] analysed the parking locations of BMW cars in Munich city
with the purpose of categorising parking behaviour. They distributed the parking
events over quad keys and analysed parked-in time and parking duration through
unsupervised learning technology. As a result, they categorised areas by quadkeys
into a combination of residential, business, eating, and shopping areas. Therefore,
the classi cation was based on the purpose of the car trips and aimed at classifying
city areas, not at identifying single users' habits.

Zheng et al. [L57] proposed a method to recognise potentially interesting trends
by applying automated clustering and anomaly detection techniques to real-time
parking data. For example, by analysing data obtained by parking sensors deployed
in San Francisco, they identi ed clusters of heavy-usage parking spots. Also in this
case, the classi cation is done over city areas and is not user-centred. Moreover, this
study lacks a speci c classi cation objective, and the areas are labelled based on
post-analysis observations.

Finally, Nevland et al. [94] developed an exhaustive classi cation scheme for
HCV parking locations. In this case, however, the classi cation method is o ered as
a framework, and the authors do not propose an automated implementation. As
an example, they present a case study where they apply the scheme to a collection
of GPS locations, but they do not specify if the application is done manually or
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automatically.

A signi cant di erence between the cited studies and the work presented in this
paper is that the rst ones rely on external sensors (in-car technology in $9], on-
street parking sensors in 157 and not speci ed in [94]) instead of taking advantage
of the highly portable and low-cost smartphones technology. Also, none of them
proposes a classi er that runs on smartphones.

With respect to the adopted clustering techniques, the cited authors developed
variations of known algorithms. Gomari et al. [59] leveraged a combination of DB-
SCAN and K-means algorithms, which are some of the most widespread algorithms
for clustering GPS positions. Other more specialised algorithms are instead adopted
by Zheng et al. [L57], but in this case, the authors have selected clustering techniques
speci cally suitable for anomaly detection, which is beyond the scope of our research.

At present, modelling the parking data as a graph and applying a community
detection algorithm better ts our context. In this way, we avoid the problem of
deciding a priori the k parameter, and we still obtain satisfying results. However, for
future developments, we plan to re ne the clustering step by comparing the obtained
results with those of other techniques.

To the best of our knowledge, our work is the rst that o ers an automated
classi er of public and private parking spots, which runs on the driver's smartphone
and only relies on its sensors. In the long term, we aim to improve user experience
on smart parking applications with personalised location-based services without
requiring additional sensors.

5.2 Collection of data

As further described in Chapter 3, we collected data using a smart parking
prototype application that we developed, which allowed us to di erentiate each
monitored car trip by the user. This application detects parking every time the user's
smartphone disconnects from the car Bluetooth and stores the parking GPS location.
Users kept the app in background mode, where it silently gathers information. The
testing group consisted of nine drivers who use their car daily to reach destinations
of interest, such as work or study places.

Over two months, we collected the GPS locations of all the parking spots occupied
by the testers. We conducted the test in Rome, Italy. We collected 1472 parking
locations (5.1).
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Table 5.1. Collected Data

User Parkings Clusters Public Private

0 318 23 22 1
1 626 33 31 1
2 274 24 19 5
3 62 5 5 0
4 51 6 5 1
5 20 6 6 0
6 40 5 2 3
7 5 1 1 0
8 76 7 7 0
Total 1472 109 98 11

5.3 Experiment

5.3.1 Parking clusters

For each user, we built a graph, where each parking made was treated as a graph
node; an edge was placed between pairs of nodes only where the two associated
parking locations were less than 50m apart. The edges were weighted inversely to
the distance between the associated parking spaces. In addition, we assigned greater
importance to the parking connections carried out in the same time slot.

As we modelled the problem with a graph, the clustering technique adopted
mainly leveraged the Louvain heuristics 5] for nding communities among graphs
with weighted edges. In addition to that, for each cluster, we computed a mid-point
coordinate, and then we merged the pairs of clusters where such mid-points were
less than 200m apart.

This extra clustering step and the metric choices were due to manual checks and
observations made on the collected data. Figure 5.1 shows an example of a user's
Parking Cluster before and after the merging process. Each pin marks one parking
spot (some pins overlap); di erent colours identify di erent clusters; the white pins
mark the mid-point of the cluster named after the pin label. In this example, before
merging, there were four di erent clusters in the same zone (the clusters named 4,
18, 25, and 33). After the merging procedure, they were uni ed in cluster number 4,
coloured in red. Please note that the algorithm did not merge the two green parking
spots at the left-top corner of the rst image to cluster number 4 because they were
too distant.

The clustering process identi ed 109 di erent Parking Clusters with at least two
parking spots.
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Figure 5.1. Before and after the extra merging step.

Figure 5.2. Parking Clusters

5.3.2 Clustering example

Figure 5.2 presents part of the parking clusters resulting from the application of
the clustering algorithm to the data collected by User 0. As explained above, each
pin on the map represents a parking spot, and pins that share the same colour are
part of the same cluster. Black pins indicate singleton clusters. The only private
cluster of the user is the one on the left, circled in red.

This example shows both the quality of the adopted algorithm and some of
its criticalities. Indeed, all the identi ed clusters represent actual parking areas of
interest for the user. However, even after the extra merging step (showed in 5.1),
still a lot of outliers parking spots persist that could be part of adjacent clusters,
as in the case of the black pins around cluster 46 on the bottom-left corner of the
picture. In other cases, the algorithm correctly identi ed isolated parking spots as
singletons. Unfortunately, there is no standard way to evaluate the accuracy of a
clustering algorithm that aims to nd parking areas if it is hot manually checking
each cluster and eventually questioning the user. At present, we believe that the
adopted algorithm satis es the requirements of this research, and we leave the
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Figure 5.3. Private Parking Clusters

possibility of further re ning its performance for future work.

5.3.3 Discern private parking from on-street parking by observing
the data

Once the parking clusters were identi ed for each user, it became necessary to
nd some descriptive characteristics of the clusters that were useful for the machine
learning model.

We de ne the avDistance of a cluster as the average distance between each
parking space in a cluster and the cluster midpoint, and thedensity of a cluster as
the number of nodes it contains. Graphs 5.3 and 5.4 can be compared in order to
appreciate the descriptiveness of these two combined values.

Firstly, we noticed that the collected private clusters tend to have an avDistance
value smaller than 30m. This nding can be explained by reasonably assuming that
if the parking area is private, the user will tend to park in the same spot, with
minimal variation in the distance between one parking and another, mainly due to
GPS location error. However, it is also necessary to consider the number of parking
spaces carried out in the same area. In clusters with few parking spaces, the distance
between them can be accidentally very small and, therefore, mislead the resulting
identi cation.

Therefore, we took into consideration also thedensity parameter. By looking
at the rst two clusters in graph 5.3, in private clusters high density values are
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Figure 5.4. Public Parking Clusters

related to small values ofavDistance (at most 25m). On the other hand, looking at
public clusters, graph 5.4, when the number of parking spots in a cluster raises, the
associatedavDistance raises as well, with peaks between 100 and 120 meters.

By this rst observation, we assume that private parking clusters have avDistance
lower than 30m. Looking at Figure 5.4, however, we also notice that some public
Parking Clusters that count less than 20 nodes havevDistance values lower than
30m. As already observed, the lower the number of nodes, the less signi cant is the
resulting average distance. Hence, we consider the previous assumption as valid if
the cluster has a minimum number of 10 nodes.

Starting from these two observations, we developed a machine learning classi er
that exploits avDistance and density to distinguish private parking clusters from
public ones.

5.4 Parking cluster type ML classier

We trained a machine learning classi er with the aim of discerning private clusters
from public ones. The features adopted to describe the clusters weravDistance
and density. We divided the total number of clusters obtained with the clustering
process between the training and testing phases. Unfortunately, we had very few
private clusters: only 11 out of 109 clusters were private parking areas. Therefore,
we used four private clusters for training and the remaining 7 for the testing phase.

We will present the results obtained from a classi er implemented by adopting
the XCode CreateML [3] library. This library allows both a simple and easily
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Table 5.2. Classi er Parameters

Parameter Value
Max Depth 6
Max lterations 10.0

Min Loss Reduction 0.0
Min Child Weight 0.0

Random Seed 42
Row Subsample 0.3
Column Subsample 1.0

Table 5.3. Classi er Evaluation

Class  Precision (%) Recall (%)

Private 77.78 100.0
Public 100.0 97.2

reproducible implementation and the construction of a model that can run directly
on the driver's smartphone. CreateML accepts data tables in .csv format and
automatically identi es the optimal classi er type for the given problem. In our case,

the optimal solution resulted in a BoostedTreeClassi er, and the adopted parameters
are listed in table 5.2.

5.5 Results

The obtained results appear promising. We reached 97.47% accuracy over
79 clusters tested. Our model recognised all the 7 private clusters correctly and
misclassi ed as private only 2 out of the 72 public clusters. Table 5.3 displays the
precision and recall evaluation parameters, whilst table 5.4 presents the confusion
matrix during the testing phase.

Table 5.4. Confusion Matrix

True/Pred Private Public

Private 7 0
Public 2 70
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5.6 Discussion

The ML classi er presented in this research paper can recognise, with nearly
awless accuracy, if a cluster of parking spots is private or public. We conducted
the experiment by collecting the coordinates of 1412 parking spots occupied by nine
users; for each user, the areas where he/she parked more frequently were identi ed
by modelling the coordinates as the nodes of a graph and by adopting the Louvain
clustering algorithm. Starting from some observations made over the collected data,
we trained the ML classi er taking into account the avDistance and the density
parameters, and tested it over 72 clusters.

The applicability of the presented work is primarily in smart parking system
applications, and the Parking Cluster Type Classi er is suitable for running directly
on a smartphone. Our contribution aims to improve user experience on smart
parking applications with personalised location-based services without requiring
additional sensors.

As an example of employment, we developed an iOS application that registers
the coordinates of the parking spots occupied by the users and clusters them to
identify frequent parking areas. Once a new parking spot is registered, it is added to
the closest cluster and is tagged as public or private by running the Parking Cluster
Classi er.

The nal version of the Parking Cluster Type Classi er presented to date still
o ers room for improvement. Future research will focus on collecting new and more
varied data to re ne the training phases and, consequently, increase the signi cance
of the results. In addition to that, we expect the clustering algorithm to be subject
to further tests, including a comparison with other well-known clustering techniques.
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Chapter 6

Cruising for parking detection

Finding on-street parking in a city is often di cult, as several factors can make it
challenging to nd a spot, such as limited parking spaces, high demand for parking,
or restrictions on when and where it is possible to park. Searching for parking is
done by sight: often, space becomes available in a nearby street, which the motorist
has just crossed a few seconds or minutes before, but the driver is unaware of that.
When the driver returns to the street, someone searching in the same area has
already occupied that place. In the end, most drivers nd a spot, but at the cost of
wasted time, fuel consumed, increased tra c, and frustration. Wandering with a car
in an urban area looking for an available parking spot is often calledcruising for
parking [134], and constitutes excess travel due to parking searchlg9. Cruising for
parking drivers participate in tra ¢ congestion and are partly responsible for the
rising rates of harmful emissions 134, 62]. To address this issue, literature proposes
smart parking systems as a way to provide drivers with information about available
parking spots in an area.

With this work, described in [23], we aim to address the following research
questions:

~

RQ1: Is it possible to detect in real-time if a driver is cruising for parking
from smartphone context data without any explicit hint by the driver?

RQ2: How fast can we do that since the driver starts looking for parking?

This problem appears signi cant because knowing that a driver is cruising for parking
would allow a system to provide timely information about available parking spots or
parking restrictions in their area. The system could leverage implicit interaction,
i.e., knowing that the driver began cruising, it could start looking for the relevant
information to provide without requiring any explicit action on the driver's part.

Implicit interaction would help avoid driver distraction and dramatically enhance the

usability of a smart parking system. Finally, seamlessly and unobtrusively o ering
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parking services will enhance the acceptability of the smart parking system and help
reduce cruising, air and noise pollution, and driver frustration.

We provide the following contributions:

1. We provide an extensive and speci c literature review of previous works on
cruising for parking detection.

2. We report on several users' conscious and unconscious behaviours while search-
ing for parking that we observed as the results of an interview-based study to
analyze driver habits, proposing our cruising behaviour modelling approach.

3. We designed a system based on a Boosted Tree (BT) classi er to real-time
detect cruising for parking. Our method involves analyzing the drivers' GPS
traces and feeding the classi er with the driver's speed, changing locations,
and previous parking spots as features. The classi er was trained and tested
on real data (615 car trips) collected by 9 test users. We describe the data
collection phase, the classi er training, and validation and report the results
showing that the model can detect cruising with very high accuracy.

6.1 Related work

Our approach employs a context-aware methodology, which is a promising
direction for driving contexts, as noted by prior works (Hossen et al. 6], Hague et
al. [142). In addition, smartphones are utilized due to their a ordability and ability
to collect useful data. Previous research has mainly focused on recognizing parking
positions, such as ParkUs T1] or Bisante et al. [22, 19, or user identi cation, such
as Dalla et al. [38]. However, using smartphones while driving is dangerous, as
pointed out by Khan and Khourso [75], leading the literature to suggest adaptive
interfaces. On the other hand, our proposal is to develop a context-aware service
capable of detecting parking seekers in real-time without the need for explicit inputs
or distracting the driver, thereby addressing this limitation.

This work is framed in the context of intelligent parking solutions, and, in
particular, its goal is to recognize when the driver is cruising for parking without
explicit input. The proposed approach includes a GPS position analysis phase and
the design of a classi er to recognize in real-time on the smartphone when the
user is looking for a parking space. Therefore, we propose a review of the works
concerning cruising for parking detection (6.1) with speci c reference to the use of
GPS (6.1) and smartphone collectable data (6.1). For an extensive review of the
smart parking solutions proposed in recent years, with reference to the objectives,
solutions, and techniques adopted, reference can be made to various review papers
[53, 30, 158, 123].
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Cruising for parking detection methods

Although the literature dedicated to smart parking solutions is particularly
proli c, the research carried out on detecting the parking search phase for parking
on a car journey is still limited. Reference is often made to Shoup'slf34 pioneer
studies, and most of the literature focuses on estimating cruising costs in terms of
additional time/distance travelled, the share of tra c involved, and the e ect of
additional parked vehicles to those still cruising [38].

Hampshire et al. [62] summarized the most frequent types of analysis adopted
to identify those looking for parking and extrapolate cruising rates. The reported
methods include (i) observing the tra c in progress, usually with the aid of cameras;
(ii) interviews and surveys, usually done to people who have just parked or stopped
at tra c lights; (iii) doing parking tests in targeted areas; (iv) doing probabilistic
calculation on the number of cars passing by a parking area, detecting moving cars
from xed video cameras. This is the approach proposed in Hampshire et al.g2],
and which Ajeng and Gim [1] later took it up. A variant of such an image analysis
approach is to identify trajectories of vehicles to identify cruising behaviour, as done
by Qin et al. [11€ and Paidi et al. [104; nally, (v) analyzing GPS trajectory data,
eventually leveraging machine learning techniques, to detect evidence of cruising
behaviour.

The kind of analysis proposed in (i) is excessively demanding, from both human
and economic perspectives, when projected on a broader scale. Methods (ii), (iii),
and (iv) are reasonably reliable solutions for determining the rate of cruising tra c.
However, they are focused on target areas and do not o er a general cruising for
parking detection system; hence, they are not easily portable. In this paper, we
propose a cruising detection system that is partially based on method (v), as part
of our approach is to employ GPS data and analyze the driver trajectories to infer
cruising behaviour (refer to section 6.2).

In addition to these methods, Hampshire et al. p1] proposed a method for
cruising detection on the analysis of images captured via inside-car cameras pointed
to the driver. This study allows a very accurate recognition of the starting time for
the parking search. However, it remains expensive and not very portable.

Cruising detection based on GPS data

Regarding previous literature on cruising detection based on GPS data, Montini
et al. [90, 89] presented back in 2012 one of the rst works in the area proposing a
method to recognize in drivers' paths the evidence of cruising behaviour. As in our
case, the GPS data did not contain the search starting point for each trip. In 2015,
Van Der Waerden et al. [L46 monitored their experiment's participants' car trips to
analyze their cruising behaviour. Based on previous empirical studieslp4], they set
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the starting point of searching based on empirical speed thresholds.

Another method frequently adopted to recognize cruising in GPS traces is to
analyze the amount ofexcessive routingi.e. the extra distance travelled compared
to the optimal route to the parking place. Weinberger et al. [148 proposed a
heuristic to try to understand when the user started looking for parking and applied
machine learning to classify whether ended trips contain a search or not, basing the
predictions on the ratio of the actual paths to the shortest route. Even Millard-Bell
et al. [88] considered the last portion of recorded trips and computed the di erence
between the actual distance travelled and the respective shortest path distance. The
estimates were then ltered to identify cruising, e.g., by retaining only trips where
the driver passed at least twice through any road segment. Similarly, Dalla et al.
[38] proposed a GPS-based cruising detection system with the di erence that it is
used to estimate cruising times and not distances, it is applied to analyze commercial
vehicle cruising behaviour, and it takes into account historical tra ¢ conditions.
Finally, Mannini et al. [ 84] presented a technique to determine the search time
required given a destination, proposing this as a foundation study to calculate the
tra c rate. The presented method recognizes when the user starts travelling spiral
paths and considers the amount of excessive routing to estimate the cruising time.

Cruising detection on the smartphone

With respect to the other proposals that adopt GPS analysis PO, 89, 144, 146,
148 88, 38, 84] the cruising for parking detection system proposed in this research
paper stands out for its ability to understand in real-time when a user is looking for
parking. We do so by leveraging the driver's smartphone sensor information without
needing externally supplied data.

For this reason, ParkUs []] is probably the most closely related work to our
proposal. Its authors deployed a machine-learning model based on smartphone
sensors to detect cruising behaviour. To the best of our knowledge, this is the only
alternative to our proposal that relies on smartphone sensors only and can detect
cruising for parking in real-time. The reported accuracy of the proposed system is
81%.

ParkUs di ers from our solution as it leverages di erent detection features. As
the rst instance, ParkUs requires the user to input a nal destination, which is
not expected by our system. We avoid such a requirement as it could result in a
tedious action on the user's part, harming the system's user experience. Moreover,
we believe that a method that is not bound to the speci ¢ destination of the driver
will result in a stronger system, as such a destination may suddenly change upon the
driver's choice. On the other hand, our method is the rst to consider the aggregate
parking habits of the driver, as it is a feature that helps the system understand the
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users' behaviour in order to predict future actions.

6.2 Approach

6.2.1 Cruising for parking

In this work, we focus on on-street parking. By on-street parking, we mean public
parking places in urban areas that any driver can use, not reserved for a specic
user. To park on-street, drivers generally need to look for an available parking spot,
typically (especially in crowded urban areas and peak hours) travelling through
di erent streets near their destination until they nd a place: they need to cruise
for parking. Thus, private garages, o -street parking lots, and any situations where
the driver can park without cruising are outside this work's scope.

We approached this problem by analyzing the behaviour of drivers cruising for
parking. In 2018, we ran an informal study consisting of several discussions on
this topic with students, colleagues, and other people outside our university. We
discussed only with drivers, some of whom had little driving experience (less than
three years), and some were experienced (more than 15 years of driving experience).
We conducted the discussions without a prede ned set of questions. However, in each
discussion, we tried to elicit 1) how they would describe themselves while cruising
for parking and 2) how they could understand if another driver was cruising for
parking based on their driving behaviour.

With the rst question, we collected many interesting driver habits that we
report below:

1. Drivers tend rst to reach the destination, and only afterwards do they start
cruising for parking;

2. Drivers generally search in streets known to have higher parking availability;

3. Drivers also search among less known streets, such as secondary and (if
accessible) private streets;

4. Drivers tend to look on the same roads near their destination again and again,
trying to step away as little as possible; therefore, they follow concentric paths
around the destination;

5. Sometimes, if they are aware that it is di cult to nd a parking spot at their
destination, drivers start directly to look in an adjacent area with more free
parking possibilities.

Many of us share these habits when looking for a parking spot. They all derive
from our desire to park as close as possible to the destination, to save time, reduce
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walking or make less e ort. Moreover, knowing the destination area might help
the parking search task: the driver knows the secondary streets and which streets
have higher availability and search there rst; they can avoid reaching their exact
destination rst (point 1) and start searching when they approach the area, to reduce
the cruising and continue on-foot if they nd parking; they may even search in a
di erent area in some cases (habit 5). As the second question, we asked them to
share how they can recognize when a car in front of them is cruising for parking.
The most frequent answers are:

1. The car slows down;

2. The car has an anomalous behaviour (for example, it slows down until it stops,
then it starts moving again, it picks up speed, it stops again, and so on);

3. The car turns on the direction lights, even though it does not turn;

4. The car tends to pull over to the side of the road.

These behaviours are fascinating to observe as they make us recognizable among
other drivers while cruising.

Precedents in the literature support the results of our informal survey. For
example, the distinguishing habits of a user looking for parking are compatible with
those of Polak et al. [113] and Benson et al. [13].

6.2.2 Cruising for parking indicators

Based on the observations presented in section 6.2, we focused on some informa-
tion that can help understand if the driver is cruising for parking:

1. if the driver travelled twice or more times on the same road;
2. if the driver slows down and moves in the same area longer than necessary;

3. if the driver approaches an area where they are used to parking.

Thus, our rst practical approach to modelling a cruising for parking detection
system involved analyzing and comparing users' GPS locations. Such hints are
supported by precedents in the literature, as Montini et al. [90, 89], De Waerden et
al. [144, 146] and Mannini et al. [84].

Note that information (1) and (2) are di erent, even if they overlap in some
circumstances; for example, a driver may drive on the same road multiple times
and remain in the same area range. Indeed, they indicate two di erent aspects of
cruising behaviour that can help cruising detection.
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Based on these considerations, we de ned two heuristics for our detection model.
We describe them in the following subsections.

6.2.3 Double cross

Our rst heuristic determines if a driver passed over the same road or intersection
more than once.

By collecting GPS data, we can track the car's position with high frequency and
suitable accuracy and compare subsequent positions to assess if they overlap.

More speci cally, starting from the beginning of the trip, we store the car
position (latitude and longitude), assuming that it is the centre of a 50-meter radius
circle. Then, every 5 seconds, we compare each new position with the previous ones,
performing the following checks:

" if the current position is outside the latest circle, a new circle is set around
the current position;

" if the current position is inside one of the previous circles, then the heuristic
triggers, i.e., the driver passed twice on the same road or intersection.

Once a certain amount of time and a distance threshold have been exceeded,
going over the same road twice is no longer a strong indicator of cruising for parking.
For this reason, we keep only the latest 50 circle centres at 12 samples per minute,
which also helps to make a low number of comparisons at each new position, which
results in speeding up the process.

6.2.4 Time in range

The second heuristic attempts to establish whether the user spends more time
than needed to cross a zone. As for the rst heuristic, we monitor the car's changing
positions. However, we also take into account the time factor in this case.

Starting from the rst position of the trip, we centre a circular range around
the current position. The circle is bigger than the one used for the rst heuristic
(we now use a 200-meter radius). In addition to that, we set a timer for 75 seconds.
While the car is moving and the timer is running, we compare each new position to
the latest circle, carrying out the following checks:

if the car position is outside the latest circle, we set a new circular range in
the current position, invalidate the current timer, and start a new one;
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if the timer res and the car position is still within the latest circular range,
the heuristic triggers, meaning that the driver slowed down and spent more
time than needed in that area.

We computed the 75s duration of the timer by averaging the speed of cars in an
urban context, considering an approximate speed of 30 km/h (8.3 m/s; consistent
also with the data we collected, see Table 6.2); hence, a car should take about 24
seconds to travel a distance of 200 meters. Allowing for a tripled duration, which
we arbitrarily chose, we can safely assume that the user is outside the circle within
that time if the car is proceeding on an almost straight path. On the other hand, if
the timer res before exiting the circle, it is likely that the user slowed down, made
some turns, and headed back, or started to follow concentric paths. As previously
mentioned, such behaviour is typical of those cruising for parking.

We considered that the driver might waste time in tra ¢ or stop at tra c lights:
it is not reasonable to assume that the car is continuously moving. We addressed this
issue by tracking the car's speed. Using a minimum speed threshold, we could detect
when the user slowed down or made a stop, and we paused the timer, resuming it
when a higher speed was detected.

6.2.5 Previous parking spots

As observed in section 6.2, users' previous parking spots may play a key role in
determining whether they are cruising for parking. Indeed, one of the central aspects
that emerged by analyzing the beta testers' trips was the presence of a parking
routine. Each user tended to visit the same places often and, if necessary, always
search for parking in the same way, following repetitive patterns. Thanks to the
prototype app we developed, it was possible to easily collect, for each monitored
user, the coordinates of places where they parked their cars. Secondly, we processed
those coordinates to infer useful information.

As further described in Chapter 5, we were able to identify the Parking Clusters
for each user and develop a criterion to distinguish the clusters that represented
a private parking zone from those that represented parking spots found on the
street [105. This distinction is important because it a ects how users behave when
they drive toward a destination: users will not look for parking if there is a private
parking zone. Otherwise, they will likely start to do so (it may always happen that
the driver gets lucky and immediately nds a place to park). We consider private
any parking place that does not require looking for parking, be it a private parking
lot or an area where locating a parking spot is very fast, such as a dedicated parking
facility or a countryside area.
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Figure 6.1. Heuristics Algorithms. The nal step (User is probably looking for a parking
spot ) can be triggered by any of the heuristics, even simultaneously.

6.3 Experiment

6.3.1 Data labelling

We developed an iPhone application to collect data during car trips. The app
automatically detects when a user enters @npark) or exits (park) their vehicle
by monitoring the Bluetooth connection between the smartphone and the car. It
records the smartphone's position and speed at a high frequency with GPS precision
(capturing multiple locations per second) throughout the trip, from unpark to
park. Additionally, the app stores relevant user-generated data and all necessary
information to support the heuristics described earlier. Over the course of the study,
we collected a total of 615 trips across all participants. Further details on the data
collection phase can be found in Chapter 3, Section 3.2.

We visually inspected each retrieved trip, plotting the recorded locations on a
map to label the collected data ascruising or non-cruising trips. During this phase,
we were aided by the testers in order to identify recurring trip destinations (e.g.,
home, place of work, and other relevant places of interest) and to identify private
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Table 6.1. Trips per User

User 012345678\Tota|

Total trips 184 104 70 52 68 7 40 6 84 615
Cruisingtips 75 7 9 3 38 2 2 2 33 171
On-streettrips 59 38 46 27 30 5 8 4 51 268
Private trips 50 59 15 22 0 O 30 O 0| 176

parking locations (e.g., private garages). To speed up this phase, we used the two
heuristics Double Crossand Time in Range for the rst screening. From this step,
we have identied 171 trips during which at least one of the two heuristics was
triggered. We labelled these trips ascruising trips. We manually inspected the
remaining 444 trips and found that they did not show typical cruising behavior, as
the users proceeded directly to their destinations. A further distinction was then
made within such trips, as they may end in an on-street parking without a cruising
phase (268on-street trips) or end on a private parking spot (i.e. a parking spot
included in a Private Parking Cluster; these 176 trips were labelled agrivate trips).

A summary breakdown of the collected trips is presented in Table 6.1.

6.3.2 Ground truth

In order to evaluate the Double crossand time in range heuristics (and the
following ML models), we needed a ground truth that distinguishes the two phases of
any car trip, travel or cruising. After a few attempts, we de ned a criterion, looking
at journeys already completed in their entirety and consulting the tester drivers.
Given an ended trip, we draw a circle with a radius of 200 meters centred on the
parking position; then, we look at the trip data to determine the moment the user
rst enters the circle. That moment represents the cruising for parking phase start
time, while we consider all the previous trip points to belong to the travel phase.

This criterion is chosen due to the observation mentioned in section 6.2, according
to which users tend to approach their destination rst and only then start looking
for parking, if necessary. Moreover, by questioning the tester drivers, we individually
identi ed the areas within which they would consider it acceptable to park when
approaching their most frequent destinations. Combining the collected information
resulted in the average value of a radius of 200 meters. To support our choice, we
also used the data collected during the 19 trips where users explicitly marked the
beginning of the cruising phase. The distance from the parking spot of such trips
averages 158.21m, which is compatible with our 200m assumption. Moreover, as
shown by Table 6.2, we obtained comparable gures even considering the cruising
phase's average duration and user speed.
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Table 6.2. Ground Truth Evaluation

Trip Phases Avg Duration Avg Speed

Complete Trip 948.45 s 27.70 km/h
(200-m-distance) Cruising 497.36 s 16.96 km/h
(User-declared) Cruising 298.42 s 16.22 km/h

Finally, our approach is also supported by previous literature. As hinted by
Montini et al. [ 90, 89], without explicit indication from the driver, detecting the
exact moment of cruising start has to be done by estimation. For this reason,
previous studies also propose a personal evaluation metric based on empirical trials,
and there is no xed common guideline. Montini et al. [89] proposed a range of 800
meters, supporting the choice as an overestimation of the previous boundaries of
parking search of 350m found by Weinberger et al. 4§. Millard et al. [ 88] did not
need a radius estimation, as they performed the cruising detection based on the ratio
between excessive travel and the shortest path to the destination. However, their
results suggest that the average cruising area begins 400m before the destination.
Similarly, in modelling the cruising behaviour, Levy et al. [78] and Benson et al.
[13] conclude that the search starts between 100m and 400m from the destination.
Also, Waerden et al. [L46 did not use a distance range but set the starting point
of searching when the speed meets certain thresholds estimated during previous
studies [L44]. Our heuristic of 200 meters falls in the range of previous estimations
(100-800m).

6.3.3 Evaluation of the Heuristics

Tables 6.3 and 6.4 summarize the results of the heuristics evaluation. We value a
heuristic detection as a True Positive (TP) when it triggers within the 200m ground
truth, even if another TP detection already occurred during the trip. On the other
hand, a detection is considered a False Positive (FP) if it occurs too far from the
nal parking location or too far in time. We observed the latter circumstance with
users with long trips ending near the starting point. The performance of the two
heuristics counted no False Negatives. As mentioned in section 6.3.1, we manually
inspected the trips where the heuristics were not triggered, con rming that those
were not cruising trips. Another positive outcome is given by the Average Distance
from Parking values (Table 6.4), which corresponds to the average distances between
the nal parking of the trip and the point where was triggered for the rst time one
of the two heuristics. Indeed, the reported average distances are less than 200 m
(the assumed ground truth), and they are also informative of the users' tendency to
remain very close to the destination when looking for parking.
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Table 6.3. Heuristics Evaluation

Metric Value

Total number of trips 615
Number of trips with at least one 171
TP*

Number of trips where at least one 222
heuristic was triggered

Number of trips where both heuris- 125

tics were triggered

*Where at least one of the two heuristics correctly detected a cruising for parking instance.

Table 6.4. Heuristics Evaluation - Comparison

Double Cross Time in Range

Number of trips where it was trig- 197 150
gered

Times it was triggered 322 191
True Positives 281 155
False Positives 41 36
Avg Detection Delay 265.86 s 264.59 s
Avg Distance from Parking 173.89 m 166.46 m

An interesting piece of information, already anticipated, that can be deduced
from Table 6.3 is the fact that the trips during which both heuristics were triggered
are 73.1% of all the trips with a cruising instance, which demonstrates the similarity
between the two heuristics but also con rms the fact that it was the right call to
divide them.

Finally, looking at Table 6.4, it can be noticed that the Double Crossheuristic
tends to be triggered more than once per trip, a phenomenon which does not often
occur in the case of theTime in Range heuristic. In percentage, the latter heuristic
is even more prone to false positives.

6.4 Machine Learning models

6.4.1 De ning the cruising for parking problem

By analyzing the results obtained by the two heuristics (Tables 6.3 and 6.4), it
was noted that although the number of false positives was low and no false negatives
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were counted, the detections, despite being accurate, arrived with a not negligible
delay (about 3.5 minutes on parking searches that lasted an average of 8 minutes, see
Table 6.2). As a consequence, it was decided to leverage a machine learning-based
algorithm.

The cruising for parking detection was modelled as the problem of having to
establish whether, given a portion of the car trip, that portion was part of a parking
search or not. In our model, a car trip is de ned as a sequence of trip points, and a
portion of it is a single trip point, which corresponds to approximately a second of
travel.

6.4.2 Observations on collected data

A signicant aw in the data collected concerns the imbalance between the
number of trips carried by each user. Indeed, 2 out of 9 users contributed to more
than half of the trips monitored. The remaining 7 users are divided into 5 users who
have contributed similarly, and two whose trips make up less than 2% of the total
dataset.

The main disadvantage, however, derived from how the cruising detection problem
was modelled, as by considering the trip points of a given trip separately, the
number of negative examples (all those trip points belonging to thetravel phase) is
signi cantly higher than that of positive examples (trip points of the cruising phase);
this phenomenon is due both to the fact that the travelling phase in generally longer
than the cruising one, and also to the scarcity of cruising trips collected (Table 6.1).

To alleviate the imbalance betweenfalse and true cruising instances, it was
decided to pick, for the training (Table 6.5), 200 trips, of which almost half (98) were
cruising trips, whilst the remaining were divided betweenon-street and private trips.
The cruising trips were randomly picked from the users who collected the most trips.
In addition to that, the start of each trip was truncated in order to obtain a number
of false cruising instances equal to or less than that ofrue cruising instances.

For the testing phases, on the other hand, a separate dataset was used containing
the remaining trips (a total of 415 trips, 73 of which were cruising trips). By testing
the models on users never included before (assuming that they have habits that tend
to be di erent from the users used during the training phase), it is possible to have
a more meaningful evaluation of performance. The main goal for the near future is
to expand the training set as much as possible (also in terms of data variation) to
improve the models' overall performance, but the accuracy of 85% obtained in the
meantime is still very promising.
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Table 6.5. Dataset Summary

Samples Cruising Trips
False True

Training 90737 53023 37714 200
Testing 118572 90433 28139 415

6.4.3 Adopted Machine Learning model

Given the formalization of the problem, the best choice resulted in adopting
a Boosted Tree Classi er. To achieve such a decision, di erent machine learning
models and datasets were de ned and compared.

To this matter, it is worth reporting that, while designing the rst models, it
occurred that classifying single trip points may lack the time dimension, i.e. the
searching status of each trip point was computed independently from the status
of the immediately preceding instants. Indeed, the cruising for parking detection
problem may be interpreted as a Time Series Forecasting problem, which can be
modelled with a Convolutional Neural Network. Consequently, several CNNs were
built based on di erent combinations of design choices, which concerned the number
of features selected and the length of the time samples. However, although they were
more sophisticated models than the BTs, and hence better outcomes were expected,
the accuracy of the CNNs-based systems never exceeded 65%. We believe that these
unsatisfactory results are due to the scarcity of data we had available. Therefore,
we defer to future works on a possible re nement of the detection system based on
CNNSs.

The proposed Boosted Tree Classi er leverages the following features:

~ date - Float64

A Float64 parameter based on the timestamp describing the time of collection.
This information was used and manipulated in di erent ways depending on
the ML modelling choices.

avSpeed - Float64

Average speed in m/s computed over the last 60 trip points.

doubleCross - Boolean

A parameter that indicates the results of the rst heuristic. It is set to 1
from the instant in which the heuristic detected a double-cross (if any). This
parameter divides the trip into two phases and it resulted to be the most
signi cant during the learning process.
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Table 6.6. Boosted Tree Classi er Evaluation

Features Training Accuracy Test Accuracy

date, avSpeed,

clusterProximity,

doubleCross,

timelnRange 88.45% 84.8%

Table 6.7. Boosted Tree Classi er Confusion Matrix - Testing

True/Prediction Cruising False Cruising True

Cruising False 80264 10169
Cruising True 8473 19666

timelnRange - Int32

A parameter that describes the number of seconds spent in the ranges monitored
by the second heuristic.

clusterProximity - Double

A custom computed value describing the user's location with respect to their
Parking Clusters.

The Boosted Tree Classi er achieved 88.45% accuracy during training and 84.8%
accuracy during testing (Table 6.6). The detail of the evaluation is shown in the
confusion matrix in Table 6.7. Table 6.8 presents the evaluation details regarding
precision and recall.

6.5 Final cruising for parking detection system

6.5.1 Thresholds and nal system

The ML Model chosen to be the base of the nal cruising for parking detection
system is a Boosted Tree Classi er. During testing, it reached an accuracy of nearly

Table 6.8. Boosted Tree Classi er - Precision and Recall

Precision Recall

Cruising False 90.45% 88.76%
Cruising True 65.92% 69.89%
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Table 6.9. Final Cruising Detection System Evaluation

Metric Value
Number of trips 376
Expected True Positives 72

Expected True Negatives 304

True Positives 58
True Negatives 294
False Negatives 14
False Positives 26
Trips containing FP 12
Avg Detection Delay 17743 s
Recall 83%
Precision 81%
Accuracy 93%

85%. However, although it may seem a high percentage, the model performed poorly
during real-time tests, resulting in an unacceptably high number of false positives. In
fact, an average car drive lasts around 15 minutes, i.e. about 900 trip points whose
status needs to be predicted by the model. Being 85% accurate means that, on
average, the model will rightly classify around 765 seconds, leaving 135 possibilities
of error in just one trip.

Understandably, it was necessary to establish a threshold of minimum consec-
utive detection predictions and with certain con dence above which the parking
search detections made by the model were considered to be true. Therefore, the
performance of the model was evaluated by trying all possible combinations between
con dence thresholds (parameter con denceThreshold, tested on a [0.5,1.0] range)
and a minimum number of consecutive predictions with such con dence (parameter
predictionsThreshold, tested on a [0,20] range). The trips used for this testing phase
were those already used in the testing dataset (Table 6.5), excluding 39 trips that
were too short (less than 3.5 minutes). Indeed, 376 trips were used, which counted
72 cruising trips, 108 private trips, and 196 on-street trips.

The adopted evaluation parameters were precision, recall, and accuracy.

Finally, the best couple of parameters resulted in con denceThreshold = 0.95
and predictionThreshold = 0, which have raised the value of the accuracy (calculated
on the totality of the trip) up to 93% (Table 6.9).
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Figure 6.2. Cruising for parking detection delays

6.5.2 Evaluation

As shown in the graph pictured in Figure 6.2, in the majority of cases, the
detection system captures a cruising for parking instance with a delay between 100
and 200 seconds. On average, as reported in Table 6.9, the detection delay counts
177.43s (a signi cant saving with respect to the 265s obtained by the two heuristics,
Table 6.4).

As for the accuracy evaluation, it should be noted that, given the imbalance of
the testing dataset (i.e. the large presence of trips without parking search), high
accuracy values are easily reached even if the model always guesses for non-cruising.
However, by observing the low percentage of false positives, the even lower number
of trips in which they are gathered, and, on the other hand, the good percentage of
true positives (80% over expected result), we believe that the obtained performance
is very promising. Indeed, the model tends not to make negative mistakes, and
especially with respect to the intended use of this research, it tends not to give rise
to false parking searches.

6.6 Discussion

This paper presents a context-aware approach for detecting cruising for parking
in real-time using smartphone sensors. We have identi ed several indicators of
cruising behaviour, such as the heuristics Double-cross and Time in range, and
collected data to train and evaluate our machine learning models. Our nal cruising
detection system achieved high accuracy and can be used to provide drivers with
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parking availability information and reduce tra c congestion.

As main contributions, we provided an extensive literature review on relevant
works. Then, we reported on several users' conscious and unconscious behaviours
while searching for parking, which we observed as the results of an interview-
based study to analyze driver habits, which is supported by previous literature.
We proposed an approach to model cruising for parking behaviour that involves
analyzing the drivers' GPS traces and referred to previous literature to support its
validity. Finally, we designed a system based on a Boosted Tree (BT) classi er to
near-real-time detect whether the driver is cruising for parking.

The classi er's features include the driver's speed, changing locations, and
previous parking spots, addressing RQ1. The nal cruising for parking detection
system can recognize, with a high level of accuracy (93%) and a nominal delay rate
(177.43s), when a driver is looking for parking, addressing RQ2.

The main limitations of our work are the use of a dataset of only nine users
and the lack of the timestamp of the beginning of the cruising phase for each
trip considered. However, these limitations are shared by other precedents in the
literature, including Montini et al. [ 89] for the de nition of the ground truth and
Waerden et al. [144 for the experiment carried out on a small number of users.
Our proposal to alleviate the missing ground truth issue is estimating the start of
the cruising area 200 m before the destination, in line with previous studies that
averagely reported radiuses between 100 and 400 m. Regarding the possibility of
having a higher number of users, we postpone a more extensive study to future
works.

Another limitation of our work is contextualizing the experiment in a specic
geographical area (Rome, Italy). However, precedents in the literature often restrict
the experiments as well (examples are Montini et al. 9], Waerden et al. [L46], Dalla
et al. [38]). Furthermore, our approach is based on an analysis of cruising behaviour
that generalizes from the speci ¢ context, which is indeed supported by previous
studies. In detail, none of the model's features is context-dependent. However, the
training was conducted on users that travelled the same areas, possibly indicating a
chance of over- tting. Moreover, the last feature implicitly requires using the model
extended over time, as it is based on previous parking lots. We need more data to
investigate such limitations better; hence, we postpone such improvements to future
works.

The nal version of the presented detection system still o ers room for improve-
ment. Future research will mainly focus on decreasing detection delays. In addition
to that, we expect to collect a more varied and inclusive dataset and iteratively
update the model for further improvements. In terms of potential industry applica-
tion, the presented system is well-suited for integration into car systems due to its
utilization of inertial sensors and GPS, which are also commonly available in cars.
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Chapter 7

Parking availability prediction

Cruising for parking is a time-consuming, frustrating activity, and it also has
adverse e ects on tra c, air pollution, and noise [ 134, 62]. Knowing where it is
more likely to nd a free parking spot at a street segment level can help reduce
cruising for parking time, thus decreasing fuel consumption, pollution, and local
trac. Articial Intelligence can empower the user involved in the cruising for
parking tasks by predicting on-street parking availability in dense urban areas.

Making such a prediction requires facing the signi cant problem of collecting
data at the area and street levels about parking usage, trips, and trac ow at
di erent times of the day and over the week. Moreover, collecting data about parking
availability can be time and resource-consuming, as it is information that changes
over time and requires on-site validation.

In this work, presented in [11], we propose four machine learning models to
classify the parking availability probability of a given road segment by analyzing
contextual data that can be collected inexpensively through smartphones, as they
are so widespread and well-connected to the internet in urban areas. Our work
aims to demonstrate that data collected by smartphones is suitable for designing a
Parking Availability Classi er (PAC).

The models estimate the probability of nding a parking spot on a three-level
scale. A navigator app can use this estimation to colour the street segments of roads
in the destination area on its map. Our challenge was to train and run the models
with little data. For this reason, before implementing our system, we conducted a
behavioural study with eld interviews and created a simulator to generate realistic
synthetic data.
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7.1 Related work

Detecting and predicting parking occupancy has been one of the most discussed
topics in the transportation system literature of the last decade.

Comparing our work with the existing approaches to solve the problem of parking
availability prediction is not immediate. Indeed, how the studies collect and model
data varies signi cantly. Moreover, the performance evaluation of individual studies
depends on whether they want to predict the availability of individual parking lots,
segments, or zones. We aim to predict the 3-level classi cation (low, medium, high)
of the parking availability of road segments for which we have collected enough
historical data (at least 30 park, unpark and cruising actions).

To the best of our knowledge, none of the previous studies relied on smartphone
sensors only to collect data.

7.1.1 O -street vs. On-street parking availability prediction

First, we must focus on the clear di erence between on-street and o -street
parking. O -street parking often takes advantage of Internet-of-Things (I0T) sensor
components, making it easier and more accurate to assess the number of vacancies.
For example, the prediction by Bogoslavskyi et al. 6] is done through cameras to
notify when a space becomes free. Marso et al89] notify the presence of a car in a
given space through motion sensors. Tiedemann et al.1{1] predict availability via
roadside parking sensors and machine learning (ML). Shao et al.1B1] uses vehicle-
and street-sensors. Finally, in our previous work described in Chapter 5105, we
enabled tagging parking spots in the city without the need for sensor infrastructure
classifying private and public parking spots.

For this study, we assimilated the probabilistic approach at a street precision
level from the research above.

It is more challenging to predict on-street parking as there is usually less infor-
mation. For example, the study presented by Wu et al. 152 used in-car dashcam
images to collect data on available parking spaces. Some of these studies, as Zheng et
al. [15€], rely on collecting data on parking spaces within de ned areas, including the
use of sensors. Other studies, such as Vlahogianni et all45, are based on datasets
made available by the city itself, on which they then apply neural network algorithms
to make predictions on parking availability. Finally, Bassetti et al. detected the
location and type of parking using the driver's smartphone [12].
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7.1.2 Machine Learning vs. Deep Learning approaches

In recent years, within a variety of methods, Neural Networks (NN) and Recurrent
Neural Networks (RNN) appear to be the most used. In particular, methods that
adopt Deep Learning (DL) are receiving growing interest.

We refer to the work by Provoost et al. [115 for an extensive review of ML- and
DL-based works before 2019 on parking availability prediction. As for the papers
following 2019, Tables 7.1 and 7.1 are an extension of a table presented ih1{,
providing an overview and a comparison of the most recent research works.

Among the most recent works that adopted DL-based methods, Feng et al.55]
presented a hybrid framework based on both Convolutional Long-Short Term Memory
(LSTM) Networks and Dense Convolutional Networks to make short- and long-term
predictions on the parking availability zone-wisely. Previously, also Yang et al. 153
proposed a system to predict the level of parking occupancy on a block-level scale.
This work adopted as models Graph Convolutional Neural Networks (CNN) and
LSTM and considered multiple data sources, including parking meter transactions
and tra c data. Arjona et al. [ 5] proposed two deep learning approaches to forecast
the occupancy of street parking sectors, namely LSTM and Gated Recurring Unit
(GRU). Finally, Siddiqui et al. [ 135 proposed a parking occupancy detection system
based on Deep Extreme Learning Machine (DELM), and they achieved 91.25%
accuracy during testing. All the mentioned works mainly relied on occupancy sensor
data.

However, recent literature also argues that deep learning methods are too complex
compared to the results obtained, which are sometimes even worse than those of
more straightforward approaches.

For example, Inam et al. [70] presented a comparative analysis of di erent ML-
and DL-based models to solve the parking availability prediction problem, using
data collected from sensors on individual parking lots and external factors, such as
pedestrian volume and tra c data. The results show that a Random Forest (RF)
is the best model for their target. Similarly, Awan et al. [9] compared di erent
models from ML and DL for parking availability prediction. They analyzed RF,
Decision Tree (DT), K-Nearest Neighbor (KNN), Multilayer Perceptron (MLP),
and Ensemble Learning over a dataset coming from an IoT sensor network. Their
results show that DT and RF outperform the accuracy of every other algorithm they
consider. In [10Z, Paidi et al. compares three di erent models (LSTM, Seasonal
Auto-Regressive Integrated Moving Average with exogenous variables (SARIMAX),
and Ensemble-based method, based on DTs and RFs). They address this problem
using thermal camera images. The Ensemble-based method and LSTM performed
best, with minimal variation. Additionally, Provoost et al. [ 115, after analyzing deep
learning approaches, propose a system based on RFs. Finally, random forests were
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found to be the most suitable model also for the research carried out by Errousso et
al. [52]. However, in this case, the authors did not consider deep learning models;
nonetheless, they compared di erent models from linear regression to ANNs. Even
these works relayed mainly on occupancy sensor data.

The work presented by Arora et al. [] is the only one that relayed, as in our
case, data collected by smartphones. Here, the authors presented two models for
parking availability estimation, one based on a single-layer multiclass regression
and another based on a feedforward Deep Neural Network (DNN); while the DNN
they presented shows better performance in generalization, the accuracy over the
same city shows no improvement when using the DNN in place of the regressor.
Furthermore, they showed that training both models using data from local cities is
far better than trying to generalize between cities.

In our research, we used and compared four di erent ML models to tackle this
problem without involving complex techniques like deep neural networks. The cited
literature strongly supports this choice.

7.1.3 Source of inspiration

Our primary literature source and inspiration is Arora et al. [6], where the
Google researchers present a great variety of features useful for understanding and
nding the di erent aspects that indicate parking di culty. Like ours, it is one of
the few works assessing the number of parking spaces and what happens during the
trip. They accomplished their results on an area precision level. Our main challenge
is to bring a more accurate and detailed precision, making our prediction at the
street level, with a less populated and diversi ed dataset than the Google one.

Moreover, Arora et al. deliver some challenges in the rst steps of their research
regarding people's subjectivity in response to their data surveys. For this reason, we
decided to exploit information only from areas and people we know so that our data
would be consistent and not as error-prone as it would be from unknown sources. We
put together from Google's research the various features that we rely on, except for
those based on Google's access to the user's information. We also relied on a similar
approach to the ground truth data, such as surveys. Furthermore, we exploit the
prediction output labels from their studies so that the parking availability prediction
would give us results as levels, such as easy, medium, and limited. We then converted
them into green, yellow, and red to show them on a map.

As mentioned before, our research does not consider information from vehicle
speed and acceleration values, tra ¢ conditions, or real-time data from loT or other
sensor devices. As highlighted by Errousso et al.5@], it is still possible to predict
parking occupancy by carrying out di erent features. In particular, their research
analyzes drivers entering a speci ¢ area they interact with. They exploit features
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like occupied places, the number of available places, the oncoming vehicles, and
the departing vehicles. The whole dataset gathers around a particular time of the
week and a speci c time of the day. From their studies, we assemble the level and
methodologies of data preprocessing to make machine learning work properly. They
perform several preprocessing phases, such as removing unnecessary or redundant
information, determining the periods they want to examine, and nally calculating
the di erent parameters they need to exploit. They also consider a survival analysis
of parking space availability, i.e., the probability, over a priori xed time interval,
that a driver nds occupied a parking spot that should have been free as someone
just left. We do not count this feature for our purpose, as our studies refer to a less
peculiar and low-level accuracy.

7.2 Cruising for parking simulator

Researchers use simulators of various types, as these allow real-world situations
to be observed and replicated in a controlled experimental world.

The proposed simulator can build realistic car trips in actual city maps from
the point of departure to a desired destination by focusing on the cruising for the
parking phase of the trip. The system assumes that every trip ends with an on-street
parking search. Its main goal is to collect large amounts of data about cruising for
parking phases and on-street parking availability.

A simulation session can include multiple car trips carried out by di erent users
over a speci ed time range. Each simulation collects information about the complete
path of the car trip, including the coordinates that compose it, the covered distance,
and the time required. The data generated by the Cruising for Parking Simulator
is comparable to that collected through smartphone sensors. Indeed, for each trip,
information about cars' changing coordinates, timestamps, and headings is gathered.

The city area involved in the simulation is segmented in correspondence with
road crossings. However, each coordinate of the trip is collected separately with high
precision.

In order to ensure a certain level of plausibility in the reconstruction, the
simulation of car trips should assess di erent types of information. The more data
we consider, the more accurate the simulation will be. In order to predict parking
availability, the system requires ground truth information over the segments of the
considered area, divided by time slots. Moreover, the simulation considers the driver
styles and parking habits that conform to four models of drivers (worker, resident,
buyer, visitor) that we identi ed through 40 interviews made in the city area of San
Giovanni, Rome, Italy.

Single simulations of the same session do not communicate with each other except
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for the parking availability. Indeed, if a simulation ends with a parking at time t;,
the availability will be reduced for all following simulations at time t; with j > i.
This study does not consider external factors such as tra ¢ or weather conditions,
and we left them for future re nements.

7.2.1 Find route

The main feature of a car trip simulator is designing the route that the driver
makes from the starting point to the destination. To the means of the presented
study, it is not fundamental to know the details of the initial part of the trip, while
it is more interesting to focus on the cruising for parking phase.

We could assume that drivers tend to reach their destination and then look for a
suitable parking spot. However, this simpli cation does not re ect actual driving
behaviours, resulting in a mechanical simulation. For example, whereas a driver may
try to arrive precisely at the destination before cruising, another one who is more
con dent with the area may think it is best to park immediately, if possible, once
they approach the destination road. Another could directly head to a street where
he or she usually parks, and so on.

To address di erent kinds of cruising behaviour, we decided to de ne, for each
simulation, a cruising area centred on the destination with di erent ranges depending
on the involved user type. The trip between departure and arrival point is rst
simulated by an algorithm that computes the best route, as the non-cruising part
is less relevant; once the driver crosses theruising area, the system starts the
simulation of the cruising for parking phase.

The simulator makes decisions based on probability values that depend on the
parking segment the driver is currently in, the segment's parking availability, and
the user model to which the driver belongs. If the driver fails to park, as they nd
no available spots, the range of thecruising area may change during the simulation.

7.2.2 Segment parking availability

As parking availability is the factor that mainly a ects drivers' cruising behaviour,
it was mandatory to consider the level of such availability, according to day and
time, of each segment of the road involved in the simulation.

Let P; be the number of free parking spots on a given segment, and; the total
number of parking spots on that segment. The Parking Remaining Ratio (PRR) is
de ned as the ratio between P; and P.

The level of parking availability of a segment is usually de ned in the literature
[6, 119, 108] with the standard classi cation showed in Tables 7.2 and 7.3.
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Table 7.2. PRR Classi cation

Level Description PRR

Low All spots are likely occupied 00.15
Medium Few spots available 0.150.30
High Many spots available 0.30+

Table 7.3. Color Label Classi cation

Segment Color Parking Probability

Green 60%
Yellow 30%
Red 8%

The picked area is divided into road segments. For each segment, it is possible
to indicate the total number of parking spots it contains and also to choose an
availability tag ( Green, Yellow, or Red) for each time slot of the day.

The availability level of each segment may change during the simulation, as
parking made by one driver reduces the segment's availability for the following car
trips in the same session. Indeed, at each time slot change, the PRR of each segment
is computed, and its parking availability level is updated.

The correctness of the input about the number of parking spots and the segment's
availability helps the system simulate a more realistic environment. However, there
is no mandatory procedure to collect this information.

7.2.3 User models

Additional relevant factors in cruising behaviour depend on the drivers' habits
and parking routines. Drivers have di erent preferences over the distance they are
willing to walk from the parking spot to the destination. This value a ects the
radius of the area in which they would start looking for a parking spot, the number
of times they would pass by at the destination, and the probability of increasing the
cruising area as the time spent searching grows.

In order to cover di erent behaviours and achieve the right amount of variance
among the data, we introduce four di erent user models, divided into two macro-
categories.

~

Regular drivers:  Users that regularly visit the area as they live or work
there.
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These users often follow their routine, entering and leaving the selected area at
certain times and with a certain repetitiveness. Regular drivers, being familiar
with the area they are going to, also know which streets have the highest
availability of parking spaces, information that should be taken into account
by the simulator. In addition, these users are likely to look for a parking spot
not necessarily close to the destination if it is not present 27], as they are
con dent with the area they are visiting.

The following two user models were hence de ned:

Workers usually enter the area in the morning to go to work and repeat
this type of action and schedule throughout the week, except for occasional
cases due to illness or unavoidable commitments.

Residents are like workers but have opposite schedules. Since they live
in the area, they leave in the morning to return there in the evening.

Occasional drivers periodically or occasionally visit the area, for example,
to meet with a friend.

These users visit the area more occasionally, on di erent days, and at di erent
times. Unlike the regular drivers, the occasional driversaim at nding a spot
close to their destination, as they may be uncomfortable with the visited area.
Having less knowledge of the area, they will also have more blind turns, not
knowing exactly where is the most likely street to nd a parking spot.

The following two user models were hence de ned:

Buyers go shopping in the area, and probably, considering the load due
to the shopping bags, want to park close to the destination. This fact

entails the possibility of circling around the destination several times,

although this may involve more cruising time. They almost always stay

parked for less than one hour in the morning and afternoon.

Visitors are more occasional thanBuyers but less inclined to wait to
nd a parking place near their destination. They usually arrive in the
afternoon or evening.

7.2.4 Cruising for parking simulation

The simulations are carried out user by user, time by time, day by day, in a
sequential manner.

A simulation session includes all weekdays from 7:00 to 22:00, split into ve time
slots (Table 7.4). The simulation receives the parking availability of each segment of
the considered map area as input.
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Table 7.4. Time Period Range

Time Period Name Time Period Hours Range

First time period 07:00 10:00
Second time period 10:00 13:00
Third time period 13:00 16:00
Fourth time period 16:00 19:00
Fifth time period 19:00 22:00

The simulator refers to a map service through which it computes the path
between two points. Many services perform this task, the most famous being Google
Maps, OpenStreetMap, and Here! Maps. We have chosen the open-source service
provided by OpenStreetMap [100].

The simulator works under the following rules:

The probability of nding an available space depends on real-time parking
availability, which can change during the simulation. The starting parking
availability of each involved segment is inputted into the system by tagging
each segment with a colour label and specifying the total number of parking
spots in the segment.

~

All drivers are simulated according to their model, which entails:

pre-set arrival and departure times, with the possibility to pick randomly
the weekday and time slot in which the driver travels, according to the
related user model;

pre-set cruising behaviour that can change according to actual availability;

Drivers will take the fastest route to the destination, with a few examples
of route changes. Indeed, we achieve data variation by including a small
percentage of cases where the driver may occasionally drive the path to their
destination using a di erent route than usual to change the point from which

it enters the area.

The ow chart in Figure 7.1 represents the sequence of steps taken by the system
to simulate a cruising for parking phase realistically.

The decisions taken in step 6 ("Is within the parking area?"), 12 ("Range segments
nished?") and 14 ("Do you have to go back to your destination?") are based on a
probability value that depends on the user model involved. For example, ebuyer
user, as he or she wishes to park as close as possible to the destination, regardless of
the time spent on cruising, will decide on "yes" at step 14 more often than avorker
user.
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As anticipated, the decision made in step 8 ("Are all the spots taken?") refers
to the parking availability of the involved segment, which depends on the previous
simulations. The analysis of trac and the possibility of two or more drivers
in uencing each other simulations in ways other than parking availability is not part
of this study, as it is not considered essential for the success of the proposed task.

At step 15 ("Find new destination in the parkable area"), the simulator decides
where to head the driver if no spot is available in the current segment. The driver is
directed towards a new point in front of them, chosen randomly. A function, given
the terrestrial axes, rstly calculates the car's direction (bearing) and then moves it
to the new destination point (Figure 7.2).

Figure 7.1. Trip simulation ow diagram.
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