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Abstract: Consensus of multi-agent systems has recently been studied in the context of
Federated Learning (FL), an emerging branch of distributed machine learning. The present paper
proposes a two-level hierarchical algorithm for FL in the context of edge computing, developing
a fully decentralized solution that relies on results obtained for discrete-time consensus of
dynamical systems. The proposed architecture and algorithm are validated on a test case and
compared to current solutions, which require a centralized server.
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1. INTRODUCTION

Federated Learning (FL) is an emerging branch of dis-
tributed machine learning where privacy and confidential-
ity constraints impose data to not be collected in a single,
centralized, computing entity, as originally proposed in
(McMahan et al. (2017a)).

The distributed nature of such a learning system has
drawn the attention towards the design of completely
decentralized solutions, employing numerous techniques
such as gossip algorithms (Hu et al. (2019)), block-chain
(Roy et al. (2019)) and, recently, consensus theory ( Chen
et al. (2021); Savazzi et al. (2020); Giuseppi et al. (2022a)).

The present work aims at designing a two-level hierarchical
architecture for the application of FL in the edge com-
puting setting (Chen et al. (2018); Yu et al. (2018); Liu
et al. (2020)). In the lower level, the edge nodes perform
standard FL algorithms to learn from the connected IoT
devices. In the upper level, the edge nodes need to coop-
erate to share their knowledge in order to complete the
learning task, i.e., to learn from the IoT devices connected
to all the edge nodes. For this second layer, we develop
a consensus-based algorithm to enable decentralized FL,
differently from (Liu et al. (2020)), whose solution needs
a cloud-based centralizerd server. In brief, we propose a
hyerarchical FL architecture for edge computing, with a
consensus-based decentralized FL over the set of cooper-
ating edge nodes, each of which operates as a gateway and
computing server to perform FL over its set of Internet of
Things (IoT) devices/sensors.

⋆ This work has been partially funded by the Lazio region, in the
scope of the project FedMedAI, POR FESR Lazio 2014 – 2020
(Azione 1.2.1), Prot. n. A0375-2020-36491 - 23/10/2020.
Corresponding author: A. Giuseppi, giuseppi@diag.uniroma1.it

The remainder of the paper is structured as follows:
Section 2 presents some related works in the fields of FL,
edge intelligence and consensus-based decentralized FL;
Section 3 describes the architecture and case study for edge
intelligence; Section 4 details the proposed hierarchical,
consensus-based, algorithm for decentralized FL; Section
5 reports the results of some simulations conducted on
a benchmark and a medical dataset that validate the
proposed approach, while Section 6 draws the conclusions
and highlights future works.

2. RELATED WORKS

2.1 Background on Federated Learning

In the standard setting, a FL procedure is a two-step
multi-agent procedure that envisages the cooperation of
a set of clients to solve a machine learning problem in a
distributed way. The main characteristic of the FL is that
it is required, typically by privacy and/or confidentiality
constraints, that data cannot be shared, moved or collected
from a set of distributed data sources. Therefore, the
distributed optimization cannot rely on any assumption on
the data distribution, as one would exploit in a standard
distributed learning/optimization setting (McMahan et al.
(2017b)).

The requirement of processing data as-it-is - without any
re-distribution and near its sources - imposes the need for
a training procedure conducted, in parallel, by a set of
distributed clients, each of which analyzes only a small
portion of locally available data. A local server is then
tasked with the collection of the Deep Neural Networks
(DeepNNs) trained by the various clients and conducts a
model averaging procedure in their trainable parameter
space (McMahan et al. (2017a)). The resulting average
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∗∗∗ Istituto Superiore di Sanità, Viale Regina Elena 299, 00161, Rome,
Italy (e-mail: cecilia.poli@iss.it)

Abstract: Consensus of multi-agent systems has recently been studied in the context of
Federated Learning (FL), an emerging branch of distributed machine learning. The present paper
proposes a two-level hierarchical algorithm for FL in the context of edge computing, developing
a fully decentralized solution that relies on results obtained for discrete-time consensus of
dynamical systems. The proposed architecture and algorithm are validated on a test case and
compared to current solutions, which require a centralized server.

Keywords: Federated Learning, Consensus Theory, Decentralized Computing

1. INTRODUCTION

Federated Learning (FL) is an emerging branch of dis-
tributed machine learning where privacy and confidential-
ity constraints impose data to not be collected in a single,
centralized, computing entity, as originally proposed in
(McMahan et al. (2017a)).

The distributed nature of such a learning system has
drawn the attention towards the design of completely
decentralized solutions, employing numerous techniques
such as gossip algorithms (Hu et al. (2019)), block-chain
(Roy et al. (2019)) and, recently, consensus theory ( Chen
et al. (2021); Savazzi et al. (2020); Giuseppi et al. (2022a)).

The present work aims at designing a two-level hierarchical
architecture for the application of FL in the edge com-
puting setting (Chen et al. (2018); Yu et al. (2018); Liu
et al. (2020)). In the lower level, the edge nodes perform
standard FL algorithms to learn from the connected IoT
devices. In the upper level, the edge nodes need to coop-
erate to share their knowledge in order to complete the
learning task, i.e., to learn from the IoT devices connected
to all the edge nodes. For this second layer, we develop
a consensus-based algorithm to enable decentralized FL,
differently from (Liu et al. (2020)), whose solution needs
a cloud-based centralizerd server. In brief, we propose a
hyerarchical FL architecture for edge computing, with a
consensus-based decentralized FL over the set of cooper-
ating edge nodes, each of which operates as a gateway and
computing server to perform FL over its set of Internet of
Things (IoT) devices/sensors.

⋆ This work has been partially funded by the Lazio region, in the
scope of the project FedMedAI, POR FESR Lazio 2014 – 2020
(Azione 1.2.1), Prot. n. A0375-2020-36491 - 23/10/2020.
Corresponding author: A. Giuseppi, giuseppi@diag.uniroma1.it

The remainder of the paper is structured as follows:
Section 2 presents some related works in the fields of FL,
edge intelligence and consensus-based decentralized FL;
Section 3 describes the architecture and case study for edge
intelligence; Section 4 details the proposed hierarchical,
consensus-based, algorithm for decentralized FL; Section
5 reports the results of some simulations conducted on
a benchmark and a medical dataset that validate the
proposed approach, while Section 6 draws the conclusions
and highlights future works.

2. RELATED WORKS

2.1 Background on Federated Learning

In the standard setting, a FL procedure is a two-step
multi-agent procedure that envisages the cooperation of
a set of clients to solve a machine learning problem in a
distributed way. The main characteristic of the FL is that
it is required, typically by privacy and/or confidentiality
constraints, that data cannot be shared, moved or collected
from a set of distributed data sources. Therefore, the
distributed optimization cannot rely on any assumption on
the data distribution, as one would exploit in a standard
distributed learning/optimization setting (McMahan et al.
(2017b)).

The requirement of processing data as-it-is - without any
re-distribution and near its sources - imposes the need for
a training procedure conducted, in parallel, by a set of
distributed clients, each of which analyzes only a small
portion of locally available data. A local server is then
tasked with the collection of the Deep Neural Networks
(DeepNNs) trained by the various clients and conducts a
model averaging procedure in their trainable parameter
space (McMahan et al. (2017a)). The resulting average

Hierarchical Federated Learning for Edge
Intelligence through Average Consensus ⋆

Danilo Menegatti ∗ Sabato Manfredi ∗∗ Antonio Pietrabissa ∗

Cecilia Poli ∗∗∗ Alessandro Giuseppi ∗

∗ University of Rome La Sapienza, Via Ariosto 25, 00185, Rome, Italy.
e-mail: {menegatti,pietrabissa,giuseppi}@diag.uniroma1.it

∗∗ University of Naples Federico II, Via Claudio 21, 80125 Naples,
Italy. (e-mail: sabato.manfredi@unina.it)
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∗∗∗ Istituto Superiore di Sanità, Viale Regina Elena 299, 00161, Rome,
Italy (e-mail: cecilia.poli@iss.it)

Abstract: Consensus of multi-agent systems has recently been studied in the context of
Federated Learning (FL), an emerging branch of distributed machine learning. The present paper
proposes a two-level hierarchical algorithm for FL in the context of edge computing, developing
a fully decentralized solution that relies on results obtained for discrete-time consensus of
dynamical systems. The proposed architecture and algorithm are validated on a test case and
compared to current solutions, which require a centralized server.

Keywords: Federated Learning, Consensus Theory, Decentralized Computing

1. INTRODUCTION

Federated Learning (FL) is an emerging branch of dis-
tributed machine learning where privacy and confidential-
ity constraints impose data to not be collected in a single,
centralized, computing entity, as originally proposed in
(McMahan et al. (2017a)).

The distributed nature of such a learning system has
drawn the attention towards the design of completely
decentralized solutions, employing numerous techniques
such as gossip algorithms (Hu et al. (2019)), block-chain
(Roy et al. (2019)) and, recently, consensus theory ( Chen
et al. (2021); Savazzi et al. (2020); Giuseppi et al. (2022a)).

The present work aims at designing a two-level hierarchical
architecture for the application of FL in the edge com-
puting setting (Chen et al. (2018); Yu et al. (2018); Liu
et al. (2020)). In the lower level, the edge nodes perform
standard FL algorithms to learn from the connected IoT
devices. In the upper level, the edge nodes need to coop-
erate to share their knowledge in order to complete the
learning task, i.e., to learn from the IoT devices connected
to all the edge nodes. For this second layer, we develop
a consensus-based algorithm to enable decentralized FL,
differently from (Liu et al. (2020)), whose solution needs
a cloud-based centralizerd server. In brief, we propose a
hyerarchical FL architecture for edge computing, with a
consensus-based decentralized FL over the set of cooper-
ating edge nodes, each of which operates as a gateway and
computing server to perform FL over its set of Internet of
Things (IoT) devices/sensors.

⋆ This work has been partially funded by the Lazio region, in the
scope of the project FedMedAI, POR FESR Lazio 2014 – 2020
(Azione 1.2.1), Prot. n. A0375-2020-36491 - 23/10/2020.
Corresponding author: A. Giuseppi, giuseppi@diag.uniroma1.it

The remainder of the paper is structured as follows:
Section 2 presents some related works in the fields of FL,
edge intelligence and consensus-based decentralized FL;
Section 3 describes the architecture and case study for edge
intelligence; Section 4 details the proposed hierarchical,
consensus-based, algorithm for decentralized FL; Section
5 reports the results of some simulations conducted on
a benchmark and a medical dataset that validate the
proposed approach, while Section 6 draws the conclusions
and highlights future works.

2. RELATED WORKS

2.1 Background on Federated Learning

In the standard setting, a FL procedure is a two-step
multi-agent procedure that envisages the cooperation of
a set of clients to solve a machine learning problem in a
distributed way. The main characteristic of the FL is that
it is required, typically by privacy and/or confidentiality
constraints, that data cannot be shared, moved or collected
from a set of distributed data sources. Therefore, the
distributed optimization cannot rely on any assumption on
the data distribution, as one would exploit in a standard
distributed learning/optimization setting (McMahan et al.
(2017b)).

The requirement of processing data as-it-is - without any
re-distribution and near its sources - imposes the need for
a training procedure conducted, in parallel, by a set of
distributed clients, each of which analyzes only a small
portion of locally available data. A local server is then
tasked with the collection of the Deep Neural Networks
(DeepNNs) trained by the various clients and conducts a
model averaging procedure in their trainable parameter
space (McMahan et al. (2017a)). The resulting average

Hierarchical Federated Learning for Edge
Intelligence through Average Consensus ⋆

Danilo Menegatti ∗ Sabato Manfredi ∗∗ Antonio Pietrabissa ∗

Cecilia Poli ∗∗∗ Alessandro Giuseppi ∗

∗ University of Rome La Sapienza, Via Ariosto 25, 00185, Rome, Italy.
e-mail: {menegatti,pietrabissa,giuseppi}@diag.uniroma1.it

∗∗ University of Naples Federico II, Via Claudio 21, 80125 Naples,
Italy. (e-mail: sabato.manfredi@unina.it)
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The requirement of processing data as-it-is - without any
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a training procedure conducted, in parallel, by a set of
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portion of locally available data. A local server is then
tasked with the collection of the Deep Neural Networks
(DeepNNs) trained by the various clients and conducts a
model averaging procedure in their trainable parameter
space (McMahan et al. (2017a)). The resulting average

Fig. 1. Edge computing hierarchical architecture. The
sensing and actuating devices of the lower layer com-
municate with the edge nodes of the second layer. In
the edge layer, the locally collected data is analyzed
to synthesize adequate control decisions. Some local
cooperation among edge nodes may be implemented
to increase their capabilities, but all information is
aggregated in the cloud layer where a centralized
server oversees the entire process. Figure adapted
from (Kadhum et al. (2019)).

DeepNN is then forwarded to the federation of cooperating
clients.

It was observed (Nilsson et al. (2018)) that, by iteratively
repeating the distributed training and the centralized
model averaging procedures, as proposed by the original
FedAvg algorithm presented in (McMahan et al. (2017a)),
FL system can achieve performance comparable to cen-
tralized learning systems in which all data are gathered in
a single computing centre.

The presence of a centralized entity that acts as the
parameter server prevents the complete decentralization of
FL, and for this reason several works have explored how to
solve the optimization task related to the training process
in a fully decentralized way. Among those studies, the
algorithms exploiting results from discrete-time consensus
theory were among the few able to provide some assurance
for training convergence and performance preservation
with respect to the centralized federated case.

Results such as the ones reported in (Savazzi et al. (2020);
Chen et al. (2021); Giuseppi et al. (2022b,a)) model the
federated clients as a set of cooperating dynamical sys-
tems that exchange trained DeepNNs according to a first-
order consensus protocol. In particular, the FedLCon algo-
rithm, employed in this paper and presented in (Giuseppi
et al. (2022a)), decouples the training procedure from
the consensus-based information exchange by assuring the
convergence of the dynamical system states, hence assur-
ing the exact same performance of a centralized FL archi-
tecture at the cost of a higher communication overhead.

2.2 Background on Edge Computing and Edge Intelligence

Edge computing and edge intelligence constitute a power-
ful framework for distributed sensing and control applica-
tions, as they represent an evolution of the IoT framework

Fig. 2. Reference scenario for decentralized hirarchical fed-
erated learning. Edge nodes act as parameter servers
for their locally connected sensors (black connec-
tions), collecting their trained deep neural networks
and carrying out the model averaging procedure (e.g.,
implementing FedAvg). In the proposed setting, the
federation shall be trained without resorting to a
centralized cloud server (crossed red connections),
and, instead, a communication protocol (i.e., FedL-
Con) regulates the information exchanges among the
edge nodes (green connections) so that the training is
assured to converge with no significant performance
degradation. Figure adapted from (Liu et al. (2020)).

that integrates advanced data analytics tools and complex
control logics. According to the edge computing paradigm,
sensor networks are organized in a hierarchical structure,
as depicted in Figure 1.

The basic idea behind the edge paradigm is that intelligent
functionalities may be deployed near the plant/field, where
the data sources are located, with significant advantages
in terms of service latency and communication efficiency.
In fact, by employing the so-called edge nodes, capable of
local IoT management and computational offloading, only
a small portion of the data needs to reach the centralized
cloud server.

Edge computing is then becoming an enabling technol-
ogy for smart manufacturing and advanced production
processes (Trinks and Felden (2018)), in which intelligent
control systems will play a fundamental role.

3. FEDERATED LEARNING FOR EDGE
INTELLIGENCE

This section describes the case study scenario and general
system architecture that led to the design of the hierarchi-
cal algorithm of section 4.

As introduced, the edge computing framework envisages a
hierarchical architecture organized based on the spatial lo-
cation and the connectivity capabilities of its components,
as depicted in Figure 2. The local nature of the data that
characterizes the edge computing architecture matches
the privacy/confidentiality requirements that justify the
design of FL systems, making the combination of the two
technologies a natural research direction (Liu et al. (2020);
Ye et al. (2020b,a); Abreha et al. (2022)).
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repeating the distributed training and the centralized
model averaging procedures, as proposed by the original
FedAvg algorithm presented in (McMahan et al. (2017a)),
FL system can achieve performance comparable to cen-
tralized learning systems in which all data are gathered in
a single computing centre.

The presence of a centralized entity that acts as the
parameter server prevents the complete decentralization of
FL, and for this reason several works have explored how to
solve the optimization task related to the training process
in a fully decentralized way. Among those studies, the
algorithms exploiting results from discrete-time consensus
theory were among the few able to provide some assurance
for training convergence and performance preservation
with respect to the centralized federated case.
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the consensus-based information exchange by assuring the
convergence of the dynamical system states, hence assur-
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tecture at the cost of a higher communication overhead.

2.2 Background on Edge Computing and Edge Intelligence

Edge computing and edge intelligence constitute a power-
ful framework for distributed sensing and control applica-
tions, as they represent an evolution of the IoT framework
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erated learning. Edge nodes act as parameter servers
for their locally connected sensors (black connec-
tions), collecting their trained deep neural networks
and carrying out the model averaging procedure (e.g.,
implementing FedAvg). In the proposed setting, the
federation shall be trained without resorting to a
centralized cloud server (crossed red connections),
and, instead, a communication protocol (i.e., FedL-
Con) regulates the information exchanges among the
edge nodes (green connections) so that the training is
assured to converge with no significant performance
degradation. Figure adapted from (Liu et al. (2020)).

that integrates advanced data analytics tools and complex
control logics. According to the edge computing paradigm,
sensor networks are organized in a hierarchical structure,
as depicted in Figure 1.

The basic idea behind the edge paradigm is that intelligent
functionalities may be deployed near the plant/field, where
the data sources are located, with significant advantages
in terms of service latency and communication efficiency.
In fact, by employing the so-called edge nodes, capable of
local IoT management and computational offloading, only
a small portion of the data needs to reach the centralized
cloud server.

Edge computing is then becoming an enabling technol-
ogy for smart manufacturing and advanced production
processes (Trinks and Felden (2018)), in which intelligent
control systems will play a fundamental role.

3. FEDERATED LEARNING FOR EDGE
INTELLIGENCE

This section describes the case study scenario and general
system architecture that led to the design of the hierarchi-
cal algorithm of section 4.

As introduced, the edge computing framework envisages a
hierarchical architecture organized based on the spatial lo-
cation and the connectivity capabilities of its components,
as depicted in Figure 2. The local nature of the data that
characterizes the edge computing architecture matches
the privacy/confidentiality requirements that justify the
design of FL systems, making the combination of the two
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Ye et al. (2020b,a); Abreha et al. (2022)).
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A first approach to exploit for FL the capabilities offered
by the edge layer of Figure 1 would be to employ the
edge nodes as aggregating entities for the data sources,
thanks to their proximity and more advanced computing
capabilities. In such a scenario, a cloud-based server could
then oversee the FL training procedure and have the edge
nodes act as the federation clients. In this direction, a
two-level hierarchical architecture was proposed in (Liu
et al. (2020)), where the authors proposed the HierFAVG
algorithm. In HierFAVG, the edge nodes act as parameter
servers for a set of clients/devices carrying out a first
FedAvg training procedure, and then a centralized cloud
server coordinates a second FedAvg-based model averag-
ing among the edge nodes.

In this work, the design goal of the proposed algorithm is
to avoid the requirement of having a centralized server
overseeing the training process, as inrequired by Hier-
FAVG, instead enabling a direct cooperation among edge
nodes. As a secondary objective, the proposed algorith
shall minimize or prevent any significant performance loss
compared to standard, centralized, FL solutions.

4. DECENTRALIZED HIERARCHICAL FEDERATED
LEARNING BASED ON DISCRETE-TIME AVERAGE

CONSENSUS

4.1 Centralized Federated Learning

A federation is composed by a set I of N cooperating
clients/agents, each having access to some data it cannot
share with the other clients.

In the horizontal FL setting, all clients in I are assumed to
share a common machine learning model architecture (e.g.,
the architecture of a DeepNN) and data structure/type.
The goal of the FL system is then to solve a machine
learning task in a distributed way, with the clients sharing
their knowledge (in the form of trained DeepNN) while
preventing any data exchange. In this work, we focus on
a horizontal FL architecture but we mention that the
assumptions on the model/data structure can be relaxed
in vertical FL approaches, in which the clients typically
cooperate in ways that do not involve a direct model
averaging procedure.

We assume that each client i ∈ I has access to a dataset
Di = {(αn, βn), n ∈ {1, ..., N}}, with αn and βn being
an input sample and its corresponding label/ground-truth
value. Let D be the union of all clients datasets,

D =
⋃
i∈I

Di (1)

The training goal is then to solve, in a iterative gradient-
descent fashion, the minimization of a loss function,
denoted by Li, with respect to the DeepNN parame-
ters/weights wi:

minwi
Li = minwi

∑
(αn,βn)∈Di

li((αn, βn)|wi), (2)

where the function li captures some quantity whose min-
imization is related to solving the ML problem, as, for

example, the mean squared error between the DeepNN
guest and a label in regression tasks or the categorical
cross-entropy in classification problems.

In horizontal FL, due to the common DeepNN architeture,
the number of trainable parameters is the same among all
clients (i.e., ||wi|| = ||wj || for all i, j ∈ I) but, since the
datasets Di and Dj are different, the weights obtained
by training N DeepNN independently on each dataset are
different, i.e., by denoting by w∗

i the minimizer of the i-th
cost function Li(wi), it holds that w

∗
i ̸= w∗

j .

The goal of the federation is then to identify the set of
weights w∗ that minimizes the joint cost function (Li et al.
(2021))

L(w) :=
∑
i∈I

piLi(w), (3)

in which the clients weighting parameters pi can be tuned
on the basis of their characteristics (e.g., a common
solution is to use the numerosity of their datasets, i.e.,
pi = ||Di||/||D||) or their DeepNN performance (Giuseppi
et al. (2021)).

While in a centralized, non-federated, setting such a min-
imization can solved by a server that may exploit the
entirety of D, in the FL setting data is distributed over the
federation, requiring the clients to cooperate (McMahan
et al. (2017a)). From a mathematical perspective, this
cooperation implies that the gradient ∇L(w) has to be
estimated from the gradients ∇Li(wi) evaluated by the
clients.

As it is not possible to assume that the various Di are
independent and identically distributed (IID) with respect
to D, one cannot assume that EDi

[Li(w)] = L(w), for
all i ∈ I, meaning that it is not assured that Li(w)
provides a good approximation of L(w) (i.e., the locally
computed gradients ∇Li(wi) cannot be directly averaged
to reconstruct ∇L(w)). The lack of this assumption is
what justifies the design of a FL solution, as in the
typical distributed machine learning system (e.g., multi-
datacenter and parallel learning systems) a centralized
entity partitions the data so that the IID hypothesis holds
(McMahan et al. (2017a)).

In fact, it was observed by the authors of (McMahan
et al. (2017a)) that Li(w) could provide an arbitrarily
bad approximation of L(w), which led to the design of
the FedAvg algorithm.

As mentioned, the FedAvg algorithm and all its subse-
quent variants are based on a two-step iterative procedure:
local training and centralized averaging.

In the first phase, a central server selects a subset of
clients which undergo local training over their own dataset
Di, whereas, in the second phase, the server performs a
weighted average of the weights wi of the clients. The
resulting average weights are then propagated into the fed-
eration. Algorithm 1 reports the presudo-code of FedAvg.

4.2 Decentralized Federated Learning

Fully decentralized FL solutions, i.e., FedLCon (Giuseppi
et al. (2022a)), consider a federation characterized by a

Algorithm 1 FedAvg - (McMahan et al. (2017a))

1: SERVER UPDATE
2: for each communication round t = 1, ..., T do
3: select a subset of clients
4: for all selected client i do
5: CLIENT UPDATE
6: Receive w̃i from client i
7: end for
8: set w(t) =

∑
i piw̃i(t)

9: propagate w(t) in the federation (wi(t) = w(t), ∀i)
10: end for

11: CLIENT UPDATE
12: set 0 < η < 1
13: for each local epoch e from 1 to E do
14: for each mini-batch b from Di do
15: wi(t− 1) ← wi(t− 1)− η∇Li(b | w(t− 1))
16: end for
17: end for
18: set w̃i(t) = wi(t− 1)
19: return w̃i(t) to the server

set of I clients communicating over an arbitrary topology
characterized by a set E of edges.

The fundamental idea behind FedLCon is to decentral-
ize the model averaging procedure by replacing it with
an average consensus procedure, in which the clients ex-
change information over the (possibly sparse) communica-
tion topology. This result is attained in (Giuseppi et al.
(2022a)) by modelling the clients as interacting dynamical
systems, whose state are equal to the parameters wi,
subject to a consensus-based communication protocol.

In particular, considering a topology (I, E), we can define
the adjacency matrix (Bernstein (2009)) A = {aij} ∈
RN×N

aij =

{
1, (i, j) ∈ E

0, otherwise
; (4)

and the degree matrix D = dij ∈ RN×N , where dij =∑
j aij , is a diagonal matrix and each diagonal entry

corresponds to the degree of node i, namely to the node’s
number of edges. The Laplacian matrix is L = D −A.

It is well known that, under the hypothesis of a connected
undirected graph and under the consensus protocol

piẋi(t) =
∑
j∈Ni

aij (xj(t)− xi(t)) , (5)

the networked clients reach consensus, and each node
shares a common average consensus value that is equal to
the weighted (on pi) values of the intial conditions xi(0):

x̄ =

∑
i∈I pixi(0)∑

i∈I pi
. (6)

In the discrete-time setting, assuming that the sampling
time ϵ is such that ϵ < mini∈I(pi/dii) (Olfati-Saber and

Algorithm 2 FedLCon - (Giuseppi et al. (2022a))

1: DECENTRALISED FL
2: for all communication rounds t = 1, ..., T do
3: for all clients i ∈ I do
4: for each local epoch e from 1 to E do
5: for each mini-batch b from Di do
6: wi(t−1) ← wi(t−1)−η∇Li(b|wi(t−1))
7: end for
8: end for
9: set w̃i(t) = wi(t− 1)

10: end for
11: update wi(t) via a CONSENSUS ROUND
12: end for

13: CONSENSUS ROUND
14: Compute nϵ according to (9) depending on the topol-

ogy
15: Set xi(0) = w̃i(t) for all clients i ∈ I
16: for k = 0, . . . , nϵ − 1 do
17: for all clients i ∈ I do
18: update xi according to (7)
19: end for
20: end for
21: set wi(t) = xi(nϵ) for all clients i ∈ I

Murray (2004); Pedroche Sánchez et al. (2014)), the law
(5) can be discretized as

xi(t+ 1) = xi(t) +
ϵ

pi

∑
j∈Ni

aij(xj(t)− xi(t)). (7)

that, in matrix form (Pedroche Sánchez et al. (2014)),
becomes

x(t+ 1) = Hpx(t), (8)

with Hp = I − ϵP−1L, P = diag(pi) ∈ RN×N , and
x(t) = [x1(t), x2(t), . . . , xN (t)].

From (8), starting from the well-known definition of domi-
nant time constant for a discrete-time linear time-invariant
system and its settling time (Ogata (1995)), it follows that
the agents will reach convergence, with precision of 99%,
after a number of steps nϵ:

nϵ = 5max
i∈I

⌈ −1

ln(| λi(Hp) |)

⌉
. (9)

In other words, by allowing nϵ round of communications
subject to the consensus protocol (7), one may replace the
centralized model averaging procedure with a decentral-
ized consensus round with 99% precision. The resulting
FedLCon algorithm is reported in algorithm 2.

4.3 Hierarchical Federated Learning

To exploit the characteristics of the architecture presented
in Figure 2, we propose to apply a two level FL procedure.

The interaction of the lower device layer (see Figure
1) with the edge layer are characterized by unreliable,
typically wireless, connections. In such a setting, the edge
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characterized by a set E of edges.

The fundamental idea behind FedLCon is to decentral-
ize the model averaging procedure by replacing it with
an average consensus procedure, in which the clients ex-
change information over the (possibly sparse) communica-
tion topology. This result is attained in (Giuseppi et al.
(2022a)) by modelling the clients as interacting dynamical
systems, whose state are equal to the parameters wi,
subject to a consensus-based communication protocol.

In particular, considering a topology (I, E), we can define
the adjacency matrix (Bernstein (2009)) A = {aij} ∈
RN×N

aij =

{
1, (i, j) ∈ E

0, otherwise
; (4)

and the degree matrix D = dij ∈ RN×N , where dij =∑
j aij , is a diagonal matrix and each diagonal entry

corresponds to the degree of node i, namely to the node’s
number of edges. The Laplacian matrix is L = D −A.

It is well known that, under the hypothesis of a connected
undirected graph and under the consensus protocol

piẋi(t) =
∑
j∈Ni

aij (xj(t)− xi(t)) , (5)

the networked clients reach consensus, and each node
shares a common average consensus value that is equal to
the weighted (on pi) values of the intial conditions xi(0):

x̄ =

∑
i∈I pixi(0)∑

i∈I pi
. (6)

In the discrete-time setting, assuming that the sampling
time ϵ is such that ϵ < mini∈I(pi/dii) (Olfati-Saber and

Algorithm 2 FedLCon - (Giuseppi et al. (2022a))

1: DECENTRALISED FL
2: for all communication rounds t = 1, ..., T do
3: for all clients i ∈ I do
4: for each local epoch e from 1 to E do
5: for each mini-batch b from Di do
6: wi(t−1) ← wi(t−1)−η∇Li(b|wi(t−1))
7: end for
8: end for
9: set w̃i(t) = wi(t− 1)

10: end for
11: update wi(t) via a CONSENSUS ROUND
12: end for

13: CONSENSUS ROUND
14: Compute nϵ according to (9) depending on the topol-

ogy
15: Set xi(0) = w̃i(t) for all clients i ∈ I
16: for k = 0, . . . , nϵ − 1 do
17: for all clients i ∈ I do
18: update xi according to (7)
19: end for
20: end for
21: set wi(t) = xi(nϵ) for all clients i ∈ I

Murray (2004); Pedroche Sánchez et al. (2014)), the law
(5) can be discretized as

xi(t+ 1) = xi(t) +
ϵ

pi

∑
j∈Ni

aij(xj(t)− xi(t)). (7)

that, in matrix form (Pedroche Sánchez et al. (2014)),
becomes

x(t+ 1) = Hpx(t), (8)

with Hp = I − ϵP−1L, P = diag(pi) ∈ RN×N , and
x(t) = [x1(t), x2(t), . . . , xN (t)].

From (8), starting from the well-known definition of domi-
nant time constant for a discrete-time linear time-invariant
system and its settling time (Ogata (1995)), it follows that
the agents will reach convergence, with precision of 99%,
after a number of steps nϵ:

nϵ = 5max
i∈I

⌈ −1

ln(| λi(Hp) |)

⌉
. (9)

In other words, by allowing nϵ round of communications
subject to the consensus protocol (7), one may replace the
centralized model averaging procedure with a decentral-
ized consensus round with 99% precision. The resulting
FedLCon algorithm is reported in algorithm 2.

4.3 Hierarchical Federated Learning

To exploit the characteristics of the architecture presented
in Figure 2, we propose to apply a two level FL procedure.

The interaction of the lower device layer (see Figure
1) with the edge layer are characterized by unreliable,
typically wireless, connections. In such a setting, the edge
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node may govern a local FL training, among the clients
directly connected to it, over what can be modeled as a
time-varying topology. In fact, in the FedAvg algorithm
it is already assumed that at any given time, a client
may or may not participate in the current training/model
averaging step, due to either a client selection process or
a stochastic connection availability.

While the edge nodes conduct in parallel a FedAvg pro-
cedure, a second FL procedure is deployed that, this
time, involves the edge nodes. In particular, the intra-
layer communications (green arrows in Figures 1 and 2)
among edge nodes are more reliable (in fact, the edge
nodes act as interfaces between IoT/local networks and
the internet) and their communication topology may be
sparse (e.g., some edge nodes may be wired only to their
spatial neighbors) but can be assumed as time-invariant.
For this higher level FL algorithm we apply the FedLCon
one.

The resulting FL algorithm can be summarized by the
following iterative procedure:

• each edge node conducts an arbitrary number of
iterations of FedAvg (consisting in both distributed
training and model averaging);

• with an arbitrary frequency (e.g., after a given num-
ber n ≥ 1 of FedAvg rounds) the edge nodes par-
ticipate in a round of FedLCon, consisting in nϵ

information exchanges governed by the consensus law
(7).

As shown by the simulation results of Section 5, the
proposed hierarchical FL algorithm leads to the same
result achieved by the HierFAVG algorithm (Liu et al.
(2020)), which, however, employs a cloud server.

5. SIMULATIONS

In this section, we present the application of the proposed
FL approach to both a benchmark and an e-Health sce-
nario, related to dermatological disease diagnosis (Arifin
et al. (2012)).

To this end, bearing in mind Figure 2, we consider four
edge nodes, each one connected with four local sensors.
Both the nodes and the sensors have their own datasets,
which corresponds to a subset of either MNIST (Deng
(2012)) (a dataset of handwritten digits from 0 to 9), in the
first scenario, or DermaMNIST (Yang et al. (2021)), in the
second scenario. DermaMNIST is part of the MedMNIST
v2 (Yang et al. (2021)) suite and is composed of 10.015
dermatoscopic images of common skin lesions organized
in seven different classes (Tschandl et al. (2018)) corre-
sponding to seven skin conditions - namely, akiec (actinic
keratoses), bcc (basal cell carcinoma), bkl (benign ker-
atosis), df (dermatofibroma), nv (melanocytic nevi), mel
(melanoma) and vasc (vascular skin lesions).

In line with the edge-based architecture, we assume that
the edge nodes and their local devices have limited compu-
tational capabilities. In this direction, we set the common
DeepNN architecture, for both scenarios, as composed by
a single 2D convolutional layer of 32 filters and kernel size
(3,3) followed by a max pooling operation of size (2,2), a

Fig. 3. Topology considered for the simulations. While
edge nodes (1), (3), (4) are connected to each other,
node (2) connects only with (1), remaining isolated
from the others. Note that each edge node is equipped
with some computational capabilities and cooperates
with the others following the FedLCon algorithm
(green arrows). Each edge node coordinates a local
FL process, employing the FedAvg algorithm, over the
devices it is currently connected to (black arrows).

flatten operator and one dense layer of 100 neurons with
ReLU activation functions.

We consider T = 15 communication rounds, and we set
the parameters of the local training in the same way both
for the edge nodes and for their local sensors: E = 2 local
epochs, b = 32 mini-batch size, and Stochastic Gradient
Descent (SGD) as optimizer, with learning rate η = 0.01,
and momentum p = 0.9.

In our setup, the edge nodes are located in the topology
shown in Figure 3. The non-zero diagonal elements of the
matrix P (i.e., the clients weights pi in the FL process)
are set as equal to the number of training data available
to each edge node/device. As a consequence, the resulting
number of consensus steps, for the FedLCon algorithm,
required on the topology at hand, calculated via (9),
becomes nϵ = 15.

For comparison purposes we consider three different FL
implementations: the proposed hierarchical algorithms is
evaluated against HierFAVG and against the performance
achieved by a single edge node (loner), that employs Fe-
dAvg over its four devices but does not cooperate with the
other edge nodes (effectively removing the FedLCon layer).
In the simulations, we obtained the same performance
with both the hierarchical solutions. In fact, as discussed
in Section 4, the value of nϵ is chosen so as to reach
99% of convergence precision with the proposed consensus
approach, which renders the consensus-based averaging
step practically indistinguishable from the centralized av-
eraging step of HierFAVG (with the same client weights
pi).

5.1 First Simulation - MNIST

The first simulation is carried out using MNIST as dataset.
The training data is distributed among the clients (both
edge nodes and devices) uniformly.

Fig. 4. MNIST: Accuracy comparison between the hier-
archical architecture (blue line), in which FedLCon
and FedAvg are combined, and a loner configuration
(orange line) in which a single edge node coordinates
four devices in a FedAvg procedure but does not
communicate with the other edge nodes.

Table 1. DermaMNIST: Images per classes.

Class # images

#1 327
#2 514
#3 1099
#4 115
#5 1113
#6 6705
#7 142

Figure 4 shows a performance comparison of the hier-
archical approaches with the loner configuration via the
accuracy metric evolution over the communication rounds.
From the figure, it is clear that the cooperation among
edge devices introduces a significant benefit in solving the
task, as it increases the data availability of the federation.

In particular, the hierarchical solutions achieve an accu-
racy of 98.46%, whereas the loner configuration reaches a
plateau at 95.53%.

5.2 Second Simulation - DermaMNIST

In this second test we consider the more complex DermaM-
NIST dataset. For our testing we distribute the training
data of the dataset uniformly over all edge nodes and
devices and use all the remaining data for our testing.

Figure 5 reports the comparison of the accuracy achieved
by the hierarchical approaches and the loner configuration
over the DermaMNIST dataset. Overall, it is possible to
make similar considerations as in the previous scenario,
with the hierarchical solutions reaching a more significant
performance gap.

We remark that the accuracy ahcieved for the DermaM-
NIST dataset is low compared to the one of other datasets
(as the MNIST one) since it is an unbalanced dataset
(the model learns to better classify the classes which are
more represented than the others, making more errors with
the least numerous one), as can be observed in table 1
reporting the overall number of samples in the training
data per class. In addition, since data is randomly split
between clients, the local learning procedure relies on
an even smaller amount of the more scarce classes, with
negative effects on the global performance.

Fig. 5. DermaMNIST: Accuracy comparison between hier-
archical (blue line) and loner (red line) configurations.

Fig. 6. DermaMNIST: weighted macro F1-score compar-
ison between hierarchical (blue line) and loner (red
line) and centralised (yellow dashed lines) configura-
tions.

In order to account for the data imbalance, we thus
consider an alternative performance metric, that is the
weighted macro F1-score, i.e., an harmonic mean of pre-
cision and recall, averaged over the various classes with
weights that account for the differences in classes numeros-
ity.

Figure 6 reports the weighted macro F1-score, and once
again we note how the hierarchical approaches achieve
better results compared to the loner configuration, namely
64.92% vs 55.3%. In the figure, we also report for com-
parison the weighted macro F1-score achieved, after a
comparable amount of training epochs, by a centralized
learner having access to the whole dataset.

Both Figures 5 and 6 show that during the first four
communication rounds the two approaches exhibit similar
performances; this is related to the fact that, for each
communication round, only a randomly chosen fraction
of devices participates in FedAvg, which performs local
training over highly imbalanced data. These two factors,
combined with the increased difficulty of the task, mitigate
the benefits of the cooperation phase in the hierarchical
approach, that starts to emerge at the end of the fifth
communication round.

6. CONCLUSIONS AND FUTURE WORKS

This work proposed a hierarchical federated learning
paradigm for distributed sensing and monitoring applica-
tions in the edge computing framework. Leveraging on the
key advantages of edge computing and edge intelligence
paradigms, the proposed approach employs a fully decen-
tralised consensus-based algorithm (FedLCon), in combi-
nation with a standard FL algorithm such as FedAvg,
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Fig. 4. MNIST: Accuracy comparison between the hier-
archical architecture (blue line), in which FedLCon
and FedAvg are combined, and a loner configuration
(orange line) in which a single edge node coordinates
four devices in a FedAvg procedure but does not
communicate with the other edge nodes.

Table 1. DermaMNIST: Images per classes.

Class # images

#1 327
#2 514
#3 1099
#4 115
#5 1113
#6 6705
#7 142

Figure 4 shows a performance comparison of the hier-
archical approaches with the loner configuration via the
accuracy metric evolution over the communication rounds.
From the figure, it is clear that the cooperation among
edge devices introduces a significant benefit in solving the
task, as it increases the data availability of the federation.

In particular, the hierarchical solutions achieve an accu-
racy of 98.46%, whereas the loner configuration reaches a
plateau at 95.53%.

5.2 Second Simulation - DermaMNIST

In this second test we consider the more complex DermaM-
NIST dataset. For our testing we distribute the training
data of the dataset uniformly over all edge nodes and
devices and use all the remaining data for our testing.

Figure 5 reports the comparison of the accuracy achieved
by the hierarchical approaches and the loner configuration
over the DermaMNIST dataset. Overall, it is possible to
make similar considerations as in the previous scenario,
with the hierarchical solutions reaching a more significant
performance gap.

We remark that the accuracy ahcieved for the DermaM-
NIST dataset is low compared to the one of other datasets
(as the MNIST one) since it is an unbalanced dataset
(the model learns to better classify the classes which are
more represented than the others, making more errors with
the least numerous one), as can be observed in table 1
reporting the overall number of samples in the training
data per class. In addition, since data is randomly split
between clients, the local learning procedure relies on
an even smaller amount of the more scarce classes, with
negative effects on the global performance.

Fig. 5. DermaMNIST: Accuracy comparison between hier-
archical (blue line) and loner (red line) configurations.

Fig. 6. DermaMNIST: weighted macro F1-score compar-
ison between hierarchical (blue line) and loner (red
line) and centralised (yellow dashed lines) configura-
tions.

In order to account for the data imbalance, we thus
consider an alternative performance metric, that is the
weighted macro F1-score, i.e., an harmonic mean of pre-
cision and recall, averaged over the various classes with
weights that account for the differences in classes numeros-
ity.

Figure 6 reports the weighted macro F1-score, and once
again we note how the hierarchical approaches achieve
better results compared to the loner configuration, namely
64.92% vs 55.3%. In the figure, we also report for com-
parison the weighted macro F1-score achieved, after a
comparable amount of training epochs, by a centralized
learner having access to the whole dataset.

Both Figures 5 and 6 show that during the first four
communication rounds the two approaches exhibit similar
performances; this is related to the fact that, for each
communication round, only a randomly chosen fraction
of devices participates in FedAvg, which performs local
training over highly imbalanced data. These two factors,
combined with the increased difficulty of the task, mitigate
the benefits of the cooperation phase in the hierarchical
approach, that starts to emerge at the end of the fifth
communication round.

6. CONCLUSIONS AND FUTURE WORKS

This work proposed a hierarchical federated learning
paradigm for distributed sensing and monitoring applica-
tions in the edge computing framework. Leveraging on the
key advantages of edge computing and edge intelligence
paradigms, the proposed approach employs a fully decen-
tralised consensus-based algorithm (FedLCon), in combi-
nation with a standard FL algorithm such as FedAvg,
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to enable the cooperation among edge nodes and devices
without having to resort to a cloud-based server. Future
works are related to the integration of communication effi-
ciency related mechanisms in the higher level FL procedure
to further increase the applicability of the solution in real
environments.
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