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Abstract. Hospital overloads and limited healthcare resources (ICU
beds, ventilators, etc.) are fundamental issues related to the outbreak
of the COVID-19 pandemic. Machine learning techniques can help the
hospitals to recognise in advance the patients at risk of death, and con-
sequently to allocate their resources in a more efficient way. In this paper
we present a tool based on Recurrent Neural Networks to predict the risk
of death for hospitalised patients with COVID-19. The features used in
our predictive models consist of demographics information, several lab-
oratory tests, and a score that indicates the severity of the pulmonary
damage observed by chest X-ray exams. The networks were trained and
tested using data of 2000 patients hospitalised in Lombardy, the region
most affected by COVID-19 in Italy. The experimental results show good
performance in solving the addressed task.
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1 Introduction

Machine learning can offer powerful tools for fighting the spread of COVID-19,
which reached more than 100 million cases worldwide at January 2021 [8]. Since
March 2020, we have been working in collaboration with Spedali Civili di Brescia,
one of the hospitals that has been treating more COVID-19 patients in Italy, on
developing tools that support doctors in estimating in advance the prognosis of
hospitalised patients [11]. This information can be helpful to the hospital staff for
better managing limited resources such as ICU beds, ventilators and personnel.
Starting from the raw data of more than 2,000 patients, we designed a dataset
for representing the course of the disease of each patient during the hospitalisa-
tion. This dataset contains the status of each patient for each day of the first 20
days from the beginning of the hospitalisation. These data include demographic
information such as sex and age, several laboratory test results and a value that
measures the severity of the pulmonary condition using chest X-ray [7].
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For our task, we implemented an architecture based on Recurrent Neural Net-
works (RNNs) and Attention Mechanism. In order to find the best configuration,
we conducted a hyperparameter search with the explicit goal of minimising the
false negatives, i.e., those patients who are at high risk of death but the model
considers them not at risk. The optimised networks are evaluated in terms of F2-
Score (a metric strongly influenced by false negatives) and ROC-AUC, which is
a standard measurement for medical analyses. Our results are promising, obtain-
ing a score of 73.2% in terms of F2 and 81.4% in terms of ROC-AUC. In the
following, after a brief discussion of related work, we describe our datasets; then
we present our models and their experimental evaluation, and finally we give
conclusions and mention future work.

2 Related Work

The work of Bullock et al. [8] presents an overview of recent studies on the use
of Artificial Intelligence against COVID-19 for drug discovery and development,
testing and diagnosis (especially via X-Ray imaging), tracking and epidemiology,
and patient outcome prediction. Given the recency of the pandemic outbreak,
many of these studies are still preliminary works, without an in-depth description
of the developed techniques (often they are only pre-printed and not properly
peer-reviewed).

A first study about prognosis prediction is presented in [22]. The authors of
this work train a XGBoost model using lab tests, symptoms and some epidemio-
logical information for predicting the mortality risk at the 10th day after the lab
test findings. The work in [1] proposes a Feed-forward Neural Network model for
the mortality prediction that is trained and tested using data of approximately
400 patients in the United Kingdom. This study does not consider any lab test
performed during the hospitalisation, which is a major difference with our work;
instead it uses information obtained when a patient is admitted in hospital (such
as symptoms, demographics and smoking history). In [3], the authors investigate
the tasks of predicting mortality with no time constraints, or within either 14
days or 30 days after the diagnosis using the LASSO algorithm. In [11], we
described an approach based on ensemble of Decision Trees for estimating the
prognosis of COVID-19 patients at different times during their hospitalisation
using only demographic information and lab tests. In this work, starting from
the same raw data, we present a completely different dataset and use RNNs for
better monitoring the progression of the disease.

RNNSs are widely used in healthcare and proved to be very effective in various
contexts including diagnosis and mortality prediction. RNNs with Gated Recur-
rent Units were used in [6] to analyse dead patients’ medical records in order to
predict the life expectancy to help doctors in end-of-life decision making. In [16],
a Long Short Term Memory (LSTM) neural network was trained over electronic
health records (EHR) to predict mortality in rare diseases cases. Nonetheless, to
the best to our knowledge, RNNs were used to predict the prognosis of COVID-
19 patients only in [9], which exploits RNNs and Convolutional Neural Networks
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for training a model using sequences of X-Ray images (which are not available in
our dataset), and predict the evolution of the observed lung pathology. Another
major difference with our work is that [9] does not consider any lab test.

3 Available Data

Our data derives from 2015 patients who were hospitalised in Spedali Civili di
Brescia from February to April 2020. For each of these patients, the specific
features that were made available to us are: age and sex, the values and dates of
several lab tests (i.e. PCR, LDH, Ferritin, Troponin-T, WBC, D-dimer, Fibrino-
gen, Lymphocites and Neutrophils), the scores (each one from 0 to 18), assigned
by the physicians, assessing the severity of the pulmonary conditions result-
ing from the X-ray exams [7], the values and dates of the throat-swab exams
for COVID-19, and the final outcome of the hospitalisation at the end of the
stay, which is the classification value of our application (i.e. in-hospital death or
released alive). We have no further information about symptoms, their timing,
comorbidities, generic health conditions, admission in ICU or clinical treatment.
In our cohort 18.4% of the patients are deceased and 81.6% were released or
transferred to a rehabilitation centre.

When applying machine learning to real-world data, there are some non-
trivial practical issues to deal with. In our case, one of such issues is that
the length of the hospitalisation period can sensibly differ from one patient
to another (from few days to two months). Subsequently, the number and the
frequency of performed lab tests and relative findings significantly varies among
the considered set of patients (from only three to hundreds). For many patients,
this results in a substatial presence of missing values, i.e. we are not able to fully
know the patients’ conditions at a given day. In fact, on average, lab tests PCR,
WBC, Lymphocites and Neutrophils are performed once every 2 days, LDH, Fer-
ritin and Fibrinogen once every 4 or 5 days, while RX, D-dimer and Troponin-T
once a week or even less frequently. If, for a given patient, a test is not performed
at a considered day, we store a missing value for the corresponding lab result.

Moreover, an examination of the data available for our cohort of patients
revealed that their prognostic risk is influenced by multiple factors. For instance,
the number of the patients currently hospitalised, which impacts on the availabil-
ity of ICU beds, and the increase of the clinical knowledge. Therefore, studying
the death rate over time, we discovered that for patients hospitalised during the
most critical weeks of the pandemic (February and March 2020) this value is
about twice than the value obtained during the period were the pandemic was
stabilising (April 2020). Similarly, also the average length of stay in the hospital
varies, from 14 days in April 2020 down to only 7 days in March 2020.

In machine learning, this variation of data distributions over time is known as
concept drift [10,20]. In a first attempt to deal with the observed concept drift,
we used a classical method, which consists of training the algorithm using only
a subset of samples depending on the data distribution that we are considering
[10,21], dividing our set of patients into two groups [11]. However, this has the
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drawback of significantly reducing the data for training. Thus we decided to
follow a different approach, using the full dataset with an additional feature
that helps the learning algorithm to discriminate if a patient was hospitalised
during the most critical pandemic phase or not. This allows to exploit more
training data, achieving better performance. The new feature, called death rate,
intends to provide an indicator of the status of the pandemic emergency at a
given day (when the feature is evaluated), and it is defined as the average death
rate computed considering seven days preceding such a day. Specifically, the
death rate feature is the ratio of all the patients who died over all the patients
discharged (dead or alive) over the considered 7-days period.

4 Description of the Datasets

In order to apply Recurrent Neural Networks to our dataset, we have to design
a representation of the patients’ hospitalisation over time. This can be done by
building a matrix M[l,e] of real numbers for each of our patients, where [ is
the length (number of days) of the hospitalisation and e is the number of the
considered features, i.e. the patient’s demographic information, the death rate
and all the lab tests available in our dataset. Therefore, in this representation
the value obtained for test j in the i-th day of hospitalisation is stored in M[i, j].
If test j has not been performed on that day, we indicate this missing value with
—1 (i.e., MJi, j] = —1). Considering a set of n patients, the input of our RNN is
a tensor with dimension n X [ X e.

Given that the length of the hospitalisation can sensibly differ from one
patient to another, as explained in Sect. 3, we set [ = 20 considering in this way
at most the first 20 days of hospitalisation for each patient. If a patient stays
in the hospital for less than 20 days, the remaining period is filled by vectors
of zero values with length e, called padding. The value of [ is chosen taking into
account the learning problems related to RNNs. In fact, we need a sequence that
is long enough to allow the recurrent model to derive temporal dependencies and
to capture the evolution of the patients’ conditions over time. However, choosing
a value for [ that is too large, as for example the longest hospitalisation in our
dataset (which is over 50 days), would require adding a considerable amount
of padding, and this would have a negative impact on the performance. As a
compromise, we chose [ = 20 which is a value slightly higher than the average
length of stay in April 2020. We call this representation the Complete Dataset.

Unfortunately, the Complete Dataset is not appropriate for the purpose of
providing a prognosis estimation in advance. According to our data, more than
70% of considered patients stay in hospital for less than 20 days. Therefore, using
the previous data representation, for these patients the RNN would provide a
prediction considering their entire history (until the day of the release or eventual
decease). Thus, in order to build a model that can provide an estimation of the
prognosis in advance (with respect to the 20-days of hospital stay), we adopted a
“cutting strategy” to generate a variant of the dataset called the Cut Dataset.
Specifically, given a patient who is hospitalised for d days, our cutting strategy
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is to consider only the tests performed in the first d,, days of hospitalisation,
where d, = p* d and p is a random fraction between 0.3 and 0.9. This fraction
is chosen randomly in order to simulate the clinical usage of our system. In
fact, our goal is to create a deep learning model that can be used for estimating
the prediction of a patient at almost every day (with enough data) during his
or her hospitalisation. Therefore, our system has to obtain good performance
analysing a patient during its first period (with p < 0.4) of hospitalisation, in
the middle (0.4 < p < 0.6) but also in the end (p > 0.6). With this strategy,
the days between d, and d are not provided to our model and they are replaced
by padding. If d, > { (which is unlikely in our dataset) only the first 20 days of
hospitalisation are considered.

The number of training instances is fundamental for the performance of
machine learning and deep learning systems. Given the relatively limited amount
of available data in our application, we have designed a method for the dataset
augmentation that consists in adding artificial instances obtained by varying the
those in the Complete Dataset as follows. Given a patient who is hospitalised for
d days, instead of applying the cutting strategy only once, it is applied 7 times,
obtaining several d; with 7 € [1,7]. In our case, we consider r = 3; we call this
representation the Augmented Dataset. With this technique, the available
data for a single patient are used multiple times in order to help the Recurrent
Neural Network to better learn how the disease progresses, what are the most
important lab tests, and how they are related with each other. It is important
to point out that this technique is applied only to the training and validation
sets. In fact, the trained models are finally evaluated on a test set where each
patient is represented only once and only considering the (lab and X-ray) tests
performed in the first d,, days of the hospitalisation with a random probability
p between 30% and 90%. For all our datasets, the test set used for evaluating
our models consists of 20% of all patients randomly selected (with stratified
sampling). These patients are the same for all our datasets.

5 Recurrent Neural Network Model

A Recurrent Neural Network (RNN) is a neural network model for processing
sequential data. Gated Recurrent Unit (GRU) networks and Long Short Term
Memory Networks (LSTM) are two types of RNNs which deal with typical issues
of the standard version of RNNs, such as vanishing gradient and long term
dependencies, obtaining better performance than standard RNNs [17]. As shown
in [12], even though usually LSTMs are better than GRUs, the latter can achieve
better performance on smaller datasets.

5.1 Gated Recurrent Units and Attention Mechanism

Given 1, 5 ... x; € Re representing the status (as a vector of demographic infor-
mation and lab test features) of a patient for [ days of hospitalisation (padding
included), a GRU layer is formed by [ cells. Each cell processes the t-th vector
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also taking into account the computation made by the previous cell (h;—1) using a
neural network layer with tanh activation function: n; = tanh(Wy,[hi—1, x¢]+by).

While in RNN n; is simply passed to the next cell, in the GRU network we
have also the update gate z;, which is a layer with sigmoid activation function,
that decides which part of the information contained in n; and h;_1 has to be
preserved, and which part can be forgotten: zz = o(W,[hi—1,x:] + b,) where
W., W, € R"te)Xn are weight matrices, b,,b, € R" are bias vectors, and n
is an hyperparameter that corresponds to the number of neurons in the GRU
layer. The weight matrices and bias vectors are shared by all the cells. Finally,
the output of the GRU cell, h; is calculated as: hy = (1 — 2¢) *x ng + 2¢ * hy—1.

In most implementations, the GRU includes a further gate (the reset gate)
which has the possibility to erase some parts of hs_1.

The attention mechanism [5] takes each h; into consideration, and computes
a set of weights «; associated to the contribution of each day for the prognosis
estimation:

uy = tanh(Wahs + b,), ay = softmaz(vTuy) = exp(vTug)/ Sy exp(vTuy)

where W, € R*"*" b, € R™ and v € R" are trainable parameters of the attention
mechanism. Given that the weights a; are calculated using the softmax function,
it is guaranteed that each a; is between 0 and 1, and the sum of them is 1. The
attention mechanism outputs a final representation of the patient’s history, also
called the context vector, as the average of each h; weighted by ay.

Table 1. Hyperparameters space used for our Recurrent Neural Model search and
tuning. Scaler is set to MaxzAbsScaler and the activation function is set to tanh.

Activity regularisation | Categorical | [True, False]

32, 40, 48, 56, 64]

Batch size Integer

Hyperparameter Type Interval
Total hidden units Integer [0, 150]
Layers Integer 1, 5]
Dropout rate Real [0, 0.6]
Recurrent dropout rate | Real [0, 0.6]
Batch normalisation Categorical | [True, False]

[

[

5.2 Loss Function and Tuning of the Hyperparameters

Typically, a feed-forward neural network is trained using a standard loss function
such as Log-Loss or Binary Cross Entropy. In our case these loss functions did
not provide adequate results, especially in terms of number of false negatives,
which are the most critical errors in our application context. As proposed in [19],
the F-measure can be used as loss function in order to improve the performances
in high unbalanced problems. Moreover, other works [13,14] use F-( losses with
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different 8 values in order to improve the performance specifically for unbalanced
and difficult tasks in the medical domain.

Therefore, for our ANN models, we adopted a loss function based on the F-2
(148?)- Precision: Recall . _
B2 Precision+ Recall+¢’ with ﬂ - 2’

and € = 1077 used to avoid zero-division errors.

Since the performance of a RNN is deeply influenced by its hyperparameters,
such as the number of neurons or the recurrent dropout, we performed a hyperpa-
rameter search to generate a highly-performing architecture. In order to optimise
the RNN architecture, we adopted the Bayesian-optimisation approach via the
Optuna framework [2] with 128 search iterations. The hyperparameters search
is performed using tenfold cross-validation on the training set of each dataset at
different days of hospitalisation. For each randomly selected combination X of
hyperparameter values:

score metric defined as follows: F-8jpss = 1 —

1. The training set of each dataset is partitioned into % folds with k£ = 10.

2. For each fold of the cross validation, the performance of the algorithm using
X is evaluated in terms of F2-score.

3. The overall evaluation score of the k-fold cross validation for a configuration
2 of the hyperparameters is computed by averaging the scores obtained for
each fold.

Finally, the hyperparameter configuration with the best overall score is
selected.

It is well known that the standardisation and scaling of input data can have a
huge impact on the stability and performance of Neural Networks [4,18]. There-
fore, we considered the scalers provided by the Scikit-Learn package and con-
ducted some preliminary experiments for finding the most suitable one for our
task, which is the MazAbsScaler. In the same initial experiments, we have found
that GRU units have much better performance with respect to standard RNNs
or LSTM neural networks. We have also considered hyperparameters for the ini-
tialiser, number of layers, number of units (or neurons) for each layer, batch size,
dropout rates, Batch Normalisation and Activity Regularisation. The considered
ranges of values for these hyperparameters are shown in Table 1.

Finally, we used Adam [15] as optimiser with the default values for the param-
eters (31, B2 and €, while the starting learning rate is set to 1074,

Table 2. Hyperparameters for the tested RNN models. B.S. is the batch size, B.N.
stands for batch normalisation, Layers is the number of hidden layers, Act Reg is the
activity regularisation and Rec Dropout is the recurrent dropout rate. The dropout
rate was set very close to 0 by the optimizer for all the datasets.

Model Layers | Neurons | B.S. | B.N. | Act reg | Rec dropout
Cut 2 66;34 32 | False | False 0.57;0.28
Attention |1 81 32 | True | True 0.26
Augmented | 1 65 64 | True | False | 0.49
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Table 3. Performance of our best RNN models in terms of F2-score, ROC-AUC score
and accuracy over the test sets.

Dataset F2-Score | ROC-AUC | Accuracy
Cut 66.81 74.33 64.55
Attention |68.13 75.8 66.93
Augmented | 73.17 81.39 77.87

6 Experimental Results

In this section, we evaluate the performance of the RNN models over different
datasets. Our system is implemented using the Scikit-Learn library for Python,
and the experimental tests were conducted using an Intel(R) Xeon(R) Gold
6140M CPU @ 2.30 GHz. The performance of the models with the relative opti-
mised hyperparameters are evaluated using the test set in terms of both F2 and
ROC-AUC scores and Accuracy. First of all, we tested the performances using
a model trained on the Complete Dataset, that contains the whole history of
each patient. With this model we obtain a F2-score of 68.81% and a ROC-AUC
of 75.95%. However, since this model is trained and tested using all the avail-
able data for patients who stayed in hospital less than 20 days (more than 70%
of total patients), this model is not suitable to be used in an hospital, and we
consider it as a reference point for a comparison and evaluation of the perfor-
mance of the other models. Moreover, this model is tested on a different test set
which does not implement the cutting strategy, and for this reason it shouldn’t
be compared directly to the other models. We evaluated the following models:

— Cut model: a model trained on the Cut dataset. This Dataset implements the
cutting strategy that reduces the available data by cutting the length of stay
according to a random probability between 30% and 90%.

— Attention model: a model including the Attention Mechanism (Sect.5.1) and
trained on the Cut Dataset.

— Augmented model: a model trained on the Augmented Dataset (the augmen-
tation procedure is described in Sect.4) along with the cutting strategy.

In Table 2, we show the hyperparameters of each tested model. In Table 3 and in
Fig. 1 we show their results on the classification task for predicting the prognosis
of hospitalised patients. The performances obtained by the Cut model are slightly
worse compared to the ones obtained by the Complete model (66.81% F2-score
and 74.33% ROC-AUC). This was expected because, by applying the cutting
strategy to our dataset, we remove some of the exams data from the last days of
hospitalisation. On the other hand, through the application of the of the cutting
strategy we can simulate an average use case of our model where we want to
estimate the outcome of the patient some days in advance (w.r.t. the last days
of hospitalisation).

The Attention model performs better that the Cut model, although the
improvement is not very significant (68.13% F2-score and 75.8% ROC-AUC).
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Fig. 1. Receiving operating characteristic curve for the best cut, attention and aug-
mented models.

By using both the cutting strategy and the augmentation technique for our
dataset, we can significantly improve the performances of our model thanks to
the increased size of the training set: the Augmented model obtained a F2 score
of 73.17% and a ROC-AUC of 81.39%. These results outperform the Complete
model performances by more than 4 percentage points, which is impressive.

We also trained a model implementing the attention layer with the Aug-
mented Dataset, but its performance is not satisfactory. The resulting model
has 5 hidden layers, a high number of neurons per layer (121 on the first layer),
and the same recurrent dropout rate for each layer. The number of layers is
unusually high considering that most of the RNNs described in literature have
at most 2 recurrent layers. The poor model quality and inferior average perfor-
mances over the test set (65.55% of F2-score and 76.82% of ROC-AUC) led us
to conclude that this model has substantial overfitting issues.

In previous work [11], starting from the same raw data, we used ensembles
of Decision Trees (DT) for estimating the prognosis at different specific days
of the hospitalisation (either 2, 4, 6, 8, 10 days or the last day). We built a
different model for each considered day, obtaining performances between 68.4
and 76.5 in terms of F2-Score, and between 79.3 and 86.3 in terms of ROC-
AUC. However, these models cannot be directly compared with the RNN-based
approach here presented. In fact, while each DT-based model is specialised for
patients at certain specific day of hospitalization, using RNNs we generated a
single model that works considering hospitalisation periods of different length.
Furthermore, some of the features that we introduced in the datasets for the
DT-based models are automatically learned by our RNN models.

7 Conclusions and Future Work

We have presented a system for monitoring and evaluating the prognosis of
COVID-19 patients focusing on the mortality risk. We built our predictive system
using Recurrent Neural Networks trained using datasets engineered from lab
tests and X-ray data of more than 2000 patients in an hospital in Northern Italy
that was severely hit by COVID-19.

An experimental analysis shows that our best performing model achieves
good predictive results (F2-score 73% and ROC-AUC 81%). In particular, we
obtain the best results simulating a real use case of the system by a cutting
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strategy that reduces the available data to focus on earlier days of the hospital-
izations, and improving the predictive performances by a powerful technique for
dataset augmentation. Thanks to the dataset augmentation, the resulting model
outperforms even the model trained on the Complete Dataset.

We think that there is room to improve our results by considering additional
information about the patients that was not available to us, such as patient
comorbidities, clinical treatments and administered drugs. Moreover, usually
Recurrent Neural Network models require a large amount of data to achieve
high performances. Given the limited size of our dataset, our approach is very
promising. We intend to extend the dataset with more data by gathering more
recent data and patients hospitalised during the second wave of the pandemic.
This will further improve our results and validation of the proposed models.
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