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ABSTRACT

In this paper, we present CoMeTS-GAN (Correlated Multivariate
Time Series GAN), a framework based on Conditional Generative
Adversarial Networks (C-GANs), designed to generate mid-prices
and volumes time series of correlated stocks. This tool provides a
light and responsive solution for realistic stock market simulation.
It is able to accurately learn and reproduce inter-asset correlations,
a crucial aspect for achieving realness in multi-stock simulation en-
vironments. Our experimental campaign assesses the model using
acknowledged stylized facts of stock markets as well as additional
metrics capturing inter-asset correlations. We compare our model to
leading architectures, highlighting our approach’s strengths. These
findings suggest the potential of CoMeTS-GAN in realistically sim-
ulating correlated price movements, offering a responsive market
environment and valuable input for trading strategy formulation.
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1 INTRODUCTION

AT advancements have significantly impacted the finance industry,
enabling forecasting and advanced techniques for market simula-
tions. Financial markets create enormous volumes of data on a daily
basis, which opens up new avenues for machine learning models to
be applied and used to gain a better understanding of the market.

Though daily stock price data is accessible, more detailed data
like fine-grained market features and Limit Order Book data are
often restricted due to regulations and cost. Hence, synthetic data,
which can be customized to specific needs, has become a valuable
tool. Over recent years, a number of deep learning models have
been designed to generate synthetic data for fundamental financial
applications. Some notable examples include market simulations [6],
model calibration [9], and portfolio construction [20, 24].
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For these reasons, developing data production techniques ca-
pable of capturing the intricacies of global financial markets is
crucial. We emphasize the relevance of well-acknowledged empiri-
cally observed stylized facts of financial time series [7], characteriz-
ing stock returns, volatility, and other features. We note, however,
that producing synthetic data that correctly captures the emerging
inter-asset correlation dynamics is crucial for testing approaches
involving portfolio management aiming at diversification [25].

Generative Adversarial Networks (GANs) [12] have gained mo-
mentum in recent years in many fields including complex net-
works [5], medical time series [11], and DNA sequences [14]. As
for the context of financial time series, several works have been
published in the last few years, even though developments are
evidently still at an early stage. For instance, current approaches
consider only the intrinsic properties of the generated series, giving
little or no attention to cross-series characteristics.

In the financial domain, correlation dynamics play an essential
role in managing the risks within a portfolio by ensuring that the
individual assets are not overly correlated with one another and
being impacted by similar market conditions. There are several
reasons why stocks may exhibit correlation. Correlation may be
sector-specific: for instance, the technology sector is affected by
industry-wide regulations and changes in customer demands for
that product. Macroeconomic factors like interest rates, inflation,
etc., also impact entire sectors causing the underlying stocks to re-
act similarly. Furthermore, exogenous news and events can impact
stocks belonging to different economic fields. We underline that
even stocks that do not have fundamental similarities may show rel-
evant correlation, possibly due to investor sentiment [4, 15]. During
periods of market uncertainty or volatility, investors tend to adopt
a risk-aware approach affecting multiple stocks simultaneously.

Finally, another source of correlation comes from composite fi-
nancial instruments such as Exchange-Traded Funds (ETFs). Since
these involve a basket of stocks, correlation among otherwise un-
related assets could arise as they align with the funds’ overall per-
formance [17]. However, it is important to note that correlation
does not imply causation. While two stocks may exhibit a high
correlation, it doesn’t necessarily mean one stock directly affects
the other. Nonetheless, the existence of the described correlation
dynamics cannot be neglected when designing Al tools for the pre-
diction of realistically generating synthetic datasets for simulating
the market.
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This work proposes a novel framework called CoMeTS-GAN
(Correlated Multivariate Time Series GAN) for the synthetic gen-
eration of realistic market data that explicitly aims at providing
a responsive market environment whilst capturing the inherent
correlation among assets. In detail, the major contributions of this
paper are the following:

e A C-GAN-based framework to allow the realistic and re-
sponsive generation of time series of correlated assets. The
framework enables swift training thanks to a very light
convolution-based architecture. The conditional nature of
the model makes it suitable for autoregressive applications,
which allows the generation of arbitrarily long time series
regardless of the model’s input and output size, and without
the need to be retrained.

e A new metric called cross-correlation distance which quan-
tifies the distance in the correlation between the generated
and real time series.

e A comparison with existing approaches which reveals that
our method outperforms existing work in its capability to
capture inter-asset correlation, producing longer time series,
with moderate training effort.

o A thorough experimental campaign that points out the re-
alism of the model, capturing all the known stylized facts
and the correlation dynamics. The campaign also evaluates
the model’s responsiveness to the behavior of experimental
agents.

2 RELATED WORK

In this work, we present a generative framework to output realistic
time series. It is founded on a Conditional Generative Adversarial
Network (C-GAN). Our main focus lies in generating realistic time
series data for multiple financial assets simultaneously, such as
prices and volumes time series. It is crucial for our approach to
maintain the correlation relationships among the assets and enable
responsive market simulation.

Generative models aim at generating financial datasets and are di-
vided into two categories: the generation of stock price datasets and
the generation of order-based datasets. Concerning the first, Vuleti¢
et al. [27] exploit a GAN architecture trained with an economic-
driven loss function for the generator. They aim at generating
the ETF-excess returns with respect to the underlying stocks to
place trades and make profits. Cont et al. [8] proposed an approach
based on GANSs to generate price traces that retain tail risk features
observed in the input dataset, to improve the estimation of loss
distributions in dynamic portfolios. However, these approaches do
not consider the simultaneous generation of multiple stocks and
their correlation dynamics.

Order time series generators aim at producing synthetic Limit
Order Book (LOB) datasets. A first attempt by Li et al. [18] proposes
an approach to generate realistic and high-fidelity stock market
order streams based on GANs. The proposed Stock-GAN model
employs a Conditional Wasserstein GAN to capture the history
dependence of orders. This study aims to generate synthetic data
that does not include features that may link back to the originator
of the order in the training dataset for anonymity reasons. Recently,
Coletta et al. [6] extended this work by considering responsiveness
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and multi-agent simulations. However, these works do not consider
multiple inter-correlated stocks, lacking realism when considering
cross-correlated assets.

Among the first works in generating time series, there is C-RNN-
GAN [22] where a GAN using LSTM networks for generator and
discriminator is applied to generate classical music. Data is gen-
erated recurrently, taking as inputs a noise vector and the data
generated from the previous time step. The RCGAN model pro-
posed in [11] follows a similar approach to generate medical data.
It introduces a novel architecture that drops the dependence on
the previous output while conditioning on additional input. How-
ever, unlike our proposed technique, these approaches rely only on
binary adversarial feedback for learning, which by itself may not
be sufficient to guarantee that the network efficiently captures the
temporal dynamics in the training data.

A significant improvement was made in [30], where the authors
propose the time series GAN (TimeGAN), a novel framework com-
posed of four network components (i.e., an embedding function,
recovery function, sequence generator, and sequence discrimina-
tor), which combines the unsupervised adversarial loss on real and
synthetic data with a step-wise supervised loss on the original
data. TimeGAN significantly outperforms previous architectures in
terms of several evaluation metrics such as discriminative and pre-
dictive scores on benchmark datasets. However, while TimeGAN
outputs mini-sequences of fixed size, our model is able to generate
arbitrarily long time series thanks to its conditioning capabilities.
Moreover, when applied to the financial sector TimeGAN shows
prohibitive training time in contrast to the time-efficient training
required by our approach.

S. Takahashi et al. [26] propose FIN-GAN, an application of the
classic GAN approach [12] to the finance domain with the goal
of generating synthetic time series that replicate the stylized facts
observed in real data. The authors propose three different structures
for the generator and the discriminator: multi-layer perceptron,
convolutional neural networks, and a combination of the two. M.
Wiese et al. [29] propose QuantGAN, consisting of a GAN variation
that utilizes temporal convolutional networks (TCNs) to capture
long-range dependencies such as volatility clustering. Also, novel
transformer-based architectures are employed in a GAN framework
in [19].

Unlike our work, none of the proposals discussed above provides
a multi-stock approach to generate arbitrarily long time series
modeling emerging interactions among different stocks.

3 BACKGROUND

In this section, we briefly review some important pillars that are
useful for the reader to approach this paper.

3.1 Conditional GANs

Generative Adversarial Networks (GANSs) [12] are a subclass of
generative models based on game theory. GANs have two neural
networks: a generator denoted as G, and a discriminator denoted
as D. The generator creates synthetic data samples from random
noise, while the discriminator distinguishes between real and gen-
erated samples. During training, the generator competes against
the discriminator to improve its ability to generate synthetic data
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samples x ~ Dgen that are realistic, i.e., distributed as the original
data distribution p,e-

The generator’s output is x = G(z; 0(9)) where z ~ N(0,1)
is an input noise to ensure variance at generation time, and 6(G)
the parameters of the generator. The discriminator outputs y =
D(x;6P)) e [0,1] representing the probability of x being drawn
from pyeq and 6(P) the parameters of the discriminator. Both G
and D are trained to optimize their payoff until neither player
can unilaterally improve its cost. The discriminator is trained to
maximize the probability of assigning the correct label to the data,
either real or generated; conversely, the generator is trained to
minimize it.

GANSs can also be extended to consider conditional input, re-
sulting in what is known as conditional-GANs [21]. In conditional-
GANs, or CGANS, both the generator and discriminator networks
may take additional conditioning information c as input, such as
class labels or other contextual features. This allows for generating
specific types of data samples based on the provided conditioning
information. The generator’s and discriminator’s input vectors are
combined with c.

In this work, we use a Wasserstein Generative Adversarial Net-
work (WGAN) [2], where the discriminator is even called critic and
outputs a realness score of the input samples, y = D(x; 0Py eR,
even called critic score. Formally, the optimal generator is G*:

E [D(xle)]- E

X~Pdata z~N(0,1)

[D(G(zle))]. (1)

arg min max
G D

3.2 Stylized Facts

The variation of asset price exhibits several statistical properties
that are common across a wide range of markets and timeframes.
These properties capture the market behavior over different time
periods and are referred to as stylized facts [7, 28]. In this work, we
use them to evaluate the quality of samples generated by the model.
In particular, we consider the following stylized facts:

o Fat-tailed distribution or heavy tails. The distribution
of the asset returns displays a power-law or Pareto-like tail,
meaning that the asset returns follow a normal distribution
with fat tails.

e Aggregational normality. As the time period for comput-
ing returns (At) increases, the distribution of returns resem-
bles a normal distribution.

e Linear unpredictability or absence of autocorrelation.
The linear autocorrelation of the return corr(r; 1, rr+ar T)
rapidly decays to zero within minutes and becomes insignif-
icant for periods longer than At = 20 minutes, with T the
length of the series.

o Volatility clustering. Large changes in prices tend to cluster
together, that is, volatility shows a positive autocorrelation
over several trading days.

e Volume/Volatility Correlation. Trading volume and volatil
ity are positively correlated.
Specifically, these properties allow us to assess the preservation of
the realism of generated traces. Interdependency and correlation
dynamics need new analytical tools to analyze the set of stocks in
relation to each other.
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3.3 Correlation Dynamics

In portfolio management, the use of correlation as a measure to
evaluate portfolio diversification is a common practice. The princi-
pal aim is to mitigate the total risk by strategically including assets
that exhibit a low correlation with each other. To achieve this, it is
imperative to maintain a realistic understanding of the correlation
dynamics among stocks.

In order to evaluate the effectiveness of the model in captur-
ing these dynamics, we suggest a quantitative metric, the cross-
correlation distance described in Section 5.2. We will utilize this
metric to scrutinize the model’s performance with respect to stocks
that show varying degrees of correlation. For instance, let us con-
sider two prominent companies, Coca-Cola and PepsiCo, which
generally demonstrate a strong positive correlation. This corre-
lation is attributable to their simultaneous presence in the same
market, competing for similar consumer demographics, and facing
exposure to similar exogenous factors. On the other hand, during
times of market turmoil, investors often seek out defensive stocks as
opposed to riskier, growth-oriented stocks. This pattern of trading
behavior may result in a shift to Coca-Cola, a beverage firm, from
a technology company, for instance, Nvidia, leading to a negative
correlation between these two stocks.

Understanding these correlation patterns is not just academically
interesting, it is critical for managing risk and unlocking profit
opportunities.

4 COMETS-GAN SYSTEM MODEL

The purpose of our framework is to generate multivariate time
series capturing crucial aspects of the stock markets for multiple
stocks simultaneously, which include mid-prices and volumes. A
key focus of our approach is to ensure the preservation of the corre-
lation between the considered stocks. The framework’s underlying
model is trained to maximize both the similarity and the match in
the correlation of the generated time series to real ones. This archi-
tecture can be used to generate time series also of other domains.
Nonetheless, we will mostly stress its strengths in the financial
field; more specifically, we are interested in mid-prices and volumes
of a chosen set of stock. In the following, we analyze in detail the
main components of the framework.

Output. The output of our framework is a multivariate time series
of length F units of time, one series for each of the stocks in the
set of the considered set of stocks S. This output is structured as
a matrix Zfyure € RF*™, with n = |S] (i.e., the number of stocks).
To generate longer time series, an auto-regressive approach can
be used, that is, iteratively feeding the conditional generator with
its own output. More details on the auto-regressive generation are
provided in the following paragraphs.

Training Data. We will elaborate on the dataset generation process
specifically for the mid-price time series. However, the methodology
is analogous for volumes as well. The dataset used to train the model
is generated from historical stock traces in the temporal period
[0,T]. Let x5 € RT be the time series representing the mid-price of
stock s € S in the considered temporal period. For the given set of
stocks, we stack the individual time series x5 along the columns to
create the multivariate time series X g € R7*™. In order to capture
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Figure 1: C-WGAN architecture. The — operator represents the con-
catenation between two vectors. The or operator iteratively alter-

nates between the real series xq,,r. and the generated series Xg;pyre.

the dependencies between past and future stock movements, we
segment the multivariate time series X g over time to construct the
dataset as follows. For each time step ¢, we create a pair consisting of
the past P mid-prices, denoted as xpast and the future F mid-prices
denoted as xf,pyre- By applying this segmentation for t € [P, T — F],
we generate the dataset which we denote as:

D ={(Xg[t-P:1t], XS[t+1:t+1+F])}tT:—PF @)

The objective of the model is to generate a continuation Xg4yre Of
an observed time series xpast, by training the model on tuples of
the form (xpast, Xfuture) € D. The simultaneous generation of n
time series allows to preserve the correlation dynamics observed
in the training set.

CoMeTS-GAN Architecture. The underlying model of our frame-
work is a Conditional Wasserstein Generative Adversarial Network
(C-WGAN) (2, 21]. This model is trained to learn the joint probabil-
ity distribution of the collection of future time series Xy e in the
training dataset D by optimizing the critic score. We adopt spectral
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normalization to enforce the Lipschitz continuity constraint, due to
its superiority to other techniques like weight clipping or gradient
penalty and for its ease of applicability. As for the generator and the
critic of the C-WGAN, we used a mixture of vanilla and temporal
convolutional neural networks. Figure 1 shows the architecture of
our model.

The generator G is the main component of CoMeTS-GAN. It is re-
sponsible for the actual generation of the time series Xfpyre, Which
retains the statistical properties of the real-time series observed by
the generator. The architecture used for the generator network is
composed of a series of 7 temporal convolutional blocks [3] with
increasing dilation size and a final linear layer to adjust the size
of the output vector. Each temporal block is followed by a leaky
ReLU activation function and a dropout layer.

The critic D is responsible for assessing the realness of the
generated samples. The architecture used for the critic network is
made of a series of convolutional layers having increasing filter
sizes, followed by a series of linear layers. Each convolutional and
linear layer is followed by a leaky RelLU activation and a dropout
layer, and spectral normalization is applied on top of each network
layer. No activation function is used for the last layer of the network.
We denote the output of this sequential network as o1, which is
devoted to measure the realness of the generated time series. A
linear layer is present within the critic (top right of the figure) and
is meant to address the correlations of the multivariate time series.
The linear layer takes as input the correlation coefficients (even
referred to as cross-correlation values) computed between all pairs
of the n stocks (i.e., () pairs) and outputs oj.

The overall output of the critic (i.e., the critic score) is the sum
0 = 01 + a - 02, with @ € [0, 1] being a hyperparameter to weigh
the relevance of the correlation. By summing these two scores, we
aim to capture the realism and correlation of the n stocks.

CoMeTS-GAN Training. Upon input pair (xpast, Xfuture) € D, the
framework is trained as follows. The input of the generator is
the concatenation of the past sequence xpast and a noise vector
z ~ N(0,1) of the same length. Each temporal block is fed with
the output of the previous, concatenated with the noise vector z
along the features dimension. The noise injection technique allows
diversity in the model’s output. Finally, the output of the last tem-
poral block is directly fed to the last linear layer. The output of the
generator network is the future sequence X,y re-

The input of the critic is the concatenation of the past sequence
Xpast With either the real continuation xg,re drawn from the
dataset, or a generated one Xy e from the generator. The result
of the concatenation is fed to the convolution and linear blocks to
produce a single value in output, representing the standard critic
score 01. Additionally, the correlations between the features of the
future sequence in the input are computed. All the (}) correlation
coefficients are input to the linear layer to produce the score o3.
The output of the critic is the sum of the two contributions, as
mentioned above.

5 EXPERIMENTS

In this section, we will conduct an evaluation of the performance
of CoMeTS-GAN by comparing it against SOTA approaches. We will
employ benchmark and newly curated datasets to ensure a rigorous



On Correlated Stock Market Time Series Generation

assessment. Our primary focus will be on assessing the fidelity of
the generated time series in comparison to real ones. We ran our
Python-based framework on a NVIDIA V100 GPU. The source code
is publicly available on GitHub!, allowing interested parties to use
it for their own experiments.

5.1 Datasets

We test the performance of our framework across time-series data
showing varying periodicity, discreteness, level of noise, regularity
of time steps, and correlation across time and features. We also
include real stock market time series. It follows the list of time
series data that we used to build the dataset D, two of the three
dataset families are benchmark datasets from the literature:

e Sines [30]: Multivariate sinusoidal sequences with differ-
ent frequencies  and phases 0. Specifically, the dataset is
obtained with s;(t) = sin(2zn;t + 0;), where i € {1,...,5},
ni ~U[0,1] and 0; ~ U[-n, x].

e Multivariate Gaussian Model [30]: Sequences from autore-
gressive multivariate Gaussian models, defined as: g;(t) =
¢igi(t —1) +q where g ~ N (0,0, + (1 - 03)), ¢; € [0,1], and

€ [—1,1]. The coefficients ¢; and o; allow to control the
correlation across time and features, respectively.

Stock Mid-Prices & Volumes [1]: The source of stock market
data is LOBSTERZ, an online limit order book data tool to
provide limit order book data for the NASDAQ traded stocks.
From limit order book data, it is easy to compute the mid-
price time series with the temporal resolution of choice, that
in our case, is minute. We focus on four stocks, namely, Coca-
Cola (KO), PepsiCo (PEP), Nvidia (NVDA), and Kansas City
Southern (KSU). The time period of choice is from 2018-02-02
to 2018-10-11 for the training set, and from 2018-10-12 to
2018-11-14 for the validation set. Table 2 shows the Pearson
correlation coefficient between them.

We observe how some are highly positively correlated (KO
and PEP, NVDA and KSU), and some are highly negatively
correlated (PEP and NVDA, PEP and KSU, KO and KSU,
KO and NVDA). To test the scalability of our generative
framework, we selected the 30 stocks composing the DJIA
index from 2017-02-02 to 2017-10-11 for the training set and
from 2017-10-12 to 2017-11-14 for the validation set.

For these time series, we follow the same preprocessing
pipeline. For the mid-prices, we compute the log-returns
normalized using a z-score approach. Instead, volumes are
scaled in the [—1, 1] with a min-max approach, then followed
by tanh activation function, which scales the volumes to the
positive domain.

5.2 Performance Evaluation

We measure the performance of our framework in terms of the
following aspects: Discriminative Score, Diversity, Stylized Facts,
Reactivity, Scalability.

Discriminative Score. This score offers a quantitative measure of
the similarity between real and synthetic (or generated) time series.

1CoMeTS-GAN GitHub repository https://github.com/giuseppemasi99/COMETS-GAN.
2LOBSTER https://lobsterdata.com/
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It was proposed in [30] and is computed as follows. An LSTM
is trained to differentiate between sequences from the original
and generated datasets. A standard supervised learning task is
performed and the resulting classification error on the test set (the
lower the better) provides a quantitative measure of similarity.

We compare our framework with TimeGAN [30], RCGAN [11]
and C-RNN-GAN [22]. For purely autoregressive approaches, we
compare against RNNs trained with teacher-forcing (T-Forcing) [13]
as well as professor-forcing (P-Forcing) [16]. For additional com-
parison, we consider the performance of WaveNet [23] as well as
its GAN counterpart WaveGAN [10].

The results obtained on the Gaussian model dataset and on the
Sines dataset are reported in Table 1. Numerical results show that
our model is comparable with TimeGAN and beats all the other
state-of-the-art approaches. In particular, our framework ranks as
the first or second best in terms of discriminative score in all of
the considered scenarios. We pursued an ablation study and mea-
sure the impact of the cross-correlation term in the critic score. In
particular, in rows one and two of the table, we report the discrimi-
native score when a = 0 and o = 1, respectively. Evidence shows
that the additional cross-correlation factor contributes positively
to the model’s performance, especially in cases of high correlation
between features (i.e., for high values of ¢), allowing us to obtain
results comparable to the performance of TimeGAN.

Our model differs structurally from TimeGAN because of the
conditional nature in which our synthetic sequences are gener-
ated. In that work, the original time series is factorized in short
sub-sequences, and the model outputs a synthetic set of such sub-
sequences at inference time, but there is no natural and intuitive
way to recombine them to obtain a longer sequence, retaining tem-
poral continuation. Furthermore, training time for TimeGAN took
39 hours versus 4 hours and 20 minutes for our model. This makes
our model particularly adequate for the stock market time series
generation, given that the model can be efficiently trained on new
data during market closure.

Diversity. We can generate arbitrarily long stock traces thanks
to the autoregressive application of the model to the input time
series. The generation process can be defined as follows: (1) the
model is fed with a multivariate time series of length P, that is a
tensor in RE*" of original stock data; (2) the output of the model,
is a multivariate time series of length F that is a tensor in RF*"
of synthetic stock data; (3) the last P time steps of the synthetic
sequence are fed to the model; (4) steps 2 and 3 are repeated until a
total number of generative steps are done.

By varying the random seed we are able to generate several multi-
variate time series. In Figure 2 we see the execution of three runs, in
addition to the real trace (orange line). As we can observe, the model
does not incur in self-induction (i.e. it does not generate a trend
remaining indefinitely influenced by it). Furthermore, the model
respects the diversity property generating different sequences from
the same input if the random noise changes, preserving the corre-
lation dynamics as will be further studied later on in this paper.

Stylized Facts. We investigate the properties of the synthetic traces
by analyzing the most common stylized facts in the financial domain
as discussed in Section 3.2. We measure the stylized facts on the
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Gaussian Dataset

| Sines Dataset

Temporal Correlations (fixing o = 0.8) |

Feature Correlations (fixing ¢p = 0.8) |

Model ¢ =0.2 | ¢ =05 | ¢ =0.8 | c=0.2 | g=0.5 | o=0.8 |
Discriminative score (lower the better)

CoMeTS-GAN (w/o cross-corr.) | 0.211 + 0.007 0.195 £ 0.005 0.137 £0.012 0.187 £ 0.006 0.206 £ 0.018 0.143 £+ 0.009 —-—

CoMeTS-GAN (w/ cross-corr.) 0.187 £ 0.003 0.183 £ 0.005 | 0.115£0.005 | 0.180+0.009 | 0.164 +0.011 | 0.102 +£0.006 | 0.013 + 0.007
TimeGAN 0.175+£0.006 | 0.174+0.012 | 0.105+0.005 | 0.181 % 0.006 | 0.152+0.011 | 0.105+ 0.005 | 0.011 £ 0.008
RCGAN 0.177 £0.012 | 0.190 £ 0.011 0.133 £0.019 0.186 £ 0.012 0.190 £ 0.012 0.133 £0.019 0.022 £ 0.008
C-RNN-GAN 0.391 £ 0.006 0.227 £0.017 0.220 £0.016 0.198 £ 0.011 0.202 £0.010 0.220 £ 0.016 0.229 £ 0.040
T-Forcing 0.500 + 0.000 0.500 + 0.000 0.499 + 0.001 0.499 + 0.001 0.499 + 0.001 0.499 + 0.001 0.495 + 0.001
P-Forcing 0.498 + 0.002 0.472 £ 0.008 0.396 +0.018 0.460 + 0.003 0.408 £ 0.016 0.396 +0.018 0.430 £ 0.027
WaveNet 0.337 £ 0.005 0.235 £ 0.009 0.229 £0.013 0.217 £ 0.010 0.226 £ 0.011 0.229 +£0.013 0.158 £ 0.011
WaveGAN 0.336 +£0.011 0.213 £ 0.013 0.230 £ 0.023 0.192 £ 0.012 0.205 £ 0.015 0.230 + 0.023 0.277 £0.013

Table 1: Discriminative score for the Gaussian and Sines datasets. First and second best are highlighted in black and blue respectively.

KO PEP NVDA KSU Real [ Synthetic
PEP KO
KO 1.0 0.94 -0.66 —0.52 . -
10
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Figure 3 shows the histogram of the intraday log-returns with
1 minute. Results show a fat-tailed distribution as

period At =

123 456 78 910
Lag (Days)

expected. In Figure 4, as we increase the period At to 15 minutes,

the distribution of returns better fits a normal distribution. The

described property is often referr
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Figure 6: Correlation of the volatility at increasing day lag.

ed to as aggregational normality.
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Figure 7: Volume-volatility correlation.

As seen in the figures, both real and generated data closely follow
these known properties for all the stocks.

In Figure 5, we plot the autocorrelation of the minutely intraday
log-returns of the PEP stock with different time lags of 1, 10, 20,
and 30 minutes. As we can observe, at increasing lag, the returns
tend to cluster around a null correlation value. The stylized fact
related to the absence of autocorrelation is thus present in both real
and generated traces.

Figure 6 shows the autocorrelation coefficient of the volatilities at
varying day lag. The volatility is computed as the standard deviation
of the returns. We observe that the correlation is much higher when
the lag is short and decreases as the lag increases, confirming that
the volatility tends to cluster in time. The plot also confirms that
all the considered stocks show this behavior both in the real and
generated traces.

Figure 7 shows the distribution of the correlation between the
average traded volume and the volatility over two trading days.
According to the stylized fact, trading volume and volatility are
positively correlated. Nevertheless, this is not the case in the time
period that we choose for our test, as the real distribution shows,
the generator well captures the real behavior.

Cross-correlation distance. In this section, we examine the model’s
ability to capture the correlation dynamics that exist between stocks.
We measure the distance between the cross-correlations of real and
generated stocks. Formally, let p(-, -) be the Pearson correlation co-
efficient (PCC). At the end of each epoch, for each of the (}) pairs
of stocks (S;, Sj), we measure:

dp(5i,S;) = MSE(p(S1. ;). (p(51, 57)),

where §, and S} are the synthetic version of the stocks S; and S;
and MSE being the mean squared error.

As we can see in Figure 8, as the training of the framework pro-
ceeds, the average cross-correlation distance among all the pairs of
stocks, becomes negligible. This shows that the model is able to cap-
ture the correlation dynamics. This is also evident in Figure 9 where
we plot the prices of the stocks, and the average cross-correlation
distance is 0.05.

Reactivity. We conducted an experiment in which a perturbation
was manually introduced to the time series of KO, to observe how
the model reacts in generating the other stocks. In particular, we
focus on the reaction of PEP, which is highly positively correlated
with KO.
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Figure 9: Price PCC between PEP and the other stocks.

p(NVDA, PEP) = —0.66 p(KSU, PEP)= —0.52

Specifically, let X;.;+r be the sub-sequence generated by the
model starting at time ¢. A perturbation is introduced by substitut-
ing what the model actually generates with X;.;4f + @ - 0(X1.14F),
where o(+) being the standard deviation function.

Figure 10 shows the perturbation introduced on KO in the red
window. It is interesting to observe how the model adjusts the
generation of the non-perturbed stock in order to preserve the
correlation following the perturbation event. Figure 11 shows the
correlation of KO and PEP, varying the intensity of the perturbation.
The orange line is the correlation between real KO and real PEP,
which is highly positive, close to 1. The green line is the correlation
between their synthetic versions KO and PEP, which is still positive
and high. Let I@ be the synthetic version of KO subject to the
perturbation. The red line is the correlation between I@ and PEP.

Let PEP, be the synthetic version of PEP generated by the model in
reaction to the perturbation observed in KO. The purple line is the
correlation between I@ and PEP,. The experiment was repeated
for several seeds generating the standard error evidenced by the
bands in the figure. As we can see, the model punctually intervenes
in adjusting the generation of PEP to preserve the correlation with
KO after the perturbation.

Scalability. Considering the model’s architecture in Figure 1, the
size of the input and output of the generator and the input of
the discriminator linearly depend on n. On the other hand, the
intermediate hidden layers of the networks remain constant with
respect to n. The linear layer in the critic takes as input a vector of
size (). To test the model’s scalability, we run the autoregressive
application on all 30 stocks included in the DJIA index, obtaining
realistic correlation dynamics. Indeed, the synthetic traces still show
the expected correlation properties, even when considered in the
simultaneous generation of numerous time series. Furthermore, all
the stylized facts that characterize the returns are preserved. We
do not show the visual results of this experiment for space reasons.
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6 DISCUSSION AND CONCLUSION

In this work, we took a first step towards the analysis of inter-
dependent markets through the use of deep learning models. We
contribute on several levels. First, we create a new critic score for a
C-WGAN, specifically suitable for time series generation, based on
the degree of realism of the cross-correlation between the features.
Then we introduce a new architecture based on a C-WGAN, to
capture aspects of interdependence among financial markets and
to generate time series with similar characteristics to real ones.
Finally, we introduce a new metric, the cross-correlation distance,
to keep track of the model’s ability to capture the above interde-
pendence dynamics during training. We thoroughly analyze the
model’s performance both on benchmark datasets and new stock
market traces measuring the performance in terms of Discrimina-
tive Score, Diversity, Stylized Facts, Reactivity, and Scalability. The
results are promising: in all respects, the proposed architecture
yields good results with respect to state of the art approaches such
as TimeGAN, solving its inherent issues related to training time
and temporal continuation of long time series.

It is of interest to explore several promising directions to advance
our research. The focus lies on investigating alternative generative
models, such as diffusion models, to overcome the known instability
of GANs. Another interesting avenue is the expansion of the work
of Coletta et al. [6] by incorporating order book level data, enabling
applications in multi-stock simulation contexts. Lastly, we will
modify the model’s architecture and explore new features to better
understand stock interdependence. In particular, future studies will
analyze cascading behaviors across different stocks. This deeper
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understanding will improve simulation realism and offer valuable
insights into market behavior dynamics.
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