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Abstract—In band Network Telemetry (INT) is a technique
aiming at collecting telemetry information by inserting it inside
the data packets, instead of relying on classical centralized
monitoring elements that periodically query the network devices.
The main drawback of INT is represented by the introduced per-
packet overhead, that could negatively affect some traffic flows,
especially those having stringent QoS requirements. To deal with
the increase in the packet length caused by INT, in this paper we
introduce the Sampling and Recovering paradigm to overcome the
classical Collect Everything approach where all the INT data must
be gathered. The proposed approach hinges on signal processing
strategies to sample and recover sparse flow signals. The key
idea is to reduce the number of INT data to collect and exploit
signal reconstruction algorithms to obtain the unseen samples.
The preliminary performance evaluation shows that the 18% of
INT data are enough to get an accurate reconstruction of the
overall network situation, while allowing for 90% of overhead
reduction with respect to the Collect Everything case.

Index Terms—Extensible In band Processing, In band Network
Telemetry, Signal Sampling and Recovering.

I. INTRODUCTION

The emergence of Data and Control plane programming
technologies has allowed the achievement of an unprecedented
flexibility in introducing new solutions to operate and manage
communication networks. One of such solutions is the In-
band Network Telemetry (INT) [1], that allows acquisition of
different statistics (e.g, tx and rx bytes, queue occupation, etc.)
from the network devices, by inserting them in a specifically
crafted header to be included in data packets or probes. INT is
attracting a high interest from the research community [2]–[4]
due to the accurate view on the network status that it allows
to get (nearly real time), as well as its ability to represent
the situation that a packet has found in the network in a
punctual manner (e.g., the amount of time it was enqueued
in a specific NIC). Despite its advantages, the per-packet
overhead [5] introduced by INT can represent a limiting factor
for its applicability, especially in case of network services
having stringent Quality of Service (QoS) requirements. An
example is represented by the case of an URLLC network
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slice, where the per packet overhead can increase the latency
due to higher transmission, queuing and elaboration delays.
It is then important to optimize the INT overhead while
collecting telemetry information. Many research activities have
been conducted in this sense [6]–[8].

In this work we propose a novel approach to reduce the
INT overhead by exploiting signal processing techniques to
sampling and recovering the signals observed over the links
and nodes of the network graph. As an example, assuming that
the Network Operator is interested in monitoring the amount
of traffic sent over each link, the proposed methodology aims
at collecting a subset of telemetry data and reconstruct the
unseen ones. The cutting on the number of counters to collect
directly turns into a reduction of the per-packet overhead due
to telemetry data carried in the INT header.

The considered application scenario is the one of an Edge
Provider that offers services to different network slices. In
order to meet the stringent QoS requirements asked by the
different slices, the Edge Provider needs to perform a real time
monitoring of the volume of the traffic flows passing through
its physical infrastructure, i.e., to determine the Traffic Matrix
(TM). It is worth highlighting that the proposed technique can
be applied to reduce the INT overhead also in case a different
telemetry information is targeted, nonetheless we believe that
the TM use case is a relevant one. Segment Routing (SR)
[9] is considered as the data plane technology for several
reasons. As first, thanks to its flexibility it allows for a fine
grained optimization of the network resource utilization, as
well as its native ability to support the creation of Service
Function Chains (SFCs). Furthermore, it supports the use of
INT through the Extensible In band Processing (EIP) [10].
Finally, it offers a rich set of counters to collect different
statistics on the traffic flows [11].

The proposed approach is a two steps procedure named
Sampling and Recovering for INT overhead Optimization
(SaR4IO). As first, SaR4IO determines the smallest set of
INT data whose knowledge allows to reconstruct the targeted
signal (the TM of the network) with high accuracy, then a
reconstruction phase is applied. In the literature, a widely
adopted approach aims to minimize the INT overhead by
optimizing the assignment between the statistics to gather



and the flows that collect them, under the constraint that all
the counters must be collected. The main innovation of the
present paper is then to introduce the concept of information
sampling, thus reducing the amount of INT data to collect.
As a consequence, the proposed strategy is not meant to be a
replacement of existing approaches, but a way to further im-
prove their performance. To summarize, the main contributions
of the present paper are the following:

• propose a signal processing based sampling technique
to reduce the information needed to describe the overall
network status;

• introduce an algorithm to recover sparse traffic flows
while minimizing the estimation error;

• perform a preliminary performance evaluation.
The rest of the paper is organized as follows. In Sec. II the

general idea of SaR4IO is presented and the system model
is introduced in Sec. III. Sec. IV formalizes the sampling
and recovering problem, while a description of the proposed
sampling strategies is presented in Sec. V. The preliminary
performance evaluation is introduced in Sec. VI, the conclu-
sion and future work are discussed in Sec. VII.

II. SAR4IO APPROACH TO REDUCE THE INT OVERHEAD

The Extensible In-band Processing [10] (EIP) is an exten-
sible architecture that is defined by introducing a new IPv6
extension header. This header can be exploited to insert in
data packets relevant metadata, such the length of a queue
or a timestamp. Several use cases can be realized through
EIP, such the deterministic networking, the semantic routing
or the advanced network monitoring (a.k.a, as INT). In the
INT use case, the EIP header is used by the network nodes
to insert telemetry information. An example of INT is shown
in Fig. 1(a), where colorful rectangles at each router represent
the targeted telemetry data to collect (e.g., the CPU usage).
Dashed lines are used to show the paths followed by the two
traffic flows that are traversing the considered network sce-
nario. Fig. 1(a) also shows two packets entering the network,
through the router R1 and R5 respectively, that initially do
not carry any EIP header. Then, it is shown how the size of
the packets grows during the journey in the network, due to
the insertion of INT data in the visited nodes. The collected
data are extracted from the EIP header by the egress nodes
(R4 and R6 respectively) and sent to the remote controller
through a southbound interface.

We refer to the scenario depicted in Fig. 1(a) as Collect
Everything approach, since it aims at collecting all the rele-
vant INT data. From the proposed example it is evident the
introduced per-packet overhead, thus in the literature several
approaches (e.g., [8,12]) are proposed to fairly distribute this
overhead over the different network flows. On the contrary,
in this paper we aim at introducing a different paradigm,
named Sampling and Recovering, which is based on signal
processing techniques to sample and recover sparse signals,
and whose main idea is to properly select a subset of INT
data to collect, and let an algorithm reconstruct the remaining
ones. In Fig. 1(b) it is shown the working principle of the

proposed SaR4IO approach: i) as first, SaR4IO is executed
at the controller side to select the samples to collect, then ii)
involved devices are instructed to attach the INT information
in the incoming packets; iii) once a packet carrying INT data
reaches the egress node, the collected samples are sent to the
controller, finally iv) SaR4IO is executed again to recover the
unseen samples. By comparing the scenarios reported in Figs.
1(a) and 1(b), the reduction of the overhead obtained through
the Sampling and Recovering approach is evident.

III. SYSTEM MODEL

The considered network is an SR overlay built on top of
an IPv6 underlay network, whose topology is modeled by the
directed graph G(N ,L), where N is the set of N nodes and
L is the set of L links. The SR architecture [9] is a practical
realization of the source routing paradigm, where the ingress
node enforces the end to end path on incoming packets by
encapsulating them into SR packets. The path is encoded
in the form of a segment list, i.e., an ordered sequence of
middle points that the packet has to traverse before leaving
the domain: each node in the network is uniquely identified
by a Segment IDentifier (SID), thus the segment list is a list
of SIDs. When a traffic flow k enters the SR domain, the
edge node enforces on it the segment list σk. The next middle
point to visit, the so called active segment, is referenced by a
specific pointer (the segment left) included in the header of an
SR packet. Whenever the middle point identified by the active
segment is reached, the segment left is decremented and the
new active segment is considered as the next destination to
reach.

During the journey of a packet toward the middle point
identified by the active segment, the transit nodes forward it
according to the path that is provided by the underlay, that
is determined by an Interior Gateway Protocol (IGP), thus
it is represented by the shortest paths. Considering nodes i
and j, the shortest path is represented by the column vector
gi,j ∈ RL, whose l-th component is equal to the fraction
of traffic routed over the link l if one unit of traffic is sent
from node i to j. The IGP routing matrix G ∈ RL×K , with
K = N(N − 1) the number of flows, has as columns the
vectors representing the shortest paths in the underlay. Given
the IGP routing matrix G and the set of segment lists, the end
to end overlay path of the flow k is written as:

rk =

|σk|−1∑
i=1

gσk[i],σk[i+1]. (1)

The overlay routing matrix R ∈ RL×K has as columns
the vectors representing the shortest paths in the underlay.
Furthermore, given the IGP routing matrix and the set of
segment lists, it is possible to relate traffic flows with the
active segment they have when received by a specific node.
In particular, the element bki,a represents the fraction of the
traffic flow k that passes through the node i having the SID a
as active segment. All these elements can be collected in the
matrix B ∈ RN2×K .
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Fig. 1. An example illustrating the difference between the Collect Everything and Sampling and Recovering approaches.

An attractive feature of SR technology is the availability of
powerful traffic counters in network nodes that allow for the
collection of traffic statistics [11]. In this work we consider
two different types of traffic counters: the SR.IFACE and
the PSID counters. The SR.IFACE are traffic counters at the
interface level, which implies that are able to account for the
traffic sent (or received) from a router on a specific link. The
SR.IFACE counter related to link l is referred to as yL(l), and
the collection of all the SR.IFACE counters in the network
is represented by the vector yL ∈ RL. The PSID counters
perform traffic measurement at the SID level. In particular,
considering the node i, by means of its PSID yB(i, a) it
accounts all the traffic that is received (or sent) having the
SID a as active segment. The collection of all PSID counters
in the network is represented by the vector yB ∈ RN2

.

IV. JOINT SAMPLING AND RECOVERING STRATEGY

SaR4IO algorithm is a two steps procedure that defines: i)
a sampling strategy to identify the most relevant INT data,
being constrained on the number of samples to collect, and ii)
a recovering algorithm whose aim is to reconstruct the targeted
signal from the collected samples. In the next we consider
the Traffic Matrix (TM) as target signal, since it represents
a relevant input in network control and management tasks.
Nonetheless, the proposed sampling and recovering paradigm
can be generalized to any different use case, such as the
collection of telemetry data for fault localization, anomaly
detection, etc.

We assume that K flows are traversing the considered
SR domain and define by x ∈ RK

+ the column vector with
entries xk, k = 1, . . . ,K, the intensities of the k-th flow (i.e.,
the TM expressed as a vector). Each node does not directly
measure the volume of the traffic flows passing through it. It
instead performs aggregated traffic measurements by means of
SR.IFACE and PSID counters, which then represent the INT
data that we are interested in. Considering the vector y ∈ RM

+

of the measurements performed by the SR.IFACE and PSID
counters, with M = L + N2, the network status system can
be modelled as

y =

[
yL

yB

]
= Hx (2)

where H =

[
R
B

]
, with R ∈ RL×K the routing matrix and

B ∈ RN2×K the matrix with entries the percentage of each
flow crossing the nodes for each active segment. The optimal
solution of the linear system in (2) is given by

x̂ = H†y. (3)

Since system (2) is consistent, it admits at least one solution,
then it always holds ∥ Hx̂−y ∥2= 0. Our goal is developing
a strategy to select a subset of elements of y, or equivalently
a subset of rows of the matrix H, such that the squared error
in the estimation of x keeps minimum, albeit the system in
(2) becomes strongly underdetermined. Denoting with M =
{1, . . . ,M} the set of indices associated with the entries of
the measurement vector y, let us assume that only a subset
S ⊆ M of Ns measurements is observed. Given S, we can
define the INT data selection operator as the diagonal matrix

DS = diag(1S) (4)

where 1S is the set indicator vector, whose i-th entry is
equal to 1 if i ∈ S and zero otherwise. Then, the sampled
measurement vector yS can be written as

yS = DSy = DSHx. (5)

The problem of selecting the INT data to minimize the TM
estimation error can be formulated as

min
S⊆M,x∈RK

∥ DS(y −Hx) ∥2 +β ∥ H−DSH ∥2 +λ ∥ x ∥1

s.t. a) x ≥ 0, (P)

b)
M∑
i=1

DS(i, i) = Ns,

c) DS(i, i) ∈ {0, 1},∀i
where the first term is the least squares error in the estimation
of x, the second term ensures that the selected matrix DSH
is close as possible in terms of a prescribed norm (Frobenius
or spectral) to the matrix H, while the last l1-norm term is
a regularization term enforcing sparsity on the vector x. The
constraints a) and b) ensure, respectively, that the vector x has
non-negative entries and the number of observed INT samples
is equal to Ns. Finally, the constraint c) enforces binary



entries on the diagonal of DS . The nonnegative coefficients
β and λ are introduced to control, respectively, the error in
approximating the matrix H and the sparsity of the entries of
the traffic intensity vector. Note that problem P is a mixed-
integer non-convex problem which requires a combinatorial
search of the optimal solution. To find a (suboptimal) solution
of problem P we proposed an efficient optimization method
which splits it into the following two optimization problems:

1) Given the vector x, we find the optimal selection matrix
DS minimizing the norm ∥ H − DSH ∥2 under the
constraints b) and c). Note that, from equation (2), given
x, the first term in P is equal to zero, then we can neglect
it in our problem. Furthermore, it holds

∥ H−DSH ∥2 = trace(HTH− 2HTDSH+HTD2
SH)

= trace(HTH−HTDSH)

where the last equality follows from the identity DS =
D2

S . Then, we easily get

min
S⊆M

∥ H−DSH ∥2= min
S⊆M

− ∥ DSH ∥2, (6)

so that, we can cast our INT data selection optimization
problem as

max
S⊆M

∥ DSH ∥2 (PS)

s.t. b)
M∑
i=1

DS(i, i) = Ns,

c) DS(i, i) ∈ {0, 1},∀i.

(7)

The above problem PS is still a non-convex problem due
to its combinatorial structure. However, we will see in
the ensuing section how this problem can be efficiently
solved using greedy algorithms.

2) Given the estimated selection matrix DS we find the
traffic flows vector x by solving the following problem

min
x∈RK

β ∥ DS(y −Hx) ∥2 +λ ∥ x ∥1 (Px)

s.t. a) x ≥ 0.
(8)

The above problem is convex and can be efficiently
solved by using any convex optimization solver such as,
for example, CVX [13].

V. INT DATA SELECTION ALGORITHMS

In this section we propose different strategies [14] to solve
the non-convex problem PS . These methods albeit greedy
provide efficient solutions with good performance.

A. Maximum of Frobenius norm

The first strategy to solve problem PS aims at selecting the
rows of the matrix DSH in order to maximize its Frobenius
norm [14]. Then, problem PS is equivalent to the following
one

max
S⊆M

∥ DSH ∥2F (PMaxFro)

s.t. b), c).
(9)

Algorithm 1 : Greedy selection based on Min ∥ (DSH)† ∥2F
Input data: H, number of samples Ns

Output data: the sampling set S

Function: Initialize S = ∅, F = HT

while | S |< Ns, set n = min{| S |,K}

s = argmin
j

n∑
i=1

1

σ2
i (FS∪{j})

S ← S ∪ {s}
end

Denoting with Hi the i-th row of H, we get

∥ DSH ∥2F=
∑
i∈S

∥ Hi ∥2F

so that the optimal solution of problem PMaxFro simply consists
in selecting the Ns rows from H with largest l2-norm. This
strategy leads to a very simple implementation with good
performance as we will assess in our numerical results.

B. Minimum of the pseudoinverse Frobenius norm

In this section we propose an alternative sampling method
which selects the rows of the matrix H so that the sampled
matrix behaves spectrally similarly to H, i.e. the singular
values of the two matrices are very similar [15]. Since
deleting the rows of a matrix decreases its singular values
monotonically [15], [16], we select the rows maximizing the
spectrum of the sampled matrix DSH. For this purpose, we
use the well-known relationship between the Frobenius norm
of a matrix of rank n and its singular values σi given by

∥ DSH ∥2F=
n∑

i=1

σ2
i . Since the singular values of the pseu-

doinverse (DSH)† are the inverse of the non-zeros singular
values σ2

i , we can reformulate problem PS in the following
form

min
S⊆M

∥ (DSH)† ∥2F=
n∑

i=1

1/σ2
i (PMinPinv)

s.t. b), c).
(10)

To solve this non-convex problem, we apply the greedy
algorithm proposed in [14] and summarized in Algorithm 1,
where FS∪{j} contains the columns of F in the set S ∪ {j}.

C. Maximization of the Volume

The last sampling strategy we propose aims at selecting the
set S of rows of the matrix H that maximizes the squared
volume of the parallelepiped built with the selected rows of
H [15], [17]. This approach selects a subset of rows that are as
linearly independent as possible. The volume can be computed
as the determinant of the matrix DSHHTDS , i.e.

det(DSHHTDS) =

|S|∏
i=1

λi(DSHHTDS) (11)



Algorithm 2 : Greedy selection based on MaxVol
Input data: H, number of samples Ns

Output data: the sampling set S

Function: Initialize S = ∅, F = HT

while | S |< Ns, set n = min(| S |,K)

s = argmax
j

n∏
i=1

λi(F
T
S∪{j}FS∪{j})

S ← S ∪ {s}

end

denoting with λi(DSHHTDS) the eigenvalues of
DSHHTDS as far as | S |≤ K. If | S |> K we take
the product of the largest K eigenvalues. The proposed
greedy procedure is summarized in Algorithm 2.

VI. NUMERICAL RESULTS

In this section we assess through numerical tests the ef-
fectiveness of the proposed SaR4IO algorithm. In particular
we aim at: i) showing the relationship between the percentage
of collected INT data and the quality of the recovered TM,
and ii) evaluating the potential INT overhead reduction. We
consider the Geant network topology, composed of N = 22
nodes and E = 72 links. The observed dataset is generated
starting from real traffic measurements available at [18]: the
traffic matrices are routed over the network and the counters
are calculated accordingly. The segment lists are randomly
generated by considering these rules: i) each flow traverses 2
middle points, and ii) all the SIDs in a segment list must be
unique. As performance metric we consider the normalized

mean squared error (NMSE) defined as NMSE = ∥X− ˆX∥
∥X∥

with X = [x1, . . . ,xT ] and T = 476. As first numerical
test, we show how the percentage of collected INT data
(i.e., SR.IFACE and PSID counters) affects the quality of
the recovered TM, in terms of NMSE. The result of this
analysis is reported in Fig. 2, where the performance of
the different sampling strategies introduced in Sec. V are
shown. In particular, we first solve problem PS using the
proposed counters selection algorithms and, then, given the
sampling set S, the problem Px is solved by setting β = 1
and performing a line search on the optimal coefficient λ.
It can be observed as all the proposed sampling strategies
achieve good performance by keeping the averaged NMSE
small for a percentage of samples higher than approximately
20%. Furthermore, to better investigate the goodness of the
signal recovering algorithms, we report in Fig. 3 the true and
estimated TM applying the MaxFro algorithm with 18% of
sampled INT data. It can be noticed as the recovered traffic
flow provides a good estimation of the real one. Finally, Fig. 4
shows the percentage of selected PSID counters per node when
18% of the overall INT data is collected. It is evident as some
nodes are selected more frequently than others by revealing as
the proposed methods are able to identify the nodes that are
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Fig. 3. True and recovered TM using 18% of INT data.

most relevant for the signal reconstruction.
In order to evaluate the impact of the quality of the estimation

(in terms of NMSE) of the vector x with respect to the
application it is used for, in the next we consider its use in the
context of a classical Traffic Engineering in IP networks (TE-
IP) problem [19]. In particular, the aim of the TE-IP problem is
to determine the set of IGP link weights so that the Maximum
Link Utilization (MLU) is minimized, under the constraint of:
i) single and shortest path routing, and ii) destination based
forwarding. The output of the TE-IP problem is the routing
matrix R that minimizes the MLU. The conducted experiment
consists in solving the TE-IP problem by having as input the
estimated x vector reconstructed by using i samples, which
leads to the assessment of the routing matrix Ri. This routing
is then used to route the actual demand vector x, which leads
to the MLU value indicated as zi. Thus, the impact of the
estimation error on the quality of the solution of the TE-IP
problem is obtained by comparing this value with the one
achieved by solving the optimization problem having as input
the actual x vector (zr). The analysis has been conducted
over the Abilene network [18], by considering the peak traffic

Ns zi ∆TE-IP NMSE
1 6, 9780 608% 0,99
4 1, 0286 4, 4% 0,95
6 1, 0243 3, 97% 0,74
8 0, 9852 0% 0,71

TABLE I
ANALYSIS OF THE IMPACT OF SOLVING THE TE-IP PROBLEM WITH AN

ESTIMATED DEMAND VECTOR x, FOR DIFFERENT NUMBER OF SAMPLES.
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Percentage of Samples 4% 8% 18% 32% 40%
Overhead reduction 99% 97% 90% 78% 48%

TABLE II
OVERHEAD REDUCTION ALLOWED BY SAR4IO ALGORITHM COMPARED

TO THE COLLECT EVERYTHING APPROACH.

matrix. The results are shown in Table I, where are reported the
number of samples Ns, the obtained MLU value, the relative
difference between zi and zr, and the NMSE of the estimated
x vector. From the conducted analysis it is evident that, solving
the TE-IP problem with a reconstructed TM having an NMSE
equal to 0.7 leads to the same performance as if the actual
x vector is available. By correlating this finding with the
result reported in Fig. 2 we can conclude that, using SaR4IO
algorithm by imposing a sampling rate of approximately 20%
leads to an accurate reconstruction of the TM.

Once verified that SaR4IO algorithm allows for a high
quality reconstruction of the TM with a small percentage of
sampled INT data, the next step is to evaluate the overhead
reduction that it obtains. To do that, we run a simple ex-
periment in a simulated environment, by doing the following
assumptions: i) an INT data causes 64 bits of overhead (32
for the interface ID, and 32 for the counter), and ii) packets
have the same size of 1500 Bytes. The INT data collection
process is based on a greedy algorithm that sorts the flows
according to their volume. Then, considering one flow at a
time, it is used to collect all the INT data related to nodes
belonging to the path followed by the flow, and such that their
collection has not been assigned to any other flow. When the
collection of an INT data stored in a node is assigned to a
given flow, it generates an overhead that is proportional to:
i) the distance from the node and the destination of the flow,
and ii) the volume (in packets per second) of the flow. The
result of this analysis is reported in Tab. II, that shows the
overhead reduction allowed by SaR4IO considering a given
sampling rate with respect to the case in which all the INT
data are collected. As it can be seen, with a sampling rate of
approximately 30% it is possible to get an overhead reduction
close to the 80%.

VII. CONCLUSION

In this work we have proposed SaR4IO algorithm to limit
the overhead introduced by INT when collecting telemetry

information in the attempt of reconstructing the TM of a
network. The preliminary performance evaluation has evi-
denced that it is possible to get an accurate reconstruction
of the TM by collecting only the 18% of traffic counters,
with a 90% reduction of the INT overhead. As next step
we aim at generalizing the propose sampling and recovering
approach to other relevant telemetry data (e.g., packet loss,
queue occupation, delay, etc.), as well as to assess the INT
overhead reduction in a real testbed.
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