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Abstract

Modern embedded Linux systems implement device functionality through large
collections of interdependent processes—often dozens or even hundreds of running
executables that interact through various communication mechanisms. This com-
plexity creates significant challenges for security analysis: analysts must navigate
firmware images with many interacting binaries, reason about complex inter-process
interactions, and design fuzzing strategies without reliable documentation. Conven-
tional fuzzing methods test binaries in isolation and miss vulnerabilities that only
emerge through multi-step interactions across processes, while manual inspection
simply cannot cover such extensive and interconnected systems.

This dissertation tackles firmware security through two contributions that repre-
sent an evolution from human-guided analysis to automated techniques. The work
started with building visual analytics to help humans understand the problem, then
moved to automated approaches once we understood what made the problem hard.

The first contribution is FuzzPlanner, a visual analytics system that helps ana-
lysts plan firmware fuzzing campaigns through systematic visualization of firmware
behavior and structure. FuzzPlanner lets analysts explore temporal interaction
patterns, examine binaries, investigate inter-binary relationships, and make targeting
decisions based on quantitative metrics. Case studies on commercial router and
range extender firmware show that it works well for identifying promising fuzzing
targets among hundreds of binaries. However, working with FuzzPlanner on real
firmware exposed some fundamental problems. When firmware has many binaries
communicating through different Inter-Process Communication (IPC) mechanisms,
manually picking where to inject fuzzer inputs becomes overwhelming. Tracking
how data flows and gets used across multiple processes through IPC mechanisms
becomes too complex for visual-assisted approaches—which guide testing of individ-
ual binaries in isolation—and thus miss bugs that emerge only through inter-binary
interactions in full-system contexts.

The second contribution is Stateful Taint-Assisted Full-system Firmware Fuzzing
(STAFF), which addresses this problem through the discovery of inter-binary depen-
dencies. STAFF uses whole-system dynamic taint analysis to automatically figure
out how network inputs propagate through firmware, then uses that dependency
information to guide protocol-aware fuzzing that maintains stateful interactions
while exploring multi-process compositions. Testing on fifteen real-world firmware
images shows that the approach is effective. In total, STAFF identified 26 likely
new bugs (9 discovered exclusively by STAFF), and 4 previously disclosed CVEs (2
found only by STAFF). These results demonstrate that STAFF is able to uncover
both new and known vulnerabilities that considered baseline approaches miss, high-
lighting the importance of understanding inter-process dependencies when analyzing
multi-process firmware.

The shift from FuzzPlanner to STAFF happened because deploying FuzzPlanner
on real systems showed us which problems need automation rather than visual
guidance. Together, these contributions move firmware security analysis from ad-hoc
manual methods toward systematic, scalable approaches. As embedded devices keep
growing in critical infrastructure, these techniques provide practical tools for security
assessment today and lay the groundwork for more comprehensive firmware security
analysis going forward.
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Chapter 1

Introduction

The prevalence of firmware-based embedded systems across modern infrastruc-
tures spans critical realms of day-to-day operation and economic sustainability.
Network routers comprise the communication foundation of enterprises, cameras
detect intrusions within critical areas, industrial control systems maintain cru-
cial infrastructure, and consumer embedded systems support home management.
Firmware-based embedded systems are ubiquitous yet poorly secured components of
our interconnected world [1], [2].

Unfortunately, the implications of such pervasiveness and inadequate security
regulation are tangible and increasingly visible. Firmware bugs are exploited to
launch major attacks. The Mirai botnet compromised Linux-powered Internet of
Things (IoT) devices to launch distributed denial-of-service attacks [3], infecting
millions of devices and disrupting critical internet infrastructure. Successive malware
campaigns, including VPNFilter, Satori, and Prowli, exploited firmware bugs [4],
demonstrating that this threat is neither singular nor temporary. When developers
and vendors create systems without proper preventive measures, prioritizing func-
tionality and time-to-market [5], they allow bugs to be exploited throughout the
device’s lifetime. Manufacturers often fail to patch issues even years after initial
market release.

These exploits extend beyond individual device compromise. They create security
vulnerabilities by exploiting cameras and sensors and infiltrating operations via
embedded industrial control systems, positioning compromised devices as staging
platforms throughout interconnected networks. The extensive deployment of embed-
ded systems amplifies the impact—one exploitable router firmware bug can affect
millions of devices. The longevity of embedded systems means that as long as
unpatched systems remain in use, a single bug can provide access to millions of de-
vices. Effectively, embedded systems persist far longer than most network-connected
products.

Testing firmware for security presents a different challenge than traditional secu-
rity testing [6], [7], [8]. Contemporary firmware includes dozens, if not hundreds,
of binaries and configuration files with interrelated components from different de-
velopers, expanding the attack surface that operates as a largely hidden matrix [9],
[10]. This complexity stems from how developers combine custom closed-source
binaries with open-source software across various platforms. Consequently, inter-
binary relationships—data flows between individual executables and processes—are
undocumented and often assumed to function correctly, when in reality these undoc-
umented data flows themselves harbor subtle bugs. Additionally, embedded firmware
typically lacks critical documentation, as debugging support is disabled once devices
reach production [5]. Because firmware represents integrated software and hardware,
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assessment is further complicated [11].
Software fuzzing has emerged as one of the most effective techniques for discover-

ing security bugs in complex systems [12], [13], [14]. Fuzzers automatically generate
thousands of inputs—a task that would require days, months, or years for humans
to accomplish with comparable thoroughness—and deliver them to target programs,
observing crashes, hangs, and unexpected behaviors as indicators of bugs. When a
program crashes or exhibits memory corruption in response to fuzzed input, this
typically indicates an exploitable security bug.

In recent years, coverage-guided greybox fuzzing has become the dominant
approach, particularly through tools like American Fuzzy Lop (AFL) [15] and
libFuzzer [16] that guide testing via code coverage instrumentation to explore
previously unreached paths. These fuzzers instrument target programs to determine
which code paths execute under given test cases, gradually steering toward new
inputs and system states through expanded coverage. They track exploration
progress through the program’s control flow, essentially measuring how deeply into
the developer-created code maze each input penetrates. This approach has proven
remarkably successful across diverse software domains. Large-scale deployments
such as OSS-Fuzz [17] have discovered tens of thousands of bugs in production
software [18].

Traditional fuzzing approaches encounter fundamental obstacles when applied to
firmware. First, architectural dependencies differ substantially—firmware systems
comprise dozens of tightly coupled services communicating through various IPC
mechanisms. Simple mutation approaches relying on a single entry point fail because
the combinatorial search space becomes too large. Additionally, stateful protocols
require authentication and maintain session state across requests, placing vulnerable
code beyond single-request exploration. Services may depend on one another or
employ incremental validation across multiple processing stages, meaning bugs do
not manifest within individual binaries but rather in their composition. Entry into
a single binary does not guarantee bug discovery—the vulnerabilities exist not in
isolated components but in their interactions.

1.1 The Firmware Security Problem
Before addressing the specific research problems and contributions of this disser-

tation, it is essential to contextualize the firmware security problem. An overview
of architectural characteristics, operational context, and threat model surrounding
firmware provides a clearer picture of why existing solutions fail and how these
contributions represent a developmental step toward advancing firmware security in
the current state of security research.

1.1.1 Firmware Architectural Characteristics
Contemporary firmware, particularly that providing general-purpose operating

systems such as Linux, exhibits specific architectural characteristics distinguishing it
from software running on desktops or servers. Firmware does not represent monolithic
applications but rather ecosystems of cooperating services—dozens to hundreds of
executable binaries that work together to provide device functionality [10], [11].
These services include web servers providing administrative interfaces, protocol stacks
implementing network protocols, configuration managers persisting device state,
access control daemons authenticating users, hardware abstraction layers mediating
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interactions between user-level software and device operations, and vendor-specific
binaries providing proprietary features.

These services communicate through various mechanisms depending on device
capabilities and design expectations. Network sockets expose administrative and
monitoring features for remote access. Unix domain sockets enable localized inter-
process communication. Shared files coordinate configuration across different binaries.
Persistent databases maintain state across reboots. Message queues enable asyn-
chronous communication. This communication diversity adds complexity to the
embedded ecosystem, as bugs can exist within dependency graphs—one problematic
implementation in one service can cause failures in multiple binaries.

Firmware images thus represent communities of binaries assembled for rapid de-
ployment rather than secure software development. Manufacturers typically combine
open-source projects from various sources—generic compiled binaries from diverse
Linux distributions, third-party implementations of advanced protocols, and multi-
team development efforts—adding proprietary code that provides unique device
features. Each component originates from different development teams. While each
may employ different quality assurance efforts and security practices, integration
testing focuses solely on functionality without addressing security properties. Docu-
mentation, when present, addresses user-facing concerns rather than architectural
considerations. This heterogeneous assembly creates edge cases where binaries
expect specific behaviors from one another but are integrated with incompatible
assumptions.

This heterogeneous assembly creates edge cases where binaries expect specific
behaviors from one another but are integrated with incompatible assumptions.
Moreover, manufacturers rarely produce comprehensive documentation describing
firmware architecture. Architectural diagrams, protocol specifications for internal
services, configuration file semantics, and data flow relationships remain undocu-
mented unless engineers create them for internal use. This documentation scarcity
compounds the discovery and analysis challenges, requiring researchers to infer
system architecture through observation rather than relying on authoritative design
specifications.

1.1.2 Operational Context and Threat Model
Embedded systems exist in environments that differ significantly from traditional

computing ecosystems, creating asymmetries where attackers possess advantages
while defenders face obstacles. Many embedded devices remain persistently online
for remote access, often misconfigured or inadvertently exposed. Default credentials
are easily compromised. Weak authentication fails to enforce proper access control.
Poor logging means intrusions go undetected. Elevated default privileges mean that
successful exploitation immediately provides system-level access.

Embedded systems have long operational lifetimes during which security vulner-
abilities accumulate. For instance, consumers may operate routers for many years.
During this period, updates are infrequent or nonexistent, as manufacturers focus on
newer models and discontinue support for legacy products. Users lack awareness of
whether updates exist or would address vulnerabilities. They may avoid updates due
to concerns about compatibility or disruption. Bugs discovered today may remain
exploitable throughout a device’s entire operational lifetime.

Attackers exploit firmware through multiple vectors, as these systems expose
growing attack surfaces. Network services provide the most common attack vec-
tor—malformed protocol messages cause parsing bugs, authentication bypass at-
tempts override access controls, and injection attacks compromise backend processing.
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Configuration interfaces expose settings that propagate through multiple services
to vulnerable code locations. Insecure update mechanisms allow attackers to in-
stall malicious firmware. Physical access—when feasible—enables code extraction,
disassembly, and reverse engineering to identify bugs through static analysis.

This dissertation addresses the threat model of remote network-based attacks
targeting firmware services exposed through standard protocols such as HTTP, where
attackers lack physical device access or privileged system credentials. We focus
on memory corruption bugs arising from inadequate input validation, particularly
those requiring complex multi-request sequences or spanning service boundaries.
While other threat models—including physical attacks, supply chain compromise,
or cryptographic weaknesses—merit investigation, the network-accessible attack
surface represents the most prevalent and immediately exploitable exposure for
deployed firmware. Discovering and assessing these bugs provides benefits for
multiple stakeholders. Pre-release security assessments allow manufacturers to fix
bugs before deployment. Responsible disclosure enables vendors to patch actively
supported products. Documented vulnerability prevalence supports researchers in
securing funding for mitigation research or policy development. Network defenders
gain awareness of attack surfaces and can implement compensating controls through
network segmentation or intrusion detection. Most importantly, bug discovery
provides essential awareness for mitigation—unknown bugs cannot be protected
against. The network-accessible attack surface proves most amenable to systematic
security assessment and mitigation.

1.2 Challenges in Firmware Security
This section outlines the key research challenges in firmware security that motivate

the contributions of this dissertation. These challenges are derived from prior work
and practical experience and define the problem space addressed in subsequent
chapters.

1.2.1 Challenge A: Emulation and Rehosting
For security assessments to be practical, firmware must execute without actual

hardware, requiring emulation or containerized environments that mimic hardware
behavior for scalable, repeatable testing [7]. Firmware emulation presents substantial
challenges that have been only partially addressed through years of research.

Firmware is extremely sensitive to specific hardware configurations, requiring
emulation to match these precisely. Devices communicate via memory-mapped
Input/Output (I/O) with specialized peripherals—sensors, actuators, and communi-
cation buses—requiring specific hardware responses. Interrupt servicing depends
on precise timing relationships between hardware-triggered interrupts and software
handlers. Device initialization involves undocumented register writes that configure
hardware components through device-specific instruction patterns. Hardware Secu-
rity Modules employ anti-tampering measures that detect when firmware executes
in emulation rather than on physical hardware, preventing analysis.

Various research approaches have advanced firmware emulation capabilities.
For Linux-based firmware, Firmadyne [19] provided the first automated filesystem
extraction and system-level emulation solution. FirmAE [3] improves emulation
success through arbitration heuristics addressing configuration conflicts during boot
sequences. For bare-metal or microcontroller firmware, device-independent modeling
approaches have been implemented in solutions like P2IM [20], HALucinator [21],
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Jetset [22], and Fuzzware [23] to automatically model peripheral functionality without
per-device engineering [24], [25]. However, substantial portions of deployed firmware
images cannot be feasibly emulated due to hardware dependencies from proprietary
peripherals or anti-tampering mechanisms.

Scope of the Dissertation. This dissertation assumes successful firmware em-
ulation as a prerequisite. We focus on Linux-based firmware that the considered
rehosting frameworks FirmAE [3] can successfully emulate. Firmware images with
substantial hardware dependencies, bare-metal implementations, or RTOS-based
architectures remain outside our analytical scope. This represents a deliberate
scoping decision: emulation research constitutes an active, distinct research domain.
By relying on existing emulation solutions, this work focuses on advancing fuzzing
methodologies for successfully emulated firmware rather than simultaneously tackling
both emulation and fuzzing challenges.

1.2.2 Challenge B: Scale and Discovery in Multi-Binary Systems
Firmware analysis confronts researchers with a fundamental discovery problem:

identifying which components among hundreds warrant security analysis and which
interactions merit examination [10], [11]. The scale of modern firmware creates
cognitive overload where systematic analysis becomes intractable without tool
support.

A single firmware image typically contains 100-300 executable files—ELF binaries,
shell scripts, and interpreted programs residing within the filesystem [9]. Many
binaries remain dormant until specific runtime conditions trigger their execution,
while others execute continuously but serve purely infrastructural roles. Without
systematic analysis, determining which binaries implement security-relevant func-
tionality, which binaries process attacker-controlled input, and which inter-binary
communication channels carry sensitive data requires extensive manual reverse
engineering. In practice, analysts can reasonably examine only a handful of bina-
ries—perhaps five within a single firmware image—and typically focus on one or
two interactions between them. The full scope of inter-process communication and
behavioral complexity across large-scale firmware systems exceeds human analytical
capacity.

The discovery problem intensifies because firmware manufacturers rarely provide
architectural documentation describing component relationships, data flows, or secu-
rity boundaries. Without documentation specifying which binaries implement which
features, analysts must infer system architecture through dynamic observation and
static disassembly. Protocol specifications, when they exist, address only user-facing
interfaces, leaving internal inter-service communication semantics undocumented.
Configuration file formats lack semantic explanations. Proprietary binaries provide
no insight into function-level behavior without source code access. The absence of
authoritative design documentation means that analysts must simultaneously solve
both technical reverse engineering challenges and architectural discovery problems
to identify promising security analysis targets.

This challenge represents the initial barrier to effective firmware security analysis:
before testing techniques can be applied, researchers must first identify which com-
ponents warrant attention. Scale compounds the difficulty—examining every binary
exhaustively proves infeasible, yet selecting targets without systematic guidance
risks missing critical vulnerabilities in overlooked components.
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Figure 1.1. Firmware architectural pattern representing stateful, multi-process interactions.
Web-based HTTP services receive incoming requests and delegate processing to CGI
handlers that communicate with frontend configuration services and backend database
services. Bugs arise not from single erroneous requests but from sequences of linked
requests that traverse multiple processes, affecting them simultaneously. Process layering
means bugs are more commonly found across services than within individual binaries
because frequently communicating services are not consolidated into single offerings.

1.2.3 Challenge C: Stateful Multi-Process Architecture and Valida-
tion Chain Preservation

Contemporary Linux firmware implements device capabilities through multiple co-
operating processes, creating architectural complexity that fundamentally challenges
traditional fuzzing approaches [9], [26]. This multi-process architecture involves both
inter-process data flows within individual binaries (through forking) and inter-binary
communications between processes of different executables. The resulting system
exhibits three interconnected dimensions of complexity that compound to create one
of the most significant obstacles to effective firmware security testing.

Firmware services implement stateful network protocols requiring authentication
and session preservation, with state machines governing valid operation sequences [26],
[27]. A web-based configuration interface, for example, requires login before accept-
ing configuration changes, maintains session tokens across requests, and enforces
specific operation ordering. Traditional fuzzing strategies treat each network request
independently, preventing authentication to services or reuse of session elements
across requests [28]. The exploitable state space grows exponentially with request
types and overlapping state machines, rendering random mutation ineffective for
discovering bugs that manifest only through specific multi-request sequences.

Protocol-aware fuzzers such as AFLNet [26] and StateAFL [27] address this
dimension for individual services by inferring protocol state and guiding targeted
mutation within protocol architectures. However, these fuzzers treat firmware as
monolithic applications—single processes serving requests—and do not observe
inter-process communication between cooperating services.

Security-sensitive data flows traverse multiple services as firmware processes
functionality through component pipelines. Network-facing daemons receive user
input and transmit parameters through inter-process communication to backend
processors that validate, transform, and persist values [9], [29]. Figure 1.1 illustrates
this pattern: HTTP services employ Common Gateway Interface (CGI) handlers for
frontend processing, configuration managers for data manipulation, and database
services for persistent storage. Bugs manifest not within individual services but in
their composition—when one service validates data but transmits it to downstream
services with different validation assumptions, or when transformations in one service
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create inputs that subsequent services misinterpret [30], [31].
Static analysis tools including Karonte, SaTC, Mango, OctopusTaint, and Em-

Taint [9], [29], [32], [33], [34] identify potential inter-binary bugs through data-flow
analysis, taint propagation, and symbolic execution without firmware execution.
However, static approaches face inherent limitations: virtual function dispatches
and function pointers prevent precise call graph construction, runtime-dependent
control flow limits analysis precision, and static analysis cannot generate multi-
request sequences needed to validate exploitability dynamically. Dynamic fuzzing
approaches [26] generate actual network traffic enabling exploitability validation,
but without inter-process dependency knowledge, they waste effort on mutations
that never reach exploitable code and fail to detect crashes in backend processes
when frontend services remain stable.

The most subtle and challenging dimension involves preserving validation chains—
sequences of checks and transformations that data undergoes as it propagates
through multi-service processing pipelines. When attackers inject malicious input
through network interfaces, that data typically encounters validation at multiple
stages: the network-facing daemon performs protocol syntax checking, authentication
services verify access permissions, parsing components extract structured parameters,
configuration managers validate semantic constraints, and database services enforce
referential integrity. Each validation stage transforms or filters data before passing
results to subsequent stages.

Effective fuzzing must generate inputs that traverse these validation chains
without triggering early rejection, reaching deeper code where complex processing
logic harbors bugs. Consider Figure 1.1: triggering a bug in the database service
requires crafting HTTP requests that pass web server protocol validation, survive
CGI parameter extraction, satisfy configuration manager semantic checks, and
finally reach database processing with malicious values intact. Randomly mutating
request bytes typically fails at the first validation stage, preventing exploration of
downstream components.

More critically, bypassing validation stages arbitrarily can produce false pos-
itives—crashes that occur only because fuzzing circumvented checks that would
normally filter invalid inputs. If a fuzzer directly injects malformed data into a
backend service without traversing frontend validation, discovered bugs may not
represent exploitable vulnerabilities since real attackers cannot bypass those valida-
tion layers. Conversely, preserving validation chains ensures that bugs discovered
through fuzzing correspond to genuinely exploitable attack paths.

The three dimensions interact: testing stateful firmware requires maintaining
protocol state across requests, understanding inter-service data flows, and preserving
validation chains through multi-component processing. A complete attack sequence
might require HTTP authentication establishing web server session state, CGI
handlers extracting parameters while preserving validation, configuration managers
processing values through transformation chains, database services committing data
for subsequent operations, and periodic services triggering delayed effects. Each
service maintains internal state while communicating via inter-process mechanisms,
and data undergoes validation at each boundary.

1.2.4 Challenge D: Performance-Fidelity Tradeoff in Whole-System
Analysis

System-mode emulation provides the only practical means of enabling true
multi-service firmware execution while preserving inter-process interactions, but this
fidelity comes at substantial performance cost that limits fuzzing throughput [4],
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[35]. The challenge intensifies when combining emulation with heavyweight analysis
techniques required for Challenge C—particularly whole-system taint analysis that
tracks data flows across process boundaries. The inherent tension between execution
fidelity and analysis throughput creates fundamental tradeoffs that optimization
techniques can mitigate but not eliminate.

QEMU, a full-system emulator, typically operates with roughly 5–10× the
overhead of native, bare-metal execution, arising from several sources of emulation
cost [36]. Binary translation converts guest instructions into host instructions,
imposing requirements for translation caches, code block management, and execution
state tracking. Device emulation requires virtual peripherals simulating hardware
behavior, incurring function call overhead. Interrupt handling employs software-
emulated interrupt servicing routines requiring mode switches. Syscall interposition
intercepts system calls to enable hooking and side-effect reduction. Each overhead
source compounds during operation, resulting in substantial performance penalties,
reducing effective fuzzing throughput.

This proves detrimental for firmware fuzzing, where exploitable code may re-
quire multiple requests from the initial service entry. Reaching exploitable surfaces
may require booting firmware images (requiring seconds to recognize steady-state
operation), establishing TCP connections (triggering initialization protocols), au-
thenticating (which times out without rapid response), and navigating multiple
configuration menus (potentially requiring three requests per level). Operations
requiring milliseconds in native bare-metal execution now require seconds in system-
mode emulation. Fuzzing throughput drops from thousands of executions per second
to tens.

Researchers have pursued various resolutions. FIRM-AFL [35] employs hybrid
process emulation, beginning in system mode to handle hardware-dependent ini-
tialization then transitioning to faster user mode for target processes. EquAFL [4]
extends user-mode optimization with firmware-specific heuristics. SafireFuzz [37]
optimizes through improved snapshot placement and restoration. These hybrid
approaches achieve throughput gains of 8-20 times over pure system-mode emulation
at best, while still running slower than native performance and raising compatibility
concerns since user-mode cannot support all inter-process interactions for complete
emulation.

When combined with heavyweight analysis techniques, performance challenges
persist. Dynamic taint analysis requiring whole-system tracking adds performance
penalties to existing system-mode emulation overhead. For example, DECAF [38], a
dynamic analysis framework built on QEMU [36], incurs approximately 6× perfor-
mance overhead on top of QEMU’s baseline, resulting in an overall slowdown of about
30–60× compared to bare-metal execution. Taint analysis requires shadow memory
structures tracking taint labels for each memory cell and register, taint status checking
at every instruction accessing operands, and label propagation following propagation
policies. Inter-process taint tracking intercepts every inter-process communication
system call and shared memory access, further complicating execution. Coupling
system-mode overhead with whole-system taint makes performance-intensive fuzzing
practically infeasible without significant advances.

1.3 Dissertation Contributions
This dissertation makes two primary contributions that address the challenges

identified in Section 1.2. Each contribution targets specific challenges through
distinct technical approaches, as detailed below.



1.3 Dissertation Contributions 9

1.3.1 Contribution C1: Visual Analytics for Systematic Discovery
This contribution addresses Challenge B by proposing FuzzPlanner [39], a visual-

assisted reverse-engineering approach that transform overwhelming firmware com-
plexity into manageable analytical tasks. When confronted with firmware containing
hundreds of executables and thousands of potential inter-binary interactions, analysts
require systematic guidance to identify security-relevant components. FuzzPlanner
automatically extracts firmware structure through static and dynamic analysis,
then presents coordinated visualizations revealing which binaries execute, how they
communicate, and which components process external input. Interest scoring mecha-
nisms rank binaries by security relevance, vendor classification heuristics distinguish
proprietary code from open-source components, and communication pattern visual-
izations expose inter-process data flows. This systematic approach enables analysts
to focus limited analysis resources on high-value targets rather than exhaustively
examining every component.

FuzzPlanner also addresses Challenge D through pragmatic design choices. Rather
than attempting comprehensive whole-system analysis during campaign planning,
FuzzPlanner employs lightweight dynamic analysis capturing system call traces
without heavyweight taint propagation. This enables reasonable analysis overhead
during the discovery phase, where understanding overall firmware structure matters
more than precise byte-level data flow tracking.

1.3.2 Contribution C2: Dependency-Aware Fuzzing for Multi-Process
Firmware

This contribution provides a complementary solution to Challenge B through
STAFF [40], a stateful taint-assisted full-system firmware fuzzing approach which
uses automated dependency discovery integrated with protocol-aware fuzzing. While
FuzzPlanner addresses the discovery challenge through visual analytics that help
analysts manually identify which binaries matter for security analysis, STAFF
employs whole-system taint analysis to automatically identify processes that have
handled user-controlled data. This automated discovery focuses fuzzing efforts
on processes where attacker-controlled input propagates, providing a data-driven
solution to the scale and discovery problem without requiring manual binary selection.

Moreover, STAFF addresses Challenge C by employing whole-system dynamic
taint analysis to automatically discover how network input bytes flow through vali-
dation chains across firmware services. The system records multi-request interaction
sequences, analyzes them to identify byte-level dependencies spanning process bound-
aries, then uses discovered dependencies to guide fuzzing that respects validation
chains while exploring multi-request interactions.

STAFF addresses also Challenge D through some optimizations making whole-
system taint analysis practical despite system-mode emulation overhead. Byte
annotation heuristics approximate complete taint tracking at reduced computational
cost. Multi-staged forkservers checkpoint advanced protocol states, amortizing
startup costs across fuzzing iterations. Process-aware coverage tracking mitigates
bitmap collisions in multi-process execution. These optimizations reduce but do not
eliminate the performance gap compared to native execution, representing pragmatic
compromise between analytical completeness and practical feasibility.
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1.3.3 Relationship Between Contributions
The progression from FuzzPlanner to STAFF demonstrates methodological

evolution. FuzzPlanner’s deployment revealed fundamental limitations of manual
approaches that visual analytics alone cannot solve. Theoretical analysis showed
arbitrary syscall hooking risks bypassing validation logic. STAFF addresses these
limitations through automation, trading flexibility for systematic soundness. Rather
than competing, these approaches address complementary aspects: architectural
understanding versus comprehensive automated analysis.

1.4 Published & Under-Review Papers
This dissertation builds upon two companion publications documenting the

evolution from visual analytics to automated dependency-aware firmware fuzzing:

• FUZZPLANNER: Visually Assisting the Design of Firmware Fuzzing
Campaigns [39]. Presented at the 20th IEEE Symposium on Visualization
for Cyber Security (VizSec 2023), this work addresses the scale and discov-
ery challenge in firmware security analysis through a visual analytics-based
reverse-engineering approach. The system provides coordinated visualiza-
tions of binary execution patterns, inter-process communication flows, and
quantitative interest scoring to help analysts systematically identify security-
relevant components among hundreds of executables without requiring source
code or architectural documentation. The work received the Best Paper
Award at VizSec 2023 for providing an accessible approach to systematic
firmware analysis. Through case studies on router and IP camera firmware,
the work demonstrates how visual facilitation supports successful campaign
design while revealing the practical difficulty of manual syscall hook selection
among numerous equal-scored candidates.

• STAFF: Stateful Taint-Assisted Full-system Firmware Fuzzing [40].
Currently under review at Elsevier’s Computers & Security, this work em-
ploys whole-system dynamic taint analysis to automatically identify data flows
across process boundaries and generates semantically valid multi-request test
sequences that preserve validation chains during fuzzing. The approach fa-
cilitates fuzzing targeting security-impacting data flows within inter-service
dependencies through the automatic generation of inter-service dependency
information. Evaluation on firmware from major vendors demonstrates effec-
tiveness at discovering complex inter-binary bugs, with 73% of discovered bugs
resulting from dependency-aware mutations rather than traditional fuzzing
approaches.

Additionally, the following publication addresses orthogonal program analysis
challenges that does not integrate into the dissertation’s core contributions. This
work represents a separate research direction from the firmware fuzzing narrative
which is included for completeness of the publication record:

• Testing Concolic Execution Through Consistency Checks [41]. This
publication in Journal of Systems and Software addresses gaps in symbolic
execution and program analysis. It implements verification for concolic execu-
tion engine correctness through consistency checks across frameworks. The
contributions represent a broader trusted program analysis tool assessment.
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The approach leverages concrete state retention during concrete execution to
identify inconsistencies in symbolic state. The paper presents twelve bugs
discovered across three state-of-the-art concolic execution frameworks.

1.5 Dissertation Organization
The remainder of this dissertation is structured to systematically present and

evaluate these contributions.
Chapter 2 establishes the necessary technical background for understanding

subsequent contributions. The background material covers software fuzzing funda-
mentals, including coverage-guided mutation and protocol-aware extensions, firmware
architecture, and emulation methodology for dynamic analysis without physical
hardware, and dynamic taint analysis for tracking information flow from various
sources. Each subsection builds on established knowledge while highlighting aspects
where general understanding proves less clear in the firmware security domain.

Chapter 3 situates the research within existing literature. The literature re-
view spans visual analytics applied to program analysis and security, the evolution
of software fuzzing techniques from blackbox mutation to coverage-guided feed-
back, firmware-specific challenges addressed by emulation and rehosting techniques,
protocol-aware and stateful fuzzing systems, and dataflow-guided approaches to
inter-binary bug discovery. Each segment builds upon historical knowledge while
positioning this dissertation’s contributions relative to gaps in prior literature.

Chapter 4 presents FuzzPlanner (Contribution C1), addressing Challenge B and
Challenge D through visual analytics tailored to firmware complexity. Without clear
documentation, the system enables comprehensive behavioral assessment through
observation rather than relying on fragmentary or nonexistent vendor-provided
specifications. The system design section explains how coordinated visualizations
and quantitative metrics enable systematic firmware behavior exploration. Case
studies on commercial firmware demonstrate practical effectiveness, while a user study
shows that guided visualization reduces the workload of campaign planning. The
chapter concludes with Section 4.4, which documents observations and limitations
of FuzzPlanner that directly motivated STAFF’s automated dependency-aware
approach, establishing the research progression from Contribution C1 to Contribution
C2.

Chapter 5 presents STAFF (Contribution C2), addressing Challenge B, Chal-
lenge C and Challenge D through automated inter-binary dependency discovery
combined with protocol-aware fuzzing. The solution section presents a three-phase
system comprising runtime recording, whole-system taint analysis, and taint-guided
fuzzing. The implementation section outlines refinements boosting performance
while retaining analytical power. The evaluation employs real firmware spanning
headless protocols to complex GUI interfaces, demonstrating effectiveness at discov-
ering complex inter-binary bugs. In-depth assessment identifies characteristics of
discovered bugs and explains why STAFF succeeds where other approaches fail.

Chapter 6 frames contributions relative to architectural comparison with Chapter
1’s theoretical framing, implications for broader firmware security efforts beyond
validation chain issues, multi-process realities in operating systems generalizable to
other security domains, near-term practical extensions, more challenging long-term
contributions, and aspirations for firmware security. The final chapter discusses
implications showing that a balance between human insight and automated analysis
proves critical, and acknowledges remaining challenges despite this dissertation’s
contributions.
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1.6 Reproducibility and Open Science
To promote reproducibility and foster future research building upon these con-

tributions, both FuzzPlanner1 and STAFF2 are publicly available as open-source
projects. Implementation files, evaluation datasets, and experimental configurations
are available to the scientific community. This open science approach ensures that
claims in this dissertation can be independently reproduced by researchers seeking
both replication validation and extension of these efforts.

1https://github.com/alessioizzillo/FuzzPlanner
2https://github.com/alessioizzillo/STAFF

https://github.com/alessioizzillo/FuzzPlanner
https://github.com/alessioizzillo/STAFF
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Chapter 2

Background

This chapter establishes the technical foundations necessary for understanding
the firmware fuzzing approaches this thesis investigates. The discussion addresses five
major themes: software fuzzing as the fundamental testing methodology, coverage-
guided and protocol-aware concepts that enable sophisticated testing strategies,
firmware composition and structural characteristics that distinguish embedded sys-
tems from traditional software, emulation solutions that enable firmware operations
without original hardware, and dynamic taint analysis techniques that inform inter-
process information flow tracking. Each topic emerges from established research
domains and demonstrates relevance to challenges specific to secure firmware analysis.

2.1 Software Fuzzing
Software fuzzing [42] is a dynamic testing methodology that automatically

generates mutations of inputs and delivers them to target applications for bug
discovery. Initially employed to test Unix command-line applications [14], fuzzing
has become one of the most effective means of discovering security bugs in large,
complex software applications. Of particular relevance to this thesis is coverage-
guided fuzzing, which encompasses the most widely used fuzzing frameworks, such
as AFL [15] and libFuzzer [16], resulting in millions of bug discoveries [18].

2.1.1 Coverage-Guided Fuzzing
Coverage-guided fuzzing represents a substantial advancement beyond earlier

blackbox analysis approaches in which target applications are treated as opaque
systems. Instead, coverage-guided fuzzers instrument the application being tested
to gain low-overhead telemetry on which portions of code execute at runtime. This
feedback guides the generation of inputs toward previously unexplored portions of
the application functionality. This hybrid approach balances the efficiency feasible
in blackbox testing with the deeper insight potentially available through whitebox
execution [43].

The life-cycle of a coverage-guided fuzzer operates through interconnected and
iterative steps that enable self-directed exploration. The fuzzer begins by selecting
an input test case from the input queue, a prioritized collection of potential inputs.
This queue is initially populated with a seed corpus—hand-crafted examples or
existing datasets representing typical inputs to the target—which grows as the fuzzer
crafts inputs that add additional code coverage. Sophisticated scheduling heuristics
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Figure 2.1. The life-cycle of a coverage-guided fuzzer: select input from the queue, apply
mutation, execute the program while observing, handle crashes and deduplicate crashes,
provide coverage feedback to the queue.

may prioritize inputs that are more likely to reach new code paths and trigger novel
behaviors.

The selected input undergoes mutation through one or more operations that
produce offspring test cases. These mutations consist of relatively inexpensive opera-
tions, often bit-level modifications such as bit flips, byte insertions, or replacements
with random byte sequences. Mutations may also insert semantically significant
values from architecture-specific magic values or tokens provided via a dictionary.
Splicing operations combine constituent elements from multiple entries within the
queue. The specific operation and its extent are typically selected stochastically to
ensure variety in offspring generations.

Program execution follows with the target application launched using the mutated
input. During execution, the fuzzer observes for abnormal behaviors, including
crashes, timeouts, or infinite loops. To accelerate this process, modern fuzzers employ
a fork point: a location during execution with sufficient retained state such that each
fuzzing iteration can resume from this saved state rather than restarting from the
beginning. This optimization proves valuable because initialization code—necessary
for setting up the application but irrelevant to bug discovery—would otherwise waste
time in every iteration. The fork point occurs after pre-execution code completes but
before input parsing begins, allowing the fuzzer to execute hundreds to thousands
of test cases rapidly. Simultaneously, instrumentation captures code coverage to
determine whether the input triggered new execution paths. This instrumentation
can be performed statically at compile time if source code access is available, or
dynamically at runtime via binary instrumentation [44] when only binaries are
available.

When execution crashes, the input is preserved in a separate collection for fu-
ture analysis and review. To avoid maintaining lengthy lists of redundant crashes,
deduplication occurs by assessing shared characteristics of failures, such as stack
traces or faulting instruction addresses. For inputs that execute without crash-
ing, coverage-driven fuzzers determine whether the crafted input contributed to
exploratory progress by comparing code coverage generated during execution against
previous runs. Granular evaluation metrics assess whether edges were traversed or
branches exercised that had seen little activity during prior fuzzing iterations.

If an input proves interesting—either through coverage expansion or behavioral
diversity—it is added to the queue for future mutation. This feedback mechanism
creates an evolving corpus of interesting inputs that serve as candidates for mutation
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in subsequent iterations. The iterative cycle of mutation and execution operates at
massive scale, often involving millions or billions of executed test cases over extended
periods, enabling discovery of subtle bugs that would otherwise remain obscured in
complex applications.

2.1.2 Protocol-Aware Fuzzing Concepts
Contemporary firmware services frequently implement stateful network protocols

in which requests must arrive in a specific order, with consistent session identifiers,
authentication tokens, and protocol state. Traditional fuzzing approaches that
treat each input independently encounter substantial difficulties with such protocols,
as they cannot maintain the necessary execution context across multiple related
requests.

Stateful network protocols present several characteristics that complicate tra-
ditional fuzzing approaches. Servers maintain internal state machines where the
valid operations and expected message formats depend on the current protocol state.
Attempting to send messages without properly establishing state typically results
in immediate rejection, bypassing deeper protocol logic. Protocol implementations
often embed session identifiers, sequence numbers, or authentication tokens that must
remain consistent across related requests. Mutating these values breaks protocol
validity and prevents exploration of interesting code paths. Multi-request protocols
may perform validation and processing in stages, where early requests configure
state that influences how subsequent requests are interpreted and processed.

The central insight underlying state-aware fuzzing recognizes that different
components of a multi-request protocol sequence should not receive equal mutation
treatment. Consider a message sequence M = ⟨M1, M2, M3⟩ that can be decomposed
into three conceptual regions. The prefix M1 represents messages that establish the
path to a chosen protocol state by performing necessary authentication, initialization,
or state transitions. The target M2 represents the message selected for mutation
to explore behaviors within the target state. The suffix M3 represents remaining
messages that may observe effects resulting from mutations to M2, such as commit
operations or cleanup handlers.

The state-aware mutation strategy applies transformations exclusively to the
target region M2, producing M ′ = ⟨M1, mutate(M2), M3⟩. Preserving the prefix M1
intact maintains the transition path necessary to reach the target protocol state,
ensuring that the mutated target executes within the appropriate protocol context.
Retaining the suffix M3 ensures that downstream consumers, commit operations,
or cleanup handlers that process the mutated data continue to execute, thereby
enabling exposure of faults that manifest only after the mutation has propagated
through subsequent protocol logic.

2.2 Firmware Images: Composition and Structure
While the fuzzing workflow described above applies generally to software testing,

firmware presents distinct characteristics arising from its composition and deployment
context that require specialized consideration. To understand these distinctions and
their implications for fuzzing strategies, we must first comprehend the structure and
composition of firmware images themselves.

Firmware is the software layer in embedded systems that resides in non-volatile
memory and serves as an intermediary between hardware components and the
operating system [45], [46]. This software layer initializes hardware resources,
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Figure 2.2. Relationship between applications and device drivers in firmware and functional
blocks in the chip.

enabling the operating system and device drivers to configure hardware and expose
its functionality. Architecturally, firmware can be conceptualized as a container for
firmware applications and device drivers, where each application communicates with
hardware blocks via its corresponding device driver, as illustrated in Figure 2.2.

Firmware images typically comprise several distinct components organized in a
structured manner, as shown in Figure 2.3 [47]. At the beginning of the firmware file
is the firmware header, a data section providing metadata about the firmware layout,
including magic numbers, overall firmware size, integrity verification values, configu-
ration flags, and partition offsets. Following the header, the firmware contains the
compressed boot loader, which performs critical initialization tasks; the compressed
operating system kernel, which manages system resources; and the compressed root
filesystem, which contains system-specific configuration files and application binaries.
Standard filesystem formats employed in embedded devices include YAFFS, JFFS2,
SquashFS, and CramFS, with compression typically employing algorithms such as
GZIP, LZMA, or ZLIB to minimize storage requirements.

2.3 Emulation Foundations
The emulation environment provides the operational capabilities necessary for

firmware fuzzing—transforming images into executable systems without physical
access to target devices. Understanding these capabilities proves valuable for compre-
hending the architectural choices made throughout this thesis. Many of the concepts
draw from QEMU [44], an open-source machine emulator that serves as the practical
foundation for implementations in this work.

2.3.1 Address Space Terminology
Before establishing the architectural modes of emulation, it is necessary to define

address spaces relative to virtualized execution:
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Figure 2.3. Structure of a Linux-based firmware image.

• Guest Virtual Address (GVA): The virtual addresses exposed to programs
running within the guest system.

• Guest Physical Address (GPA): The physical addresses exposed to the operat-
ing system running within the guest system.

• Host Virtual Address (HVA): The virtual addresses exposed to processes
running on the host system that execute the emulator.

• Host Physical Address (HPA): The physical addresses that exist on the host
machine.

For efficient execution, the emulator must translate between these address spaces
when mapping guest memory to host memory along execution paths.

2.3.2 Full-System Emulation
In embedded and IoT settings, full-system emulation (or system-mode emulation)

encompasses the emulation of all computing components that comprise embedded
firmware, ranging from kernel to device drivers to application layers. This mode
achieves the highest execution fidelity by preserving all contextual information of
the embedded operation. However, it incurs substantial performance overhead due
to binary translation of all instructions and hardware peripheral emulation, as well
as maintenance of complete system state.

Multiple architectural elements of the emulator contribute to execution overhead.
The emulator must implement the Memory Management Unit (MMU) by performing
GVA-to-GPA translation on every memory access, with guest operating system
page table walks occurring in software. The binary translator operates in a non-
native environment, translating guest instruction streams into executable host



2.4 Dynamic Taint Analysis 18

instructions. While it can cache translations and track self-modifying code, block
chaining optimization applies only to basic blocks within the same GPA page, limiting
overall performance. Additionally, guest system calls must traverse the emulated
guest kernel to interact with the environment, resulting in higher latency than native
operation.

In embedded Linux environments, firmware operation involves substantial system-
call interaction and hardware dependencies, with nuanced relationships between
user-space calls and kernel system calls. Complete system behavior can only be
understood through operation in this mode. Full-system emulation typically exhibits
performance that is 5 to 10 times slower than bare-metal native execution, with the
exact overhead depending on the combination of instruction types executed, memory
access patterns, and peripheral engagement.

2.3.3 User-Mode Emulation
Conversely, user-mode emulation executes individual Linux applications extracted

from firmware images without running the complete system kernel. System calls are
forwarded to the host operating system, achieving substantially higher execution
speed without managing full system infrastructure.

In user-mode emulation, GVA-to-HVA transformations are relatively straight-
forward as there are no multilevel address spaces to traverse. Binary translation
incurs less overhead since block chaining optimization is less constrained. Addi-
tionally, system calls directly invoke the host’s operating system and hardware
rather than traversing an emulated guest kernel, resulting in much more efficient
implementations.

The limitation of this approach is reduced operational fidelity when required
resources or system-call semantics differ between guest and host environments.
User-mode emulation cannot properly emulate inter-process communications or
multi-process architectures that firmware systems rely upon, limiting visibility into
attack surfaces that emerge from inter-binary interactions.

Understanding these performance and fidelity trade-offs shapes the practical
implementation choices in this thesis’s firmware fuzzing frameworks, as the effec-
tiveness of fuzzing campaigns depends critically on achieving sufficient throughput
while maintaining operational accuracy.

2.4 Dynamic Taint Analysis
Dynamic taint analysis [48], [49], [50] is a runtime technique that tracks how

data originating from specific input sources influences the state and behavior of a
program during execution. It monitors the flow of information through variables,
memory locations, and program operations to determine which parts of the code are
affected by potentially sensitive or untrusted data. By focusing on data dependencies
rather than the detailed semantics of computations or control-flow constraints, this
approach remains relatively lightweight and efficient, making it suitable for analyzing
long or complex execution traces with minimal overhead.

2.4.1 Basic Principles
The fundamental principle of taint analysis is that data becomes tainted once

it enters the program from untrusted sources. This typically occurs when data is
received explicitly from untrusted inputs—such as data read from network sockets.
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Once data becomes tainted, dynamic taint analysis determines whether tainted
data or values computed from tainted inputs reach sensitive operations called sinks,
including security-sensitive system calls, memory writes, and control flow transfers.
To maintain taint information across all relevant program state—including variables,
registers, and memory addresses—taint analysis implements propagation rules at
every instruction it processes.

For example, consider a firmware web server that processes Hypertext Transfer
Protocol (HTTP) requests. When the program reads a payload from a network
socket, dynamic taint analysis marks bytes written to the receive buffer as tainted,
originating from an external network socket. As the web server parses the HTTP
request and extracts parameters, all bytes from the buffer propagate taint to parsing
variables. If the web server allocates memory based on a size field extracted from
the request, dynamic taint analysis observes that the allocation size derives from
tainted network input, indicating a potential bug that could allow attackers to
control memory allocation parameters.

2.4.2 Whole-System Taint Analysis
Dynamic taint analysis can operate at several levels of granularity, which in-

fluence firmware security evaluation differently. Application-level analysis tracks
information flow within the address space of a single process, maintaining taint
metadata for process memory and registers. Tools like libdft [51] are based on
instrumentation frameworks such as Pin [52] and Valgrind [53], achieving reasonable
performance overhead by implementing instrumentation at the application level.
However, application-level analysis cannot observe how data transfers from one
process to another via inter-process communication mechanisms.

Whole-system analysis extends taint tracking across the entire system, main-
taining taint status through kernel-user space transitions, inter-process interactions,
and file system operations [54]. Systems like DECAF [38] and its successor DE-
CAF++ [36] implement whole-system analysis through QEMU-based full-system
emulation. Only a whole-system perspective can track data flow across the entire
system stack from the operating system kernel through all user-space processes.
Security-relevant operations frequently occur across multiple binaries working in
concert. For example, a web server may receive HTTP requests, parse authentication
parameters, and transmit them via Unix domain sockets to separate authentication
daemons that query configuration databases and activate hardware control services.
Only whole-system analysis can reveal how external inputs control such inter-binary
processing paths.

The performance overhead of whole-system taint analysis is substantial. For
DECAF [38], the performance overhead is approximately 6 times that of QEMU
emulation alone, which itself is 5 to 10 times slower than bare-metal hardware
execution. Performance overhead originates from three primary sources: dynamic
emulation overhead inherent to QEMU, taint propagation overhead since each
instruction is instrumented to apply appropriate propagation rules, and taint status
checking overhead requiring access to shadow memory data structures that store
taint metadata.

2.4.3 Shadow Memory Architecture
Whole-system taint analysis must maintain taint status (tainted or untainted)

for every register and memory location within the emulated system. This requires
a complementary architecture called shadow memory, a data structure containing
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all taint metadata. Shadow memory operates using taint labels—identifiers that
determine which source (for example, which field from structured network input)
is responsible for tainting specific memory regions or registers. Shadow memory
architecture directly affects both the performance overhead and precision of whole-
system taint analysis.

For processor registers, taint status tracking is straightforward. Shadow variables
in the emulator maintain taint status corresponding to guest processor registers. For
example, for an x86 processor’s general-purpose registers, shadow variables such
as taint_eax, taint_ebx, taint_ecx store the taint status of their corresponding
registers [38]. When an instruction reads from register eax, the analysis checks
taint_eax to determine whether the value is tainted. This approach incurs minimal
overhead because shadow variables are directly accessible.

Taint tracking for memory is more complex due to the extensive address spaces
in modern systems. Implementations typically employ hierarchical shadow memory
structures where physical guest RAM is shadowed at configurable granularity. DE-
CAF uses bit-level precision tainting, ensuring that bitwise operations, shifts, and
other bit-manipulating instructions maintain accurate taint propagation [38]. The
structure follows hierarchical organization to exploit spatial and temporal locality
patterns typical of memory access.

Linking taint status to GPAs is essential for inter-process taint tracking. Each
process maintains its own virtual address space but shares common physical memory.
If Process A writes a tainted value to shared physical memory, Process B reading
from that memory must observe the taint status—determining whether propagation
occurred across the inter-process boundary. By maintaining taint status at the
GPA level, whole-system analysis ensures consistency across processes with different
virtual address spaces.

For example, if a web server writes authentication tokens acquired from HTTP
requests into shared memory, while a separate authentication daemon reads from
this memory for authorization checks, only whole-system analysis can recognize
that these values originate from attacker-controlled network input. Application-level
analysis would track them only within the web server, losing visibility when they
transfer to other processes. Whole-system analysis maintains their connection to
the original tainted source.

2.4.4 TCG-Level Taint Propagation
Whole-system taint analysis built on QEMU-style emulators instruments at the

Tiny Code Generator (TCG) level. QEMU translates guest instruction sets (x86,
ARM, MIPS, PowerPC) into TCG operations, which are subsequently compiled into
host machine code. Taint analysis instruments these TCG operations by inserting
additional TCG instructions that implement propagation rules alongside every data
access operation [38].

Propagation rules are semantic rules defining how taint propagates from operation
operands (sources) to destinations (outputs). For register-to-register moves, memory
loads, and stores, taint propagates from source to destination. For arithmetic and
logical operations (addition, subtraction, bitwise operations), the result receives taint
from its inputs if any input is tainted. This conservative approach assumes that any
output value potentially influenced by tainted sources should itself be considered
tainted.

Figure 2.4 illustrates TCG-level instrumentation for a simple x86 instruction mov
$0x7000, %esp, which loads an immediate value into the stack pointer register. The
original QEMU translation generates three TCG operations: moving the immediate
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movi_i32 tmp0,$0x7000
mov_i32 esp,tmp0
movi_i32 tmp4,$0xe070
st_i32 tmp4,env,$0x4c

(a) Original TCG code

movi_i32 tmp23,$0x0
movi_i32 tmp0,$0x7000
mov_i32 taint_esp,tmp23
mov_i32 esp,tmp0
movi_i32 tmp24,$0x0
movi_i32 tmp4,$0xe070
st_i32 tmp4,env,$0x4c

(b) Instrumented TCG code

Figure 2.4. TCG instrumentation for x86 instruction mov $0x7000, %esp. The instru-
mented version (b) inserts taint propagation operations (lines 1 and 3) that set taint_esp
to zero (untainted) before updating esp, demonstrating how taint metadata is main-
tained alongside actual program data [38].

ld_i32 eax, buffer,$0x10
addi_i32 eax,eax,$0x64
st_i32 eax,length,$0x0

(a) Original TCG code

ld_shadow tmp_taint,buffer,$0x10
ld_i32 eax,buffer,$0x10
mov_i32 taint_eax,tmp_taint
or_i32 taint_eax,taint_eax,$0x0
addi_i32 eax,eax,$0x64
st_shadow taint_eax,length,$0x0
st_i32 eax,length,$0x0

(b) Instrumented TCG code

Figure 2.5. TCG instrumentation for computing allocation size from tainted input. The
instrumented version (b) loads taint status from shadow memory for buffer[0x10] (line
1), propagates it to taint_eax (line 3), combines with untainted constant through OR
operation (line 4), and stores both computed value and taint status to length (lines
6-7), tracking how attacker-controlled data influences memory allocation size.

value $0x7000 into temporary register tmp0, copying tmp0 to register esp, and storing
an environment constant for later use. The instrumented version adds operations
that propagate taint status. It moves an immediate value $0 representing untainted
status into temporary register tmp23, then moves this value into taint_esp. This
ensures that the new value assigned to esp and its corresponding taint status are
updated simultaneously.

Figure 2.5 shows a more complex scenario where a content length field is ex-
tracted from an HTTP request buffer and used to compute an allocation size. The
instrumented version performs additional operations to maintain taint information.
Before loading the value from buffer+0x10, it loads the taint status from shadow
memory (using the ld_shadow instruction) into temporary register tmp_taint. After
loading the value into eax, it moves the taint status into taint_eax. The addition
operation that adds constant $0x64 to register eax propagates taint by combining
taint_eax with the untainted constant (immediate value zero) through a bitwise OR
operation. Finally, before storing the computed value to length, the instrumentation
also stores the taint status to shadow memory. This creates a propagation chain
demonstrating that the length variable was computed from a tainted input value
at memory location buffer[0x10].

Memory operations require additional complexity due to the need to interact with
shadow memory for every load and store. QEMU accesses all memory operations
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via qemu_ld or qemu_st instructions, which perform address translation and access
checks. Taint analysis instruments these operations to load or store taint status
through shadow memory for all memory accesses. This instrumentation requires
careful integration with QEMU’s Software Memory Management Unit (SOFTMMU)
code to ensure that taint propagation occurs correctly for corresponding data accesses.

This approach provides architecture-independent capabilities because propagation
rules apply at the TCG level regardless of the guest architecture. Whether guest
code is compiled for x86, ARM, MIPS, or any architecture supported by QEMU, a
single implementation provides taint analysis across all firmware images compiled for
QEMU-supported architectures. Guest-specific behavior is abstracted through the
TCG layer, where device-level implementation details become decoupled from taint
analysis. This architecture independence proves particularly valuable in embedded
environments where IoT devices from various vendors employ a wide range of
processor architectures.

2.4.5 Taint Status Versus Taint Labels
DECAF’s design implements taint status tracking—indicating whether data is

tainted—rather than detailed taint label tracking that identifies which specific input
byte influenced each tainted location [38]. This design decision prioritizes perfor-
mance and scalability over granular provenance information. Tracking detailed labels
for every tainted byte inline during execution would impose excessive performance
overhead and memory consumption, making real-time analysis infeasible.

DECAF tracks taint status efficiently inline throughout execution using the
shadow memory and shadow register mechanisms described above. Each location
stores a single bit indicating whether it is tainted or untainted. This minimal
representation allows taint tracking to keep pace with guest execution in real time,
enabling DECAF to detect when tainted data reaches sensitive operations—such as
instruction pointers and security-critical system calls—without interrupting execution
until these events occur.

Detailed byte-level provenance tracking remains valuable for post-execution
analysis, though this can be performed offline. While tracking which specific input
bytes influenced particular operations matters for understanding bug root causes,
this analysis can be performed offline after execution completes. DECAF provides
this capability through post-log analysis via plugins [38]. When tainted status
changes or tainted data reaches a sink, the Instruction Tracer plugin records essential
information about the propagation. Post-log processing can then slice backward
through execution traces to reconstruct propagation paths, determining which
input bytes influenced specific output values. This offline reconstruction imposes
no runtime overhead, allowing detailed analysis without compromising execution
performance.

This two-tier approach—inline status tracking with offline label reconstruc-
tion—provides several advantages. First, there is no information loss; unlike systems
that limit the number of labels per location, this design can track arbitrary numbers
of influencing bytes through offline reconstruction. Second, reduced runtime over-
head makes the system practical for firmware fuzzing, where rapid feedback about
effective mutations informs fuzzing strategy. Third, flexibility in analysis depth
allows multiple reconstructions with different granularity levels from completed
traces, without requiring re-execution.

Chapter 5 discusses how STAFF ’s byte-level annotation heuristic obtains map-
pings from input bytes to sinks at reduced computational cost compared to complete
reconstruction, providing sufficient granularity for dependency-aware fuzzing without
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full backward slicing overhead.

2.4.6 Performance Improvements for Elastic Tainting
The substantial performance overhead of comprehensive system-wide tainting

makes naive implementations impractical for firmware fuzzing, which requires execut-
ing thousands of test cases within reasonable timeframes. DECAF++ [36] addresses
this limitation through elastic whole-system dynamic taint analysis, which reduces
overhead by selectively activating tainting only when necessary, while maintaining
analytical integrity and accuracy.

The fundamental principle behind elastic tainting recognizes that tainting op-
erations incur overhead only when tainted data exists within the system. During
taint source initialization, during steady-state operation when no external input is
being processed, or after all tainted data has been consumed or deleted, the system
contains no tainted data. Elastic tainting eliminates unnecessary overhead during
these periods through two complementary mechanisms.

Elastic taint propagation operates in two states: a tracking state where the
system is fully instrumented to perform complete taint propagation when tainted
data exists, and a checking state where instrumentation overhead is minimal because
no tainted data is present [36]. The system begins in checking mode with minimal
performance overhead. When execution reaches any taint source (such as a payload
read from a network socket), the system dynamically switches to tracking mode and
begins taint propagation. Once all tainted data has been consumed (detected by
observing that all taint labels are zero or through explicit untainting operations),
the system reverts to checking mode.

This design proves advantageous for firmware fuzzing because processor intensity
varies throughout execution. Firmware devices typically boot and initialize services
before receiving any network input. During this initialization phase, the device
operates in checking mode with minimal taint-related overhead. Once a fuzzing-
generated test case arrives via the network, the system switches to tracking mode
to observe how the input propagates through firmware services. After processing
completes and the device returns to steady state, it resumes checking mode.

Mode transitions must incur minimal overhead to preserve the performance
benefit. While some systems employ costly context switches or process changes,
elastic taint propagation provides lightweight transitions via simple flag checks [36].
Instrumented code checks whether the system is in tracking mode. If so, it executes
complete propagation logic. If in checking mode, it quickly verifies this condition
and skips propagation logic, incurring only the minimal overhead of the flag check
itself.

Elastic taint status checking eliminates shadow memory access overhead through
selective checking [36]. Rather than loading taint attributes from shadow memory for
every operation, the system maintains metadata indicating which memory regions
may contain tainted data. Memory regions that have never been written by tainted
operations, or that have been explicitly marked as untainted, return zero taint status
without accessing shadow memory.

This implementation employs a bitmap or set structure indicating which physical
pages contain tainted data. Before accessing shadow memory for memory loads
or stores, instrumentation checks whether the page exists in this set. If the page
is not present, the operation immediately returns zero without accessing shadow
memory. This optimization proves effective because relatively small memory regions
are typically tainted—input buffers, parsing data structures, inter-process communi-
cation buffers—while the majority of memory regions—code sections, static data,
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and unrelated dynamic allocations—remain untainted throughout execution.
The combination of elastic propagation and elastic status checking achieves

significant performance improvements. In the absence of tainted data, DECAF++
incurs overhead of only approximately 4% compared to uninstrumented QEMU
emulation across the SPEC CPU2006 benchmarks [36]. This near-negligible overhead
makes practical application feasible during firmware initialization and steady state,
when taint operations provide no analytical value. When tainted data is present,
DECAF++ performs substantially better than baseline DECAF. Compared to
DECAF on the nbench memory index, speedup ranges from 32% to 86% (averaging
55%), while on the nbench integer index, speedup ranges from 18% to 328% (averaging
202%), with variation depending on workload characteristics and the proportion
of tainted data. As the amount of tainted data increases, performance degrades
only marginally rather than catastrophically, demonstrating that elasticity makes
whole-system taint analysis feasible for firmware fuzzing applications.

The elastic approach proves essential because firmware execution includes peri-
ods where comprehensive analysis is valuable and periods where it is unnecessary.
Firmware devices experience extensive intervals during initialization, configuration
management, and steady-state operation when the system is isolated from active
external input. Elastic tainting reduces overhead during these periods while facilitat-
ing comprehensive taint analysis during actual test case processing, then returning
to low overhead after completion.

2.4.7 Suitability for Firmware Security Analysis
Whole-system taint analysis provides capabilities for firmware security analysis

that application-level approaches cannot support. By tracking information flow across
process boundaries, whole-system analysis determines which bytes from external
input influence downstream services that never directly access the original input
source. When a web server extracts parameters from HTTP requests and transmits
them via inter-process communication to authentication daemons, configuration
managers, or hardware control services, whole-system analysis can observe these
inter-binary flows.

For firmware fuzzing scenarios, as discussed in Chapter 5, whole-system anal-
ysis facilitates automatic inter-binary dependency discovery. When seed inputs
are replayed with network data marked as tainted, whole-system analysis reveals
which bytes traverse process boundaries and which sinks they reach in downstream
processes.

Flow information directly informs mutation strategies used in fuzzing. Bytes
that reach multiple sinks across multiple processes represent critical areas for focused
mutation effort and may lead to uncover deeper bugs. Moreover, they can traverse
validation functions before triggering processing logic indicating validation chains
that mutations should respect to maintain execution progress. Chapter 5 explains
how STAFF utilizes whole-system analysis as an active component of the fuzzing loop,
using findings from seed replay to construct dependency-aware fuzzing configurations
that guide mutations to respect inter-binary data flows while preserving validation
chains for uncovering complex multi-request bugs spanning multiple cooperating
firmware binaries.
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2.5 Chapter Summary
This chapter established the technical preliminaries necessary for understanding

the firmware fuzzing techniques presented in subsequent chapters. Coverage-guided
fuzzing provides the fundamental testing methodology that enables successful bug
discovery through lightweight instrumentation for high-throughput exploratory
testing. Protocol-aware fuzzing extends these concepts to stateful services by
managing protocol context across multiple related requests through intelligent
message sequencing and selective mutation while maintaining protocol integrity.

Firmware devices present compositional complexity through their diverse service
architectures, multiple inter-process communication mechanisms, and performance
overhead inherent to emulation-based testing of embedded systems. Dynamic taint
analysis—particularly whole-system variants that track information flow across pro-
cess boundaries—enables observation of how data traverses inter-service architectures,
revealing dependencies that influence multi-binary processing paths.

The next chapter reviews related work on visual program analysis methods and
firmware fuzzing techniques, as well as dependency-awareness approaches, situating
this thesis’s contributions
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Chapter 3

Related Work

This chapter surveys research that informs the progression from visual analytics-
guided campaign planning to automatic dependency-aware fuzzing presented in this
dissertation. The evolution from FuzzPlanner (Chapter 4) to STAFF (Chapter 5)
builds upon existing work in visualization, fuzzing, firmware emulation, protocol-
aware testing, and dataflow analysis. Understanding how prior approaches address
firmware security challenges establishes where gaps exist and why new techniques
became necessary.

We start by looking at visual analytics in software analysis and testing, focusing
on how visualization helps make sense of program complexity. Coverage-guided
fuzzing has driven major progress in application testing, but its effectiveness drops
when applied to multi-binary firmware. Firmware emulation makes it possible to run
code without hardware, yet it does not fully solve the challenge of deciding where
fuzzer inputs should be introduced in complex architectures. Protocol-aware fuzzing
takes a stateful approach suited for network services, but it usually stays confined to
single daemons instead of handling interactions between multiple binaries. Finally,
data flow–guided analysis shows the value of tracing how data moves through a
system, though current methods often generate false positives that need manual
checking or remain disconnected from ongoing fuzzing efforts.

3.1 Visual Analytics for Software Analysis and Testing
Visual analytics aims to address the complexity of software testing and program

analysis by providing visually digestible insights from data that help analysts and
end users understand intricate execution patterns across large datasets. While
visual analytics approaches exist for various domains—from malware assessment
to vulnerability scoring—none specifically facilitate the construction of efficient
firmware fuzzing campaigns.

3.1.1 Visual Analytics for Program Analysis
Numerous systems demonstrate the value of visual approaches in helping analysts

understand program scope and execution sequences. CFGExplorer [55] employs a
visual control-flow analytics framework derived from established program analysis
tools to guide users through intricate decision trees while engaging analysts in the
exploration process. SymNav [56] provides visually-assisted navigation for symbolic
execution, helping analysts understand path explosion and locate specific program
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markers. ROPMate [57] assists in creating return-oriented programming exploits by
visualizing relationships between gadget chains and control flows.

Bug analysis also benefits from visualization, as demonstrated by Cesar [58] for
source code errors through visual source code presentation, and by Bacher et al. [59]
using tree visualization methods for source code analysis.

3.1.2 Visual Analytics for Fuzzing
Few attempts have been made to apply visual analytics to the fuzzing process

itself. VisFuzz [60] is a human-assisted fuzzing system that uses visualizations
to discover bottlenecks that would otherwise go unnoticed. FuzzSplore [61] helps
analysts understand which target programs achieved increased code coverage through
specific input generation strategies, making these relationships transparent rather
than opaque. FMViz [62] assists analysts in understanding the mutation process
and identifying which transformation attempts yield significant coverage gains that
have not been observed before.

These tools focus on interpreting fuzzing results or monitoring fuzzer execution
in real time. They aid post-mortem analysis and enable parameter adjustments after
reviewing datasets. However, no tools exist to support decision-making before fuzzing
begins. For firmware, experts must address numerous interconnected binaries, making
pre-fuzzing questions particularly important: which binaries should be fuzzed? How
do these binaries receive input? What is the optimal location for introducing fuzzer-
controlled input to reach effective services? Which input-influenced functionalities
should be evaluated?

These questions can best be answered through tools that visualize all bina-
ries—providing a comprehensive architectural perspective—and the data flows be-
tween them, potentially minimizing fuzzing effort by prioritizing targets based on
knowledge gained about the complex ecosystem of cooperating binaries.

To address this gap, Chapter 4 introduces FuzzPlanner, a visualization-guided
tool that supports decision-making before launching a fuzzing campaign for multi-
binary firmware environments by presenting holistic architectural and data-flow
views to help analysts prioritize and plan fuzzing efforts.

3.2 Coverage-Guided Fuzzing and Mutation Strategies
Software fuzzing has evolved substantially since its inception, with numerous

improvements that have increased its effectiveness across diverse application domains.

3.2.1 Coverage-Guided Fuzzing Foundations
AFL [15] and libFuzzer [16] are the most widely deployed implementations of

coverage-guided fuzzing and have demonstrated remarkable success in production
software testing. Google’s OSS-Fuzz initiative reports over 28,000 bugs discovered
in open source software [18], providing testament to the practical effectiveness of
coverage-guided mutation at scale. Numerous academic improvements have been
studied, including taint-guided fuzzing and symbolic execution integration [63], [64],
[65], [66], [67], input format-based mutations [68], grammar-based mutations [69], [70],
and fuzzer scheduling improvements [71], [72]. The most comprehensive derivative
of AFL is AFL++ [73], which incorporates most of these advances.
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3.2.2 Input-to-State Correspondence
One of the most significant recent advances in mutation strategy is the study

of input bytes that enter program state with minimal transformation and are
subsequently used in program logic. REDQUEEN [74] identifies input-to-state
correspondence: many input bytes appear in comparison operations with their
exact values or limited transformations. This observation enables effective mutations
without intensive taint analysis, focusing instead on previously difficult but achievable
mutation strategies. WEIZZ [75] similarly extends format-guided fuzzing to binary
structures by automatically inferring input structures and deriving mutations that
adhere to format constraints.

These works improve application-level fuzzing, but they do not address firmware-
specific concerns. Coverage-guided fuzzers typically assume direct access to input
bytes within a single binary; by contrast, firmware services operate as ecosystems
of cooperating daemons where data may be received in one process, traverse IPC
to others, and be transformed before reaching configuration or service logic. This
complicates both mutation strategy and the selection of injection points in multi-
binary environments. These architectural challenges motivate the visual pre-planning
approach presented in Chapter 4 and the dependency-aware fuzzing techniques
discussed in Chapter 5.

3.3 Firmware Emulation and Fuzzing Approaches
Firmware testing is intrinsically linked to the ability to execute firmware images

without physical hardware.

3.3.1 Automated Emulation for Linux Firmware
The first significant advance in automated emulation came from Firmadyne [19],

which provided automated extraction and system-mode emulation of Linux firmware.
By enabling automated extraction and execution at scale for firmware images, Fir-
madyne made large-scale firmware analysis feasible. FirmAE [3] improves emulation
success through arbitration heuristics when conflicts arise during the boot sequence.
The increased emulation success rate across hundreds of firmware images from diverse
vendors and device classes demonstrates the value of intelligent conflict resolution.

Pandawan [76] implements Firmware Initialization Completion Detection (FICD)
and improves upon full-system rehosting approaches, demonstrating that compre-
hensive analysis can occur at scale more effectively than Firmadyne, FirmAE, and
FirmSolo. Pandawan executes 6% more user-level programs and 21% more user-
code basic blocks while loading 9% more IoT kernel modules, resulting in discovery
of 16 bugs across 12 unique binary kernel modules, including six novel findings.
FirmSolo [77] was the first system to include kernel-space analysis via Kernel Config-
uration Reverse Engineering, discovering 19 novel bugs across 11 different proprietary
modules in 84 kernels.

3.3.2 Full-System Firmware Fuzzing
TriforceAFL [78] established full-system firmware fuzzing by implementing AFL-

style coverage guidance with QEMU system-mode emulation, creating a canonical
baseline that preserves realistic execution environments including kernel, network
stack, IPC mechanisms, and multi-process interactions. This approach enables
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coverage-guided fuzzing across complete firmware images without requiring source
code or hardware access, making firmware security assessment feasible at scale.

FirmFuzz [79] extends this foundation through device-independent emulation
combining greybox-based generational fuzzing with static analysis and system intro-
spection. The system addresses IoT-specific challenges including peripheral emulation
via custom kernel modifications that map unsupported device accesses to fake drivers,
and context-driven input generation using headless browser automation to extract
syntactically valid requests from firmware web interfaces. Helper binaries injected
into firmware filesystems enable deterministic vulnerability detection through direct
runtime observation rather than server-side responses. Static analysis of code paths
combined with DOM traversal discovers deep vulnerabilities including command
injection, buffer overflow, null pointer dereferences, and cross-site scripting without
manual reverse engineering.

Both approaches incur significant performance overhead—typically achieving
tens of executions per second compared to thousands for native execution—that
becomes prohibitive during extended campaigns requiring millions of test cases. This
performance gap, often one to two orders of magnitude slower than native execution,
limits practical applicability for comprehensive security assessment and motivated
subsequent hybrid approaches that sacrifice some multi-process fidelity for improved
throughput.

3.3.3 Hybrid and User-Mode Firmware Fuzzing
To achieve required performance levels, FIRM-AFL [35] implements process-

emulation enrichment: it uses system-mode boot to establish necessary context and
persistence before transitioning target applications to faster user-mode emulation,
achieving throughput gains of 8-20× while maintaining support for inter-process
interactions. EQUAFL [4] extends user-mode fuzzing through hybrid operations
with firmware-specific heuristics. Greenhouse [80] deliberately avoids full-system
complexity by rehosting individual services in user space, achieving substantial
performance improvements but preventing modeling of vulnerabilities spanning
multiple cooperating binaries. SAFIREFUZZ [37] enhances performance through
techniques approaching near-native execution via optimized snapshot mechanisms.

These approaches encounter limitations when firmware complexity arises from
inter-service interactions. FirmAEHF [81] demonstrates verification of known vul-
nerabilities using predefined proof-of-concept inputs rather than discovering novel
multi-step bugs. FIRMCORN [82] applies evolutionary fuzzing to single binaries
but lacks protocol-state awareness for stateful network services. Targeting single
applications within isolated settings represents a limited scope—modern firmware
comprises complex ecosystems of interrelated daemons that single-binary approaches
struggle to model accurately. Critical bugs arising from binary interactions may be
missed in single-binary fuzzing contexts.

HouseFuzz [83] addresses multi-service firmware through Token Dependency
Graphs that model parameter dependencies within protocol parsing logic, enabling
syntactically valid multi-request sequences. However, this parameter-level modeling
differs from byte-level taint tracking across process boundaries—HouseFuzz identi-
fies which parameters affect services but cannot trace how individual input bytes
propagate through validation chains spanning multiple binaries with different trust
assumptions.
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3.3.4 Hypervisor and Virtual Device Fuzzing
Similar challenges exist for hypervisor and virtual device fuzzing. Nyx [84] is

the first greybox hypervisor fuzzer to implement fast snapshots using hardware
assistance. Snapshot-based mechanisms have proven effective for coverage collection
when combined with hardware support. ViDeZZo [85] combines intra-message and
inter-message dependency awareness through lightweight grammar and message-
aware mutators. HYPERPILL [86] generalizes fuzzing approaches to any hypervisor
through any hardware virtualization interface, demonstrating effectiveness against
both open-source and closed-source hypervisors.

Hypervisor and virtual device fuzzing share many characteristics with firmware:
they are highly stateful systems involving multiple components that must cooperate
to respond to user input. However, the technical challenges differ significantly.
Virtual device interfaces and Guest/Host frameworks exist within a single address
space boundary, while firmware may span multiple process boundaries with services
employing different IPC mechanisms.

3.4 Protocol-Aware and Stateful Fuzzing
Modern firmware services often implement stateful network protocols in which

requests must arrive in specific sequences with consistent session identifiers and
authentication tokens.

3.4.1 Manual Grammar-Based Approaches
Early protocol fuzzers relied on manually written grammars or templates. Sul-

ley [87] and BooFuzz [88] require analysts to specify message formats, field types,
dependencies, and valid state transitions. While these manual approaches enable
targeted testing of specific protocol implementations, they demand substantial
engineering effort and protocol expertise.

3.4.2 Automated State Inference
AFLNet [26] introduced coverage and state feedback for network protocols by

replaying and mutating recorded message sequences and using server responses to
guide exploration. The key innovation treats network traffic as ordered sequences of
regions corresponding to individual protocol messages rather than monolithic inputs.
By observing server responses, AFLNet dynamically constructs an implicit protocol
state machine where states correspond to unique response codes and transitions
represent protocol messages.

StateAFL [27] and SGFuzz [89] extend state-aware fuzzing through more auto-
mated techniques that reduce reliance on manual protocol specifications. StateAFL
extends state inference by hashing memory snapshots to infer protocol states, avoid-
ing dependence on observable protocol responses. This approach enables state
identification even when protocols do not reveal explicit state information through
their communication patterns, making the technique applicable to a broader range of
stateful systems. SGFuzz introduces directed greybox fuzzing for stateful programs
by learning state models from dynamic analysis and using them to guide input
generation toward underexplored states. The approach explicitly maintains protocol
state and uses it to schedule seeds that exercise different protocol states, thereby
improving coverage of stateful behaviors. Both systems demonstrate that automated
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state inference can effectively guide fuzzing without requiring analysts to specify
protocol grammars or state machines manually.

TANGO [90] introduces cross-validation of snapshots through state inference,
grouping snapshots occupying the same implicit system state based on similarities
between input-response pairs. By cross-testing snapshots against inputs and ob-
serving behavioral patterns, TANGO identifies functionally equivalent paths and
constructs higher-order feedback, enabling more efficient scheduling. The system
demonstrates substantial reduction in fuzzer queue sizes (approximately 86%) by
identifying and eliminating functionally equivalent snapshots.

3.4.3 Domain-Specific Protocol Fuzzers
Domain-specific approaches improve input quality by exploiting protocol se-

mantics or request correlations. CinfoFuzz [91] leverages correlation information
between HTTP endpoints in embedded web interfaces to generate semantically valid
request sequences. SRFuzzer [28] incorporates protocol-specific knowledge about
common router management interfaces. Alternative approaches avoid firmware
instrumentation by using black-box observation. IoTFuzzer [92], Diane [93], and
Snipuzz [94] observe communication between companion mobile applications and
IoT devices to learn valid protocol sequences.

U-Fuzz [95] systematically discovers bugs in arbitrary wired and wireless IoT
protocol implementations by automatically constructing protocol state machines from
network capture files, then using stateful fuzzing to manipulate and replay packets.
RIoTFuzzer [96] addresses cloud server-side validation challenges by leveraging
companion applications to generate valid fuzzing packets. mGPTFuzz [97] pioneered
LLM-assisted fuzzing by using GPT-4-Turbo to automatically extract knowledge
from the 1000+ page Matter specification, discovering 147 new bugs, including 61
zero-day bugs across 23 Matter devices.

3.5 Dataflow-Guided Fuzzing and Inter-Binary Analysis
Understanding how input data flows through programs enables more effective

testing by identifying which input bytes influence program behavior and which
program paths depend on specific input characteristics.

3.5.1 Single-Process Taint-Guided Fuzzing
Process-level taint and dataflow-guided fuzzers substantially improve the ability

to bypass complex checks by identifying influential input bytes. VUzzer [63] exploits
dynamic taint analysis to determine which input bytes affect decision points in
programs, then prioritizes mutations of bytes that reach comparison operations.
Angora [64] investigates how to exploit taint analysis with reduced overhead through
optimized instrumentation and selective tracking. Input-to-state correspondence
approaches achieve similar benefits without the overhead of complete taint analysis.

These single-process approaches assume that all relevant data flows occur within
a single application boundary. However, firmware services commonly span multiple
processes: a web server may parse an HTTP request, pass parameters to a configu-
ration daemon via IPC, which updates a database, triggering a hardware control
service to modify device state. Single-process taint analysis cannot discover these
inter-binary dependencies.
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3.5.2 Whole-System Taint Analysis
Dynamic taint analysis can be performed over single applications or entire systems.

Whole-system taint analysis presents particular challenges because all operations
performed by the system must be tracked during execution [54]. DECAF++ [36]
provides a whole-system dynamic taint analysis framework built upon QEMU that
embeds propagation rules at the TCG level, QEMU’s architecture-independent
intermediate representation. The framework can track how data propagates through
system call boundaries, between communicating processes, and through kernel data
structures.

DECAF++ has been successfully applied to security analysis tasks, including
attack provenance tracking and information flow analysis. However, it has not
been widely adopted in firmware fuzzing, where the combination of taint analysis
and emulation overhead compounds performance challenges. Chapter 5 extends
DECAF++ with firmware-specific optimizations and integrates whole-system taint
analysis into an active fuzzing loop, using taint information to discover dependencies
and guide mutation strategies.

3.5.3 Static and Dynamic Inter-Binary Analysis
Static inter-binary analyses target detection of insecure inter-binary flows that

can be identified through static examination of firmware binaries. Karonte [9] detects
inter-binary bugs via a static analysis framework that traces the flow of insecure data
across binaries. SaTC [29] extends this approach with shared-keyword-aware taint-
checking, where detection accuracy benefits from understanding semantic features of
configuration keywords and their relationships. Mango [32] implements binary data
flow analysis called MANGODFA, derived from value analysis and data dependency
analysis, that achieves systematic analysis through binary code examination. Using
algorithm-level optimizations, Mango processed 27× more binaries than SaTC in
similar time across the same seven firmware images (8 minutes on average versus
6.56 hours per binary for SaTC) and discovered 56 previously-unknown bugs.

OctopusTaint [33] employs advanced backtracking data flow analysis and includes
a sanitization inspection module and post-process filters to reduce false positives
while maintaining 24% faster performance than SaTC, EmTaint, and MangoDFA,
achieving 82% of the sink coverage of EmTaint. It analyzes 1542 Linux-based firmware
samples and exposes 142 n-day bugs, many of which represent 0-day candidates.
EmTaint [34] uses a precise demand-driven approach with flow-, context-, and field-
sensitive aliasing, analyzing 35 Linux-based firmware samples and discovering at
least 192 bugs (41 n-day, 151 0-day) with at least 115 Common Vulnerabilities and
Exposures (CVE) or Product Security Vulnerability (PSV) identifiers.

While these static analyses effectively identify potential bugs across binaries,
they tend to produce false positives due to dynamic dispatch and runtime-dependent
control flows. Static taint analysis provides valuable pre-fuzzing information about
potentially interesting inter-binary paths, but dynamic validation through exploita-
tion testing remains necessary.

Dynamic approaches focused on exposing multi-step, inter-binary bugs depend on
discovering and validating inter-binary interactions. HOFF [30] exposes higher-order
memory corruption by tracking data flow from attacker-controlled stores through
subsequent processing before affecting critical memory operations. ReLink [31]
connects requests across interfaces to expose higher-order command injection bugs.
Such multi-step bugs are particularly dangerous as they can affect many systems
yet remain undetected in traditional developer-focused security audits.
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3.5.4 Runtime Sanitization and Monitoring
Lightweight runtime sanitizers and monitoring frameworks complement taint-

analysis systems by providing enhanced fault signal visibility during fuzzing. DFirm-
San [98] observes that conventional dynamic memory sanitizers do not translate well
to Linux-based firmware fuzzing and provides a lightweight alternative with three
key benefits: silent memory corruption that goes unreported in resource-constrained
embedded settings can be detected; active memory corruption affecting service
programs and vendor-customized dynamically loaded libraries can be monitored;
and overhead related to memory addressing can be minimized to maintain practical
fuzzing throughput. DFirmSan operates in two phases: pre-analysis deriving service
programs and sensitive function calls, and dynamic boundary checking during execu-
tion for memory-sensitive functions. Rather than applying global memory-sensitive
checks via shadow memory and red zones, DFirmSan only checks sensitive function
parameters that could be corrupted by untrusted data. It tests 47 Linux-based
firmware samples and achieves 16.43% overhead with AFL++ and 2.69% with
FirmAE while discovering 117 additional previously-known CVEs and 25 new bugs.
The approach employs coarse-grained forward dataflow analysis from data origins
(network sockets, file inputs, parameter entries, hardware interfaces) to reduce false
positives by focusing on sensitive functions rather than all operations.

Firmulti [99] implements system-level virtual machine introspection (VMI) for
multi-process bug detection, as existing emulation-based fuzzers miss bugs in hy-
brid or user-mode emulation where performance optimization limits visibility into
multi-process interactions. Firmulti operates in two phases: first engaging with
external tools like FirmAE or Firmadyne to establish full-system configurations,
then using DECAF’s VMI features to monitor the complete system environment.
VMI callbacks register all active processes during process creation attempts; crashes
in any process that interacts with the fuzzed process indicate bug detection. This
approach discovered bugs in real-world firmware from ASUS, D-Link, Netgear, and
Trendnet, including five new bugs such as a multi-process bug (CVE-2019-20082 in
ASUS RT_N53 firmware) where the authentication daemon crashed when processing
data from a fuzzed web server. Single-process fuzzing would incorrectly report
the web server crashed rather than detecting the downstream daemon crash. VMI
provides full-system monitoring for bugs that occur when web servers pass user
input to backend processes communicating via named pipes or shared memory,
making crashes visible that would otherwise remain undetected with single-process
monitoring.

3.5.5 Multi-Stream Input Generation
Multi-stream input generation represents a recent architectural innovation for

firmware fuzzing. Hoedur [100] pioneered this approach with the following rationale:
rather than treating firmware inputs as flat byte sequences, inputs are reorganized
into multiple streams that maintain structural integrity while being strictly typed.
Type-aware mutations occur with preserved semantic relationships between input
streams. On firmware sample sets used from Fuzzware [23] and µEmu [25], this
approach achieved up to a 5× increase in code coverage compared with state-of-the-
art firmware fuzzers and uncovered 23 previously unknown bugs.

MultiFuzz [101] implements stream-specific strategies where each peripheral
device receives its own input stream rather than consolidating all inputs into a single
file. Tested against 23 real-world firmware samples, it achieved substantially higher
code coverage across 14 targets while discovering 18 new bugs. ES-FUZZ [102]
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extends this concept by introducing stateful and adaptable Memory-Mapped I/O
(MMIO) models that evolve alongside the fuzzer. Across 24 firmware samples,
ES-FUZZ achieves up to 54% more coverage than Fuzzware.

3.6 Multi-Staged and Snapshot-Based Fuzzing
Efficient state restoration proves essential for fuzzing throughput, particularly for

stateful targets requiring complex initialization or protocol state traversal. Snapshot
mechanisms trade off between granularity, performance overhead, and scope of
preserved state.

Optimized checkpoint placement approaches target network services through
binary analysis and dynamic feedback. SnapFuzz [103] introduces deferred forkservers
via binary rewriting, identifying optimal fork points beyond program entry to skip
expensive initialization, achieving 62.8× speedup on LightFTP. Snappy [104] employs
dynamic taint analysis to identify checkpoint locations where fuzzer-controlled
data reaches programs, automatically determining when initialization completes.
These single-checkpoint-per-execution models cannot efficiently handle multi-request
protocol sequences requiring different restoration points depending on protocol state.

VM-level snapshots provide complete system state preservation at the cost of
larger snapshot sizes and restoration overhead. Nyx [84] implements fast snapshots
using hardware assistance (Intel PT for coverage, KVM for virtualization) for hyper-
visor and virtual device fuzzing. Nyx-Net [105] extends this foundation for network
protocol fuzzing, achieving up to 300× speedup over AFLNet through incremental
whole-VM snapshots at packet boundaries. Agamotto [106] introduces hierarchical
checkpoint trees with delta-based restoration, enabling efficient exploration of deep
state spaces. yFuzz [107] demonstrates multi-state fuzzing maintaining multiple snap-
shots corresponding to different protocol states within single processes, but cannot
handle multi-binary firmware systems where state spans cooperating processes.

User-space checkpointing tools like CRIU [108] and DMTCP [109] provide
application-level state preservation through process memory, file descriptors, and
register state capture without kernel modifications. However, they remain limited to
single-process or explicitly-coordinated multi-process scenarios, unable to preserve
arbitrary multi-process firmware state including kernel buffers, IPC channels, and
network sockets across dozens of cooperating daemons without extensive coordination
overhead.

Domain-specific snapshot approaches demonstrate effectiveness in specialized
contexts. ATROPOS [110] implements snapshot-based fuzzing for PHP web applica-
tions, building on Nyx’s VM capabilities while hooking into the PHP interpreter
for custom feedback mechanisms. However, it targets single-process interpreted
environments rather than multi-binary compiled firmware systems with inter-process
dependencies and validation chains spanning process boundaries.

STAFF’s Multi-Staged Forkserver (Chapter 5) differs through hierarchical two-
tier checkpointing dynamically placed at HTTP request boundaries discovered via
whole-system taint analysis. The parent checkpoint preserves full-system state after
firmware initialization, while child checkpoints capture state after each request in
multi-request sequences, enabling efficient exploration of deep protocol states without
replaying entire sequences. Unlike user-space mechanisms limited to single processes
or VM-level snapshots at packet boundaries, STAFF checkpoints preserve complete
QEMU system state including all daemons, IPC channels, filesystem modifications,
and network sockets while maintaining request-level granularity. Unlike single-
binary multi-state fuzzers (yFuzz) or domain-specific tools (ATROPOS), STAFF



3.7 STAFF Compared to State-of-the-Art Firmware and Protocol Fuzzing 35

targets multi-binary Linux-based firmware and uses whole-system taint analysis to
identify inter-binary interactions spanning HTTP servers, CGI handlers, and backend
daemons. This combination enables efficient fuzzing of stateful inter-binary firmware
bugs requiring validation chain preservation across process boundaries—scenarios
existing snapshot approaches cannot adequately address due to focus on single-binary
scenarios, coarse-grained restoration points, or fundamentally different execution
models.

3.7 STAFF Compared to State-of-the-Art Firmware and
Protocol Fuzzing

STAFF’s design addresses challenges at the intersection of two research domains:
firmware fuzzing and protocol-aware fuzzing. Firmware fuzzing approaches target
embedded systems but typically lack stateful protocol handling or inter-process
dependency discovery. Protocol-aware fuzzing approaches excel at stateful network
service testing but remain confined to single-process scope. STAFF integrates
capabilities from both domains—whole-system firmware analysis with protocol-aware
stateful fuzzing—to enable discovery of bugs requiring validation chain preservation
across multiple cooperating processes. We therefore position STAFF against state-
of-the-art approaches from both categories using four criteria that capture essential
capabilities for inter-binary firmware fuzzing.

Inter-Process Analysis indicates whether the approach analyzes multiple co-
operating processes rather than single binaries, essential for firmware where bugs
arise from inter-service interactions. System-Mode Emulation reflects whether the
approach employs full-system emulation (e.g., QEMU system mode) that executes
the entire operating system and kernel, versus user-mode emulation, process-level
execution, or hardware-based testing. Multi-Request Capability captures whether the
approach maintains firmware state across coordinated multi-request sequences where
each request may affect different processes, distinct from single-request fuzzing or
basic protocol state handling within individual daemons. Input-to-Code Traceability
indicates whether the approach determines which input bytes influence which code
locations across process boundaries, enabling targeted mutations that reach specific
validation logic rather than blind mutation strategies.

Table 3.1 compares STAFF against representative firmware and protocol fuzzing
approaches using these four criteria.

Firmware fuzzing approaches provide varying levels of multi-process support and
emulation fidelity. TriforceAFL and FirmFuzz establish system-mode emulation en-
abling inter-process observation but lack input-to-code traceability and multi-request
capability. FIRM-AFL, EQUAFL, and SAFIREFUZZ achieve performance improve-
ments through hybrid emulation transitioning from system-mode initialization to
user-mode execution, sacrificing inter-process visibility. Greenhouse deliberately
avoids full-system complexity by rehosting individual services in user space, pre-
venting modeling of inter-service dependencies. HouseFuzz advances multi-process
fuzzing through Token Dependency Graphs that model parameter-level dependencies
within protocol parsing logic, enabling syntactically valid multi-request sequences.
However, parameter-level modeling differs from byte-level taint tracking—HouseFuzz
identifies which parameters affect services but cannot trace individual input bytes
through validation chains spanning multiple binaries. Firmulti provides system-level
monitoring detecting crashes across processes but offers no input-to-code traceability
or multi-request state coordination.

Protocol-aware fuzzing approaches (AFLNet, StateAFL, SGFuzz, Nyx-Net)
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Approach Inter-Process
Analysis

System-Mode
Emulation

Multi-Request
Capability

Input-to-Code
Traceability

TriforceAFL   # #
FirmFuzz   # #
FIRM-AFL # G# # #
EQUAFL # # # #
SAFIREFUZZ # # # #
Greenhouse # # # #
HouseFuzz  # # G#
Firmulti   # #
AFLNet # #  #
StateAFL # #  #
SGFuzz # #  #
Nyx-Net #   #
Karonte  # # G#
SaTC  # # G#
Mango  # # G#
HOFF  # # #
ReLink  # # #
STAFF     

Table 3.1. STAFF compared to state-of-the-art firmware fuzzing and protocol-aware fuzzing
approaches. Symbols:  = full support, G#= partial support, #= no support. STAFF
uniquely integrates all four capabilities.

excel at multi-request sequences within single-daemon contexts, achieving high
throughput (hundreds to thousands of executions per second) through automated
state-machine inference. They handle protocol state enabling stateful testing of
network services. However, they remain confined to single-process scope, lacking
inter-process analysis and input-to-code traceability. They cannot observe cascading
interactions where HTTP requests trigger data flows across configuration managers,
database services, and hardware control daemons—the inter-binary data flows
characteristic of firmware architectures. Without input-to-code traceability across
processes, they rely on coverage feedback that may miss deep inter-service bugs
requiring targeted mutations.

Inter-binary analysis tools (Karonte, SaTC, Mango, HOFF, ReLink) provide
multi-process dependency discovery through static or dynamic approaches. Static
analyses automatically identify potential inter-binary data flows but struggle with
dynamic dispatch and runtime-dependent control flows, producing false positives
requiring manual validation. Dynamic approaches (HOFF, ReLink) target specific
bug patterns through targeted analysis but focus on predetermined patterns—they
cannot independently discover inter-binary interactions without prior guidance,
lacking systematic multi-request capability and automated input-to-code tracing.

STAFF uniquely integrates all four capabilities through dependency-aware fuzzing
within an active fuzzing loop. Rather than merely detecting or passively observ-
ing bugs post-execution, STAFF constructs minimal multi-request sequences that
respect inter-binary validation chains. Whole-system dynamic taint analysis pro-
vides input-to-code traceability across process boundaries, determining which input
bytes propagate through which validation chains and enabling targeted mutations.
Multi-staged forkserver checkpointing enables multi-request capability by preserv-
ing firmware states after each request, supporting exploration of states requiring
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coordination across web servers, CGI handlers, and backend daemons. System-
mode emulation preserves realistic IPC and kernel interactions while inter-process
analysis tracks dependencies across cooperating binaries. This integration enables
targeted fuzzing of validation chains distributed across processes—discovering bugs
requiring both specific input byte values at specific code locations and specific
firmware state coordination across multiple requests, precisely the scenarios existing
approaches cannot systematically address. Assembling equivalent capabilities from
dispersed components would prove substantially more complex than STAFF’s unified
framework.

3.8 Chapter Summary
This chapter surveyed related work spanning visual analytics for security, coverage-

guided fuzzing advances, firmware emulation approaches, protocol-aware fuzzing
techniques, dataflow-guided analysis, and comparative positioning of firmware and
protocol fuzzing approaches.

Visual analytics for program analysis and cybersecurity have transformed effective
planning and analysis, but firmware fuzzing campaign planning remains underserved.
Software fuzzing has undergone extensive development through coverage-guided
feedback and input-to-state correspondence, yet these advances do not address
firmware-specific challenges arising from multi-binary architectures.

Firmware emulation approaches provide essential execution capabilities—system-
mode offers high fidelity with substantial performance overhead, while hybrid ap-
proaches balance performance with accuracy. Protocol-aware fuzzing tackles stateful
network services through state inference and targeted mutation, but operates within
single-daemon boundaries rather than across inter-binary interactions.

Dataflow-driven approaches address inter-binary bugs through static and dynamic
analysis. Single-process taint-guided fuzzers improve mutation effectiveness within
process boundaries, while whole-system taint analysis can track information flow
across processes but has not been integrated into active fuzzing loops. Static analyses
operate effectively across binaries but require manual validation due to false positives
from dynamic behavior. Dynamic approaches avoid this limitation but require
predetermined interaction patterns.

Systematic comparison of state-of-the-art firmware and protocol fuzzing ap-
proaches reveals that existing tools provide individual capabilities in isolation:
firmware fuzzers offer inter-process analysis with system-mode emulation but lack
input-to-code traceability and multi-request coordination; protocol-aware fuzzers
achieve efficient stateful testing within single daemons but cannot observe inter-
binary data flows; inter-binary analysis tools discover dependencies through static
or dynamic means but lack integration with active fuzzing loops for systematic
exploration.

Existing tools either detect bugs through static analysis requiring manual valida-
tion, or observe crashes through system monitoring without discovering underlying
dependencies.

The contributions in Chapters 4 and 5 address gaps in prior work. Chapter 4
introduces FuzzPlanner for visual analytics supporting pre-campaign planning based
on multi-binary architecture understanding and identification of IPC means for
effective fuzzer-generated input injection. Chapter 5 introduces STAFF, which
integrates whole-system taint analysis into an active fuzzing loop to automati-
cally discover inter-binary dependencies and guide mutation strategies that respect
validation chains across cooperating firmware processes, uniquely combining inter-
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process analysis, system-mode emulation, multi-request capability, and input-to-code
traceability—capabilities existing approaches provide only in isolation.
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Chapter 4

Visual Analytics for Firmware
Fuzzing Campaign Planning

Firmware images present a dense and heterogeneous attack surface: a single
device firmware image can include dozens of executables and multiple configuration
files. Determining which binary among the executables implements a given feature,
and which inputs exercise novel functionality, is difficult without systematic guidance.
Moreover, many firmware are poorly documented or rely on implicit assumptions, so
unguided testing often wastes effort on low-value targets while missing components
that matter.

This chapter proposes FuzzPlanner, a visual-analytics environment that helps
analysts make data-driven choices when designing fuzzing campaigns. FuzzPlanner is
designed to help analysts with a reverse-engineering approach to identify promising
binaries, data channels, and injection points within complex firmware images, but it
does not attempt to automatically preserve input validation semantics or enforce
end-to-end protocol correctness. As such, findings derived from FuzzPlanner-guided
fuzzing must be interpreted with care and may require further validation. Considering
the challenges enumerated in Section 1.2, FuzzPlanner contributes as follows.

FuzzPlanner directly addresses Challenge B (scale and discovery in multi-binary
systems) by transforming firmware complexity into manageable visual representations
that enable systematic target selection. When confronted with firmware images
containing 100-300 executables, analysts require tools that automatically identify
which components warrant security analysis. FuzzPlanner combines automated
static and dynamic analysis with coordinated visualizations that reveal execution
patterns, communication relationships, and input handling characteristics across
firmware components.

The visual analytics approach addresses the discovery problem through multiple
complementary mechanisms. Automated firmware analysis identifies which binaries
actually execute during typical device operation versus those that remain dormant,
narrowing the initial search space. Interest scoring heuristics rank binaries by secu-
rity relevance based on factors including external input handling, communication
complexity, and vendor-specific code classification. Interactive visualizations enable
analysts to explore relationships between components, understand data flow patterns,
and identify promising fuzzing targets based on empirical behavioral observations
rather than incomplete documentation. By providing data-driven insights about
firmware structure and component interactions, FuzzPlanner enables informed cam-
paign planning decisions even when vendor documentation is absent or inadequate.

FuzzPlanner partially addresses Challenge D (performance) through pragmatic
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design choices during the analysis phase. The tool employs lightweight system call
tracing rather than heavyweight whole-system analysis during campaign planning,
enabling reasonable overhead while extracting firmware structure and behavioral
patterns. This performance-conscious approach proves essential because analysts
may need to iterate through multiple emulation sessions while exploring firmware
functionality, and excessive analysis overhead would make this iterative exploration
impractical.

Case study deployment revealed that manual syscall selection proves inadequate
for preserving validation chains—analysts cannot reliably predict whether chosen
hooks will bypass intermediate validation stages or whether multi-request sequences
will maintain necessary protocol state across process boundaries.

These observations from FuzzPlanner deployment directly motivated the auto-
mated dependency-aware approach presented in Chapter 5. Visual analytics suc-
cessfully addresses the discovery challenge, enabling analysts to identify promising
targets within complex firmware. However, understanding and preserving validation
chains across multi-process architectures requires automated analysis that tracks
precise data flows through inter-binary processing pipelines—capabilities that visual
guidance alone cannot provide.

4.1 Contributions
FuzzPlanner assists security researchers in planning fuzzing campaigns for

firmware images through a systematic approach to understanding firmware be-
havior across four critical aspects. First, it identifies which binaries load and execute
during firmware emulation, enabling researchers to distinguish between components
essential for operation and unused utilities. Second, it determines how binaries
interact with one another through IPC mechanisms, including Unix domain sockets,
pipes, and shared memory. Third, it determines which binaries accept inputs from
external sources such as network sockets and configuration files. Fourth, it identifies
communication mechanisms that could serve as potential injection points for fuzzing.

This chapter offers three contributions to firmware security through visual
analytics-guided fuzzing campaign planning.

Visual Analytics Environment for Campaign Planning. We present Fuzz-
Planner as an integrated visual analytics environment that transforms raw firmware
complexity into actionable campaign planning decisions. The system combines
automated firmware analysis with interactive visualizations that reveal binary char-
acteristics, communication patterns, and potential attack surfaces. Rather than
requiring analysts to manually examine dozens of executables and hundreds of
system call traces, FuzzPlanner provides data-driven visual guidance that highlights
promising targets while enabling informed decisions about campaign scope and
priorities. This approach addresses the fundamental challenge of determining which
components warrant fuzzing effort in complex, poorly documented firmware images.

Data-Driven Analytical Insights and Scoring Mechanisms. We introduce
a suite of analytical capabilities that educate security analysts about firmware
structure and guide target selection through multifaceted considerations. Our
interest scoring mechanism synthesizes multiple indicators, including system call
patterns, communication complexity, and external input handling, to rank binaries
by their potential security relevance. Our vendor classification heuristic distinguishes
between third-party components and vendor-specific code, helping analysts prioritize
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targets more likely to contain undiscovered bugs. Our communication pattern
analysis reveals IPC relationships and data flow paths across firmware components,
enabling analysts to understand how binaries interact and which IPC channels could
serve as locations to inject fuzzer-generated inputs. These analytical insights help
researchers appreciate even lower-priority candidates by providing a transparent
rationale for ranking decisions.

Empirical Validation Through Case Studies and User Evaluation. We
evaluate FuzzPlanner through comprehensive real-world case studies with commercial
router and IP camera firmware, demonstrating how the visual analytics approach
reveals firmware structure and guides campaign planning in practice. These case
studies illustrate both the effectiveness of the visual guidance and the complexity
inherent in selecting appropriate syscall hooks among hundreds of candidates across
multiple binaries. We further substantiate the effectiveness of planning through
human-subject studies involving experienced security analysts, validating that Fuzz-
Planner’s data-driven visualizations enable more systematic and informed fuzzing
campaign decisions compared to manual firmware exploration.

4.2 The FuzzPlanner Approach
FuzzPlanner addresses these challenges through an integrated system combining

dynamic analysis infrastructure with visual analytics interfaces. The architecture
reflects a deliberate separation between backend analysis, which extracts firmware
behavior, and frontend visualization, which supports human decision-making.

4.2.1 Core Abstractions
FuzzPlanner employs several key abstractions, illustrated in Figure 4.1, to reason

systematically about firmware structure, behavior, and potential fuzzing injection
points. These abstractions provide the conceptual foundation for both the backend
analysis infrastructure (the server-side components performing firmware emulation,
system call tracing, and metric computation) and the visual analytics interface (the
interactive web-based dashboard presenting coordinated visualizations).

Data Channels

A data channel (Figure 4.1, object 1) represents the means by which a process
receives or sends data during firmware execution. Data channels encompass diverse
communication mechanisms that processes utilize for input and output operations.
The abstraction unifies reasoning about network sockets enabling remote communica-
tion, filesystem files providing persistent data storage, virtual files exposed through
/proc or /sys pseudo-filesystems reflecting kernel and system state, device files in
/dev mediating hardware interaction, and inter-process communication mechanisms
including Unix domain sockets and pipes.

Each data channel is characterized by two identifying attributes. The channel
type indicates the communication mechanism category, distinguishing network sockets
from files from pipes. The channel identifier uniquely distinguishes this channel from
others of the same type: network sockets use address-port pairs, files use filesystem
paths, pipes use kernel-assigned anonymous identifiers, and Unix domain sockets
use filesystem namespace paths.
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Figure 4.1. Core FuzzPlanner abstractions: (1) Data channel — a communication endpoint
used for process I/O (e.g., network socket, filesystem file, device file, pipe, or Unix
domain socket); (2a) Data interaction — a temporally bounded I/O event between
a process and a channel (listen, read, write, or read–write); (2b) Process interaction

— lifecycle relationships (fork/exec) that establish parent–child execution hierarchies;
(3a) Border binary — a binary receiving input from channels with no user-space writer
process (external or persistent inputs), representing direct attack surface; (3b) Internal
binary — a binary that consumes data produced by other firmware binaries, representing
indirect attack surface.

This representation enables precise specification of fuzzing configurations. Rather
than vaguely targeting "the web server," analysts select specific binary-channel pairs
such as "httpd binary receiving data through Transmission Control Protocol (TCP)
socket 0.0.0.0:80" or "xmldb binary receiving data through Unix domain socket
/var/run/xmldb_sock."

Interactions

An interaction represents a collection of execution events involving processes
and data channels during firmware execution. FuzzPlanner classifies two primary
interaction types that provide distinct insights into firmware behavior.

Data interactions (Figure 4.1, object 2a) represent how processes interact with
data channels during emulation. Interactions are subclassified based on I/O operation
combinations. Listen interactions occur when a process listens on a socket but no
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data is received—indicating service-providing behavior. Read interactions occur
when a process reads from a channel—representing data reception. Write interactions
occur when a process writes to a channel—representing data transmission. Read-
write interactions occur when a process both reads from and writes to the same
channel.

Process interactions (Figure 4.1, object 2b) represent process lifecycle events via
fork and exec system calls, establishing parent-child relationships. These interactions
contribute insight into the execution hierarchy by which binaries are launched and
help understand how binaries relate to each other during execution.

These two interaction classes reveal the communicative web through which
firmware binaries engage with each other and the hierarchical process structure that
governs their execution.

Border Classification

FuzzPlanner classifies binaries as either border binaries or internal binaries based
on observed data channels during emulation. A binary is classified as a border
binary if it reads from a channel to which no other firmware process wrote during
the observation window. This indicates that the binary receives either legitimate
external input, such as network packets from outside the device, or persistent data
from configuration files written during previous firmware sessions but not during
this emulation.

Border binaries (Figure 4.1, object 3a) represent a direct attack surface as
they process data that external attackers can influence through network input or
configuration file manipulation via previous attacks. Internal binaries (Figure 4.1,
object 3b) process data generated by other firmware binaries, representing an indirect
attack surface where attackers must compromise upstream components to influence
these binaries.

Border classification is critical for fuzzing target prioritization. Border binaries
that process untrusted external data represent the highest priority as they constitute
the first line of defense. However, internal binaries that process pre-validated data
may harbor latent bugs that attackers could exploit through multi-stage attack
chains that bypass upstream validation. While not directly exposed to external
input, these binaries warrant exploration as secondary targets.

Interest Scoring

Each data channel receives an automatic interest score ranging from 0 to 1,
representing its heuristic value as a fuzzing target. The heuristics for interest scoring
are pattern-matching rules that apply across firmware types without requiring
device-specific adaptation.

Network sockets receive the highest possible score of 1.0—we hypothesize they
represent the most externally accessible attack points for remote attackers and
therefore require the most careful security implementation. Configuration files
receive moderate interest scores of 0.5, as we assume they are accessed indirectly.
Extensions including .cfg, .conf, .config, and .ini identify configuration files created
from previously stored options, but not necessarily during this emulation session.
Virtual files from /proc and /sys whose contents reflect attacker-influenced state
receive mid-range interest scores. Standard I/O streams and typical log file paths
receive lower interest scores because they provide less direct attack access.

The heuristic is based on the semantics of what a channel represents—the content
it suggests—regardless of how binaries use the information or what operations are
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applied to the channel. This semantics-based heuristic provides initial prioritization
when dynamic analysis discovers hundreds of channels, creating rough rankings that
help analysts identify a value-targeted subset from overwhelming possibilities.

Syscall Hooking

Syscall hooking refers to intercepting system call requests and returning fuzzer-
generated values, allowing test inputs to be injected directly into the execution
context of a binary. This eliminates the need for generated values to traverse an
entire workflow—from input reception through necessary parsing and validation—and
instead allows fuzzing logic to be tested more directly at points where specific system
calls naturally occur.

This approach presents one of the fundamental trade-offs between soundness
and efficiency in firmware fuzzing. Syscall hooking reduces the need for protocol
adherence and layered parsing, as processing logic can be accessed directly by
focusing on appropriate injection points, enabling specific code paths to be fuzzed
with precision. Since specific binaries can be tested in isolation without full-system
emulation overhead, substantially faster fuzzing rates can be achieved. For example,
fuzzers like FIRM-AFL [35] employ user-mode emulation for single binaries, thereby
avoiding the overhead of full-system emulation. Computational resources can be
devoted to testing relevant logic for the target channel rather than simulating the
entire system. When a binary processes HTTP parameters received through a Unix
domain socket, fuzzing can occur at the parameter processing stage at thousands of
executions per second rather than requiring fully-formed HTTP requests to traverse
the web server and inter-process communication at tens of executions per second in
full-system mode.

This efficiency creates soundness challenges that manual selection cannot ade-
quately address. Arbitrary syscall hooking can inject data at system call boundaries,
potentially creating conditions that would normally be filtered by validation logic
earlier in the processing chain. When a fuzzer hooks a syscall that occurs after
HTTP header parsing, parameter extraction, and authentication checks, the gener-
ated inputs bypass those validation stages entirely. Bugs discovered through such
hooking might represent false positives—crashes that occur only because validation
was circumvented—though the affected code paths remain technically reachable.

The fundamental limitation is that analysts cannot reliably determine which
validation stages exist between potential hook points and cannot manually verify
that chosen hooks preserve complete validation chains. In multi-process firmware
architectures where validation occurs across service boundaries, this challenge inten-
sifies. Data might undergo syntax validation in a web server, semantic validation in
a configuration manager, and constraint validation in a database service. Manually
selecting hooks that respect this multi-stage validation pipeline proves impractical
when firmware contains hundreds of potential hooking locations across dozens of
binaries.

These soundness concerns directly motivated the development of STAFF (Chap-
ter 5), which employs automated whole-system taint analysis to discover validation
chains dynamically. Rather than relying on manual hook selection, STAFF traces
how input bytes propagate through actual validation sequences during seed replay,
then configures fuzzing to respect discovered chains. This automated approach
addresses Challenge C (validation chain preservation) in ways that visual analytics
and manual selection cannot achieve, while building upon FuzzPlanner’s Challenge
B solution (systematic target discovery) as a foundation.
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4.2.2 Visual Analytics Design
The visual analytics interface, depicted in Figure 4.2, renders firmware behavior

through multiple interconnected environments, each sensitive to distinct analysis
goals to address the scaling and intricacy of firmware execution data. As a result, the
front-end employs a two-mode approach, Analysis View and Fuzzing View, with the
former facilitating the exploration of execution traces and potential fuzzing targets,
and the latter enabling the configuration of fuzzing campaigns and their monitoring.

Emulation Panel

The Emulation Panel (Figure 4.2a, A) handles firmware image creation and
emulation control. It manages the complete lifecycle from initial image preparation
through interactive analysis sessions to final artifact generation. The panel imple-
ments a state machine that controls transitions between firmware states, detailed in
Section 4.2.4.

The buttons enable and disable themselves based on the current state. Image
creation is only available when no image exists. Start (which relabels itself as
Resume when appropriate) only works when the system is stopped or paused. Pause
is only available during active emulation. Stop works whenever something is actually
running. This prevents nonsensical operations and makes the interface somewhat
self-explanatory—if a button is grayed out, that action does not make sense in the
current context.

Timeline

The Timeline (Figure 4.2a, B) provides a temporal visualization of firmware
behavior during emulation. Given thousands of reads and writes occurring within
minutes of execution, the timeline aggregates this activity temporally in a concise
yet meaningful representation.

The timeline is a matrix with the columns representing chunks of time and the
rows representing grouped action types. The vertical aspect is a form of encoding
representing five major types. The first row concerns border reads/writes, which
means that the binaries receive data from external sources via open sockets or
standard input; time periods where this is the prevalent means of interacting with
the binaries emerge as periods where they expose an attack surface. The second row
concerns listen reads/writes, the reads/writes that reveal the time when services
were active and the binaries were listening for questions and inquiries. The third
row aggregates write, read, and read-write interactions representing inter-process
communication across data channels, pipes, files, and internal sockets; the longer
this period is, the more interaction is occurring between the binaries themselves.
The fourth and fifth rows are binaries, specific, however, for they represent fork and
fork-exec moments which convey when system resources were allocated and when
services were spawned.

Visual encoding conveys frequency and importance. First, the height of the
cell corresponds directly to the reads/writes that occurred within the bin. This
means that analysts can quickly discern over what period most writing or reading
occurred. For the reads/writes concerning the first three rows, the color of the
cell corresponds to the largest amount of the color coding of the interesting data
channels leveraged by Niccoli’s perceptual rainbow color scale [111], for these are
the interesting channels. Thus, for example, analysts can tell when these interesting
channels are particularly active.
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Figure 4.2. FuzzPlanner interface for correlated analysis of the firmware and fuzzing.
(a) Analysis View: (A) Emulation Panel provides unified control over the firmware
execution attempt and subsequent recording of interactions; (B) Timeline aids chrono-
logical analysis with the ability to aggregate events; (C) Binary Table facilitates binary
comparison based on sortable columns; (D) Binary Details Pane contains data channels
and I/O operations; (E) Binary Graph represents inter-process communication (IPC)
capabilities; (F) Filtering Pane provides filtering controls over analyzed interactions
from role and connected data channel scores; (G) Selective Seed Collection Pane shows
currently running and finalized seed-collection attempts over a binary-channel selection
from the Binary Details Pane. (b) Fuzzing View: (H) Experiment Configuration Panel
enables selection of fuzzing options and fork point; (I) Experiment Details Pane contains
current and finished experiments and holistic metrics.
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Figure 4.3. Timeline Brushing.

Analysts can create temporal filters through interactive brushing, as illustrated in
Figure 4.3. Analysts can brush horizontally through the matrix, which extends that
brush to other areas of the interface, effectively filtering the elements in Binary Table,
the Binary Graph visualization, and the data channel list to only those interactions
that happen within the filtered window. Coordinated filtering helps analysts hone
in on arbitrary sections of operation from boot to steady state.

The timeline supports comparative analysis through stroke highlighting. When
a binary is selected, its edges are subsequently transferred to the timeline with a
gray-stroked highlight. Thus, it helps connect specific binaries to patterns of activity
over time. This means that consecutive reporting of specific binary behavior over
time during emulation gets reinforced.

Binary Table

The Binary Table (Figure 4.2a, C) exposes all observed binaries in an easily
sortable, filterable table, which makes scanning for quick comparisons across binaries
far more accessible. Each row corresponds to one binary, whereas each column
represents an identifying characteristic and a summary of the interaction.

This column schema supports multiple dimensions important for target selection.
Each row corresponds to a binary and can be expanded via a toggle control to
expose the Binary Details Pane for channel-level investigation. The listen column
accounts for a compounded score for socket listen interactions, which is visualized
as a horizontal bar with a color coding corresponding to the score amount. The
border column reveals how many times data was sent from outside inputs, which
signals to what extent the binaries expose themselves to a network of interest or
standard input; this is considered the primary means of determining how much an
attack surface exists. The read and write columns account for separate scores for
inter-channel reads and writes, respectively, which suggests which binaries take in
more information than they distribute. The executable name column displays binary
filesystem paths with truncation support for lengthy paths. The vendor-specific
indicator colors those binaries selected to indicate whether they are vendor-specific
code or open-source.

Score visualization consists of horizontal bars whose width corresponds to nor-
malized scores ranging linearly from 0 to 1 for easy comparison. Color mapping is
done through a sequential encoding scale with multiple break points; even lower
scores would be muted, while medium scores would be mid-saturated, and higher
scores would be vividly colored to represent their score value so that analysts can
prioritize visually.

The table supports multiple interaction types. Any column header can be
selected to sort in ascending, descending, or to return to its original order; column
priority assignment provides analysts with easy access to find what they are looking
for—highest border scores represent externally exposed clients; highest read scores
represent data concentration hubs. Row hovering will highlight edges in the Binary
Graph corresponding to that binary, while the Timeline overlays lines along its
length showing the binary activity period. Row expansion reveals the Binary Details
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Pane in-line contextually with maintenance while going deeper into channel-level
investigation.

By default, the table sorts binaries in descending order by border score, priori-
tizing externally-exposed binaries. This default configuration aligns with standard
fuzzing practices that prioritize targets receiving untrusted external data. This sort-
ing particularly supports the Border Analysis phase (Section 4.2.4), where identifying
externally-exposed binaries constitutes the primary analytical objective.

Binary Details Pane

When an analyst expands a binary row, the Binary Details Pane (Figure 4.2a,
D) displays detailed information about the I/O operations and data channels of
the selected binary. By rendering this information within the table structure, the
interface maintains spatial consistency while enabling deeper investigation.

The most relevant component of this pane is the Channels Table, which includes
all the data channels with which the selected binary I/Os. Since these are presented
in rows and cells, an entry can convey information both in the overarching cell and
within its cell components. The channel name serves as a unique identifier conveying
specific information about the channel type and parameters: socket domain, type,
and protocol, address/port for sockets; absolute path for files; anonymous pipe
handles for pipes; and from the role of operation it denotes binary-level indicators
that are critical for understanding whether this channel is listen or border for outside
input, read for consuming data, write for producing data, or both operatively as
read-write. The channel type renders enough generality to understand how it is
connected (e.g., type groupings), as in inet socket, unix socket, file, pipe, device,
etc. Finally, the interest score is a score of continuous value between 0 and 1 that
indicates fuzzing significance and is rendered visually in the cell as a horizontal bar
with corresponding color.

To promote selective viewing of channels, the pane includes various filtering op-
tions. For example, checkboxes are presented for listen, border, read, and write, which
enables the analyst to hone in on certain channels based on certain intentions. This is
most valuable when assessing binaries that have many channels: by unchecking read
and write, channels that are exposed to the outside can be streamlined, although easy
access to check them for assessment as potential targets is easy enough. Additionally,
the analyst can view interactions based on role; they can uncheck the roles they
do not want to exist (i.e., only listeners; listeners + borders, etc.). This role-based
filtering is most useful when assessing attack surfaces. Filtering only borders shows
those channels exposed to outside input. In comparison, filtering only read and
write shows those channels for internal communication that are exposed based on
already-processed input but not yet utilized read/write operations. Unchecking
listening shows those channels that are waiting for input but not yet used, based on
how the launch protocol spawned this binary.

Channel tables sorted by their score (descending and ascending), or role (the
three checks), or connection type bring prioritized channels to the top based on how
one wants to assess them. For example, sorting by score most frequently brings
the most relevant channels to the top since users are less likely to look at the least
interesting channels—this makes sense because it resonates with common types of
fuzzing.

Finally, each channel row presents an action button in the form of a blue airplane;
clicking this airplane renders access to that channel within a different pane, the
Selective Seed Collection Pane, where fork point enumeration and pattern finding
occur as part of the Selective Seed Collection phase (Section 4.2.4).
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Binary Graph

The Binary Graph (Figure 4.2a, E) renders a node-link representation of inter-
process communication flows. A selected binary communicates with other firmware
binaries through data channels. This visualization approach effectively reveals
communication proximity and relationships through spatial layout.

Node-link representation serves this visual goal because it can render paths,
which is crucial to information flow.

Node representation employs consistent visual encoding. The selected binary
appears as a highlighted node at the graph’s center. The binaries it communicates
with—and their respective data channels—are connected as nodes. Data channels are
squares that render a type icon filled with color meaning using the same sequential
graded scale as timeline cells. The binaries are rectangles with six edge handles that
align with their point of interaction flow to respective binaries; for example, there
are three to the left/right for process interaction edges and three for data interaction
edges; on top, there are edges emerging from parent binaries (i.e., spawning children)
and read channels, and on the bottom edges for outgoing (i.e., returning writes) to
child binaries and write channels; finally, edges with bidirectional access such as
forks that are not terminated have edges in the center.

Edge semantics convey directionality based on data flow: edges corresponding
to writes on a data channel extend from the top of that data channel node while
edges corresponding reads extend from the bottom node; edges corresponding to
data interactions extend in light-red while process interactions extend in light-blue;
unidirectional edges extend as dashed and animated so users can perceive a flow; all
edges proportionally increase in size based on frequency of presence.

The edge layout is Dagre [112], a layout where data edges apply to data
interactions based on score, while process edges apply based on interaction fre-
quency—projecting them valued increases brings them closer to priority hierarchy
while promoting flow. Therefore, they spatially position themselves more closely
together, with the top designated as parent processes/i.e., input sources, and the
bottom as child processes and output destinations—with bidirectional processes in
between/sideways.

Interactive controls prompt analytically relevant options for highly interactive
binaries. For example, depth controls can expand the graph upward to include
parent binaries and read channels as well as downward to connect children binaries
and written channels. Upstream/downstream effects must be analyzed at times
rather than merely the volume center. Furthermore, an interaction threshold slider
eliminates edges/subedges where their associated number fails to meet it—filtering
out clutter for channels that have exponentially more edge interactions but require
few-to-no subedges when they are assessed on their own. Pan and zoom are standard.

When brushing occurs in terms of the timeline filters, the graph responds dy-
namically to only those interconnections that exist within that timeline setting—the
temporal-topological relationship encourages viewing interactions that occur only
during load/initialization or steady-state operation, versus those that exist in between
(e.g., multimodal interactions).

Filtering Pane

The Filtering Pane (Figure 4.2a, F) contains global settings that control the
complexity of displayed interactions. This panel enables analysts to filter behavioral
observations, focusing only on the most relevant data for their analysis.

This pane presents threshold settings for filtering by score relative to the data
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channels. Minimum score sliders allow for the channels to be excluded from vi-
sualization and analysis for channels that fall below the minimum scores selected
by the analyst. This helps reduce visual inundation by channels that do not mat-
ter—especially when analyzing a firmware that contains hundreds of data channels.
Furthermore, minimum scores can be assessed separately for border, listen, and
read/write interactions, which allows for more subtle filtering based on varying
action levels. For example, if an analyst sets a minimum border score threshold at
0.2, the Binary Table will only reveal binaries of practical concern that appropriately
receive >0.2-worth outside stimuli input.

These settings are global to the visual space. Once selected/changed, the
corresponding Timeline will only display relevant interactions, the Binary Table will
only show binaries related to filtered interactions, and the Binary Graph will only
display edges annotated with filtered interaction types. This provides step-by-step
filtering from the dynamic behavior of the entire firmware down to subsets of the
attack surface that are more interesting.

Experiment Configuration Panel

The Experiment Configuration Panel (Figure 4.2b, H) provides a comprehensive
interface for configuring and launching fuzzing experiments, encompassing findings
from dynamic analysis and fuzzer-specific configuration options.

The settings section presents a comprehensive overview of how the fuzzing engine
is configured to the analyst through interactive widgets rendered with labels and
input adjustments proportional to either boolean, integer or string parameters
expected. The parameters available are frequently found in AFL environment
variables, allowing analysts the opportunity to customize their fuzzing experience.
Most important are how long to wait for hangs and child execution before timeouts,
enabling/disabling toggle buttons for various mutation classes and randomized queue
processing, and maximum memory allocation. The default settings noted in other
settings came from AFL as it is a commonly set configuration for immediate fuzzing.
Analysts are welcome to comb through settings and override any if they believe
something may be better suited for their specific firmware.

The next section is what dictionaries are available for selection. The available
dictionaries consist of common headers, methods, and status codes for HTTP;
keywords for various protocols such as UPnP, DHCP, SNMP, and others; and a
general-purpose dictionary of frequently used long strings. These dictionaries highly
impact fuzzing efficiency—if protocol-aware dictionaries are chosen, formatting-
parsing bugs can be found faster.

The next section contains socket matching configuration. A binary switch shows
whether socket matching is valid for both IP address + port or just port; if address
ignoring is on, it will hook all connections going to the respective port regardless of
source IP—this is important for services that bind to dynamically assigned addresses
or when emulation environments have inconsistent IP settings that are not stable and
socket matching based on the address would ultimately fail. When binary settings
can accept multiple possibilities, it is always better to gain more conditions at the
expense of accuracy—this will expand fuzzing coverage as it will assume all sockets
going into that port, but may be generalizing.

The next setting concerns fork point (syscall-hooking point) selection. The analyst
is presented with a dropdown populated with what was learned from Selective Seed
Collection—the fork points learned from that process. Each fork point shows the
syscall name and a represented pattern with the first few received data points.
This dropdown is the ultimate connection between dynamic analysis and practical
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application for fuzzing execution; the selected fork point here (syscall hooking point)
tells the fuzzer which instruction to focus on for what was hooked, because the
fuzzer replaces that buffer with mutated input; when the target binary reaches that
instruction, the fuzzer will then need to do something.

The final button here launches the fuzzer container in the background based
on what was learned. This button only becomes active after successful selection
of critical settings: binary, data channel, dictionary, and fork point. Assuming a
successful fuzzer launch configuration, this new experiment will appear in the active
list in the running experiments panel located in the Experiment Details Pane.

Experiment Details Pane

The Experiment Details Pane (Figure 4.2b, I) allows for real-time observation of
experiments running (or running by reason of other reasons such as completed ex-
periments). The interface is comprised of a relative status report and comprehensive
execution metrics.

The running experiments panel contains those experiments that are currently
running—the status updates real time; for example, each running experiment boasts
an automatic name designated, a badge showing booting status or fuzzing attempt
or simple running status; a badge includes a progress update while fuzzing including
number of paths found and crashes, as well as buttons enabling cancellation or
cleanup once the user deems the experiment should no longer run.

The completed experiments panel contains experiments that have reached an
end for some reason (timeout limit reached, manual stop attempt, or crash limit).
The completed experiments show an experiment name and cleanup buttons; there is
no badge since it is not running anymore.

The detailed metrics section shows the information about either type of experi-
ment, based on which type is selected—from real-time if it is running, or frozen if it
is completed. This information provides comprehensive data from organizational
metadata related to the fuzzed experiment to fuzzer-statistics, as well as raw-response
data. The metadata includes experiment name, target binary, selected data channel,
qualifications for fork point selection, dictionary type utilized, and timestamps noting
when this information was acquired. The fuzzer statistics includes various real time
or final metrics including total duration of execution incurred, total number of test
cases executed thus far since it is been booted, current executions per hour at that
moment, total unique paths in queue, paths found thus far from this instance, queue
entries identified for aggressive fuzzing, percentage of coverage map bits set thus far
by this moment cumulatively after fuzzing to date (the bitmap coverage statistic),
executed determinism metric generated by the recursion-engaged execution at this
point which determines how many times this line of code has been accessed up to
this point for recency, number of unique crash signatures recorded up to this point
(and probably the most interesting—this means bugs were found), and number of
hang signatures recorded.

In this section, especially for running experiments, there are statistics that are
periodically updated to provide live, real-time feedback; for completed experiments,
they reflect final statistics frozen at the time of termination. The bitmap coverage
statistic is notable; it shows what percentage of instrumented observations received
coverage—if it increased rapidly early on, that means good mutations were made early
to get interesting results quickly—this is compared against other results, meaning
analysts should receive feedback quickly about good mutations. Furthermore, pay
attention to how many unique crashes occurred—each unique one means bugs were
found—crashes with matching traces were grouped together so analysts were not
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confused by duplicates.
Thus this coordinated status-observation interface provides intelligence into

previously completed fuzzing campaigns as analysts can iteratively observe them to
note if they should continue—they can be bolstered while they are underway if their
statistics suggest they are not up to par—we can stop underperforming campaigns
due to their opportunities; it is easier to change results based on current statistics
than trying to assume what it would be like to run them again.

4.2.3 Backend Analysis Infrastructure
The visual analytics components described in Section 4.2.2 present analyzed

firmware behavior to analysts. This section details the backend infrastructure that
performs this analysis automatically during firmware emulation.

The backend analysis infrastructure automatically extracts firmware behavior
and structure through integrated static and dynamic analysis. Analysts interact
exclusively with the visual interface described in Section 4.2.2; this interface is
populated with data from backend analyses operating transparently.

Both static and dynamic analysis operate during Phase 1: Emulation (Sec-
tion 4.2.4). At the beginning of Phase 1, FirmAE extracts the firmware image to
obtain the filesystem root directory R. This extracted filesystem contains all the
binaries, configuration files, and data that make up the firmware. Static analysis
then scans R before emulation starts to build an inventory of all executables. During
emulation, QEMU’s instrumentation continuously records every system call made
by every process into a trace log L. This syscall trace captures the complete run-
time behavior—process creation, file operations, network communications, and IPC
interactions. Dynamic analysis processes this trace L to reconstruct which binaries
actually ran and how they communicated.

The executable map E produced by static analysis and the interaction map I
produced by dynamic analysis populate the visual analytics interface components
discussed in Section 4.2.2. The binary table displays executables from E, the timeline
view and communication graph visualize interactions from I, and the combined data
enables analysts to identify promising fuzzing targets.

These two analyses operate cooperatively; static analysis produces the executable
map E, which serves as a reference for dynamic analysis. When a process is observed
running during emulation, it is resolved in E to connect it back to a specific filesystem
binary. Dynamic analysis produces the interaction map I that captures all the data
flows between processes, showing which binaries wrote data and which ones read it.

Algorithm 1 coordinates both analyses. It takes the firmware root directory R
and syscall trace L as input, runs static analysis to build the executable inventory,
then feeds that inventory into dynamic analysis along with the trace to reconstruct
inter-process interactions. The output is both maps—E for executables and I for
interactions.

Algorithm 1: Backend Analysis Pipeline
Input : Firmware root directory R, syscall trace L
Output : Executable map E, interaction map I

1 E ← StaticAnalysis(R)
2 I ← DynamicAnalysis(L, E)
3 return (E, I)

The executable map E is a dictionary indexed by executable basenames, where
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each entry contains the executable’s type (ELF binary or script), interpreter (for
scripts), and provenance classification (vendor-specific or open source). The interac-
tion map I is a collection of data flow records. Formally, each interaction i ∈ I is a
tuple (id, channel, sources, sinks) where:

• id is a unique identifier for the interaction

• channel describes the communication endpoint with type-specific metadata
(socket domain/type/path, file path, pipe descriptors, etc.)

• sources is a list of tuples (time, pid, procname) representing processes that
wrote data

• sinks is a list of tuples (time, pid, procname) representing processes that read
data

Example. A concrete example of an interaction record:

{
"id": "11",
"channel": "file{path:/firmadyne/libnvram/set_from}",
"sources": [

{
"time": 1760371624765,
"pid": "166",
"procname": "httpd"

},
{

"time": 1760371624929,
"pid": "166",
"procname": "httpd"

}
],
"sinks": [

{
"time": 1760371585849,
"pid": "149",
"procname": "upnp"

}
]

}

This example shows the httpd daemon writing twice to a configuration file at
/firmadyne/libnvram/set_from, which the upnp daemon then reads from. The
timestamps let us reconstruct the temporal order of communications, while the
process names connect back to specific firmware binaries through the executable
map.

Static Analysis

Static analysis scans the filesystem to identify and classify all executable bina-
ries before emulation starts. This baseline inventory tells us what binaries could
potentially execute and provides the reference that dynamic analysis uses to resolve
process names during emulation. The analysis handles three tasks: discovering
executables, classifying their provenance, and resolving symlinks.
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Algorithm 2: Static Analysis
1 Procedure StaticAnalysis(R)

Input : Firmware root directory R
Output : Executable map E

2 E ← ∅
3 foreach file f ∈ Traverse(R) do
4 if IsSymlink(f) then
5 τ ← ResolveTarget(f)
6 h← ReadHeader(τ)
7 else
8 h← ReadHeader(f)
9 t← IdentifyType(h, f.ext)

10 if t ∈ {"ELF", "script"} then
11 i← GetInterpreter(f)
12 v ← DetermineProvenance(f)
13 E[f.basename]← (t, i, v)
14 return E

Algorithm 3: Determine Provenance
1 Procedure DetermineProvenance(f)

Input : Executable file f
Output : Provenance classification

2 D ← GetSourceTree()
3 if D = null then
4 return "vendor-specific"
5 M ← FindInTree(D, f.basename)
6 np ← CountKeywords(M , {"progs.priv"})
7 no ← CountKeywords(M , {"progs.gpl", "opensource", . . .})
8 if np > 0 ∧ np ≥ no then
9 return "vendor-specific"

10 else
11 return "open-source"

The StaticAnalysis() procedure (Algorithm 2) traverses every file in the firmware
root directory. Symbolic links receive special treatment—they are followed to their
targets before reading headers because symlinks themselves often lack executable
permissions even when they point to executables. For regular files, headers are read
directly.

Executable identification is accomplished through the verification of file signatures.
ELF binaries have the magic signature 0x7f454c46 at the start, while scripts begin
with shebangs like #!/bin/sh or have extensions like .sh. Once something appears
executable, the interpreter information is extracted and its provenance classification
is determined before adding it to the executable map, using its basename as the key.

Provenance classification distinguishes vendor-specific code from open source
components. This matters for prioritization since vendor-specifc binaries typically
see less security scrutiny than established open source projects. The Determine-
Provenance() procedure (Algorithm 3) works with keyword-based heuristics when
we have access to the vendor’s source tree. If the source tree is unavailable, we
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take a conservative approach and assume the binary is vendor-specific—this ensures
potentially higher-risk vendor code gets appropriate attention even when we cannot
definitively classify it. Many firmware vendors organize their build systems with
marker directories that indicate whether a component is vendor-specific or open
source—progs.priv marker (or others named similarly) in the file path typically
indicate vendor-specific executables, while progs.gpl and opensource markers in-
dicate executables from open source projects. The procedure searches for these
markers in the source tree directories matching the executable’s basename, then
counts vendor-specific versus open source indicators. When vendor-specific markers
match or outnumber open source markers, the binary gets classified as vendor-specific;
otherwise it defaults to open source. This classification influences binary scoring in
the visual interface—vendor-specific executables receive elevated priority since it is
more likely to contain undiscovered bugs.

Symbolic links appear throughout firmware for several reasons—version-agnostic
paths, BusyBox-style multi-call binaries where one executable serves multiple com-
mands, and standard command aliasing. The resolution process follows link chains
all the way to the actual target, handling both absolute and relative paths while
avoiding circular references. When a symlink points to something in the executable
map, we inherit the target’s type, interpreter, and provenance so everything stays
consistent regardless of invocation method.

Dynamic Analysis

Dynamic analysis processes system call traces captured during firmware emu-
lation to determine actual execution behavior—which binaries ran and how they
communicated through IPC. Static analysis tells us what binaries could potentially
execute, but dynamic analysis shows what actually ran and how processes talked to
each other. The analysis operates on execution traces with time-stamped syscalls
that capture process lifecycle events, file descriptor operations, and data movement
across channels.

The DynamicAnalysis() procedure (Algorithm 4) does the heavy lifting by making
a single pass over the syscall trace and calling specialized procedures for different
tasks. It maintains six data structures: process hierarchy P tracking running
processes and parent-child relationships, per-process file descriptor tables F that
map descriptor numbers to channel identifiers, channel catalog C storing metadata
for all communication endpoints, open interactions O that have not completed yet,
deferred sinks D for out-of-order reads, and finalized interactions I. The executable
map E passed in from static analysis gives us the mapping from process names to
executable paths and types—when we see a process running, we look it up in E to
connect it back to a specific firmware binary.

For each syscall entry in the trace, we extract the timestamp t, process ID p,
parent process ID q, process name n, syscall name s, return value r, and arguments
a. When a new process spawns, we look up its name in the executable map to
get the actual executable path and register it with its parent ID, name, first-seen
timestamp, and resolved path. If the process has a parent with open file descriptors,
we copy the parent’s descriptor table, as this inheritance implements POSIX fork
semantics—children inherit their parent’s open channels. This inheritance is the
first type of descriptor duplication, happening implicitly during process creation.

File descriptor management (Algorithm 5) handles channel creation through
syscalls like open, socket, pipe, and accept. The second type of descriptor du-
plication happens explicitly through syscalls—the DuplicateFD() procedure copies
channel identifiers from source to target descriptors within a process’s descriptor
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Algorithm 4: Dynamic Analysis
1 Procedure DynamicAnalysis(L, E)

Input : Syscall trace L, executable map E
Output : Interaction map I

2 P ← {}, F ← {}, C ← {}
3 O ← {}, D ← {}, I ← {}
4 foreach entry e ∈ L do
5 (t, p, q, n, s, r, a)← e
6 if p /∈ P then
7 x← ResolveExec(n, E)
8 P [p]← (q, n, t, x)
9 if q ∈ F then

10 F [p]← Copy(F [q])
11 UpdateFDs(p, s, r, a, F, C)
12 if s ∈ {"write", "send", "sendto", . . .} then
13 HandleWrite(t, p, n, s, r, a, F, O, D)
14 if s ∈ {"read", "recv", "recvfrom", . . .} then
15 HandleRead(t, p, n, s, r, a, F, O, D, I)
16 foreach c ∈ O do
17 I.add(Finalize(O[c]))
18 return I

Algorithm 5: Update File Descriptors
1 Procedure UpdateFDs(p, s, r, a, F, C)
2 if s ∈ {"open", "socket", "pipe", "accept", . . .} then
3 c← CreateChannel(s, a, r)
4 C[c.id]← c
5 F [p][r]← c.id
6 else if s ∈ {"dup", "dup2", "fcntl", . . .} then DuplicateFD(F [p], a, r)
7 else if s = "close" then delete F [p][a[0]]

Algorithm 6: Handle Write Operation
1 Procedure HandleWrite(t, p, n, s, r, a, F, O, D)
2 c← F [p][a[0]], b← r
3 if c /∈ O then
4 O[c]← ( NewID(), [ ], [ ], b)
5 O[c].sources.append((t, p, n))
6 if c ∈ D then
7 O[c].sinks ← D[c]
8 delete D[c]

table. This occurs frequently in shell redirection scenarios or when processes call dup
or dup2 to rearrange their descriptors. Both forms implement reference counting, so
multiple descriptors can point to the same underlying channel. Closing a descriptor
just removes that specific mapping without destroying channels that still have other
references.

Data flow reconstruction splits into separate write and read handling to capture
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Algorithm 7: Handle Read Operation
1 Procedure HandleRead(t, p, n, s, r, a, F, O, D, I)
2 c← F [p][a[0]], b← r
3 if c ∈ O then
4 O[c].sinks.append((t, p, n))
5 O[c].bytes ← O[c].bytes − b
6 if O[c].bytes ≤ 0 then
7 I.add(Finalize(O[c]))
8 delete O[c]
9 else D[c].append((t, p, n, b))

producer-consumer relationships. The HandleWrite() procedure (Algorithm 6)
deals with output syscalls by finding the target channel, creating or updating
interaction records, and matching up deferred sinks from reads that happened out of
order. The HandleRead() procedure (Algorithm 7) handles input syscalls by either
matching to existing open interactions and finalizing when byte counts hit zero, or
deferring unmatched reads for later. The deferred sink mechanism exists because the
scheduler can reorder things—sometimes read syscalls show up in the trace before
their corresponding writes, so we temporarily stash these orphaned reads until the
matching write appears.

The system handles different IPC mechanisms with type-specific semantics. Reg-
ular files accessed through open support traditional file-based communication, while
paths like /proc and /sys indicate virtual filesystem access, and /dev represents
device interfaces. Network communication uses sockets with different address fami-
lies: AF_INET and AF_INET6 for TCP/UDP, AF_UNIX for local sockets, AF_NETLINK
for kernel messaging, and AF_PACKET for raw packet access. Pipes created through
pipe set up anonymous bidirectional channels for parent-child communication. Each
channel type carries the appropriate metadata—sockets record addresses and ports,
files record paths and modes, pipes record endpoint descriptors.

Operation FD Table Update Channel State
open(path) F [p][r]← file channel Create file, record path
socket() F [p][r]← socket channel Create socket, record domain/type
pipe(fds) F [p][fds[0]], F [p][fds[1]]← pipe Bidirectional pipe channel
accept(fd) F [p][r]← copy of socket Duplicate listening socket
dup(fd), dup2() F [p][r]← F [p][fd] No change (reference count)
close(fd) Delete F [p][fd] Update listener lists if socket

Table 4.1. File Descriptor Operations and State Transitions. The table shows how syscalls
modify per-process FD tables and global channel state.

Table 4.1 summarizes how different file descriptor operations affect the system.
Channel creation syscalls establish communication endpoints and populate both
the channel catalog and descriptor tables. The accept syscall duplicates listening
socket metadata for individual client connections. Duplication operations create
additional references without changing channel state—this is the reference counting
in action. Closing a descriptor removes that mapping and might update socket
listener lists, but it does not destroy the channel itself since other descriptors or
processes might still reference it. This management approach keeps tracking accurate
despite all the inheritance, duplication, and closure patterns that happen during



4.2 The FuzzPlanner Approach 58

firmware execution.

4.2.4 System Architecture and Workflow
This section describes FuzzPlanner’s six-phase workflow for systematic campaign

planning. The workflow guides analysts through firmware exploration, target identi-
fication, and fuzzing configuration. This iterative approach emerged from practical
experience with firmware security assessment, where incomplete documentation and
unfamiliar architectures require exploratory analysis to identify promising attack
surfaces. Analysts typically iterate through early phases multiple times to exercise
different firmware functionality before proceeding to fuzzing configuration.

Emulation Emulation
Analysis

Border
Analysis

Internal
Analysis

Selective Seed
Collection

Fuzzing Plan
Generation

Figure 4.4. Main phases of the FuzzPlanner workflow.

Figure 4.4 illustrates these phases as a linear progression with feedback loops.
While the workflow provides structured guidance, it remains flexible—analysts can
iterate on earlier phases when findings suggest additional exploration would improve
target selection or seed quality.

Phase 1: Emulation

The first phase is Emulation, where analysts run the firmware, interact with its
environment, and analyze its results. This phase is controlled through the Emulation
Panel (Section 4.2.2), which implements a state machine for firmware image creation,
boot sequence, and interaction recording (Figure 4.5).

Firmware emulation requires bootable image creation first. FuzzPlanner follows
the FirmAE process [3]: extracting the filesystem, determining the architecture, and
executing pre-emulation analysis to identify system configuration. The Emulation
Panel displays Image Not Present initially, transitions to Image Running during
creation, and reaches Image Present upon successful completion. Creation failures
return to Image Not Present, allowing analysts to retry with adjusted parameters.

Starting emulation from Image Present launches QEMU and initiates the boot se-
quence. During Booting Emulation, the kernel loads, drivers initialize, and user-space
services start. Upon completion, the system reaches Services Listening—network
services accept connections and analysts can interact with firmware through HTTP,
SSH, or other exposed interfaces. The panel displays the assigned IP address for
browser or client access.

The pause-resume mechanism enables staged capture of complex interaction
sequences. Firmware analysis often requires multi-step workflows—authentication,
configuration, action triggering—where analysts must verify each step before pro-
ceeding. Pausing from Services Listening saves the current network capture and
transitions to Paused Emulation. Analysts can examine captured traffic, verify
expected behavior, then resume to continue interaction. Subsequent pauses extend
the previous capture, creating a cumulative record across all cycles. This provides
checkpoints for intermediate verification while maintaining complete trace history.

Stopping the emulation works from either Services Listening or Paused Emula-
tion—the Stop button terminates QEMU and writes out any remaining artifacts,
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Figure 4.5. The state machine that controls firmware image creation, boot sequence, and
interaction recording in FuzzPlanner.

landing in Stopped Emulation. At that point the system has a complete set of
interaction recordings ready for analysis.

During the Image Present state, before emulation begins, the static analysis
component (detailed in Section 3) scans the extracted filesystem to identify all
executable binaries, creating a baseline inventory of what could potentially run. This
inventory establishes which binaries exist in the firmware image and classifies them
as vendor-specific or open source. Once emulation transitions to Services Listening,
the running firmware exposes network services (e.g. HTTP webserver). Analysts
can interact with web management interfaces, access remote services like SSH, run
console commands, and adjust device settings to exercise different code paths. For
firmware with web servers—common in IoT devices—FuzzPlanner identifies listening
HTTP ports and suggests URLs for browser access. When authentication is required,
analysts leverage default or documented credentials to access protected functionality.

Throughout these interactions, the dynamic analysis backend (Section 11) cap-
tures execution behavior through system call instrumentation. This reveals which
binaries execute during operation—typically a subset of the static filesystem inven-
tory. The syscall trace distinguishes inactive binaries from those actively processing
user requests. Dynamic analysis reconstructs both inter-process and external commu-
nications. Network sockets indicate external communication, Unix domain sockets
and pipes reveal inter-process communication, regular files show configuration ex-
change, and shared memory indicates data sharing. The trace also captures process
hierarchy, showing which binaries spawn others through fork and exec relationships.
This combination of static inventory and dynamic behavior provides the foundation
for subsequent analysis phases.

Emulation Analysis evaluates whether captured behavior provides sufficient
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coverage for fuzzing or whether additional emulation runs would expose more
functionality. Analysts examine which binaries executed, which services listened but
received no data, and which communication patterns emerged.

Listening but inactive services often indicate unexplored attack surfaces—either
requiring authentication, specific preconditions, or undocumented access methods.
The Binary Table (Section 4.2.2) highlights these through listen scores, indicating
binaries that opened sockets but received no input. The Timeline (Section 4.2.2)
reveals temporal patterns: when services started listening, how long they remained
active, and whether they cycled between listening and inactive states.

If substantial functionality remains unexplored—many listening services with
no activity—analysts typically return to Emulation to exercise additional features
through different interactions. This iteration may occur multiple times until dimin-
ishing returns suggest sufficient coverage. Conversely, if most services show active
engagement and communication patterns are well-represented, analysts proceed
to target selection. The Filtering Pane (Section 4.2.2) supports this decision by
enabling analysts to focus on actively-engaged versus passive services.

Phase 3: Border Analysis

Border Analysis identifies binaries receiving external input—typically network-
facing services exposing Internet-accessible attack surfaces. Border binaries receive
input on channels where no other firmware process wrote data, indicating true
external sources such as network packets or pre-configured system states.

Coordinated visualizations facilitate target identification. The Timeline (Sec-
tion 4.2.2) displays border interaction frequencies, revealing high-activity channels
and temporal patterns—periodic surges from user actions or automated operations.
Analysts can filter the timeline to specific interactions, observing how external events
influence internal firmware behavior.

The Binary Table (Section 4.2.2) sorted by border score serves as the primary
comparison tool. Network-facing services typically rank highly, with visual indicators
showing relative channel activity through proportionally-sized bars. Selecting a
border binary opens the Binary Details Pane (Section 4.2.2), revealing all associated
channels—network sockets, file paths, pipes—with interest scores displayed as colored
bars for rapid assessment.

The Binary Graph (Section 4.2.2) visualizes border binary communication pat-
terns within execution context: parent processes spawning the binary, input channels
providing data, child processes created during execution, and output channels
receiving results. Edge thickness encodes interaction frequency, helping analysts dis-
tinguish high-frequency persistent flows from occasional sporadic interactions. The
Filtering Pane (Section 4.2.2) reduces visual complexity by filtering low-frequency
edges, emphasizing sustained communication patterns while eliminating initialization
handshakes or infrequent keep-alive messages.

This phase assesses external input interaction patterns, identifying promising
border binaries for subsequent fuzzing.

Phase 4: Internal Analysis

Internal Analysis examines binaries that process data exclusively through inter-
process communication, never directly receiving external input. This phase serves
three targeting patterns: multi-hop transformations where external data propa-
gates through multiple processing stages, vendor-specific binaries implementing
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security-critical logic behind borders, and centralized components coordinating
communication between services.

The Binary Graph (Section 4.2.2) provides the primary analysis tool. Where
Border Analysis examines direct external interfaces, Internal Analysis explores the
internal communication matrix. Analysts trace data flows by following edges between
processes, understanding how border inputs propagate through pipes and processing
stages before reaching internal components. This reveals multi-stage processing
chains where vulnerabilities may exist in intermediate transformation logic rather
than border interfaces.

The graphical interface supports exploratory expansion—analysts can select
binaries and expand the view to reveal parent or child processes, showing data
sources and destinations. This traces information flow: which processes send data
to the selected binary, and which processes receive its output.

Complex communication patterns benefit from filtering. The Filtering Pane
(Section 4.2.2) provides interaction threshold controls that hide low-frequency edges.
By filtering edges below a specified interaction count, analysts remove noise from
initialization handshakes or periodic keep-alives, revealing centralized components
with sustained high-frequency communication patterns.

Internal Analysis exposes architectural patterns not visible at external interfaces.
For example, a configuration management daemon may receive parsed parameters
from a web server via Unix domain socket, validate them against security policies, and
store results in a database. While not directly accessible externally, such components
become exploitable if attackers control the border binary supplying data—making
them legitimate fuzzing targets.

This analysis identifies binary-channel combinations representing internal pro-
cessing stages that, while not border-facing, perform security-critical operations on
attacker-influenced data propagated through the system.

Phase 5: Selective Seed Collection

Selective Seed Collection generates initial inputs for fuzzing campaigns. Coverage-
guided fuzzers require seed inputs representing valid protocol interactions—manual
seed crafting proves tedious and may miss subtle protocol requirements. FuzzPlanner
automates seed generation by replaying recorded emulation sessions.

During replay, FuzzPlanner re-executes previously recorded interactions and
captures data received on selected channels for target binary-channel pairs. Unlike
the initial emulation monitoring all system activity, seed collection focuses exclusively
on chosen targets. For each binary-channel combination, FuzzPlanner extracts bytes
transmitted over the channel: network sockets yield protocol messages (HTTP
requests, Domain Name System (DNS) queries), file channels provide file contents,
and Unix domain sockets capture inter-process messages.

Replay-based seeds offer advantages over manual crafting. Captured inputs reflect
actual successful interactions, preserving protocol framing, parameter structures,
and message sequences that enabled firmware functionality during exploration. This
produces syntactically valid seeds rather than random or malformed inputs that
fuzzers would quickly discard. The approach scales efficiently—a single emulation
session generates seeds for all selected targets, eliminating per-target manual effort.

Upon completion of replay and seed collection, FuzzPlanner puts seeds back into
the Experiment Configuration Panel (Section 4.2.2) so that analysts can finalize the
configurations in the final phase.
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Phase 6: Fuzzing Plan Generation

Fuzzing Plan Generation combines target selection, collected seeds, and analyst
preferences into executable fuzzing configurations. For each binary-channel pair, the
Experiment Configuration Panel (Section 4.2.2) enables parameter specification.

Analysts select initial seeds from those collected during replay, choosing the fork
point—the syscall where fuzzer-generated input enters the target binary. Dictionary
configuration specifies tokens that guide mutation toward protocol-valid inputs.
HTTP-processing binaries receive dictionaries with header names, methods, and
status codes; configuration parsers receive keyword tokens and value formats. These
tokens help fuzzers generate inputs that pass format validation, reaching deeper
code paths.

Additional fuzzing parameters include calibration settings, timeout values (hang
timeout, child execution timeout), mutation strategy selection, iteration counts
per stage, and time budgets. Time budgets allocate fuzzing resources across
targets—vendor-specific binaries with complex logic may receive longer budgets,
while well-understood open-source components receive shorter allocations reflecting
their lower priority for novel vulnerability discovery.

Once the configuration has been determined and sent by FuzzPlanner, generated
plans are executed through FIRM-AFL [35] which copies the targeted binary process
memory space to user mode to high-throughput fuzz it through the user-configured
data channel. The fuzzer hooks the syscall at the configured point rather than
employing system-mode fuzzing (e.g., TriforceAFL [78]), substituting buffer contents
with mutated input so processing goes down an alternative path.

Workflow Flexibility and Iteration

The workflow incorporates flexibility reflecting practical firmware assessment
patterns. First, a feedback loop from Emulation Analysis to Emulation enables
iteration when initial runs reveal unexplored services or suggest that different
interactions would expose additional behavior. Analysts can return to emulation,
exercise new functionality, and iterate until coverage reaches saturation or diminishing
returns make further exploration unproductive.

Second, campaigns may skip from Border Analysis directly to Selective Seed
Collection, omitting Internal Analysis. When assessments focus exclusively on exter-
nal attack surfaces—network-facing services and remote access points—analyzing
internal inter-process communication provides limited value. This streamlined path
suits rapid, targeted assessments prioritizing externally-accessible vulnerabilities.

These options accommodate diverse assessment goals. Comprehensive campaigns
with ample resources follow the complete workflow, including internal analysis to
discover subtle multi-stage vulnerabilities. Time-constrained campaigns take the
expedited path, focusing on high-priority external surfaces. The visual analytics
interface provides consistent abstractions supporting both approaches, enabling
seamless transitions between focused and exhaustive strategies.

4.2.5 Implementation
FuzzPlanner consists of approximately 13,150 lines of code and varies in contri-

bution across the four major components (i.e., visual analytics interface, backend
orchestration, analysis pipeline, and QEMU instrumentation).
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Visual Analytics Interface. The frontend consists of a web dashboard with
approximately 8,540 lines (8,430 lines of JavaScript and TypeScript for visualization
and 110 lines of CSS for styling). The dashboard is based on React and Next.js,
with integrated views (timeline, binaries table, communication graph, and detail
panes) for understanding and interacting with observed firmware behavior.

Backend Orchestration. The backend comprises 3,460 lines of Python code
organized into three components: (1) a REST API server (1,690 lines) managing
firmware initialization and packet handling; (2) orchestration logic (1,320 lines)
coordinating analysis stages; and (3) resource scheduling (450 lines) enabling efficient
multi-session management.

Analysis Pipeline. The third component is the analysis scripts which account
for 1,600 lines with the analysis component (990 lines) implementing the static and
dynamic analyses described in Sections 3 and 11, scoring (190 lines) which provides
the weighted significance of analysis-derived data channels; statistics (150 lines)
which summarize interim steps; and packet capture and playback components (270
lines).

QEMU Instrumentation. Finally, an additional 990 lines of C code to instrument
QEMU for FuzzPlanner implements tracking of syscall interactions for syscall-hooking
visualizations, synthetic feeding of inputs through QEMU, and playback within the
QEMU subprocess of FIRM-AFL for the corresponding tools in the user interface.

This modular structure creates a comprehensive approach to fuzzing-like bug
discovery from initial firmware creation to active guided analysis.

4.3 Case Studies
Two case studies are presented, assessing FuzzPlanner’s potential and pitfalls

on real commercial firmware. They focus on how visual analytics help with cam-
paign planning and how manual syscall targeting complicates findings for later
improvements.

4.3.1 Case Study 1: Netgear JNR3210 Router
The first case study is the Netgear JNR3210 wireless router (firmware version

1.1.0.14). It illustrates how FuzzPlanner deduces mini_httpd as a target for fuzzing,
leading to a discovery of a null pointer dereference bug.

Emulation Results

The first analysis step was loading the Netgear JNR3210 firmware image into
FuzzPlanner. When checking the firmware image filesystem integrity and image
extraction, 264 files output as executable objects from the integrated filesystem;
139 Executable and Linkable Format (ELF) binaries, 107 symbolic links, and 18
shell scripts. Static analysis indicates that all binaries are open-source; however, no
source code from the vendor itself is included in this firmware.

For emulation, we allowed the device to boot and initialize all services. The
emulation context exposes an interface for access via IP, 192.168.1.1, which can be
accessed as the services listen to incoming requests. We provided extensive interaction
over a 15-minute emulation session using a Chrome web browser. Interaction events
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Figure 4.6. Timeline visualization of emulating the Netgear JNR3210 firmware shows
different segments of behavior. A delayed boot process and initialization takes additional
time and provides a spike of process creation in the first 2 minutes; otherwise, it gives
consistent state operation with spikes intermittently due to maintenance suggestions
over time, giving deltas of interactions compared to the web interface.

included: accessing the web-based configuration page from the administrator panel
and clicking through the setup page to assist page interspersed as the browser stopped
and started repeatedly grabbing the router’s Extensible Markup Language (XML)
files as sections of localized pages generating the Genie setup wizard and network
check screens; accessing wireless settings through configuration pages, toggling the
Service Set Identifier (SSID) to set it to "Netgear/RE", changing channel to 4,
setting security as WPA2-PSK with the resulting chosen passphrase; toggling guest
wireless to enable it through the settings with SSID as "NETGEAR_Guest", security
set to AUTO-PSK; lastly, Quality of Service settings enabled WMM, throttling
all bandwidth to 256 Kbps; AVIC as aQuality of Service (QoS) for IPTV set to
192.168.1.2. The configurations were exposed and reviewed; common configuration
files were sent to the browser for viewing as the pages updated. All HTTP was
through non-encrypted HTTP as well, including configuration values for Wi-Fi
Protected Access (WPA) passphrases sent in the POST body.

These interactions produced temporal behavior patterns visualized by the Time-
line (Figure 4.6). The visualization revealed distinct operational phases: significant
activity during the first two minutes as processes initialized and established commu-
nication, followed by steady-state operation with intermittent maintenance activity.
Web interface access triggered border interactions corresponding to our requests.

Thus, of 264 total files from the integrated filesystem, only 25 executed during
emulation (15 binaries, 8 symlinks, 2 scripts); this 15-minute emulation quickly
narrowed down the universe of binaries used for this study to those actually employed
in processing. The Binary Table (Figure 4.7) illustrates that most are indeed HTTP
listening on associated sockets for requests to incoming transmissions.

Border and Internal Analysis

Following emulation, FuzzPlanner detected five binaries listening on network
sockets: mini_httpd (border score 1.0), dnrd (border score 1.0), telnetenabled
(border score 1.0), scfgmgr (border score 0.7), and miniupnpd (border score 0.7).
Of these listening binaries, only mini_httpd exhibited both listening and border
characteristics with a score of 1.0, indicating it received external network traffic
when we interacted with the device through its web interface.

Sorting the Binary Table by border score with a threshold of 0.2 (Figure 4.8)
shows that three candidates deserve immediate fuzzing: mini_httpd (open-source,
border score 1.0), which is the border binary that receives network traffic on TCP
port 80; setup.cgi (vendor-specific, border score 0.5), which gets interactions from
virtual file reads and shows that it gets border interactions; and the cp (open-source,
0.5) generic BusyBox utility, which has no security relevance.

From here, we would choose mini_httpd (Figure 4.9). The Binary Details Pane
states that this is the main component that allows configuration through the device
dashboard. The channel lists imply many data channels which can be read including
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Figure 4.7. Binary Table visualization for the Netgear JNR3210 firmware showing that
out of 264 total objects available in the firmware filesystem, only 25 objects executed
during emulation (15 binaries, 8 symlinks, 2 scripts). The table compiles statistics of
execution, whether they ’listen’ and border interaction scores for those that executed.

that the binary socket listens on TCP port 80 for HTTP requests (border interaction,
score 1.0); there are file reads /etc/passwd and /etc/group for authentication (score
0.5); many pipe reads have child processes data sent into this parent (score 0.3);
there are configuration file reads from the /etc directory and the /nvram directory
for additional configuration reads (0.5).

The Binary Graph (Figure 4.10) shows that the Binary executes CGI handler
processes for various requests, especially using CGI-based commands for setting
changes and processes through HTTP. The most interesting child is setup.cgi.
Pipes connect the parent to CGI children, meaning data can travel in both directions;
environment variables and POST data are sent parent to child through stdin; results
come back from child to parent through pipes. This is a typical process via fork-
and-exec pattern resembling any traditional CGI methodology.

The Binary Details Pane for setup.cgi (Figure 4.11) shows that this is a vendor-
specific CGI child that has no external connections and its border score of 0.5 comes
from virtual file reads /common/system.xml; its internal score of 0.6 comes from 45
total interactions which also shows that 33 pipes are writing to mini_httpd, writing
compiled results; writing to /var/httpd.cache shows that rendered content can be
cached; writing to /etc/cmd_agent shows that system commands can be executed
from here.

This observation raises important considerations regarding fuzzing strategy
selection. We can fuzz this binary through the network socket on port 80, meaning
we would be testing all of the functions relating to HTTP process (header read,
authentication process determination, invocation logic via CGI). However, we could
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Figure 4.8. Binary Table sorted by border score for the Netgear JNR3210 firmware with a
threshold of 0.2: three candidates deserve immediate fuzzing: mini_httpd (1.0); receives
network traffic on TCP port 80; setup.cgi (0.5); gets border interactions from virtual
file reads; cp (0.5); generic BusyBox utility.

fuzz this through the binary directly, hooking into stdin read calls and avoiding the
HTTP process to directly test CGI-like parsing methods to determine if there are
bugs present that would require malformed parameter structures (which we may
be limited due to HTTP validation before reaching CGI) or created false positives
(which we may gain due to inputs that cannot reach through legitimate means of
the network pipe).

However, because mini_httpd is marked as the primary border binary (score
1.0) and serves as the authenticated entry point for device configuration purposes, it
makes sense to make this the main target of our testing through the network socket.

Selective Seed Collection and Fuzzing Plan Generation

Now that we have confirmed mini_httpd and its associated TCP port 80 network
socket is a binary-channel pair, we perform a Selective Seed Collection. This means
that FuzzPlanner takes our recorded user interaction and replays it while monitoring
syscall invocations to source pinned executions whereby this process was given data
over the socket.

The output of the Selective Seed Collection shows many potential forks—program
counters where a syscall cut showed a read/recv family syscall getting HTTPS-based
data from the socket request—and we picked those candidates to find the fork
associated with the HTTP request that accessed the CGI parse function associated
with device setup.

Finally, during the Fuzzing Plan Generation, we used the Experiment Launcher
Panel (Figure 4.12) and confirmed the following settings for the experiment, which
generated a fuzzing plan ready for execution with full system emulation, providing
kernel and device states necessary for execution. We determined the time budget
was appropriate at 86400 secs (24 h) which fits practical usage without excessive
attempts to make every session explore every avenue in day long sessions; we selected
standard mutation methods like bit flips for structural swaps, arithmetic mutations
for numeric-field familiarity, havoc mode for exploratory investigation; we found a
dictionary applicable was the one for HTTP protocol accessing known header names,
methods used so far, status codes recognized thus far, keywords available across
web applications; finally, we set our syscall hooking location at our determined fork
point.
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Figure 4.9. Binary Details Pane for mini_httpd of Netgear JNR3210 firmware; many data
channels are included: TCP socket listening port 80 (border score 1.0); file reads for
auth files; pipe reads from child processes; config files.

Bug Detected: NULL Pointer Dereference in mini_httpd

After running FIRM-AFL on mini_httpd target, we detected a crash bug
according to an HTTP request payload. For example, the fuzzer generated: "
ET\n/setup.cgi?next_" a GET request which lacks the necessary request header
semantics, has an unexpected newline, or has truncated query parameters.

According to the crash report, it crashed due to dereferencing a NULL pointer.
At the portion of code susceptible, it takes the header for Host (which maps where
the packet should go to) and performs a strcmp against nvram_get("lan_ipaddr"),
where it gets the LAN IP. Since the fuzzer-generated request has no Host header, the
system call to get the Host header returns NULL. In addition, within the user-mode
context of FIRM-AFL’s execution context, nvram_get gets NULL because NVRAM
is not present. Within the emulated user-mode of the mini_httpd, there exists no
properly initialized NVRAM to emulate proper non-volative storage.

The crash report shows:

do_page_fault(): sending SIGSEGV to mini_httpd for invalid read from 00000000
epc = 779cd920 in libuClibc-0.9.30.so[strcmp]
ra = 00406370 in mini_httpd

This was a documented robustness bug and a well-known environment-dependent
occurrence. The code neglected to check whether both arguments were not NULL
before comparing in strcmp, and therefore, this is a bug that should be remediated
in all situations, independent of which environment it is operating in. However, the
fact that it crashes in the first place is partially due to the emulated environment,
which has not properly initialized NVRAM. Therefore, on a real device running a
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Figure 4.10. Binary Graph for the Netgear JNR3210 firmware; established parent-child
relationships show that this CGI parent process has executable handler processes as
children. The main children are setup.cgi. Pipes connect parents to children with data
from both directions; environment variables and POST data go parent to child through
stdin; results of processing come back through pipes child to parent.

properly provisioned NVRAM, only the second part (the fact that a Host header
does not exist) would create the crash; however, the comparison would still fail if
nvram_get returned NULL due to some other error condition, since there exists no
tool to access it.

This is yet another example of one of the most difficult findings in operating at
a firmware level from fuzzing: actual bugs versus artifacts induced due to specific
environments. Although dereferencing a NULL pointer is not a great practice as part
of code quality, with an argument that it should be remediated, whether or not this
is exploitable when it is actually deployed is to be determined by real-world testing
of the actual hardware. It is clear that there is bad defensive programming—no
pointer checking before dereferencing—but this bug is raised by both application-level
input validation (the Host header that is missing) and environment-level backend
provisioning (the NVRAM access).

4.3.2 Case Study 2: Linksys RE1000 Range Extender
The second case study is for the Linksys RE1000, firmware version 1.0.02.001.

FuzzPlanner recognizes configuration file parsing as part of the fuzzing channel
operation, and it also catches a stack buffer overflow for udhcpd the Dynamic Host
Configuration Protocol (DHCP) daemon.

Emulation Insights

The Linksys RE1000 firmware image recognized 155 executables. There were
75 ELF binaries, 78 symbolic links, and 2 shell scripts. Thus, while there are not
nearly as many as the Netgear router, the same caution applies. The vendor did
not provide source code for this firmware version, therefore, a static examination
suggested that the binaries were all vendor-specific, this suggests that it is more
vulnerable with less public examination than open-source binaries which all would
have access.

The web UI can be found on the device via ip 192.168.1.1. The series of events
began with a browser prefetching action due to the home page of the UI loading
automatically. Thus, a lot of GET actions were found but to no authenticated avail.
There was a repeated pattern that suggested access, although it needed something
extra, and admin: with a blank password and admin:admin were ultimately re-
jected, as well, until authenticated signals were sent. Ultimately, however, HTTP
Basic Authentication allowed entry as it seems the browser had no issue with the
Authorization header.

For anything configuration-related, we POSTed a WAN settings form to give
the unit a WAN hostname of RE1000sadrge and selected the WAN Protocol to
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Figure 4.11. Binary Details Pane for setup.cgi of Netgear JNR3210 firmware; notable
attributes include the vendor-specific CGI child with a border score of 0.5 from virtual
file reads and an internal score of 0.6 from 45 total interactions. The pane reveals
numerous pipes writing to mini_httpd, writing to cache and writing with command
execution capabilities.

be DHCP. A series of wireless UI page refreshes (there was a dedicated link
for Site Survey, Wireless Basic, and Wireless Enroll) came post-navigating to
and POSTing several configuration forms. We POSTed a few related to Wi-Fi
Protected Setup (WPS) and WPA settings. We POSTed to change the exten-
der’s SSID to LinksysExtender12345, selected Security Mode: WPA2-Personal,
selected Advanced Encryption Standard (AES) encryption type, POSTed passphrase
fdzbfdgbvdzf, and applied the changes. The UI reloaded to confirm these were
accepted.

The Timeline (Figure 4.13) shows a more simplified setup in terms of what is
executed with less of a Process Executes than the fully-featured router; it is fair to
suggest that since the range extender has one dedicated purpose, fewer processes are
necessary and need to be active for their strength of purpose. The main action occurs
when networking services are started, more specifically, when its DHCP daemon
reads its configuration files and starts its network listeners.

Thus, the Binary Table shows that from 155 executables in the filesystem, only
15 were executed during our emulation time window (10 binaries, 5 symbolic links).
The range extender operates better than the router since not that many binaries
need to be running all at once. Thus, the Binary Table shows 10 unique binaries
with corresponding interactions recorded within.
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Figure 4.12. Experiment Launcher Panel for the Netgear JNR3210 firmware; settings
include time budget (86400 seconds/24 hours), mutation methods (bit flips, arithmetic
mutations, havoc mode), dictionary based on HTTP protocol (header names, methods,
status codes, keywords related to web applications), syscall hooking at determined fork
point.

Figure 4.13. The Timeline for the Linksys RE1000 firmware showing a more simplified
setup in terms of what is executed with less Process Executes than the fully-featured
router; it is fair to suggest that since the range extender has one dedicated purpose,
fewer processes are necessary and need to be active for their strength of purpose. The
main action occurs when network services are launched, more specifically, the DHCP
daemon reads its configuration and sets up network listeners.

Border Analysis and Internal Analysis

At this point, after emulation completes, FuzzPlanner recognizes three binaries
with listening network sockets: upnp (score 1.0) for connection/discovery/control;
httpd (score 1.0) offers dynamic web pages for administrative interfaces and static
logins on the home page; there is also pxyhttp (score 0.7) in case of any HTTP
proxy work.

Filtering for the border score of 0.2 via the Filtering Pane suggests five interesting
candidates: httpd (score 1.0) again since it is the primary web interface; cemDNS
(score 1.0) works via Dynamic DNS; wl (score 0.5) connects wireless drivers; lld2d
(score 0.5) is Link Layer Discovery Protocol; and udhcpd (score 0.5), an interesting
secondary since it is the DHCP daemon typically located on a device that has limited
potential on extenders.

However, as noted previously and based on the remote code execution discovered
in the first case study, there is an important high-value target with httpd since it
offers features useful as before. Yet we find an important secondary with udhcpd.
While this one has slightly less of a border score compared to others that typically
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Figure 4.14. Binary Table for the Linksys RE1000 firmware showing that from 155
executables in the filesystem, only 15 executed during our emulation time window (10
binaries, 5 symbolic links). The range extender operates better than the router since
not that many binaries need to be running all at once. Thus, the Binary Table shows 10
unique binaries with corresponding interactions recorded within.

connect externally through rendering options for fields of what can be shown, they
show relevance.

Further analysis through the Binary Details Pane for Figure 4.15 show two
attack surfaces—one as a true network-inbound feature (via networked UDP port 67
serving packet level updates for the scope-taken framework messages sent via DHCP
protocol) (score 1.0), and file-level stress as tracked through its configuration file
located at /tmp/udhcpd-br0.conf (score 0.5).

Meaningfulness comes out of the configuration file route since it is found outside
of general documentation usually found at /etc instead this one is /tmp one that lives
instead of one established by the vendor and consistent over boots out of NVRAM.

The actual configuration file is important.
Typically, it is found somewhere in /etc as a typical static or standard document

when formed; instead it is found live in /tmp; this shows dynamic development
instead of what vendors lend at input. Therefore the Binary Graph in Figure 4.16
shows that systems write into /tmp a lot yet /tmp/udhcpd-br0.conf is made by
them.

It is not exposed as such for network input from outside variables; it is more of a
side-ended attack method; if someone can corrupt NVRAM strings via some bug or
find a way to upend initialization scripts that create this file, then upon subsequent
reads by udhcpd at startup, it accept information forged as if it came from valued
input over time.

Thus, this is an indirect route with data bringing it to standards after reading it
into help speed up succession or determine validity based on previous input.
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Figure 4.15. Binary Details Pane for udhcpd of Linksys RE1000 range extender firmware
revealing dual attack surfaces: network-based through UDP port 67 for DHCP protocol
messages (score 1.0) and file-based through configuration file /tmp/udhcpd-br0.conf
(score 0.5). The configuration file resides in temporary filesystem, suggesting dynamic
generation during device initialization.

Figure 4.16. Binary Graph for the Linksys RE1000 firmware showing a series of system
calls into /tmp where /tmp/udhcpd-br0.conf is located; thus this first analysis shows
construction by systems living and breathing instead of predetermined vendor setups, or
it suggests it was there all along as construed by NVRAM values set by assignments; they
are not clear why the maliciously injected variable logic could allow it this value. Should
this happen with reassigned variables changing /tmp/udhcpd-br0.conf on subsequent
reads by udhcpd, trusted information would be created going forward now that udhcpd
would accept this value as valid due to integrity.

Ultimately, we find value in fuzzing via /tmp/udhcpd-br0.conf, which is available
from the configuration file processed within dhcpd. Fuzzing through the DHCP
protocol layers via the network interface is not common because it requires compliant
message fields for admission of the DHCP level, plus incorporation into the expected
state machines.

Thus, we find that fuzzing through a configuration file is part of parsing logic
and thinking where we can actually get what we want without all the additional
excess that comes with spaces of validity processing. The ultimate finding shows
tactical tiers beyond simple comprehension of what is best for us based on each inlet
function.

Selective Seed Collection and Fuzzing Plan Generation

Now that we have established udhcpd as a binary-channel daemon of interest along
with its configuration file located at /tmp/udhcpd-br0.conf, we should proceed
to implement the Selective Seed Collection where FuzzPlanner played back our
recording and observed the relevant file read syscalls firing during the boot-up of
udhcpd. This established where the process forked and began reading the daemon.
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Figure 4.17. Experiment Launcher Panel for the Linksys RE1000 firmware used to
generate the fuzzing plan for udhcpd with 86400 second time allowance, regular mutation
strategies (bit flips, arithmetic changes, havoc mode), specific dictionary containing
1200-character-long string to exploit for buffer overflow bugs and relevant fork point of
configuration reading syscall.

The analysis is confirmed by syscalls that we successfully collected a valid config-
uration file generated in legitimate use of the device, i.e., a legitimate configuration
that is structured as expected with interface input, address range input, DHCP
option input, and lease pool input.

Next, in the second part of the Fuzzing Plan Generation (Figure 4.17), found
through the Experiment Launcher Panel, we would like to configure certain con-
figurations relative to running the experiment. First, we would like to set an time
allowance for the experiment of 86400-secs; second, we would like to include various
regular mutation strategies (bit flipping, arithmetic options, havoc mode); third, we
would like to not use any dictionary expected by using a configuration through a
protocol but instead, establish a custom dictionary, one that will contain a 1200-
character-long string that we crafted purely to exploit buffer overflow; finally, we
would like to record the fork point we are working with whereby we have established
that we will fuzz from the configuration reading syscall.

All these factors contribute to a fuzzing plan that is generated for immediate
execution under full-system emulation, providing context through the operating
device.

Bug Discovery: Stack Buffer Overflow in udhcpd

By the end, executing it using FIRM-AFL with these parameters generated an
extremely critical bug within minutes of operation. The fuzzer successfully generated
a configuration file with extremely extended values for all options, and in particular,
the interface option:

pidfile /var/run/udhcpd.pid
start 192.168.1.100
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end 192.168.1.149
max_leases 254
interface [>16 bytes attacker-controlled string] eth0

This caused the daemon to crash upon attempting to start up detected through
the signature given by:

do_page_fault(): sending SIGSEGV to udhcpd for invalid read
Stack corruption detected
Return address overwritten

This was determined, upon further investigation, from a classic stack overflow
in read_interface. The vulnerable code looked like this, where it uses strcpy to
copy the interface name read from the configuration file to a stack buffer of constant
size:

char acStack_40[16];
memset(acStack_40, 0, 0x20); // Zeros 32 bytes
...
strcpy(acStack_40, param_1); // Unbounded memcpy

Regarding this code snippet, there are multiple lines that are incorrect. First
of all, the bug lies in using strcpy without considering the input size, which
is fundamentally wrong. Thus, the interface name can be whatever size it feels
like—even arbitrarily long—meaning that it can even exceed any feasible 16-byte
size into the next memory area of interest. The fuzzer-generated interface name
(<16 bytes attacker-controlled string>...eth0) is about 60 characters long,
providing excess overflow above what should generally be permitted. For the crashing
element, it corrupted upwards of 44 bytes beyond the buffer limit size and into
other stack frames, which contained values from old stack frames, such as saved
return addresses. The actual generated input from fuzzing resulted in an interface
assignment that had approximately 60 characters until it reached eth0. Second,
the memset command zeroed out 32 bytes, although it only defined a 16-byte buffer
(0x20 in its hexadecimal representation suggests confusion with sizes or perhaps an
error to report something that would be useful for other assessments of header size
corruption when testing).

The bug is critical with security implications that could facilitate remote code
execution. However, since our fuzzing dynamically explored the configuration file
due to syscall hooking, which circumvented standard means of producing a startup
configuration, it can be assumed that someone with the means to access this
configuration file and alter it due to another secondary bug can facilitate arbitrary
code execution. For example, suppose an attacker can access our device through a
web-based command injection vulnerability that allows directory traversal, enabling
them to write arbitrary text into specified files on our device (i.e., writing their
command into /tmp/udhcpd-br0.conf). Thus, they craft their malicious string for
the return address to their desired focal point and then trigger a daemon restart
(reboot or crashing and having it respawn) to call their mal-configuration parser
with their return address redirected.

The fact that we found this bug from fuzzing a configuration file and not fuzzing
it for its network protocol relates to the strength of FuzzPlanner for open attack
avenues. Generally, DHCP fuzzing would only target port 67 related configuration
for protocol message fuzzing. This would not have found this bug related to the
parsing of the configuration file. The attack surface is important here as it is a file
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that would expose unintended capabilities—although this requires a multi-stepped
exploit chain for ultimate exploitation—but nevertheless it provides an internal
vulnerability that can be exploited post-exploitation through other means. This
means that an attacker must inherently access our device from other means to exploit
this bug first—which they did—but it means that additional attack surfaces must be
approached beyond those that inherently connect to direct network-facing protocols.

4.4 Lessons Learned: Insights and Limitations
Practical deployment of FuzzPlanner revealed both effective capabilities and

fundamental limitations of visual analytics for firmware security analysis. This section
examines successes in addressing discovery challenges (Challenge B) and limitations in
validation chain preservation (Challenge C) that motivated the automated approach
presented in Chapter 5.

4.4.1 Success in Addressing Discovery Challenges
FuzzPlanner successfully addresses Challenge B (scale and discovery in multi-

binary systems) through visual analytics that make firmware complexity manageable.
Case studies demonstrated that the tool effectively narrows the analysis scope from
hundreds of filesystem binaries to a focused set of security-relevant targets. The visual
interface enabled analysts to understand firmware structure, identify border binaries
receiving external input, and trace inter-process communication patterns without
requiring vendor documentation. Interest scoring provided useful prioritization even
when imperfect, and the coordinated visualization approach helped analysts build
mental models of firmware architecture that guided campaign planning decisions.

User studies validated that guided visual exploration reduces the cognitive burden
of campaign planning compared to manual firmware examination. Analysts leveraging
FuzzPlanner made more systematic target selection decisions and demonstrated a
clearer understanding of firmware communication patterns than those relying solely
on manual analysis. This success confirms that the discovery challenge—determining
which components warrant security analysis—can be effectively addressed through
automated analysis combined with human-interpretable visualizations.

4.4.2 Limitations Revealing Validation Chain Challenges
However, FuzzPlanner deployment also revealed fundamental limitations that

visual analytics cannot overcome, directly related to Challenge C (validation chain
preservation across multi-process architectures). Two critical observations emerged
from practical application.

First, case studies revealed that firmware images contain hundreds of potential
syscall hooking points across multiple binaries, but manual selection cannot reliably
identify hooks that preserve validation chains. For example, the Netgear router
case study identified numerous potential hooks in both mini_httpd and setup.cgi.
We selected hooks based on intuition about likely processing stages, hypothesizing
that certain syscalls would provide sound bug discovery. While we successfully
discovered bugs, we could not verify whether our hook selections preserved complete
validation sequences or potentially bypassed intermediate checks. This uncertainty
scales poorly—each binary offers dozens of candidate hooks, and firmware contains
dozens of binaries. Systematic manual evaluation proves impractical.

Second, visual analytics reveal where syscalls occur and which data channels
they access, but cannot reveal what validation or transformation occurs between
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sequential syscall invocations. In the mini_httpd case, we observed data entering
the CGI handler but did not see the HTTP header parsing, parameter extraction, or
environment variable encoding occurring between observation points. This semantic
gap makes it impossible to predict whether hooking a particular syscall will bypass
validation logic. Manual inspection of source code (when available) or reverse
engineering (for proprietary binaries) could theoretically reveal these relationships,
but this approach does not scale to comprehensive firmware analysis involving dozens
of cooperating services.

Theoretical analysis reveals that arbitrary syscall hooking could potentially
bypass validation logic in constructs that ensure sound execution paths. In practice,
where each binary operates as part of a larger dynamic system, context determines
everything. Network daemons validate syntax; parsers validate structure; processors
validate semantics. Arbitrary syscall hooking might interrupt these connections at
any point, potentially creating inputs that violate invariants established by validation
stages that have been bypassed. This theoretical concern motivated an investigation
into automated approaches that could maintain validation chain integrity.

Additionally, the case study with mini_httpd’s null pointer dereference revealed
that not all bugs represent genuine vulnerabilities; some are artifacts of execution
context. We obtained a crash because our malicious request lacked a Host header
and because accessing Non-Volatile Random Access Memory (NVRAM) returned
NULL in our emulation environment that lacked proper initialization. While code
should ideally handle both conditions gracefully, the former issue might not manifest
in properly initialized hardware where NVRAM is populated.

These limitations motivated the development of STAFF, discussed in Chapter 5.
Manual dependency analysis requires accurate choices from analysts who deeply
understand validation chains. STAFF employs whole-system taint analysis to trace
actual data flows through validation sequences, enabling researchers to understand
transformations and validations between syscalls and structure fuzzing configura-
tions that maintain validation chains while discovering bugs involving multi-step
dependencies.

4.5 Chapter Summary
This chapter presented FuzzPlanner, a visual analytics tool that guides researchers

through the critical steps necessary for implementing successful firmware fuzzing
campaigns through systematic visualization of firmware behavior and structure.
The complexity involved in building effective fuzzing configurations for firmware
environments—given thousands of binaries, undocumented behaviors, and intricate
inter-binary interactions—necessitates such systematic support.

FuzzPlanner’s contribution to the space provides cohesive visualization capabil-
ities that enable researchers to understand patterns and relationships that would
otherwise remain obscured. Across binaries, researchers can identify temporal pat-
terns, investigate relationships between components, and explore IPC channels to
make informed decisions about testing specific binaries and data channels. Interest
scoring, while imperfect, provides rough rankings that assist with fuzzing target
selection.

The case studies involving Netgear router firmware and Linksys range extender
firmware demonstrated that FuzzPlanner effectively supports configuration decisions.
Visual exploration of inter-binary operations revealed mini_httpd and udhcpd as
promising fuzzing targets, leading to successful discovery of a null pointer dereference
and stack buffer overflow, respectively. FuzzPlanner reduced configuration decision
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processes from hundreds of potential filesystem binaries to select, high-value testing
opportunities, bringing clarity to otherwise convoluted analysis efforts.

However, insights gained through deployment revealed practical challenges that
only automated techniques could fully address. The decision-making process for
selecting advantageous syscalls involved choosing from hundreds of potential options,
each with caveats. Recognizing that arbitrary hooking can bypass validation chains
represents a theoretical concern requiring automated solutions. Understanding that
not all bugs represent legitimate vulnerabilities—some driven by environmental
artifacts—advocates for automated, dependency-aware approaches.

The next chapter discusses how observations from FuzzPlanner motivated the
development of STAFF. These observations highlighted the need for automated
dependency discovery through whole-system taint analysis that maintains validation
chains while enabling discovery of novel bugs involving multi-step dependencies.
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Chapter 5

Dependency-Aware Firmware
Fuzzing Through Taint Analysis

Chapter 4 demonstrated that visual analytics successfully addresses Challenge
B (scale and discovery) by enabling systematic identification of security-relevant
firmware components. However, practical deployment revealed that Challenge
C (stateful multi-process interactions and validation chain preservation) requires
automated analysis beyond visual guidance capabilities. This chapter presents
STAFF, a system that addresses Challenge C through automated dependency
discovery integrated with protocol-aware fuzzing.

STAFF builds directly upon insights gained from FuzzPlanner deployment. While
FuzzPlanner enables analysts to identify which binaries process external input and
how components communicate, it cannot automatically discover validation chains
that data traverses through multi-service processing pipelines. Analysts manually
selecting syscall hooks cannot reliably determine what validation occurs between
hooking points or verify that fuzzing will preserve multi-step dependencies across
process boundaries. These limitations motivated STAFF’s automated approach:
whole-system dynamic taint analysis reveals precise data flows through validation
sequences, enabling fuzzing configurations that respect discovered chains.

The progression from FuzzPlanner to STAFF represents evolution from human-
guided discovery to automated dependency preservation. FuzzPlanner solves the
discovery problem (Challenge B), enabling analysts to identify promising targets
within complex firmware. STAFF solves the validation chain problem (Challenge
C), automatically determining how to fuzz identified targets while preserving inter-
service dependencies. Together, these contributions address the dual challenges of
identifying what to test and understanding how to test it soundly.

5.1 Motivating Case Study: A Multi-Request, Inter-
Binary Stack Buffer Overflow

This section presents a motivating example demonstrating the problems STAFF
addresses and why single-process fuzzing approaches fail to discover such vulner-
abilities. The bug, discovered in D-Link DAP-2310 v1.00_o772 router firmware,
exemplifies multi-process vulnerabilities—it manifests through inter-service commu-
nication spanning multiple binaries rather than within a single service. To exemplify
the complex interactions that occur on deployed devices, we describe a vulnerability
we identified in the D-Link DAP-2310 firmware (version v1.00_o772). The issue
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was revealed by STAFF’s protocol-aware fuzzing, which performs focused mutations
guided by the intra- and inter-service dependency information extracted from the
device’s running services.

The device runs a small HTTP server, httpd1, and uses PHP-based CGI handlers
that interact with internal components such as rgdb (a client-mode front-end,
typically a symlink to xmldb) and xmldb (a proprietary configuration daemon).
Exploitation requires three coordinated HTTP interactions that affect three distinct
processes; an overview appears in Figure 5.1. In detail:

1. Authentication. First, an authenticated session is obtained via the web interface,
producing an internal session identifier used by the server-side stack:

POST /login.php HTTP/1.1
Host: 192.168.0.50
Content-Type: application/x-www-form-urlencoded

ACTION_POST=LOGIN&LOGIN_USER=admin&LOGIN_PASSWD=&login=Login

2. Poisoning xmldb’s persisted state via DHCP parameters. Next, a malicious
DHCP-related payload is sent in an HTTP POST. A PHP CGI handler
forwards this input to rgdb, which relays it to the xmldb daemon. xmldb
records the oversized value into its configuration tree (persisting it to disk)
without adequate validation; the overlong data is inserted into the ipaddr
field, for example:

POST /adv_dhcpd.php HTTP/1.1
Host: 192.168.0.50
Content-Type: application/x-www-form-urlencoded

ACTION_POST=adv_dhcpd&srv_enable=1
&ipaddr=192.168.0.30 [Insert >1024 bytes]
&iprange=235&ipmask=255.255.255.0&...

3. Triggering a stack overflow in xmldb at commit. Finally, committing config-
uration changes via an XGI handler (e.g., a request to cfg_valid.xgi with
an exeshell=submit COMMIT argument) causes the handler to send a submit
COMMIT command into xmldb’s control interface (pipe/socket/FIFO). When
xmldb reads the previously persisted, overlong parameter and copies it unsafely,
a stack buffer overflow occurs:

GET /cfg_valid.xgi?
random=...&exeshell=submit%20COMMIT
&exeshell=submit%20DHCPD&flag=1 HTTP/1.1

Host: 192.168.0.50
The vulnerable routine performs an unchecked copy:

char acStack_410[1024];
...
strcpy(acStack_410, __nptr);

This example highlights how a web-facing HTTP endpoint can function as the
configuration control plane for a device, yet exploiting a severe memory-corruption
flaw requires stateful, cross-process interactions that occur indirectly through CGI
handlers and internal daemons.

1httpd corresponds to mathopd, an open-source project on GitHub; it is unclear whether the
vendor modified this code. Public development of the original project ceased in 2024.

https://github.com/michielboland/mathopd
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Figure 5.1. Motivating case study: stack buffer overflow in router D-Link DAP-2310.

5.1.1 Contributions
This chapter offers four contributions to firmware security through dependency-

aware automated fuzzing.

Three-Stage Automated Fuzzing Framework. We present STAFF as an all-
in-one, automated approach to multi-process firmware analysis that integrates three
contributions in a single package. First, it utilizes user-assisted multi-request replay
for stateful protocol recording. Second, it identifies both intra-process and inter-
service dependencies via whole-system taint analysis. Third, it utilizes dependency-
aware, taint-augmented fuzzing across the whole system, leveraging protocol analysis
to tailor the mutation strategy to selected dependencies. Existing solutions address
these spaces independently or require user assistance at each stage; STAFF combines
and automates the entire pipeline, from acquisition and selection to focused bug
finding.

Practical Optimizations for Whole-System Analysis. We present several
essential optimizations that make whole-system taint analysis practical for real-
world firmware despite its severe performance overhead. First, our byte-annotation
heuristic achieves high precision in mapping tainted memory to source inputs at
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substantially lower cost than full taint tracking. Second, our process-aware cover-
age tracking reduces collisions in coverage bitmaps that would otherwise obscure
progress in multi-process execution. Third, our request-sequence minimization filters
unnecessary protocol overhead while preserving essential dependencies. These opti-
mizations address the performance challenges that have prevented prior integration
of heavyweight dynamic analysis into active fuzzing loops.

Implementation and Tool Release. We describe the main implementation
details of STAFF, extending DECAF++ for whole-system taint analysis in firmware
contexts. The implementation addresses the practical challenges of applying dynamic
analysis to multi-process embedded systems to guide fuzzing. We enforced several
optimizations to address the manifestations of Challenge D. In Section 5.3, we release
STAFF as open-source software to enable independent validation and extension by
the research community.

Comprehensive Evaluation. Finally, we provide a comprehensive evaluation
on 15 real-world firmware images across routers, range extenders, and IP cameras.
STAFF performs favorably against the representative system-mode TriforceAFL and
against a multi-process version of AFLNet. Our results show that STAFF discovers
26 bugs with 76% of reproducibility stemming from multi-request semantics and
inter-binary data flows and demonstrates significant improvements over baselines in
both bug discovery and reproducibility. Moreover, the error reports are produced in
a format that is straightforward to debug. We also observe that 73 percent of these
bugs involve inter-binary data flows and we demonstrate that dependency awareness
is important for finding such bugs.

5.2 Stateful Taint-Assisted Full-system Fuzzing
This section presents STAFF, a fuzzing framework designed to discover bugs in

Linux-based firmware software. We begin by outlining the overall architecture of
STAFF in relation to the challenges discussed in Section 5.1, before detailing its
core conceptual components.

5.2.1 Overall Approach
STAFF operates through three conceptual phases: User-driven Multi-Request

Recording (Section 5.2.2), Intra- and Inter-Service Dependency Analysis (Section 5.2.3),
and Protocol-Aware Taint-Guided Fuzzing (Section 5.2.4). Figure 5.2 offers a high-
level view of these phases, which we summarize below.

The first phase, User-driven Multi-Request Recording, involves the user exercising
the firmware under test through manual interactions that target the device’s intended
functionalities. Following prior works [35], [78], [79], we concentrate primarily on
interactions delivered via the HTTP interface that the firmware exposes. Unlike
earlier approaches, however, users need not confine their exploration to the HTTP
daemon alone, as STAFF is designed to test all programs affected by these interactions.
The objective is therefore to exercise a wide range of firmware capabilities—including
configuration endpoints, status interfaces, and management operations—enabling
STAFF to assemble a representative seed corpus of request sequences. The framework
captures these requests at the packet level (e.g., PCAP format), annotates them
with timing and response metadata, and archives them as a seed corpus. This corpus
enables STAFF to recreate the recorded sequences in subsequent phases, accurately
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Figure 5.2. Bird’s-eye view of the conceptual phases in STAFF.

reproducing the execution context and ensuring that fuzzing operates on the same
firmware state the user originally explored. Where previous work has taken the
existence of such a corpus for granted, STAFF treats this preliminary phase as a
deliberate and integral part of its design.

During the second phase, Intra- and Inter-Service Dependency Analysis, STAFF
executes each recorded sequence under instrumentation to gather fine-grained run-
time information. Throughout this execution, the framework monitors basic block
coverage, memory accesses, and filesystem activity. Critically, a taint-based dataflow
tracker observes how input bytes flow through CPU registers, memory, IPC channels,
and filesystem operations. This process uncovers which portions of the input requests
can affect which regions of the firmware code, thereby exposing both intra- and
inter-service dependencies that shape firmware execution. As far as we are aware,
prior firmware fuzzing research has not conducted a comparable analysis at this
level of granularity. The outcome of this phase is a seed corpus enriched with taint
hints—actionable information about firmware execution dependencies that can be
leveraged during fuzzing to access interesting execution states.

In the third phase, Protocol-Aware Taint-Guided Fuzzing, STAFF delivers mu-
tated request sequences to the firmware while maintaining their ordering and context
as recorded during user interactions, all the while monitoring firmware execution for
crashes and other signs of inconsistent state. Mutations respect protocol structure
and exploit the taint hints gathered in the preceding phase. Code coverage measure-
ments determine whether non-crashing inputs warrant inclusion in the active corpus
for additional mutation. Given the substantial overhead of system-mode emulation,
STAFF employs several optimizations, among them multi-staged forkservers that
efficiently checkpoint complex protocol states. The aim of this phase is to synthesize
input request sequences capable of reaching deep execution paths and exposing
subtle, inter-service, state-dependent vulnerabilities.

5.2.2 User-driven Multi-Request Recording
Effective software fuzzing depends critically on having a rich and varied seed

corpus. In firmware analysis, however, manufacturers seldom provide sets of benign
input request interactions suitable for testing. Therefore, like AFLNet [26], STAFF
obtains input request sequences through manual generation by a user analyst during
an emulation session that STAFF monitors. Unlike earlier work, STAFF formalizes
this acquisition procedure, integrating it into the system architecture and thereby
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Figure 5.3. User-driven Multi-Request Recording Phase: A client communicates with the
firmware through a virtual network interface, exercising externally reachable services
exposed by the firmware under emulation. STAFF records the network interactions
(seed corpus) to allow replay in the next phases.

offering structured support to the end user.
Figure 5.3 illustrates the workflow for this phase. Starting from a firmware

image, STAFF’s emulation layer extracts it, applies kernel patches or rebuilds when
necessary, and mounts the reconstructed root filesystem complete with valid device
nodes and init scripts. This process establishes a system-mode emulation featuring
virtualized CPU, memory, standard peripherals, and inserted dummy drivers or
stubs for hardware components whose precise emulation is infeasible (e.g., GPIOs,
watchdogs, UARTs). A virtual network interface then becomes available, exposing
firmware services to external clients.

Once the emulated environment is operational, the user analyst conducts mean-
ingful interactions via a client—for instance, a browser—directed at the virtual
network interface through which STAFF has exposed the various network services
launched by the firmware. STAFF’s present implementation focuses on interactions
with the HTTP service. These interactions are captured as network packet traces,
with each trace representing a client session that retains protocol structure, ordering,
authentication flows, and state transitions. Because interactions may generate sub-
stantial numbers of HTTP requests, STAFF applies preliminary filtering to exclude
likely uninteresting requests, such as those serving static files like JavaScript code,
images, and style sheets.

The captured sessions constitute the initial seed corpus, which will be replayed
in the subsequent phase to detect interesting service interactions.

Example. During an emulation session involving the D-Link DAP-2310 v1.00_o772
firmware, the analyst employed a web browser to engage with the emulated HTTP
service available through the virtual network interface. The session started with a
GET request to /login.php for retrieving the login page, after which a POST request
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transforms the annotations into actionable taint hints to guide the mutations during
fuzzing.

submitted the login form using the default admin username and an empty password
for user authentication. Following a successful login, the analyst browsed multiple
configuration pages, such as /index.php (dashboard overview), /home_sys.php (sys-
tem status), and /adv_dhcpd.php (DHCP server settings). The last of these received
a POST request modifying DHCP server parameters, including IP range, subnet mask,
and lease time. The interaction finished with several requests to firmware-specific
endpoints like /cfg_valid.xgi, /cfg_valid.php, and /__action.php, which serve
to apply and commit configuration changes. All HTTP exchanges were captured as
part of the initial seed corpus, maintaining protocol order, authentication flow, and
session state transitions for later fuzzing stages.

5.2.3 Intra- and Inter-Service Dependency Analysis
Following the collection of a substantial corpus of network interactions, STAFF

begins the intra- and inter-service dependency analysis. Figure 5.4 presents the
primary workflow for this analysis. The goal is to produce actionable taint hints that
enable the fuzzing engine to execute effective mutations informed by the intra- and
inter-service dependencies detected during analysis. The remainder of this section
details each step performed during the analysis.
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Session-Aware HTTP Request Modeling

Having extracted a seed—that is, a network interaction—from the corpus, STAFF
divides it into regions, meaning distinct network requests, then feeds them to the
session-aware HTTP request modeling component for reconstructing a structured
representation of the HTTP requests. This reconstruction relies on an HTTP parser
that ensures correct request reassembly by determining termination according to
HTTP protocol-defined rules:

• Content-Length-based requests are parsed with byte-level precision.

• Chunked requests are reconstructed by processing each chunk until termination
is reached.

• Where no explicit length is provided, connection close semantics are observed.

• For responses rich in markup (HTML/XML), logical end-tags (e.g., </html>)
are used as an additional completeness indicator.

Unlike timeout-based strategies employed in earlier protocol-aware work (see
Section 5.2.4), such as AFLNet, this approach accommodates partial, malformed, or
delayed responses by depending on protocol-aware parsing instead of timing heuristics,
thereby enhancing robustness under real-world conditions. This increased robustness
substantially improves the success rate of network interaction reproduction in later
stages. Furthermore, by deriving a structural representation of HTTP requests,
STAFF can concentrate its dependency analysis and fuzzing mutations on the
meaningful portions of network interactions.

Example. While replaying the previously captured interaction with the D-Link
DAP-2310 v1.00_o772 firmware, the request GET /index.php was sent to the emu-
lated HTTP web server. The server replied with a lengthy, chunked HTTP response
that included the HTML structure and embedded JavaScript code for the device’s
administration dashboard. The payload was distributed across multiple TCP pack-
ets, beginning with the Transfer-Encoding: chunked header and extending over
several kilobytes before reaching the closing </html> tag. Timeout-based request
reassembly strategies, as used by AFLNet, may prematurely truncate chunked re-
sponses, resulting in incomplete reassembly of the intended response. The remaining
chunks might then be incorrectly attributed to the subsequent request, since the first
data received after issuing it could still belong to the incomplete previous response.
By contrast, STAFF’s session-aware HTTP request modeling properly reassembles
the response by examining HTTP headers, identifying chunked transfer encoding,
and consuming each chunk to completion, with the added protection of recognizing
logical HTML end-tags.

Region splitting and request modeling operate in linear time relative to corpus
size. For a corpus containing N total bytes across all sessions, region boundary
detection requires a single pass in O(N) time. Session reconstruction through HTTP
state tracking maintains constant-time state updates per request, yielding O(N)
overall complexity.

Whole System Taint Analysis

As the session-aware HTTP request modeling component parses network in-
teractions, STAFF replays the identified structured regions (requests) within an
emulated environment running the firmware under test. Throughout this emulation,
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STAFF conducts whole-system dynamic taint analysis to monitor how region bytes
propagate through memory, IPC channels, and filesystem operations.

A central design decision in STAFF concerns the number of distinct taint sources
to track. In principle, tracking the propagation of every individual input (region)
byte would be ideal; however, this approach fails to scale: binary-level dynamic
taint analysis generally supports only a restricted number of taint sources to control
time and space overhead—for instance, up to 8 distinct taint sources. Given this
limit, one strategy would be to perform multiple executions, tainting only a few
bytes in each run. Such an approach, however, does not scale either, as it demands
repeating the same execution many times (specifically, N/n executions, where N
represents the total byte count across all regions and n denotes the number of distinct
taint sources) while varying which input bytes are tainted. Consequently, STAFF
adopts a more scalable strategy that uses a single taint source, then applies a byte
annotation heuristic (Section 5.2.3)—inspired by the input-to-state relationships
from REDQUEEN (Chapter 3, Section 3.2.2)—to refine taint dependencies.

Throughout taint analysis, STAFF produces two event types: tainted memory
accesses and filesystem-based dependencies across regions. For both event types,
STAFF leverages the notion of a region’s processing time window, which begins when
the firmware receives the HTTP request associated with the region and concludes
upon receipt of the first subsequent HTTP response.

Memory accesses. During execution, STAFF generates byte-granular tainted
memory access events. Each event records the following data:

• region_id: the identifier of the region whose processing time window encom-
passes the memory access.

• pc: an identifier combining the inode2 and the program counter (PC) of the
basic block executing the memory access.

• gpa: the physical address where the memory access occurs.

• value: the tainted (loaded or stored) byte value.

Each event is preserved in a per-seed data structure tainted_ memory_events:
tainted_memory_events[load] gathers the load events, whereas tainted_memory_
events[store] gathers the store events.

IPC channels. STAFF naturally tracks tainted bytes passing through inter-
process communication (IPC) channels, as its taint analysis can observe memory
regions (including those the kernel uses for temporary data storage) or other virtual
files participating in IPC channels.

Filesystem operations. STAFF monitors which filesystem operations the firmware
executes while processing a given region, subsequently establishing reader-writer
relationships whenever a (reader) region accesses a file that a (writer) region pre-
viously wrote or created. Specifically, syscalls are categorized into two semantic
classes:

2Since the PC of the basic block may not be unique across different processes, STAFF employs
the filesystem inode number of the application binary to distinguish the same PC across different
applications.
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• Writer syscalls: operations that create or alter file content or metadata, includ-
ing write, open with write flags, rename, unlink, or truncate.

• Reader syscalls: operations that access existing file content or metadata, such
as read, open with read-only flags, stat, lstat, or fstat.

Using these two semantic classes, STAFF infers a dependency between two regions
Ri and Rj within the same seed when a writer syscall to file node fk occurs during
region Ri’s processing, and later, during region Rj ’s processing time window, a reader
syscall accesses that same file node fk. The inference rule is formally expressed as:

Ri
writer−−−−→ fk

reader−−−−→ Rj ⇒ Ri
fk−→ Rj

STAFF records these region dependencies in a per-seed map region_deps, where
each reader-writer pair (Rj , Ri) maps to the list of implicated files:

region_deps[Rj ][Ri] = [. . . , fk, . . .]

Example. Figure 5.5 illustrates memory and filesystem tracking performed by
STAFF during whole system taint analysis. The example involves an interaction
composed of three regions:

R0 While processing the request POST login.php, the program initially loads the
bytes LOGIN from R0’s request body, then stores them in a separate memory
area. STAFF gathers multiple memory events capturing these loads and stores
of tainted bytes from the region. Concurrently, the program creates the file
/var/proc/web/session:1/
user/ac_auth, thereby acting as a writer—an operation that STAFF tracks.
Note that a region’s processing time window starts with the related request’s
receipt and ends with the first response.

R1 While processing the request POST adv_dhcp.php?ipaddr
=192.168.0.30, STAFF monitors how the tainted bytes 192.168. from region
R1 are transferred within memory. Additionally, STAFF designates the second
region R1 as a reader of file f at path /var/proc/web/session:1/user/ac_auth

that region R0 previously wrote, establishing R0
f−→ R1.

R2 While processing the request GET /cfg_valid.xgi&exeshell=submit, STAFF
determines how certain bytes (192.168.) from region R1 are loaded during
region R2’s processing. It also marks the third region R2 as a reader of file f
at path /var/proc/web/session:1/user/ac_auth that region R0 previously
wrote, establishing R0

f−→ R2.

Dynamic taint tracking incurs multiplicative overhead over native execution.
For firmware executing I instructions with tainted data propagating through T
memory operations, DECAF++ performs taint propagation in O(I + T ) time with
shadow memory lookups contributing O(1) per operation. Space complexity is
dominated by shadow memory at approximately 2 bytes per addressable location,
yielding O(A) overhead for address space size A. The single-source taint design
limits metadata growth, avoiding the exponential blowup that would occur with
per-byte taint sources across large inputs.
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Figure 5.5. Example of whole system taint analysis: the file
/var/proc/web/session:1/user/ac_auth is created (writer) by the first region
(first request) and then read (readers) by the two subsequent regions (second and third
requests); the bytes 192.168. from the second region are propagated to the third
region.

Algorithm 8: Byte Annotation Heuristic
Input : Seeds S, where ∀s ∈ S:

- s.regions (seed bytes for each region)
- s.tainted_memory_events (list)
- s.region_deps (per region map)

Output : Annotated seeds S, where ∀s ∈ S:
- s.regions (seed bytes for each region)
- s.tainted_memory_events (list)
- s.region_deps (per region map)
- s.annotated_bytes (annotated bytes)

1 PCs← {} // mapping: pc 7→ seed
2 for s ∈ S do
3 FilterAndFlattenRegionDeps(s)
4 T ← IndexRegionByteSequencesInTrie(s)
5 for r ← 0 to len(s.regions)− 1 do
6 s.annotated_bytes[r] ←
7 [{deps: {}, PCs: {}} : b ∈ s.regions[r]]
8 for t ∈ {load, store} do
9 E ← []

10 foreach e ∈ s.tainted_memory_events[t] do
11 ProcessMemEvent(s, e, E, T, PCs)
12 return S

Byte Annotation Heuristic

Following the collection of events during whole-system taint analysis, STAFF
applies the Byte Annotation Heuristic (Algorithm 8) to augment each region’s bytes
with metadata that characterizes byte propagation through memory, identifies which
basic blocks accessed them, and records inter-region dependencies arising from filesys-
tem operations. As noted in Section 5.2.3, STAFF employs dynamic taint analysis
with a single taint label for improved scalability, necessitating that the heuristic de-
duce how particular byte sequences influence particular basic blocks. This deduction
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relies on a value-matching strategy inspired by the input-to-state relationships from
REDQUEEN (Chapter 3, Section 3.2.2) to refine taint dependencies.

The heuristic accepts as input a set of seeds S requiring annotation. Each seed s
comprises:

• regions: byte arrays, one per input region;

• tainted_memory_events: a chronologically ordered list of tainted memory
access events (Section 5.2.3);

• region_deps: a per-seed data structure maintaining filesystem-related region
dependencies (Section 5.2.3).

The output consists of the same seed set S, with each seed now augmented by:

• annotated_bytes: for every byte in every region, a structure holding the set
of identifiers (deps) for regions that access the byte during processing and the
set of program counters (PCs) associated with the basic blocks that access it.

The heuristic begins by initializing the map PCs (line 1). This map records, for
each basic block (identified by its program counter), which seed first3 executed that
block and produced a byte annotation. Subsequently, the algorithm iterates over
each seed s from S (line 2) and executes three primary steps:

1. Filtering and Flattening Inter-Region Dependencies. The algorithm refines the
raw region dependencies s.region_deps by calling the procedure FilterAnd-
FlattenRegionDeps() at line 3 (Algorithm 9). This filtering procedure aims to
preserve only the most significant region dependencies by discarding redundant
or less meaningful associations.

2. Multi-Region Subsequence Indexing. The algorithm constructs a per-seed trie4

T at line 4 for tracking the positions of all byte subsequences from the seed’s
regions, achieved through the procedure IndexRegionByteSequencesInTrie. The
trie T serves in the subsequent step during value-matching to establish whether
a particular byte sequence exists in any region.

3. Region Byte Annotation. The algorithm initializes the annotations s.annotated_
bytes for every byte of every region at lines 5–7. It then examines the mem-
ory events in s.tainted_memory_events at lines 8–11, differentiating between
load and store events, to produce the annotations via the procedure Process-
MemEvent (Algorithm 11).

We now examine in greater detail the procedures employed by these three steps,
clarifying their purposes and rationale.

The procedure FilterAndFlattenRegionDeps() (Algorithm 9) refines and flattens
the inter-region dependencies region_deps from each seed. Figure 5.6 offers a
high-level view of the procedure’s operation5: initially, the algorithm determines
which files are written for the first time during the interaction (green files and
edges); subsequently, edges and files associated with non-first writers (red files and
edges) are eliminated and substituted with edges linking the affected readers to the

3The seed ordering does not matter.
4A trie [113] is a specialized search tree where each node represents a character and stores indices

indicating where the string from root to node appears.
5We remark that region_deps maps readers to writers, hence representing writer-reader edges

across regions in the opposite direction.
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Algorithm 9: Filter and Flatten Region Deps
1 Procedure FilterAndFlattenRegionDeps(s)
2 deps ← s.region_deps
3 MWF [f ]← min{w | ∃ r : f ∈ deps[r][w]}
4 FW [w]← {f |MWF [f ] = w}
5 W [r]← {w | w ∈ deps[r]}
6 deps[r]← {BuildDeps(r,W,FW,{}) | r ∈ deps}
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Figure 5.6. Example of the filtering and flattening of inter-region dependencies
(region_deps from each seed) performed by the procedure FilterAndFlattenRegion-
Deps() (Algorithm 9).

first writers (blue edges). More precisely, FilterAndFlattenRegionDeps() proceeds
through four distinct phases. First, every file f is assigned to its earliest (minimum)
region writer MWF[f ], meaning the smallest region identifier6 that writes f (line 3).
This assignment guarantees that each file contributes precisely once to the filtered

6Region identifiers reflect the request ordering from an interaction.
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Algorithm 10: Build Filtered Dependencies
1 Procedure BuildDeps(r, W, FW, V )
2 if r ∈ V then return {} else V .insert(r)
3 deps ← {} // mapping: writer 7→ set(files)
4 foreach w ∈ sorted(W [r]) do
5 if w ∈ FW then
6 deps[w].add(f) ∀f ∈ FW[w]
7 wdeps ← BuildDeps(w, W, FW, V )
8 foreach ww ∈ wdeps do
9 deps[ww] ← deps[ww] ∪ wdeps[ww]

10 return deps

Algorithm 11: Process Memory Access Events
1 Procedure ProcessMemEvent(s, e, E, T , PCs)
2 e_prev ← E[e.type].last()
3 if e_prev = None or (e.region_id = e_prev.region_id and

e.gpa = e_prev.gpa + 1) then
4 E[t].append(e)
5 else
6 r ← e_prev.region_id
7 AnnotateSubregion(s, E, r, T, PCs)
8 E ← [e]

dependency structure. Second, files are clustered by their minimum writer into the
FW mapping (line 4). Third, a writer mapping W is built by reversing the original
region_deps edges (line 5). Finally, for every reader region r, the algorithm calls
BuildDeps to derive a filtered, flat mapping from writers to files accessible from
that reader (line 6); this result supplants the original deps[r] entry. The recursive
procedure BuildDeps() (Algorithm 10) yields, for a specified reader r, a mapping deps
connecting its writers to their filtered written files. For each writer w linked to the
current reader, the procedure (i) incorporates the files for which w is the minimum
writer by integrating FW[w] into deps[w] (lines 5–6), (ii) recursively computes the
writer’s dependencies wdeps (line 7), and (iii) merges (through set union) the writer’s
mapping into the reader’s deps (lines 8–9). Via this process, the procedure eliminates
redundant contributions from files referenced by multiple writers. The computed
deps mapping is returned to the caller (line 10).

The procedure IndexRegionByteSequencesInTrie() implements a standard trie
construction algorithm for tracking the positions of all byte subsequences from the
seed’s regions. We omit the implementation details for brevity, but address how to
prevent memory explosion during construction in Section 5.3.

The procedure ProcessMemEvent() (Algorithm 11) examines tainted memory
access events by assembling contiguous memory accesses into sequences and initiating
annotation once sequences are finalized. Upon arrival of a new event e, the procedure
verifies (lines 2–3) whether it extends a contiguous sequence from a prior event of the
same type (load or store) by comparing region identifiers and guest physical addresses.
When this holds, it appends the event to the ongoing sequence (line 4). Conversely,
if the event disrupts contiguity, the procedure invokes AnnotateSubregion() (line 7)
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Algorithm 12: Annotation of a Subregion Sequence
1 Procedure AnnotateSubregion(s, E, r, T , PCs)
2 for ℓ← len(E) to 1 do
3 for k ← 0 to len(E)− ℓ do
4 seq ← [E[i].value | i ∈ [k : k + ℓ]]
5 matches ← FindByteSeqInRegions(T , seq)
6 if len(matches) ̸= 1 then continue
7 r′ ← matches[0].region_id
8 p← matches[0].position
9 if r′ > r then continue

10 for j ← 0 to ℓ− 1 do
11 b← s.annotated_bytes[r′][p + j]
12 b.deps.insert(r)
13 pc← E[j].pc
14 if pc /∈ PCs then PCs[pc]← s
15 if PCs[pc] = s then b.PCs.insert(pc)

to handle the completed sequence7, then resets the event buffer E (line 8) to begin
a new sequence. The AnnotateSubregion() procedure (Algorithm 12) implements
the core annotation logic. It extracts byte sequences of decreasing lengths from
the completed event sequence E (line 4) and employs the trie T to locate matching
patterns in the seed regions (line 5). When a unique match is identified in an
earlier region (maintaining temporal correctness) through lines 6–9, the procedure
annotates the relevant bytes with dependency information (line 12). Furthermore,
it conditionally registers the program counters of basic blocks containing memory
accesses that contributed to the match (line 15), but solely when the current seed is
the first to execute those basic blocks and generate annotations for them (line 14).
This conditional check assists in determining which seed should function as the
reference when targeting specific basic blocks.

Time complexity is dominated by trie construction and value-matching operations.
For a seed with R regions containing B total bytes producing M tainted memory
events, trie construction (Algorithm 8, line 4) requires O(B · ℓ) where ℓ is the
minimum subsequence length, typically 3. Each memory event performs trie lookup
in O(ℓ) expected time through ProcessMemEvent (Algorithm 11), yielding overall
annotation time of O(B · ℓ + M · ℓ)—linear in both input size and execution trace
length. The filtering phase FilterAndFlattenRegionDeps (Algorithm 9) processes
region dependencies in O(R2) worst case but empirically remains negligible compared
to taint analysis overhead.

Space complexity comprises three components: the trie structure requires O(B ·ℓ)
worst case, though prefix sharing typically yields O(B) storage; per-byte annotations
storing PC sets and dependencies consume O(B · |PC|) where |PC| denotes the
average number of basic blocks influenced per byte; combined with DECAF++ taint
metadata at O(A), total space remains bounded by address space size rather than
input size, preventing pathological growth.

Taint Hints Extraction Heuristic

Upon generating the byte annotations, STAFF derives the taint hints that will
direct the mutations throughout the fuzzing phase. Every taint hint is linked to a
particular seed s and is defined by the following fields:

7The procedure is also called when processing the last event from s.tainted_memory_events[t].
The code is omitted for clarity.
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Algorithm 13: Taint Hints Extraction Heuristic
Input : Annotated seeds S
Output : Hints H[s] for each seed s ∈ S

1 H ← {s 7→ [] : s ∈ S}
2 for s ∈ S do
3 W ← {} // region writers
4 for r ← 0 to |s.annotated_bytes| − 1 do
5 for j ← 0 to |B| − 1 do
6 for w ∈ B[j].deps do
7 W [w]← r
8 for r ← 0 to |s.annotated_bytes| − 1 do
9 D ← s.region_deps[r] ∪ W[r]

10 P ← {} // pending data to process for PCs
11 B ← s.annotated_bytes[r]
12 for j ← 0 to |B| − 1 do
13 for pc ∈ B[j].PCs do
14 if pc ̸∈ P then
15 P [pc]← { offsets: [], deps: D}
16 P [pc].offsets.append(j)
17 P [pc].deps ← P [pc].deps ∪B[j].deps
18 if j = |B| − 1 or pc ̸∈ B[j + 1].PCs then
19 H[s].append({
20 region : r
21 deps : P [pc].deps
22 offset : P [pc].offsets[0]
23 len : |P [pc].offsets|
24 })
25 P .remove(pc)
26 H[s]← SortFilterHints(H[s])

Algorithm 14: Sort and Filter Hints
1 Procedure SortFilterHints(H)
2 I ← ∅
3 H ← []
4 for h ∈ SortAscByLen(H) do
5 start ← h.offset
6 end ← h.offset +h.len −1
7 if NoIntervalOverlap(start, end, I) then
8 H.append(h)
9 I.append([start, end])

10 return H

• region: the identifier of the region in s to be mutated.

• offset: the byte offset within the region where the mutation should commence.

• len: the count of consecutive bytes starting from offset to which the mutation
should be applied.
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• deps: the set of regions that must be maintained during the replay of s since
they either influence the mutated region or are influenced by it.

Every taint hint designates a sequence of bytes from a region that can affect the
execution of a particular basic block and thus merits mutating.

The algorithm for taint hints extraction (Algorithm 13) begins by initializing
the hints H for all seeds at line 1 and subsequently considers each seed s from the
annotated seeds S (Section 5.2.3) at lines 2-26. Initially, it clusters the readers by
writer in W at lines 3-7. Next, for each region of the seed, the algorithm maintains
some pending data regarding the region’s influence on a particular basic block
through a map P (line 10), which accumulates data until taint hints are completed
during the processing of all byte annotations (lines 12-26).

Throughout the processing of each byte annotation, the algorithm iterates over
the basic blocks PCs affected by the byte (line 13). If a basic block pc is absent from
P (line 14), meaning the current byte is the start offset of a new taint hint for a
basic block, then P [pc] is initialized (line 15), taking the region dependencies D as
its initial dependencies P [pc].deps. Subsequently, P [pc] is updated by appending the
current byte index to the list of offsets (line 16) and merging the byte dependencies
with P [pc].deps (line 17). Following this, the algorithm assesses whether the pending
data for the current pc can be converted into a taint hint at line 18 by verifying
whether the next annotation byte does not affect pc, making this byte the last in the
pending sequence affecting pc, or whether this is the last byte from the region. The
newly finalized taint hint selects the first offset from P [pc].offsets as the starting
offset (line 22) and a len that equals the count of consecutive bytes affecting pc
(line 23). After inserting the taint hint into H[s], the pending data P [pc] for the
related pc is cleared.

The final step of the algorithm when processing a region is to sort and filter the
hints H[s], accomplished via the procedure SortFilterHints() (Algorithm 14) that
orders the hints by their length (line 4), thereby favoring shorter byte sequences, and
then retains only non-overlapping hints (lines 5-9) when considering their interval
(s.offset, s.offset+s.len-1).

The extraction phase (Algorithm 13) processes annotated bytes linearly. For B
annotated bytes producing H hints before filtering, hint generation requires O(B)
time through sequential annotation processing. The sorting and filtering phase
SortFilterHints (Algorithm 14) operates in O(H log H) time due to length-based
sorting, with interval overlap detection adding O(H) for the final filtered set. In
practice, H ≪ B as hints aggregate consecutive bytes, making this phase negligible.

5.2.4 Protocol-Aware Taint-Guided Fuzzing
Following the generation of taint hints, STAFF can commence the fuzzing phase,

whose workflow is illustrated in Figure 5.7. Initially, the seeds and their associated
taint hints are loaded into the input queue (step a), then an input is selected (step b),
establishing the fuzzing strategy to employ for the input: state-aware or taint-guided.
The former draws inspiration from protocol-aware fuzzing, whereas the latter is
guided by taint hints (Section 15). Independent of the strategy, during Mutation
Target Selection, the input is partitioned (step c) into a prefix, a target region T,
and a suffix. Subsequently, the input proceeds to Stateful Sequence Execution (step
d), where the target region T is mutated according to the strategy and the prefix is
replayed (step f), utilizing a multi-staged forkserver to amortize the cost of future
fuzzing attempts from the same prefix (step e). At this juncture, the mutated
region T and the suffix are replayed (step f). During firmware execution, STAFF
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Figure 5.7. Protocol-Aware Taint-Guided Fuzzing

preserves mutated inputs that lead to crashes for subsequent analysis (step h) and
adds non-crashing inputs into the queue when they achieve improved code coverage
(step g). Additional fuzzing attempts with different mutations are then performed
over the current input, repeating steps d-i multiple times. When adequate effort has
been expended mutating an input, the cycle (steps b-i) is repeated by considering
other inputs and alternating between the two fuzzing strategies. This cycle persists
until the time budget for the fuzzing session is exhausted. The remainder of this
section offers detailed descriptions of these steps.

Input Queue Scheduling

The scheduler rotates the two fuzzing strategies to balance state-aware exploration
with taint-guided mutations, guaranteeing neither mode is starved and that both
obtain comparable fuzzing budget during a campaign.

When the state-aware strategy is in operation, STAFF adopts the traditional
scheduling in protocol-aware fuzzing (Chapter 3, Section 3.2.2): STAFF manages
a queue of inputs (both seeds and newly produced mutants), clustering them by
the server state attained and selecting randomly within each cluster, observing a
round-robin policy between clusters.

When the taint-guided strategy is in operation, seeds with taint hints are handled
using a round-robin scheme. For each seed, the scheduler obtains the next unused
taint hint and schedules a round of fuzzing attempts targeting it. This round-robin
approach guarantees each seed obtains an equal portion of fuzzing energy and ensures
that all taint hints are eventually explored. When the scheduler arrives at the last
enqueued seed, it cycles back to the first seed and continues the cycle. For seeds
containing multiple hints, a per-seed pointer monitors progress through the hints
and a single hint is processed within each queue cycle, preserving fairness across the
entire seed corpus.

Mutation Target Selection

The Mutation Target Selection phase determines which portion of the input
should be mutated.
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With the state-aware strategy, STAFF employs state-aware target selection from
protocol-aware fuzzing (Chapter 2, Section 2.1.2), which depends on the Session-
Aware HTTP Request Modeling (see Section 5.2.3) to identify the subsequence of
requests that corresponds to a specific server state.

With the taint-guided strategy, the mutation target is determined according to
the taint hint recommended by the input scheduler. Every taint hint specifies a
mutation window as a triple (target, offset, len), where target is the target
region to mutate in the input, offset is the starting offset for the mutation, and
len is the maximum count of bytes to mutate.

Stateful Sequence Execution

The Stateful Sequence Execution phase executes mutations according to the
fuzzing strategy against a selected input and replays the interaction against the
target HTTP service of the firmware, while guaranteeing each mutated input runs
in the appropriate protocol state and minimizing the replay execution cost. These
objectives are attained through a few key concepts that we now examine.

Sequence Minimization. When the target selection is driven by taint hints,
STAFF executes a Sequence Minimization procedure, intended to eliminate any
regions before the target region T that do not influence T, retaining only the minimal
set of regions in the prefix that are necessary to preserve data- and filesystem-driven
dependencies.

Input mutation. STAFF employs two complementary mutation strategies: deter-
ministic bit-flips and havoc stage. Bit-flips are restricted to the mutation window
selected by the Mutation Target Selection and do not modify region length or overall
message layout. Both single- and multi-bit flips are utilized to corrupt token contents,
numeric fields, or header bytes while maintaining offsets. The havoc stage composes
several stacked mutations into each single trial, including value overwrites, small
arithmetic operations, block copy/clone, byte-range insertions/deletions, and region
overwrites. This enables STAFF to cover both fine-grained corruptions and broader
structural distortions of the input. The same bit-flip and havoc mutations are
applied under both taint-guided and state-aware fuzzing strategies. However, one
subset of havoc edits, namely the region-level operations that alter the number of
regions in the sequence (region replacement, insertion, duplication, and deletion), are
disabled during taint-guided fuzzing. These edits modify the prefix/suffix structure
of the request sequence, thereby shifting offsets and breaking the alignment required
for taint hints, which assume the original number of regions. In contrast, state-
aware mutations are resilient to these shifts, since they do not depend on precise
region-preservation semantics.

Multi-Staged Forkserver. STAFF conducts multiple fuzzing attempts on each
input. To amortize the replay cost across these attempts, STAFF implements
a Multi-Staged Forkserver. Specifically, like prior works, it exploits a first-stage
forkserver reaching the initial state of the HTTP service, which is utilized when
fuzzing an input for the first time. However, during the first fuzzing attempt over
an input, the prefix is replayed and a second-stage forkserver is employed to cache
this intermediate execution state. Any subsequent fuzzing attempt related to the
same input can exploit the second-stage forkserver to reduce replay execution cost.

Whole-system Code Coverage Tracing

Code coverage constitutes a major feedback mechanism in fuzzing (see Chapter 2,
Section 2.1). A single code coverage bitmap for all processes, disregarding that the
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same (user-space) code address can be employed by different processes, conflates
identical virtual PCs that actually belong to different processes, producing many
spurious collisions. To address such a problem, STAFF tracks code module loading,
recording for each process and each module the inode associated with the loaded
binary file, the start address, and the length of the text section. When a basic block
executes, the code coverage bitmap is updated according to an index that depends
on a combination of the normalized8 program counter and the inode associated
with the module of currently running process. Furthermore, code coverage of kernel
space and common shared libraries is filtered out to avoid noisy and non-informative
coverage.

Crash Filtering & Deduplication

Detecting and properly triaging crashes in full-system fuzzing necessitates distin-
guishing true input-induced faults from unrelated emulation errors. To accomplish
this, a dedicated Crash Filtering & Deduplication pipeline was implemented.

STAFF identifies any user-space fatal fault inside the firmware emulation environ-
ment. Specifically, the Linux kernel employed for emulation is instrumented to invoke
a stub in do_coredump() whenever a process receives a fatal signal (e.g., SIGSEGV,
SIGBUS). This ensures that both long-running daemons and short CGI helpers are
trapped immediately at the point of failure, without depending on delayed user-space
detection. Moreover, throughout execution, STAFF maintains a circular buffer of
the last N executed basic blocks for each distinct process. Upon trap, the content
of the buffer is utilized as the crash fingerprint. An example of crash fingerprints is
shown below:

=== Fingerprint #0 ===
Faulty process: setup.cgi

[00] inode: 24746, pc: 0x00012244, module: setup.cgi
[01] inode: 24746, pc: 0x00008384, module: setup.cgi
[02] inode: 24746, pc: 0x000106d8, module: setup.cgi
[03] inode: 24746, pc: 0x000106cc, module: setup.cgi
[04] inode: 24746, pc: 0x00011d10, module: setup.cgi

=== Fingerprint #1 ===
Faulty process: potcounter

[00] inode: 24728, pc: 0x0000070c, module: potcounter
[01] inode: 24728, pc: 0x000006d0, module: potcounter
[02] inode: 24728, pc: 0x000007c4, module: potcounter
[03] inode: 24728, pc: 0x0000099c, module: potcounter
[04] inode: 24728, pc: 0x00000a04, module: potcounter

As demonstrated above, different processes may fail during a fuzzing attempt.
In Fingerprint #0, the failure emerges in the setup.cgi process, whereas in
Fingerprint #1 it occurs in the potcounter process. This underscores a key
aspect of full-system fuzzing: a single mutated input may concurrently trigger
distinct failures across multiple services running inside the emulated firmware. By
fingerprinting each process’s recent basic block history independently, the fuzzer is
capable of detecting, classifying, and deduplicating such multi-process crashes. Two
crashes are therefore deemed equivalent when their crash fingerprints match, even
across different fuzzing iterations. Unlike stack traces, which are often unavailable

8To cope with address layout randomization.



5.2 Stateful Taint-Assisted Full-system Fuzzing 98

or unreliable in stripped firmware binaries, the histories of recently executed basic
block are lightweight and consistently available.

One major complication is that some processes may fault deterministically during
system initialization (e.g., due to missing peripherals or incomplete one-time setup).
Such crashes are unrelated to input mutations and must not be reported as bugs. To
filter them, a dry-run phase is executed before fuzzing: every seed in the initial corpus
(assumed by definition unfaulty) is executed once, and all crash fingerprints observed
during this phase are collected into an ignore list that is employed to suppress
spurious crashes. For example, the potcounter fault shown in Fingerprint #1
above occurs consistently even during dry runs, and is therefore classified as an
emulation artifact rather than a true crash.

This fingerprinting strategy may not always be adequate for perfect deduplication.
Indeed, two distinct bugs that follow different execution traces may converge on
the same recent basic block history would lead to identical fingerprints. In such
cases, different crashes are not reported separately but merged. This limitation
is accepted as a trade-off: by restricting attention to the immediate control-flow
execution history preceding the fault, the approach often provides good strategy to
cheaply cluster duplicated instances of the same bug.

5.2.5 Discussion
Table 5.1 compares the features of STAFF with TriforceAFL and AFLNet, two

prominent fuzzing frameworks relevant to our context.
Request modeling is crucial for achieving reproducible interactions in stateful

applications. TriforceAFL is unaware of the underlying protocol logic, blindly
breaking interactions into different inputs. AFLNet implements a session-aware
mode but still depends on unreliable timeout heuristics to delimit responses. In
contrast, STAFF exploits Session-Aware HTTP Request Modeling (Section 5.2.3)
to reconstruct complete request/response exchanges using protocol-semantic rules
rather than timing.

Sequence Minimization is a capability unique to STAFF (Section 5.2.4). It
filters out irrelevant requests from the original interactions without harming intra-
and inter-service dependencies. This minimization reduces replay cost, potentially
increasing the number of fuzzing attempts.

Mutation strategies represent another essential difference. TriforceAFL inte-
grates classical mutations from AFL, which do not always work well with stateful
applications. AFLNet devises protocol-aware mutations that can drastically improve
fuzzing effectiveness; however, it is not aware of which parts of the inputs affect
the firmware execution. STAFF complements protocol-aware mutations with taint-
guided mutations (Section 5.2.4), prioritizing inputs that impacted a large number
of basic blocks and achieving finer-grained guidance than stateful heuristics alone.

Code coverage tracking also shows a fundamental divergence. TriforceAFL and
AFLNet do not discriminate between different processes, experiencing an excessive
number of collisions in their coverage bitmap. STAFF is process-aware and attempts
to minimize bitmap collisions (Section 5.2.4).

Fuzzing efficiency is improved by STAFF’s Multi-Staged Forkserver (Section 5.2.4),
which supports forking even to intermediate execution states. This amortizes the
cost of long input sequence replay and enables many mutation trials from the same
intermediate execution state. AFLNet and TriforceAFL only support traditional
single-stage forkservers.

Crash triage presents another key distinction. TriforceAFL and AFLNet treat
faulty inputs as distinct crashes when their coverage bitmaps do not perfectly match.
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While this strategy is simple, it often fails to deduplicate crashes: small, early, and
irrelevant divergences during execution may lead to retaining different crashing inputs
even when they relate to the same bug. While state-of-the-art user-mode fuzzers
often exploit stack traces to improve deduplication, system-mode emulation makes
stack trace construction non-trivial and costly. STAFF performs crash triaging
in distinct phases (Section 5.2.4): filtering and deduplication. In the first one, it
discards spurious failures that do not depend on the mutated input. In the second
one, it deduplicates crashes based on recent basic block execution history, which can
significantly help group crashes related to the same bug.

Feature TriforceAFL [78] AFLNet [26] STAFF
Request Modeling No Timeout Session Aware
Mutations AFL State Aware State Aware + Taint Guided
Sequence Minimization No No Yes
Forkserver Single Stage Single Stage Multi Stage
Code Coverage Tracing Single process Single process Multiple processes
Crash Filtering No No Spurious Crashes
Crash Deduplication Coverage Bitmap Coverage Bitmap BB History
Table 5.1. Comparison of core features across TriforceAFL, AFLNet, and STAFF.

5.3 Implementation
We developed STAFF using approximately 1,100 lines of Python and 4,000

lines of C/C++ code; in addition, the experimental and analysis setup comprises
about 7,000 lines of Python9. This section provides several details behind the
implementation of STAFF, highlighting the key changes we made on top of existing
rehosting, taint, and fuzzing frameworks, and the optimizations necessary to keep
the system scalable.

5.3.1 Whole-System Taint Analysis
A major effort during the development of STAFF was targeted at improving

the whole-system taint analysis layer based on QEMU [44] from DECAF++ [36].
To catch taint as soon as values flow into userland, STAFF injects taint at the
kernel-level write completion handler by instrumenting address_space_write_con-
tinue() from QEMU. This guarantees that values mapped into user memory from
MMIO, kernel mediation, or other kernel sources are tainted immediately upon
kernel-to-user transfer. Since QEMU emits multi-byte load and store operations,
STAFF fragments them into byte-level sub-operations, emitting one tainted memory-
access event per byte. We further added explicit support for unaligned partial-word
semantics (SWL/SWR) and injected taint operations directly into the translation-
block generation path through tcg_emit_op(). These steps reduced missed flows
and significantly increased the fidelity of our byte annotations.

To capture filesystem operations (Section 5.2.3), STAFF instruments primary
read and write syscalls, recording writer-reader relationships between regions. The
resulting dependency map is filtered to ignore irrelevant files such as shared libraries
or timezone files. This filtering mitigates over-dependencies and produces minimized
sequences that remain compact and focused on causally relevant writers. In practice,

9https://github.com/alessioizzillo/STAFF

https://github.com/alessioizzillo/STAFF
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this choice substantially reduced noisy prefix and suffix retention without missing
genuine dependencies.

5.3.2 Byte Annotation Heuristic Optimizations
Two components of our implementation are particularly sensitive to combinato-

rial blowup: the trie construction performed by the procedure IndexRegionByteSe-
quencesInTrie in Algorithm 8 and the trie-based subsequence matching used to infer
inter-region dependencies in Algorithm 12. We applied a number of optimizations
to keep memory and CPU costs bounded while maximizing precision.

During trie construction, procedure IndexRegionByteSequencesInTrie considers
region subsequences up to a capped maximum length. Moreover, when the memory
usage during trie construction exceeds a user-defined threshold, the trie construction
is aborted and re-attempted with a halved maximum length.

During trie-based subsequence matching, Algorithm 8 is quadratic with respect
to |E| and may quickly become intractable. We bound ℓ to an interval such that
extremely short subsequences, which tend to match many positions, are avoided,
while overly long ones are capped. A further optimization is to stop as soon as
the first unique trie match is found (line 6). This early exit avoids unnecessary
exploration of additional subsequences once a reliable mapping has already been
discovered.

5.3.3 Taint Hints Ordering
The SortFilterHints procedure (Algorithm 14) performs the length-based ordering

and the overlap filtering as described in Section 15. In our implementation, we
further sort the filtered hints at the end of the procedure to later guide the fuzzing
scheduler: STAFF prioritizes hints covering more basic blocks, with the intuition
that mutating their bytes may impact a large number of basic blocks and possibly
expose bugs faster. By applying this ordering we noticed that it may help reduce
the time-to-exposure (TTE) of crashes on some firmware images.

5.4 Evaluation
This section evaluates the effectiveness of STAFF when considering real-world

firmware images. Our goal is to validate the ability of STAFF in discovering
real-world firmware bugs and the efficiency of the proposed ideas, comparing our
implementation with representative approaches. In more detail, we summarize the
evaluation of STAFF around the following evaluation questions:

• EQ1: How precise is the Byte Annotation Heuristic compared to traditional
taint analysis, and what is the impact of Sequence Minimization?

• EQ2: Does STAFF improve bug discovery in terms of number of bugs found,
crash reproducibility, and time-to-exposure, compared to the considered base-
line approaches, and what are the throughput trade-offs?

• EQ3: Do the bugs found by STAFF involve inter-binary or multi-request
interactions?

• EQ4: Why is STAFF able to discover these bugs?
Before presenting our experimental results, we describe our experimental setup,
including the considered dataset.
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5.4.1 Experimental Setup

Experimental Environment. Experiments ran on dual-socket Intel Xeon Gold 6238R
CPU (56 cores). To ensure reproducibility and safe parallelism, the FirmAE image-
preparation pipeline was extended to emit per-tool artifacts and package each
firmware run into isolated Docker environments: per-tool databases replaced the
previous monolithic PostgreSQL store to remove global contention, and each fuzzer
instance executes in its own container with an independent network namespace and
resource limits.

Selected runtime parameters were chosen to balance fidelity, reproducibility, and
throughput. The minimum subsequence length ℓ for the Intra- and Inter-Service
Dependency Analysis was set to 3 to filter out 1- and 2-byte trivially short matches
that produce most ambiguous trie hits. Tracing of shared libraries was disabled to
avoid noisy coverage from commonly-invoked library code and focus instrumentation
on application binaries. Each fuzzing trial ran for 24 h (per-trial budget), and
individual test cases were bounded by a 150 s per-input timeout to prevent hung or
excessively slow emulations from stalling the campaign. The running time of Intra-
and Inter-Service Dependency Analysis was excluded from STAFF’s 24 h fuzzing
budget to ensure fair comparison. Coverage bitmap sizes were tuned per firmware
in the range 222–225 to reduce collisions for larger code execution while keeping
RAM usage reasonable. AFL’s timing calibration was disabled and queue shuffling
turned off to improve repeatability in our multi-process emulation environment,
where scheduling nondeterminism otherwise produces unstable timing baselines.
AFLNet inputs are delimited by the four-byte marker 0x1A1A1A1A to separate region
boundaries reliably. Each mutation was applied up to three times to elicit multiple
behaviors from the same edit, and the fuzzing dictionary contained a single long
token (1,260 bytes) intended to exercise common lexical fields without introducing
many short, extraneous tokens.
Dataset. The evaluation corpus (Table 5.2) is a carefully curated subset of firmware
images drawn from the FirmAE project [3]. It contains routers, range extenders,
and IP cameras from multiple vendors, produced by screening a larger collection
of images and retaining only those suitable for reproducible, interactive full-system
fuzzing. We kept images whose embedded web server was reachable and exposed a
usable management interface, where the firmware would boot and initialize without
critical failures under emulation, and where user interactions through the web UI
were responsive enough to be captured and replayed. Each selected image admits
at least one valid web session that can be recorded as a PCAP trace and reliably
replayed by our orchestration. We excluded images that require browser-specific
behavior, reject automated clients, or use obfuscated/encrypted authentication flows
that prevent deterministic replay and taint tracing. We also excluded images that
only present static landing pages (e.g., vendor information pages) and do not expose
the device management functions that our network-driven fuzzing targets. These
selection criteria yield a reproducible, realistic dataset appropriate for comparing
stateful, multi-request fuzzing techniques.

Competitors. The evaluation compares STAFF against two representative base-
lines: AFLNet [26] and TriforceAFL [78]. Both baselines were adapted to run in
a full-system, multi-process emulation context so that comparisons are fair and
apples-to-apples.

AFLNet was ported to system-mode (referred to in the chapter as AFLNet†)
by replacing its original qemu-user workflow with a FirmAE-based system VM
that hosts a forkserver. The port includes the harness, which coordinates QEMU
and the forkservers via signals to spawn/exit worker children that execute mutated
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inputs. This allowed AFLNet† to exercise full-system behaviour (multiple daemons,
inter-process interactions) rather than a single userland process.

TriforceAFL is derived from a full-system FirmAFL variant and was adapted
to the multi-process setting by improving its accept syscall detection heuristic and
multi-process-handling logic so that network-driven requests are recognized reliably
in the emulated environment. These changes were necessary to make TriforceAFL
operate robustly when multiple processes run concurrently.

To ensure a fair comparison on coverage-driven feedback, both AFLNet† and
TriforceAFL were aligned with STAFF’s Whole-system Code Coverage Tracing (see
Section 5.2.4). This unification prevents cross-process pollution and reduces bitmap
collisions, so differences in results reflect methodological choices (taint guidance,
sequence minimization, checkpointing) rather than artifacts of mismatched tracing
implementations.

Vendor Firmware Version Type Architecture Captured Sessions

ASUS RT_N10U 30043763754 Router MIPSEL 4
RT_N53 30043763754 Router MIPSEL 4

D-Link
DAP-2310 v1.00_o772 Access Point MIPSEB 4
DIR-300 v1.03_7c Router MIPSEB 4

DIR-815A1 FW104b03 Router MIPSEL 5

Linksys RE1000 1.0.02.001_US_20120214 Range Extender MIPSEL 2
WRT320N 1.0.05.002_20110331 Router MIPSEL 4

Netgear
DGN3500 V1.1.00.30_NA Router MIPSEB 5

DGND3300 V1.1.00.22_NA Router MIPSEB 5
JNR3210 V1.1.0.14 Router MIPSEB 4

TP-Link Archer C2 v1_160128 Router MIPSEL 4
TL-WPA8630 V2_171011 Range Extender MIPSEB 4

TRENDnet
TV-IP121WN 1.2.2 IP Camera MIPSEB 4
TV-IP651WI V1_1.07.01 IP Camera MIPSEL 4

TEW-652BRU 1.00b12 Router MIPSEB 4
Table 5.2. Dataset of firmware images used in the evaluation.

5.4.2 EQ1: Byte Annotation Precision
An essential trait of STAFF is byte annotations, which serve as the backbone

for taint hints, which in turn allow STAFF to perform targeted mutations based on
firmware execution behavior. These byte annotations are obtained by combining
a coarse-grained dynamic taint analysis (using a single taint source) with a value
matching strategy designed to refine taints and recover fine-grained byte-level de-
pendencies. This approach has been designed as a nice trade-off between accuracy
and scalability compared to traditional dynamic taint analysis, which may assign
distinct taint sources to each input byte but would suffer from scalability limita-
tions. However, this raises a natural question: how precise is the approximated taint
analysis from STAFF compared to full taint analysis with byte-level taint sources?
In the remainder of this section, we aim to provide an answer, considering also the
sequence minimization phase that further affects the taints.

In more detail, we designed an experiment that, given a taint hint h generated by
STAFF for the input bytes [h.offset, h.offset+h.len−1], considers the related byte
annotations that lead to hint creation, collecting all basic blocks PCsSTAFF impacted
by the considered input bytes according to the byte annotations. We then run a
dynamic taint analysis, marking each input byte in [h.offset, h.offset + h.len− 1]
with distinct taint sources, collecting all basic blocks PCsDTA impacted by the
considered input bytes according to the fine-grained dynamic taint analysis. To
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Firmware Byte Annotation Seq. Minimization
Precision Speedup Precision

RT-N10U 0.75 10.16× 0.91
RT-N53 0.84 7.9× 0.87
DIR-815 0.94 1.42× 0.97
DAP-2310 0.92 1.65× 0.93
DIR-300 0.9 4.46× 0.93
RE1000 0.99 4.84× 0.9
WRT320N 0.81 3.64× 0.91
DGN3500 0.92 8.91× 0.88
DGND3300 0.9 3.85× 0.73
JNR3210 0.87 9.66× 0.95
Archer C2 0.73 11.7× 0.84
TL-WPA8630 0.93 16.45× 0.93
TV-IP121WN 0.92 14.07× 0.95
TV-IP651WI 0.45 1.32× 0.93
TEW-652BRU 0.93 6.76× 0.91
Geo Mean 0.84 5.47× 0.9

Table 5.3. Precision of the byte annotations before and after Sequence Minimization, and
speedup of replaying the minimized sequence compared to the original one.

account for execution variability, we repeat the experiments five times and merge
basic block lists from different runs. To avoid bias in the taint hint choice, we
consider 10 randomly picked taint hints generated during a run over a randomly
chosen seed input. Finally, we compute the mean precision across the 10 taints,
defined as:

precision = |PCsSTAFF ∩ PCsDTA|
|PCsSTAFF|

.

Since sequence minimization may filter out byte annotations, we compute the
precision before and after minimization.

Table 5.3 summarizes the results of the experiment. The mean precision of the
byte annotations, before applying sequence minimization, is high for most firmware
images, suggesting that byte annotations correctly represent, in the majority of
cases, real taint dependencies between input bytes and influenced basic blocks and
therefore are unlikely to be spurious associations.

When considering the impact of sequence minimization, the precision of the
surviving byte annotations remains significantly high, with an increase in precision
in several firmware images compared to the byte annotations before minimization.
This result suggests that the taint hints considered by STAFF faithfully represent
taint dependencies. Moreover, the filtering is clearly justified by significant execution
speedups during the replay of the minimized sequences compared to the original
ones, supporting our design choice.

Finally, we comment on the fact that the experiments do not focus on reporting
the recall, i.e., how many taint dependencies are ignored by STAFF. This choice
stems from the fact that computing the full set of dependencies is impractical and
that, by design, STAFF discards some taint hints as a design choice to keep the
approach scalable. To mitigate the lack of this evaluation, in the next evaluation
questions, we consider the practical value of the taint hints considered by STAFF
when analyzing crashes and bugs, which, in the end, is the ultimate goal of STAFF.



5.4 Evaluation 104

Answer to EQ1. The Byte Annotation Heuristic provides a precise approximation
of full per-byte dynamic taint analysis. Sequence Minimization preserves high
precision (mean 0.9 across firmware images) while delivering substantial execution
speedup (mean 5.47× improvement) during input replay, significantly enhancing the
approach’s scalability.

5.4.3 EQ2: Fuzzing Effectiveness

Firmware TriforceAFL AFLNet† STAFF Total
DGN3500 1.0 2.8 3.0 3
DGND3300 1.0 1.5 1.6 2
TV-IP121WN 0.0 1.0 1.3 3
TV-IP651WI 0.0 0.0 1.0 1
WRT320N 1.0 1.0 1.0 1
JNR3210 2.3 2.0 3.5 4
TL-WPA8630 1.0 2.0 2.0 3
DAP-2310 0.0 1.0 2.7 6
DIR-300 0.0 1.0 3.8 4

Table 5.4. Average number of unique bugs found during 24-hour runs.

The ultimate goal of STAFF is finding bugs in firmware images. Hence, in this
section, we investigate whether the ideas proposed by STAFF can actually make it
identify more crashes than TriforceAFL and AFLNet†, two existing representative
system-mode firmware fuzzing solutions. To this aim, we executed the different
fuzzing frameworks over our dataset for 24 hours, repeating each run ten times.

Following the completion of fuzzing campaigns, we conducted a comprehensive
crash triage analysis to consolidate the discovered crashes into distinct bugs through
manual verification. For each identified bug, we investigated whether it corresponded
to a previously disclosed vulnerability with an assigned CVE identifier or represented
a potentially new zero-day bug. We analyzed the crash fingerprint derived using the
methodology described in Section 5.2.4. Additionally, we investigated the actual
proof-of-concept seed that triggered the crash during fuzzing experimentation. This
multi-faceted approach to classification enabled us to categorize bugs according to
the CVE taxonomy, providing insight into the types of software flaws that STAFF
successfully uncovered across the tested firmware images. We conservatively ignored
any crashes that cannot be reproduced in a deterministic manner, as these require
further manual investigation to verify their validity.

Table 5.4 presents the average number of unique bugs discovered by the different
approaches during the ten runs for each firmware from our dataset10. STAFF can
consistently identify more bugs than the competitors, finding on average across
the 9 firmware 2.21 bugs, compared to 1.37 and 0.7 for AFLNet† and TriforceAFL,
respectively. These results suggest that the features of STAFF can indeed make a
difference in bug discovery.

To have a more fine-grained investigation of the unique bugs discovered by the
different tools, Table 5.5 refines the analysis of the experimental results by reporting
for each firmware, for each unique bug, and for each approach, the Time-To-Exposure
(TTE) of the bug and the number of times the bug was identified during the five
runs. Furthermore, in the table, each bug is identified by the binary and function

10Firmware images without a bug are omitted.
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ID Firmware Binary CVE Bug #Reqs TriforceAFL AFLNet† STAFF
Category # TTE # TTE # TTE

0
DGN3500

mini_httpd – OIB 0 9 4h24m 10 0h54m 10 3h8m
1 rc – MII 0 0 8 3h19m 10 5h18m
2 setup.cgi – MID 0 0 10 2h18m 10 1h12m
3 DGND3300 mini_httpd – OIB 0 10 0h35m 5 8h35m 6 14h7m
4 setup.cgi – MID 0 0 10 0h36m 10 1h0m
5

TV-IP121WN
network.cgi 2018-19240 OID 0 0 0 10 0h32m

6 view.cgi – OID 0 0 3 5h26m 2 2h44m
7 watch.cgi – OID 0 0 0 1 4h42m
8 TV-IP651WI alphapd – MID 0 0 0 8 1h18m
9 WRT320N httpd – OIB 0 7 15h35m 10 4h44m 10 0h53m
10

JNR3210
mini_httpd – OIB 0 2 0h22m 0 5 10h18m

11 – OIB 0 9 0h57m 10 0h39m 10 2h14m
12 setup.cgi – OID 0 9 0h33m 10 3h52m 10 7h33m
13 – OID 0 1 20h24m 0 10 5h42m
14

TL-WPA8630 httpd 2024-57357 OIB 0 0 5 8h2m 9 11h16m
15 2023-27837 OIB 0 10 0h1m 6 4h29m 7 9h49m
16 ledschd – MII 0 0 3 6h50m 4 9h50m
17

DAP-2310

atp
– MID 0 0 0 10 2h40m

18 2016-1558 MID 0 0 0 4 9h13m
19 – OID 0 0 1 14h17m 0
20 udhcpd – MII 0 0 2 6h58m 2 3h23m
21 xmldb – MII 0 0 0 10 2h46m
22 – MII 0 0 0 1 17h8m
23

DIR-300
atp – MID 0 0 0 10 1h37m

24 – MID 0 0 1 11h34m 10 1h19m
25 udhcpd – MII 0 0 0 8 3h38m
26 xmldb – MII 0 0 0 10 1h31m

Table 5.5. Unique bugs found by the three approaches.

where it is located and a categorization. In particular, we consider the following bug
categories:

OIB One-request, Intra-binary. A single request is able to trigger the bug inside a
network-facing process.

MIB Multi-request, Intra-binary. Several requests are needed to trigger the bug
inside a network-facing process.

OID One-request, Inter-binary Direct. A single request is able to trigger the bug
inside a child spawned by a network-facing process.

OII One-request, Inter-binary Indirect. A single request is able to trigger the bug
inside a binary that is not spawned by the network-facing process.

MID Multi-request, Inter-binary Direct. Several requests are needed to trigger the
bug inside a child spawned by a network-facing process.

MII Multi-request, Inter-binary Indirect. Several requests are needed to trigger the
bug inside a binary that is not spawned by the network-facing process.

These categories differ with respect to the number of requests needed to trigger
the bug and where the bug occurs (the network-facing process, a child of the network-
facing process, or another unrelated process). Fuzzers like TriforceAFL implicitly
focus on OIB and OID bugs, where the crash is exercised by a single request and
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primarily affects the network-facing process (or its children). Protocol-aware fuzzers
like AFLNet extend their attention to MIB bugs, which are triggered by multiple
requests and affect the network-facing process. Our system-mode port of AFLNet,
AFLNet†, should nonetheless identify MID and MII bugs. STAFF naturally considers
all the categories but embraces design choices that focus on bugs triggered by multiple
requests, regardless of the crashing process.

The per-bug breakdown in Table 5.5 confirms the fuzzers’ nature. TriforceAFL
can indeed find only OIB and OID bugs, with a TTE that can be for a few bugs even
smaller than what is recorded for AFLNet† and STAFF. This is consistent with its
lack of multi-request reasoning and single-process fuzzing scope. Overall, it finds 6
OIB bugs and 2 OID bugs. However, it still misses 1 OIB bug and 4 OID bugs that
are found (excluding 1 OID bug) by STAFF, likely due to the lack of taint-guided
mutations. Interestingly, TriforceAFL quickly finds one OIB bug in TL-WPA8630
that is missed by the other two fuzzers. No OII bugs have been identified by STAFF,
TriforceAFL and AFLNet†.

AFLNet† is significantly more effective than TriforceAFL when considering bugs
requiring multiple requests. Indeed, it can find 6 OIB bugs, 3 OID bugs, 3 MID
bugs, and 3 MII bugs. This substantial improvement is likely due to being protocol-
aware, which allows it to perform mutations on the multiple requests composing the
interactions, preserving the protocol state.

STAFF further improves on AFLNet†, discovering 7 OIB bugs, 5 OID bugs,
7 MID bugs, and 7 MII bugs. The improvement likely results from the effective
combination of state-aware mutations and taint-guided mutations. Moreover, not
only does it find more unique bugs, but it can find them more consistently across runs.
Indeed, for several bugs, STAFF can find the bugs during most or all runs. However,
there are still some bugs that it can find only within specific runs, highlighting the
non-deterministic nature of fuzzing.

Table 5.6 presents average executions per minute across the evaluation dataset.
TriforceAFL achieves high peak throughput (up to 634.42 executions per minute)
because each testcase consists of a single request; however, it exhibits extreme
instability, dropping to near-zero throughput (0.56-0.60 executions per minute) on
several firmware images due to protocol-unaware mutations producing malformed
inputs that stall services. AFLNet† and STAFF exhibit lower but more stable
throughput (0.19-9.93 executions per minute), as each testcase corresponds to
sequences of multiple requests. STAFF consistently outperforms AFLNet† by 25-
377% across firmware images through Sequence Minimization and Multi-Staged
Forkserver optimizations

Finally, STAFF maintains a nice balance between bug discovery effectiveness
and TTE efficiency since it finds significantly more bugs than the competitors and
for most bugs exhibits on average comparable TTEs.

Answer to EQ2. STAFF can find 225% and 73% more unique bugs than Tri-
forceAFL and AFLNet†, respectively. This improvement does not come at the cost
of efficiency, since, on average, it exhibits a comparable TTE. Although STAFF
executes fewer testcases per minute than TriforceAFL (0.19–9.93 vs. 0.56–634),
this reflects a fundamental difference in testcase granularity: TriforceAFL executes
single-request inputs, whereas STAFF executes multi-request sequences. Despite
this, STAFF outperforms AFLNet† by 26–377% through Sequence Minimization
and Multi-Staged Forkserver optimizations.Finally, STAFF is more consistent than
AFLNet† across runs at finding bugs, making it a more reliable and efficient fuzzing
solution.
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Firmware TriforceAFL AFLNet† STAFF
RT_N10U 103.14 0.43 0.86
RT_N53 99.04 0.42 1.00
DIR-815A1 28.65 1.18 1.49
DAP-2310 41.70 0.77 1.02
DIR-300 107.73 1.29 2.09
RE1000 4.62 0.32 0.55
WRT320N 17.91 0.43 0.75
DGN3500 0.60 0.19 0.32
DGND3300 38.27 0.19 0.32
JNR3210 8.10 0.20 0.36
Archer C2 461.00 0.53 0.90
TL-WPA8630 634.42 0.55 1.05
TV-IP121WN 0.56 0.44 0.97
TV-IP651WI 76.32 2.08 9.93
TEW-652BRU 9.74 1.31 1.64

Table 5.6. Average executions per minute by three approach during 24-hour runs.

5.4.4 EQ3: Bug Case Studies
In this section, we analyze the bugs found by STAFF. For the sake of brevity,

we focus on the OID, MID, and MII bug categories, which are the categories not
explicitly considered by the state-of-the-art of firmware fuzzing and that were central
in inspiring the design of STAFF. For each category, we provide one case study.

[OID] TV-IP121WN: stack BOF in network.cgi

The OID bug was found in the firmware image of the TRENDnet IP camera TV-
IP121WN. The crash is triggered by a single HTTP POST processed by the webserver
boa and then handled by the CGI binary network.cgi, thus it was categorized
as an inter-binary issue (boa → network.cgi). In particular, the attacker can
craft a malformed POST value ip4, which after being processed but not sanitized
by boa and passed to network.cgi, results in a stack buffer overflow within the
function ipCat(), corrupting the return address and thus generating a SIGSEGV.
Since boa respawns the CGI on exit, repeated POSTs can repeatedly crash the
CGI process, yielding a reliable remote DoS. Unfortunately, the bug occurs even
with unauthenticated requests: network.cgi crashes even without valid session
credentials because authentication is enforced after CGI invocation.

In more detail, the unauthenticated POST request is:
1. Poisoned IP value. The attacker issues an HTTP POST to /admin/network.cgi

where ip1, ip2, ip3 can be benign values but ip4 is a large attacker-controlled
string. An example of the request is:

POST /admin/network.cgi HTTP/1.1
Host: 127.0.0.1
Content-Type: application/x-www-form-urlencoded
Content-Length: <...>
iptype=0&ip1=192&ip2=168&ip3=10&ip4= [>30 bytes attacker-

controlled string] &...other fields...
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The webserver boa performs repeated strlen, malloc, and memcpy operations
to build CGI inputs and then directly executes in a child the CGI process
network.cgi. The main function from network.cgi loops over the form fields
(executing several strcmp calls), records indices into an array, and then calls
ipCat() to assemble dotted-IP strings into stack buffers:

/* stack locals in decompilation */
undefined auStack_348 [32]; /* destination buffer */
...
/* assembly of dotted IPs (called after parsing) */
ipCat(auStack_348,0x1e, ip1_ptr, ip2_ptr, ip3_ptr, ip4_ptr);

The destination length argument is 0x1e (30) while each octet pointer is
taken verbatim from the CGI input prepared by boa; no per-octet length or
character-class checks occur prior to the call. ipCat() uses unbounded for-
matting/concatenation (for example, sprintf(dst, "%s.%s.%s.%s", ...))
and can therefore write arbitrarily long strings into the small dst. A long ip4
component overruns auStack_348, corrupting adjacent stack data (including
the saved return address), and causes a crash when control returns.

[MID] DAP-2310: BOF in atp (redirect_htm)

The MID bug was found in the firmware image of the D-Link DAP-2310 router.
The crash occurs inside the web/CGI handling process xgi but requires a multi-stage
request flow: a web page emits an unescaped query, the CGI parser in the native atp
module accumulates parameters without bounds checks, and finally redirect_htm
formats an HTTP header using unsafe string functions. The exploit is deterministic
and proceeds in two steps:

1. Authentication. An initial login POST is required to obtain a session, as in
the motivating example bug (Section 5.1).

2. Client-side redirect construction. The attacker can cause the browser to issue a
GET request to cfg_valid .xgi with query parameters of unbounded length.
An example of the request is:

GET /cfg_valid.xgi?random= [>256 bytes]

&exeshell=submit%20COMMIT&exeshell= [>256 bytes]
%20WLAN&flag=1 HTTP/1.1
Both the random parameter and each exeshell argument may contain arbitrar-
ily long attacker input. These strings are injected verbatim by cfg_valid.php,
which generates the redirect without encoding or length checks:

var str="cfg_valid.xgi?random="+generate_random_str();
function exe_str(str_shellPath) {

myShell = str_shellPath.split(";");
for(i=0; i<myShell.length; i++) {

temp_str+="&"+"exeshell="+myShell[i];
}
return temp_str;

}
...
echo "str+=exe_str(\"submit COMMIT;\".$SUBMIT_STR.\"\");\n";

Because the values are inserted unescaped, the CGI parser receives an oversized
request. During parsing, the atp module copies names and values into fixed
buffers using unsafe functions. Finally, redirect_htm builds an HTTP 302
response header using two adjacent stack buffers:
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char acStack_37c[100];
char local_318;
/* 256-byte "value buffer" */
undefined auStack_317[255];
char local_218;
/* 516-byte "header buffer" */
undefined auStack_217[515];
strcat(&local_218,"HTTP/1.0 302 Found\n");
/* Overflow */
sprintf(&local_318,"Location: %s\r\n", param_1);
strcat(&local_218,&local_318);
fputs(&local_218,stdout);

The 256-byte value buffer is the first overflow point: a long param_1 string
from the query (e.g., oversized random or exeshell) causes sprintf to overrun
it. The 516-byte header buffer is subsequently at risk when concatenating
the expanded Location: line; once the value buffer is corrupted, the header
assembly may propagate the corruption further. Thus the attacker controls
the crash via unbounded query parameters that flow from PHP into the parser
and finally into redirect_htm.

[MII] DIR-300: NULL dereference in udhcpd

The MII vulnerability that we consider was found in the firmware images of
the D-Link DIR-300. The chain of this bug spans several processes: the HTTP
server, the CGI handler and the DHCP daemon. In particular, the crashing DHCP
process udhcpd has no direct process relationship with the HTTP daemon httpd,
since it was as a daemon from the init process. The bug exploit requires a four-step
sequence:

1. Authentication. The attacker first obtains a valid web session by logging in:

POST /login.php HTTP/1.1
Host: 192.168.0.1
Content-Type: application/x-www-form-urlencoded

ACTION_POST=LOGIN&LOGIN_USER=admin&LOGIN_PASSWD=&login=
Log+In

2. Poisoned in-memory runtime configuration. Using the authenticated session,
the attacker issues a POST that writes a set of data form fields into an in-
memory runtime configuration stored under the tmpfs-mounted /runtime.
On the DIR-300 this is handled by set_temp_nodes.php, which stores each
d_<i>_<j> form field verbatim under paths such as /runtime/post/session_
<sid>/entry:<i>/data_<j>. This files likely represent the internal XML
database used to store the configuration. Example of the request (truncated):
POST /set_temp_nodes.php HTTP/1.1
...
TEMP_NODES=/runtime/post/session_1&data=4&start=1
&d_1_2=192.168.0.45&d_1_3=ce%3A92%3Abf%3Ad1%3A09%3Acf
...
&d_3_2=192.168.0.3&d_3_3= [attacker-controlled string]
&end=25

The script stores the posted values without server-side sanitization, so a
crafted or overly long token injected here becomes persisted in the runtime
configuration.
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3. Poisoned persistent configuration. When the LAN/DHCP form is submitted
through the request (simplified):

POST /bsc_lan.php HTTP/1.1
Host: 192.168.0.1
Content-Type: application/x-www-form-urlencoded

ACTION_POST=SOMETHING&...&startipaddr=192.168.0.100&
endipaddr=192.168.0.199&...

the execution of the bsc_lan.php handler is triggered, which copies the runtime
configuration into the persistent configuration files under the NVRAM path
/lan (e.g., /lan/dhcp/server/pool:1/staticdhcp/entry:<N>/ {hostname,
ip, mac}) via the set function. Unfortunately, bsc_lan.php copies values
read from /runtime/post/... into the /lan/... files without further valida-
tion, so any poisoned string from step (2) is now part of the device configuration.

4. Configuration commit and crash. Finally, a GET request to bsc_lan.xgi
issues the commit of the configuration through exeshell=submit%20COMMIT
and restarts the DHCP service through exeshell=submit%20DHCPD:

GET /bsc_lan.xgi?random_num=...&exeshell=submit%20COMMIT
&exeshell=submit%20DHCPD HTTP/1.1
Host: 192.168.0.1

This script triggers the execution of the template engine /etc/templates/
dhcp/dhcpd.php, which reads the persistent /lan/dhcp/... files and writes
a new udhcpd configuration file /var/run/udhcpd-br0.conf using unchecked
fwrite/fwrite2 calls, then restarts the DHCP daemon udhcpd.
When udhcpd parses the poisoned file, it calls its configuration reader (read_
config) which extracts key-value pairs from each line. For certain malformed
or empty values in the configuration file, the pointer to the value returned by the
internal lookup function can be NULL. This pointer is then passed directly to a
resolver wrapper (decompiled as FUN_00402f70) and into inet_aton(param_1,
...) without any check for NULL, producing a NULL-pointer dereference and
causing a SIGSEGV:

undefined4 FUN_00402f70(char *param_1, in_addr *param_2)
{

int i = inet_aton(param_1, param_2); /* NO NULL CHECK */
...

}

Answer to EQ3. The bug case studies considered in this section demonstrate that
STAFF successfully discovers interesting and non-trivial vulnerabilities arising from
multi-request sequences and inter-binary interactions, confirming that our approach
achieves the initial goals outlined in this work.

5.4.5 EQ4: Taint Hint Causality
In this section, we investigate why STAFF was able to discover the bugs discussed

in the previous sections. In particular, we analyze the role of taint hints to understand
their impact during fuzzing by defining the causality score. For each crashing input,
we assign a causality score of 1.0 if the input results from at least one taint-guided
mutation in the chain of mutations that transformed the original seed into the
crashing input, and 0 otherwise. We then compute the average across different runs.
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Aggregate analysis. Among all 26 bugs found by STAFF, we found that 53.8%
(14) of bugs have full taint causality (score 1.0), indicating they are consistently
discovered, even across different runs, through taint-guided mutations. Another
15.4% (4) show high causality (scores 0.5–0.99), 3.8% (1) show low causality (scores
0.1–0.49), and 26.9% (7) show no causality (score < 0.1), suggesting these bugs
could be discovered through state-aware mutations alone. Percentages does not sum
to 100% due to rounding.

Table 5.7 shows the average causality score when grouping bugs by category.
The OIB, OID, and MID categories exhibit high causality, demonstrating that taint
analysis is particularly crucial for discovering inter-binary bugs that require precise
dependency tracking. Finally, the lower MII score reflects cases where complex
multi-process chains can sometimes be triggered through state-aware mutations.

category # Found Bugs Causality Score # Full-Causality Bugs
MID 7 0.93 6
MII 7 0.57 4
OIB 7 0.47 2
OID 5 0.62 2
ALL 26 0.65 14

Table 5.7. Causality scores per bug category.

Case studies We now analyze the crashing inputs for the three case studies from
EQ3 to understand the precise mechanisms by which taint hints enable bug discovery,
examining mutation patterns across all runs for each vulnerability.

For the OID bug from TV-IP121WN, we measured a full causality score of 1.0.
The stack buffer overflow demonstrates full causality with consistent targeting of
the ip4 parameter across all 10 runs. In 4 runs, taint hints targeted offset 889
(the 3 in ip4=30), while in 1 run they targeted offset 890 (the 0). Both mutations
inserted 1260-byte havoc strings into the IP parameter, triggering the overflow in
ipCat(). The dependency analysis consistently identified only vulnerable region
18 as required, filtering out all 21 other regions. This precision demonstrates how
taint analysis enables surgical targeting of the exact parameter bytes that flow to
the vulnerable function, explaining why random mutation of the 399-byte POST
body would have minimal success probability.

For the MID bugs from DAP-2310, we also observed a full causality score of 1.0.
Full causality manifests through diverse but consistent targeting of query parameters
across all 10 runs. The taint hints targeted different offsets within the exeshell
parameter: offset 113 targeting DELAY_LAN, offset 64 and 116 targeting COMMIT, and
offset 69 targeting the parameter name itself. Crucially, one run (region 34, offset
69) achieved the optimal dependency minimization described in EQ3, filtering out
11 of 14 regions to retain only the essential causal chain. The other runs filtered
out 7 regions, still providing significant sequence reduction. This variability shows
taint analysis identifying multiple vulnerable injection points within the same attack
vector while consistently maintaining the multi-request dependencies necessary for
exploitation.

For the MII bugs from DIR-300, we also obtained a full causality score of 1.0. Full
causality across all 10 runs shows systematic targeting of MAC address fields in the
configuration data (region 32). Taint hints consistently targeted URL-encoded MAC
addresses: offsets 679 and 680 in d_3_3 field, and offset 604 in d_2_3 field, applying
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single-byte bitflip mutations. All runs achieved optimal dependency minimization,
filtering out 69 of 79 regions to preserve only the 10-region causal chain spanning
authentication, configuration poisoning, and commit operations. The precision of
targeting specific bytes within hex-encoded MAC addresses (e.g., changing a byte
to an invalid one) while maintaining the complex multi-stage dependency chain
demonstrates taint analysis’ capability to track data flows across the complete 4-step
attack sequence.

Answer to EQ4. Taint-guided mutations are responsible for discovering 73% of
bugs found by STAFF, demonstrating highest effectiveness for multi-request, inter-
binary vulnerabilities. STAFF’s effectiveness stems from systematic identification of
relevant input bytes and inter-region dependencies, enabling surgical precision in
targeting vulnerable parameters while maintaining necessary multi-request chains.

5.4.6 Threats to Validity

Certain circumstances jeopardize the external validity of evaluation results. The
data set concerns HTTP-based management interfaces of routers, range extenders
and IP cameras. Other interfaces (FTP, Telnet, custom binary protocols) or for
other purposes (industrial control, medical devices) may configure their settings such
that their findings relative to STAFF are confounded. However, as HTTP-based
management interfaces constitute a large and quite critical domain of embedded
device firmware, results can be generalized for many such configurations that were
not testable.

The evaluation applies FirmAE for firmware emulation which is a tool that mostly
only affords MIPS architectures and thus excludes compilations relying on specific
hardware features or peripheral reliance for emulation. Such non-accidental sampling
assumes a biased sampling of what would be testable for the best and excludes those
that otherwise rely upon interdependencies which may reduce STAFF’s approach
efficacy. Yet as the emulation success rate is high and the volume of vendors/device
types within the data set suggests a large generalizability for common patterns of
firmware, results should be taken to be generally accurate.

The 24-hour fuzzing window exists due to logistical concerns. While subsequent
bug detection could be increased with more time/testing (due to nesting require-
ments or vagueness of state exploration through much larger footprints), it’s likely
that a longer window will yield additional bugs or reassign relative effectiveness
of approaches. Yet 24 hours is a reasonable fuzzing campaign window for most
security testing. As patterns that emerged across additional rounds show consistent
tendencies, generalizable efficacy may exist beyond depths approached.

Implementation of the baselined approaches (TriforceAFL and AFLNet†) came
into play in the evaluation context of runs which may involve artifacts not established
in the outlined baselined configurations. However, artifacts can be attenuated through
proper implementation based upon published procedures in conjunction with the
fact that baseline performance equals what was otherwise published. Thus, it’s
unlikely that such performance discrepancies are the result of artifacts alone.

Finally, the annotation precision of byte heuristics relies on the guaranteed
existence of enough novel subsequences in inputs to render distinguishable matches.
Highly formal or compressed protocols offer less of a diversity to support precision.
However, the geometric mean precision over all tested firmware (geometric mean
0.84) suggests that increasingly common protocols exist which render such patterns
for typically encountered firmware.
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5.5 Limitations

Despite the impressive strides of STAFF in effective fuzzing methods for firmware,
limitations of the current version render such implementation in other scenarios
less feasible. Awareness of such boundaries enables effective implementation with
potential future explorations detailed in Chapter 6.

First, STAFF operates upon and is evaluated upon MIPS-architecture Linux-
based firmware, which is only one component of the embedded device universe.
While MIPS remains widely successful across many routers and network devices,
ARM architectures take precedence across new IoT devices while x86 is reserved
for high-end network appliances. Expansion into more architectures will require
additional engineering efforts to implement architecture-specific taint propagation
rules, instruction semantics, and optimization efforts.

Second, beyond architecture, much embedded software platforms exist where
STAFF cannot operate with different foundations. Common Real-Time Operating
Systems (RTOSs) like FreeRTOS or VxWorks do not support process abstractions
needed for inter-service analysis dependency assumption. Bare-metal firmware are
non-OS binaries requiring alternative dependency tracking efforts. Microcontroller-
based firmware with severely limited resources cannot sustain instrumentation
overhead demands for whole-system level analysis.

Third, over time, increases in firmware security features complicate analyses.
For example, secure boot features disallow modification or instrumentation of the
firmware binaries. Encrypted firmware images are impervious to static extraction
and analysis. Hardware security modules implement cryptographic operations that
need to reside in-device instead of via emulation. Trusted execution environments
separate sensitive code segments from analyzable areas. While these features enhance
device security, they diminish feasible dynamic analyses like STAFF.

Finally, there are overhead implications for whole-system taint analysis that
minimize any efficiency of application being time-sensitive relative to a practical
limit to the number of test cases. The prevalence of state explosion in multi-process
firmware (leading to path explosion), memory needs proportionate to input size for
trie creation to support byte annotation and reliance on time-efficient dependency
generation derived through parsed extractions over rationale precedence in taint
hint derivations relative to filtering and ordering—analysis precision overhead only
complicates speed of execution.

5.6 Chapter Summary

This chapter introduced STAFF, a fuzzing framework for firmware that auto-
matically discovers and exploits inter-service dependencies in multi-binary systems
based upon foundational problems exposed from analyzing FuzzPlanner. What was
derived from an analytical approach with FuzzPlanner visually meant that humans
appreciated the nuance of what complicated the challenge while STAFF appreciates
the scaled systematic approach to addressing the same complexity.

Thus, STAFF’s novel contribution to literature is the dynamic taint analysis
integration into an active fuzzing loop where observation-based data propagation
becomes usable subtleties for information-driven testing purposes. The byte an-
notation heuristic reaches very high precision for a successful execution at speeds
appropriate for system-mode emulation. The protocol-aware mutations derived
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from discovered inter-service subtleties temper byte areas with excessive focus while
maintaining enough overall structure of multi-stage requests to support syntactic
integrity through desired code paths secured behind bugs.

Multi-staged forkservers based upon minimization of required sequences provide
excessive execution-based output making practical implementation efforts attainable
despite system-mode overhead.

A broad evaluation across fifteen real-world firmware images underscores the
effectiveness of STAFF, achieving excellent results across multiple types and archi-
tectures of devices. Of all public sources (including those blogged about), 26 unique
bugs were discovered with 76% reproducibility; fewer bugs were generated by exist-
ing approaches with minimal reproducibility counts versus important performance
outliers attributable to reasonable enhancement over relative-to-and-inclusive-of
application times and run-times.

Perhaps the most significant approach to understanding reported effectiveness
is whether bugs were discovered due to taint-guided mutations versus other means;
73% of bugs found came directly due to taint-guided mutations, meaning service
awareness and therefore dependency were paramount to success over awareness
alone.

Finally, this chapter explored limitations that define current effective applications.
Independence from architecture, platform differentiation, security enhancement
complications, and performance overhead complications emerge before established
and evaluated performance ever undermines STAFF’s contributions, but in a position
where automated dependency-aware fuzzing is most beneficial and where further
work is needed.

The next chapters compile everything from intelligent visualization to automated
testing based upon complementary understanding to secure analysis possibilities
greater than either could provide alone.
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Chapter 6

Conclusions and Future Work

This dissertation addresses firmware security testing through two complementary
contributions that emerged from iterative research and practical deployment. The
development of FuzzPlanner and STAFF demonstrates that firmware security testing
can be effectively approached from multiple complementary perspectives. Both
approaches address the fundamental challenge of analyzing complex multi-process
firmware systems, but they tackle this challenge through fundamentally different
methodologies.

FuzzPlanner employs visual analytics to help analysts navigate architectural
complexity, understand inter-binary communication patterns, and make informed
decisions about where to introduce fuzzer inputs. STAFF takes an automated
dependency discovery approach, using whole-system taint analysis to systematically
track data flows and guide fuzzing while preserving validation chains. Rather than
viewing one approach as superior to or replacing the other, the research demonstrates
that visual guidance and automated analysis address different aspects of the firmware
security problem. The choice between approaches depends on the analyst’s current
objectives: architectural understanding and target testing versus whole-system
testing. This suggests that effective firmware security analysis benefits from multiple
analytical perspectives applied to the same underlying challenges.

The remainder of this chapter examines the technical accomplishments of both
approaches, discusses broader implications for firmware security research, and outlines
directions for future work.

6.1 Summary of Contributions
This dissertation contributes to firmware security analysis through two related

approaches that address different aspects of the problem space outlined in Chapter 1.
The evolution from FuzzPlanner to STAFF illustrates how insights from practical
deployment can reveal fundamental theoretical challenges that motivate new technical
approaches.

Visual-Assisted Planning for Firmware Fuzzing Campaigns. FuzzPlanner
addresses the practical reality that firmware ecosystems are too complex for manual
analysis alone. The approach provides security analysts with coordinated visual-
izations of firmware behavior and inter-binary communication patterns, enabling
structured fuzzing campaign planning based on discovered interactions rather than
guesswork. The visual analytics solution is specifically designed for firmware fuzzing
campaign preparation. The coordinated visualizations enable analysts to understand
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temporal patterns, analyze individual binaries, map communication links, and prior-
itize targets systematically. The data channel abstraction simplifies reasoning about
different input injection points (syscall hooking points) through a unified conceptual
framework, while interest scoring provides principled prioritization mechanisms for
campaign planning. However, deployment in real environments exposed semantic
challenges that visual observation alone cannot resolve: preserving validation chains,
identifying inter-service dependencies, and selecting appropriate syscall hooks among
hundreds of possibilities. These limitations, particularly the theoretical problem
of validation chain bypass through arbitrary syscall hooking, directly motivated
STAFF’s design.

Inter-Binary Dependency Analysis for Stateful Full-system Fuzzing. STAFF
addresses these semantic challenges through automated dependency discovery. Whole-
system dynamic taint analysis tracks how network inputs propagate through complete
firmware ecosystems, revealing dependencies both within and across process bound-
aries. Protocol-aware fuzzing guided by these dependencies explores multi-request,
multi-process interactions while implicitly preserving validation chains by using a real
client to execute the fuzzer-generated inputs (like in protocol fuzzing approaches).
The byte annotation heuristic achieves a very hing precision in mapping tainted
memory regions to source inputs while maintaining practical performance. This
automatic discovery eliminates the semantic gap between network inputs and their
processing across multiple services, enabling dependency-aware fuzzing. Moreover,
it demonstrates that dependency-aware fuzzing guided by taint analysis discovers
significantly more bugs with higher reproducibility compared to existing approaches.
Targeted optimizations including multi-staged forkservers and sequence minimization
enable practical deployment despite system-mode emulation overhead.

The two approaches complement rather than supersede each other. FuzzPlanner
excels at initial exploration, enabling analysts to understand firmware architecture
and identify promising targets, instead, STAFF excels at automated whole-system
testing.

6.2 Broader Implications
Beyond the specific technical contributions of FuzzPlanner and STAFF, this

research reveals several insights about Linux-based firmware fuzzing that have
broader implications for how the field approaches embedded system analysis. Two
main observations merit particular attention: the multi-process nature of firmware
bugs and the challenge of preserving validation chains during testing.

6.2.1 The Multi-Process Reality of Firmware Bugs
The evaluation presented in Chapter 5 demonstrates that the majority of serious

firmware bugs arise from interactions between multiple services rather than from
flaws within individual binaries. These inter-service bugs require complex multi-
request sequences involving authentication, state establishment, and coordinated
operations across process boundaries. Traditional security fuzzing approaches that
focus on individual binaries turn out to be limited in these multi-process firmware
systems.

This finding has important implications for how security researchers approach
firmware analysis. Whole-system analysis techniques that treat firmware as integrated
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ecosystems rather than collections of independent binaries will become increasingly
important as firmware architectures continue embracing service-oriented designs.

6.2.2 Validation Chains and Semantic Correctness
A central theoretical insight from this work concerns validation chains: the

sequences of checks, transformations, and sanitizations that input data undergoes
between initial entry and ultimate processing. Validation chains emerge organi-
cally in multi-process systems as different services apply security checks, transform
data formats, or verify preconditions before passing information to downstream
components.

The limitations analysis in Section 4.4, revealed that arbitrary syscall hooking
risks bypassing portions of these validation chains. When fuzzer-generated inputs are
injected at intermediate points in multi-process workflows, they may skip validation
logic that would normally reject malformed or malicious data. This can lead to false
positives where crashes occur under fuzzing conditions that would be impossible
through legitimate entry points. More subtly, it can cause fuzzers to waste resources
exploring code paths that are unreachable in production deployments.

STAFF addresses this challenge through dependency-aware injection. By tracking
how data flows from network entry points through the system, STAFF uses a client-
based testcase execution where fuzzer-generated inputs can enter multi-process
workflows without bypassing validation logic. The fuzzer respects the validation
sequences that would occur during normal request processing. This approach trades
some execution throughput for semantic correctness, prioritizing the discovery of
real bugs.

6.3 Future Directions
The approaches developed in this dissertation address several fundamental chal-

lenges in firmware security testing, but they also reveal opportunities for further
advancement. Below, some of them are described.

6.3.1 Automating and Augmenting the Reconnaissance Phase
The reconnaissance phase of firmware analysis remains largely manual, requiring

analysts to craft initial protocol interactions through trial and error. Two com-
plementary directions could reduce this burden while maintaining critical human
oversight.

First, recent advances in autonomous Artificial Intelligence (AI) agents for web
service exploration suggest promising opportunities for automation. These agents,
which can navigate web interfaces, discover API endpoints, and infer protocol struc-
tures [114], [115], could be adapted for firmware reconnaissance. An AI agent
trained on protocol specifications and firmware documentation could explore exposed
services, hypothesize communication patterns, and generate plausible test cases
automatically. Given a sparse set of example interactions manually crafted by an
analyst, such agents could generate dozens of structural variants with different
parameter combinations, command orderings, and edge-case values [116]. Beyond
corpus augmentation, agents could assist in initial discovery by suggesting likely
protocol fields based on observed binary strings, proposing default credentials drawn
from vendor patterns, or hypothesizing state machines from message sequences.
Automated service discovery tools could identify network endpoints and extract
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protocol structures, while semi-automated workflows could present agent-generated
hypotheses for analyst vetting [117]. The goal would be to offload repetitive recon-
naissance tasks while preserving human judgment for critical decisions about target
selection and security priorities.

Second, a responsive visual front-end providing real-time trace visualization would
enhance human understanding during exploration. Building on FuzzPlanner’s visual
analytics foundation while leveraging STAFF’s richer dependency information, such
an interface could display live traces showing which binaries, functions, and modules
were traversed by specific actions. Layered visualizations linking inputs, taint
propagation, control-flow events, and validation chains would help analysts identify
promising exploration directions. Interactive replay and annotation capabilities
would enable analysts to understand why certain paths were or were not explored
and iteratively refine reconnaissance strategies.

The combination of AI-driven automation and enhanced visualization would
create a more powerful exploration phase, balancing machine efficiency with human
insight.

6.3.2 Integrating Dynamic Control-Flow Analysis
Current STAFF analysis emphasizes data-flow and dependency tracking, but

integrating dynamic control-flow analysis would enable a more complete characteri-
zation of runtime behavior. Concretely, this would involve reconstructing execution
paths at runtime by correlating system call traces, basic-block coverage, and inter-
process call–return relationships. Such control-flow information could be dynamically
aligned with taint propagation to determine not only where attacker-controlled data
flows, but also under which execution conditions that flow becomes reachable. This
integration would allow the system to distinguish data flows that are theoretically
possible from those that are practically reachable during normal device operation.
Runtime control-flow graph reconstruction, path profiling, and inter-binary call-
return tracking could be correlated with taint information to identify execution
paths that are both reachable and data-sensitive. Such correlation would enable the
system to focus expensive analyses on high-value paths and adapt instrumentation
priorities as new control-flow evidence appears during fuzzing campaigns.

From a research perspective, integrating dynamic control-flow analysis enables
several concrete questions that are currently difficult to answer: (i) which validation
checks are consistently executed before a tainted value reaches a sensitive operation,
(ii) which branches guard security-critical code and under what input-dependent
conditions they are taken, and (iii) how inter-process control transfers constrain or
enable exploitability across service boundaries. Answering these questions would
allow fuzzing campaigns to prioritize inputs that exercise both novel data flows
and previously unexplored control-flow paths, reducing time spent on semantically
invalid executions. For example, identifying that a tainted buffer reaches a vulnerable
function is more actionable when combined with knowledge of which execution paths
make that reachability possible under realistic operational conditions. This integrated
view could also help distinguish genuine bugs from fuzzing artifacts by confirming
that crash-inducing paths are actually reachable through the system’s normal control
flow.

6.3.3 Validation-Aware Distributed Fuzzing
A promising future direction is to combine FuzzPlanner’s high-throughput syscall

hooking with STAFF’s dependency-aware analysis in a validation-aware distributed
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fuzzing framework. In such a system, whole-system taint analysis would first
identify complete validation chains spanning multiple binaries. These chains could
then be used to classify syscall hooking points as safe or unsafe with respect to
semantic correctness. Only those injection points that preserve upstream validation
guarantees would be eligible for high-throughput fuzzing, while others would remain
restricted to full-system execution. FuzzPlanner’s ability to inject fuzzer-generated
data at arbitrary syscall hooking points achieves significantly higher throughput
than STAFF, where inputs must traverse entire inter-process data-flow paths. This
traversal through multiple processes and IPC mechanisms, while preserving validation
chains, introduces latency that fundamentally limits fuzzing throughput.

A validation-aware distributed fuzzing framework would apply STAFF’s full-
system dependency analysis to guide FuzzPlanner-style hooking decisions. By
understanding which execution points in which binaries can be safely hooked without
compromising validation chains, such a system could fuzz multiple binaries contempo-
raneously. Each would receive fuzzer-generated inputs at strategically chosen points
that respect validation sequence integrity across the entire system. Fuzzer-generated
input injections would be informed by inter-binary dependency analysis, identifying
points where inputs can enter without bypassing critical security checks.

This coordination would preserve the throughput advantages of direct syscall
hooking while maintaining soundness through explicit validation chain modeling.
The result would be distributed campaigns exploring multiple firmware components
in parallel, achieving both the efficiency of direct injection and the semantic cor-
rectness of validation-aware fuzzing. This represents a promising synthesis of the
complementary strengths demonstrated by FuzzPlanner and STAFF.

6.4 Concluding Remarks
This dissertation began with classical firmware security campaigns and pro-

gressed through visual-assisted planning to automated dependency-aware testing.
This trajectory from hands-on exploration to systematic automation demonstrates
how practical security work can reveal fundamental research challenges, while also
outlining concrete system extensions that can be implemented and evaluated in
future firmware analysis frameworks.

As firmware pervades an expanding range of embedded devices, from consumer
IoT products to critical infrastructure components, the security testing methodologies
developed here provide important groundwork. However, the complexity and diversity
of firmware ecosystems ensure that substantial work remains. The transition from
FuzzPlanner to STAFF represents one path toward more comprehensive firmware
security, but many other paths deserve exploration.

The ultimate goal of security analysis tools is to enhance the security of billions
of embedded devices that mediate our daily interactions with the physical world. As
embedded systems assume increasingly critical roles in infrastructure, healthcare,
transportation, and other domains, principled approaches to security testing will
become ever more important. The methods and insights presented in this dissertation
aim to contribute to that ongoing effort.
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