SAPIENZA

UNTVERSITA DI ROMA

Beyond Traditional Search: Bridging Retrieval, Rea-
soning, and Language Barriers in Intelligent Search

Systems

Faculty of Information Engineering, Informatics, and Statistics
Department of Computer, Control, and Management Engineering
“Antonio Ruberti”

National PhD in Artificial Intelligence

Andrea Bacciu
1747105

Advisors
Professor Fabrizio Silvestri

Professor Nicola Tonellotto

Academic Year 2021/2024 (XXXVII cycle)



Thesis defended on 23 January 2025
in front of a Board of Examiners composed by:

Prof. Gabriella Pasi
Prof. Stefania Costantini
Prof. Antonio Chella

Prof. Giovanni Semeraro

Beyond Traditional Search: Bridging Retrieval, Reasoning, and Language Barri-
ers in Intelligent Search Systems

Sapienza University of Rome

© 2024 Andrea Bacciu. All rights reserved

This thesis has been typeset by IXTEX and the Sapthesis class.

Author’s email: bacciu@diag.uniromal.it


mailto:bacciu@diag.uniroma1.it

e
=

To those who never give up.



iii

Abstract

This thesis investigates innovative approaches to address fundamental limitations in
modern search systems, with a particular focus on enhancing the synergy between
retrieval and reasoning components and improving the ease of information access. A
primary research thread explores the optimization of interactions between retrievers
and reasoning components. We specifically address the challenge of "hard false
relevant" documents—those that appear superficially relevant but lack true semantic
alignment with queries. To tackle this issue, we introduce Reinforced Retrieval
Augmented Machine Learning (RRAML), a visionary framework that enables re-
trieval systems to be fine-tuned within a Retrieval-Augmented Generation (RAG)
architecture. This novel approach allows the retriever to adapt through continued
training when combined with a reasoner in a RAG scenario, to reduce the retrieval
of false relevant documents.

Within the same research direction, we explored Neural Semantic Parsing (NSP),
which uses Large Language Models (LLMs) to translate natural language queries into
a machine-readable format that can be used to retrieve information from knowledge
graphs. This approach represents an alternative to traditional RAG systems, where,
instead of retrieving from unstructured text, the LLM facilitates access to structured
and verified information stored in knowledge graphs, providing greater control
and transparency in the information retrieval process. To enhance this system’s
reliability, we developed the Hallucination Simulation Framework, which deliberately
induces hallucinations in semantic parsers during training. Complementing this, we
created the Hallucination Detection Model (HDM), which identifies and mitigates
hallucinations stemming from knowledge gaps, improving answer reliability by 20%.
This framework enables semantic parsers to recognize their knowledge boundaries
and uncertainty levels, resulting in more transparent and trustworthy responses.

To further support the democratization of information, this thesis introduces
approaches to bridge linguistic and cultural barriers, enabling users worldwide to
access accurate, relevant information regardless of language or technical proficiency.
This goal led to the development of a new architecture, x-NDB, for cross-lingual
neural databases and the creation of X-WikiNLDB, a dataset containing unstructured
text in multiple languages simulating data retrieved online. X-WikiNLDB facilitates
robust cross-lingual information retrieval. Our cross-lingual performance are on-par
with previous work in the English-only scenario. Furthermore, we demonstrated
significant zero-shot performance improvements of 2-5x compared to the multilingual
counterpart across several low-resource languages in Catalan, Tagalog, Yoruba,
Japanese, and Korean. This success suggests that cross-lingual training encourages
models to capture deeper semantic understanding rather than surface-level patterns,
enabling better generalization across linguistic boundaries.

To advance language accessibility further, we developed Fauno, DanteLLM, and
OpenDanteLLM, pioneering a series of open-source Italian language models. Start-
ing with Fauno, we created the first open-source conversational Italian LLM along
with a novel conversational dataset. Building upon this foundation, DanteLLM
achieved remarkable performance improvements, demonstrating a 10% increase
over Fauno and 7% over the best competitor across comprehensive Italian bench-
marks. OpenDanteLLM, while trained exclusively on open-source data, showed a
5% improvement over existing methods while ensuring unrestricted access through
its commercial-friendly Apache 2.0 license. This work, which gained particular
relevance during ChatGP'T’s temporary ban in Italy, has established a new direction
in language-specific Al development, inspiring other researchers to create additional
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Italian language models. Our approach demonstrates the feasibility of building
high-performance, privacy-preserving language models that operate entirely offline,
providing Italian-speaking users with reliable alternatives to centralized systems.

The thesis also addresses the challenge of ambiguous queries and the dependence
on behavioral data in search systems. We introduce Generative Query Recommenda-
tion (GQR), a zero-shot approach that reimagines query expansion without relying
on user query logs. By leveraging LLMs as the sole component, GQR eliminates the
complex pipelines and query log dependencies associated with traditional methods.
Our system significantly outperformed industry standards, demonstrating a 10-point
improvement in NDCG@10. The generated query reformulations showed reduced am-
biguity with respect to the document collection, as measured by a 7-point increase in
the Simplified Clarity Score. A blind user study with 12 annotators further validated
GQR’s effectiveness, with users preferring our recommendations approximately 60%
of the time compared to leading industry alternatives. This approach establishes a
new paradigm for query recommendations that achieves superior retrieval accuracy
and user satisfaction without requiring behavioral data.

Finally, we present the Multi-Relevant Future Items Evaluation (MRFI) pro-
tocol for Sequential Recommender Systems (SRS), which improves evaluation by
considering multiple relevant items. MRFI, alongside a novel loss function that
integrates relevance feedback, enhances recommendation accuracy and reliability,
achieving improvements of 2.82 points of NDCG@10 and 0.64% Hit Rate across
several benchmark datasets. This methodological innovation provides a robust
basis for evaluating and training sequential recommendation systems across diverse
applications.

Together, these contributions address the core challenges of relevance, reliability,
and accessibility in information retrieval and language technology, supporting the
vision of universally accessible, high-quality information systems.
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Chapter 1

Introduction

Imagine searching for information about a medical condition you have recently
been diagnosed with. You type your symptoms into a search engine and immediately
face many challenges. Should you search for “constant headache dizziness” or “chronic
cephalgia with vertigo”? The medical terminology feels foreign, and your everyday
language might not match the keywords in authoritative medical documents. As
results appear, you find yourself opening multiple tabs, cross-referencing information
from medical journals, health websites, and patient forums. Some sources use
technical language you struggle to understand, while others offer contradictory
advice. The most relevant research paper is in German, a language you don’t speak.
After an hour of reading, comparing, and trying to synthesize information, you are
still uncertain whether you have found a reliable answer that applies to your specific
situation.

This scenario illustrates the fundamental limitations of current search systems.
Despite tremendous advances in information retrieval technology (Khattab and
Zaharia, 2020; Karpukhin et al., 2020; Formal et al., 2021), users still face signifi-
cant barriers when seeking comprehensive answers to their questions. Traditional
search engines, while powerful, rely heavily on keyword matching (e.g., BM25), or
vector similarity (e.g., ColBERT) and historical query logs, creating several critical
challenges:

¢ Query Formulation: Users must write their information needs into precise
queries that match the vocabulary of relevant documents (Silvestri, 2009). This
semantic gap becomes particularly pronounced when searching in unfamiliar
domains, where users may not know the correct terminology.

e Manual Synthesis: Finding a complete answer often requires reading and
synthesizing information from multiple documents, a time-consuming process
that demands both focus and domain knowledge.

« Language Barriers: Valuable information frequently exists in documents
written in languages different from the user’s, creating artificial boundaries in
knowledge access (Costa-jussa et al., 2022).

e Privacy Concerns: Modern search engines heavily depend on query logs
and user behavior data to improve their results, raising significant privacy
concerns (Cooper, 2008) and creating cold-start problems for new companies
or uncommon queries (Schein et al., 2002).

¢ Information Reliability: Users must navigate an increasingly complex
landscape of potential misinformation (Thorne et al., 2018), requiring them to
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cross-reference multiple sources and evaluate credibility without necessarily
having the expertise to do so.

The goal for the future of search systems is radically different, with a system
where users can express their information needs naturally, in their own words and
language, and receive comprehensive, personalized answers synthesized from multiple
reliable sources. This system would function more like a knowledgeable assistant
than a mere document retriever — a digital concierge that understands context,
verifies information, and presents it at the appropriate level of technical detail for
each user.

Specifically, a central orchestrating agent would coordinate multiple specialized
components: retrieval agents that find and verify relevant documents across lan-
guages and modalities efficiently, reasoning agents that synthesize information while
maintaining factual accuracy, and communication agents that present information
in a way that matches the user’s level of expertise.

Users would no longer need to manually piece together information from multiple
sources in multiple languages or struggle with unfamiliar terminology. Instead, they
would engage in a natural dialogue with a system that does the heavy lifting of
information gathering, verification, and synthesis.

Large Language Models (LLMs) have emerged as promising candidates for
implementing these intelligent agents and achieving the future goal of search systems
(Thoppilan et al., 2022; Chowdhery et al., 2022). Their capabilities in natural
language understanding and generation make them potential building blocks for
both the central orchestrating agent and the specialized components. In this section,
we explore the key obstacles that must be overcome to transform this compelling
vision into reality.

1.1 Retrieval Augmented Generation

Despite LLMs having demonstrated remarkable capabilities in understanding
and generating human language (Brown et al., 2020b), as standalone components,
they face significant limitations that prevent them from directly realizing a search
system. The primary challenge lies in their reliance on parametric knowledge —
information encoded in their weights during training. This approach has several
critical drawbacks:

 Knowledge Staleness: The knowledge encoded in LLMs becomes outdated
as soon as training ends, making them unsuitable for queries requiring updated
information.

e Memory Limitations: Despite their size, LLMs cannot memorize all poten-
tially useful contents with a zero loss of information (Tay et al., 2022), leading
to gaps in knowledge and potential hallucinations.

« Answer Reliability: When generating responses, LLMs may confidently
present incorrect information without clear references to source documents
(Dmonte et al., 2024).

e Computational Cost: Having LLMs directly process large document collec-
tions for each query would be prohibitively expensive and slow.

These limitations have led to the emergence of Retrieval Augmented Generation
(RAG) systems (Lewis et al., 2020c), which combine the efficiency of retrieval
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systems with the generative capabilities of LLMs. The retrieval will provide evidence
to the LLMs and thus reduce the hallucinations grounding their answers using
the retrieved documents. Traditional retrieval systems, including both keyword-
based approaches (e.g., BM25), and modern dense retrievers (e.g., Dense Passage
Retrieval, ColBERT, and ANCE), offer faster and more cost-effective ways to access
information compared to having LLMs with several Billions of parameters process
entire document collections. However, current approaches face their own challenges:

1.2 Main challenges of Retrieval Augmented Generation

We next describe three of the core challenges of RAG. Whenever describing a new
challenge, we also discuss the currently available technologies to solve or mitigate its
impact on search systems.

Challenge 1: Hard False Relevant Docs

Recent studies, such as Cuconasu et al. (2024), have highlighted the susceptibility
of systems to noise from erroneously retrieved documents known as “hard false
relevant” documents (Sauchuk et al., 2022a; Trappolini et al., 2023; Carmel et al.,
2022). These documents are superficially similar to the query because they share
common keywords, phrases, or general topics. Due to these surface-level similarities,
they often pass initial relevance checks in retrieval systems. However, their content
ultimately lacks true relevance to the specific information sought by the query. Both
keyword-based matching retrieval and dense retrieval methods can be misled by
“hard false relevant” documents. While dense retrieval methods are generally more
resistant because they consider deeper semantic relationships, they are not entirely
immune to this issue. The challenge arises because these misleading documents
can closely mimic relevant content in both lexical and semantic spaces, making it
difficult for retrieval systems to effectively filter them out.

This mismatch between the apparent relevance of the documents and their actual
content can lead language models to produce responses that are confidently presented
but factually incorrect or irrelevant, undermining the system’s reliability.

This happens because there is no “synergy" in RAG pipelines. RAG pipelines con-
nect retrievers and the generative components that have been trained independently
(Ke et al., 2024), leading to potential mismatches between retrieved documents and
the LLM’s ability to use them effectively. For that reason, the retriever components
are not penalized during training for retrieving “hard false relevant” that later will
cause unreliable answers generated by the reasoner.

Challenge 2: Answer Reliability

Hallucinations are a serious problem that can undermine the trustworthiness of
AT solutions. LLMs can invent nonsensical or factually incorrect answers (Huang
et al., 2023). Hallucinations can occur due to ambiguity in user queries (Ji et al.,
2023b), limitations in the model’s training data (knowledge gaps), or bias in the
models (Dong et al., 2024). Therefore, mitigating hallucinations is essential to
enhance the trustworthiness of LLM outputs and ensure their effective integration
into systems that demand high reliability and accuracy, such as the medical domain.
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Challenge 3: Democratizing Information Access

Current systems struggle to bridge the semantic gap between user queries and
document content, particularly across different languages, domains, and modalities,
as highlighted by Costa-jussa et al. (2022) and Trappolini et al. (2023). This challenge
is further exacerbated when users lack expertise in a specific domain, leading to a
mismatch between their vocabulary and the specialized terminology used within
relevant documents. Non-expert users may formulate queries using layman’s terms
that do not align with the technical language of the content they seek, resulting in
ineffective information retrieval and communication breakdowns. For that reason,
having an agent that automatically detects and reacts to that kind of situation to
improve users’ formulations is crucial.

This semantic gap becomes even more pronounced in the context of low-resource
languages, where the scarcity of language-specific LLMs hampers effective com-
munication and information retrieval. Many documents are written exclusively in
these lesser-studied languages, and without robust computational models to process
them, we risk losing valuable cultural and historical information over time or being
unable to access it when needed (Mager et al., 2018; Feldman and Coto-Solano, 2020;
Guevara-Rukoz et al., 2020; Kellert and Zaman, 2023). Speakers of these languages
are often marginalized in the digital realm, and their contributions remain under-
represented in global discourse. The risk is not merely about losing documents but
about erasing entire narratives and perspectives that are crucial for a comprehensive
understanding of human knowledge. Furthermore, it is crucial for these languages to
not depend solely on proprietary solutions but to have free and open-source access
that will guarantee the preservation and accessibility of their linguistic resources.

1.3 Main Contribution and Organization of the Thesis

To address these challenges, the solution lies in a synergistic integration of LLM
and retrieval systems, where each component complements and strengthens the
other.

Challenge 1:  Challenge 2: Challenge 3:
Hard False Answer Democratizing
Relevant Docs  Reliability  Information Access
Contribution 1 v
Contribution 2 v v
Contribution 3 v

Table 1.1. Summary of the main contributions of the thesis with respect to the challenges.

From Chapter 2 to Chapter 8, our research systematically addresses these
challenges through three main contributions, as summarized in Table 1.1. In Chapter
9, we conclude by reviewing the main contributions of this work, highlighting
potential applications of our methods, and discussing limitations to propose future
research directions.

Main Contribution 1: Cross-lingual RAG and Language-Specific
LLMs

In Chapter 2, we introduce cross-lingual neural database architectures and
explore how they can bridge language barriers in information access. This chapter
introduces X-WikiNLDB, a novel cross-lingual dataset, and investigates how to enable



1.3 Main Contribution and Organization of the Thesis 5

effective cross-lingual information retrieval and reasoning, with particular attention
to performance in low-resource languages. Starting with a multilingual database of
unstructured textual facts — simulating the diverse information fragments retrieved
across the internet — we developed novel cross-lingual architectures for retrieving
and reasoning by combining information in multiple languages simultaneously. To
further stress our work, we tested languages outside the ones used to train our
cross-lingual architecture in a zero-shot fashion, obtaining an incredible performance
boost up to 2-5 times on very low-resource languages such as Catalan, Tagalog,
Yoruba, Japanese, and Korean with respect to the multilingual counterpart.

In Chapter 4, we introduce Fauno, addressing the critical need for robust Italian
language modeling. This chapter presents the development of the first open-source
conversational Italian LLM, along with the creation of the first Italian conversational
dataset. The chapter explores parameter-efficient tuning techniques for language-
specific models. The development of Fauno was catalyzed by the temporary ban
of ChatGPT in Italy, which highlighted the vulnerability of relying on centralized
models without local alternatives. Fauno operates entirely offline, ensuring complete
data privacy and independence from external services, while providing the first
open-source conversational capabilities for the Italian language. In Chapter 5, we
build upon this work by introducing DanteLLM and OpenDanteLLM, two advanced
Italian instruction-tuned language models. This chapter presents both a new training
dataset and the first comprehensive Italian benchmark, which includes Italian versions
of established tests like ARC Challenge, HellaSwag, MMLU, and TruthfulQA.
DanteLLM achieved remarkable improvements, showing a 10% performance increase
over Fauno and 7% respect to the best competitor model across these benchmarks.
Meanwhile, OpenDanteLLM, despite being trained exclusively on open-source data,
demonstrated a 5% improvement over the best competitor method while offering
unrestricted access through an Apache 2.0 license, enabling offline, unlimited, and
free access to an LLM, thus preventing centralization. These efforts have pioneered a
new direction in language-specific model development, demonstrating the feasibility
of building powerful models even with limited resources. This work has inspired
other researchers to develop additional Italian language models (Basile et al., 2023;
Galatolo and Cimino, 2023), establishing a growing ecosystem of language-specific
Al tools. The impact of Fauno and DanteLLMs has been recognized by major media
outlets, including Wired.com' and Repubblica.it??.

Main Contribution 2: Enhancing System Robustness and Trustwor-
thiness

To address the critical issue of hard false relevance document, in Chapter 3
we introduced RRAML (Reinforced Retrieval Augmented Machine Learning), the
first framework to directly align retriever training with LLM outputs by means of
reinforcement learning. This visionary framework provides a prospective approach for
reducing the retrieval of documents that could cause hallucinations, demonstrating
how end-to-end training can improve system reliability.

Our work on hallucination detection in Neural Semantic Parsing (NSP), presented
in Chapter 8, further contributes to system robustness by addressing challenges in

"https://www.wired.it/article/large-language-model-italiano-dante/

*https://www.repubblica.it/tecnologia/2024/03/26/news/intelligenza_artificiale_
italiana_fastweb_universita_pagopa-422371626/

3https://www.repubblica.it/tecnologia/dossier/romecup/2024/03/19/news/
intelligenza_artificiale_in_italia_ecco_tutti_nomi_luniversita_e_la_ricerca_le_
startup_e_le_grandi_aziende_larte_e_la_-422332723/


https://www.wired.it/article/large-language-model-italiano-dante/
https://www.repubblica.it/tecnologia/2024/03/26/news/intelligenza_artificiale_italiana_fastweb_universita_pagopa-422371626/
https://www.repubblica.it/tecnologia/2024/03/26/news/intelligenza_artificiale_italiana_fastweb_universita_pagopa-422371626/
https://www.repubblica.it/tecnologia/dossier/romecup/2024/03/19/news/intelligenza_artificiale_in_italia_ecco_tutti_nomi_luniversita_e_la_ricerca_le_startup_e_le_grandi_aziende_larte_e_la_-422332723/
https://www.repubblica.it/tecnologia/dossier/romecup/2024/03/19/news/intelligenza_artificiale_in_italia_ecco_tutti_nomi_luniversita_e_la_ricerca_le_startup_e_le_grandi_aziende_larte_e_la_-422332723/
https://www.repubblica.it/tecnologia/dossier/romecup/2024/03/19/news/intelligenza_artificiale_in_italia_ecco_tutti_nomi_luniversita_e_la_ricerca_le_startup_e_le_grandi_aziende_larte_e_la_-422332723/

1.3 Main Contribution and Organization of the Thesis 6

translating user queries into structured data formats. NSP uses Large Language Mod-
els to translate natural language queries into structured queries for knowledge graphs,
representing an alternative to traditional RAG systems. Where RAG typically re-
trieves from unstructured text, NSP facilitates access to structured and verified
information stored in knowledge graphs, offering more control and transparency.
Specifically, semantic parsing converts natural language into a Meaning Represen-
tation Language (MRL), enabling LLMs to query knowledge graphs—structured
databases that are easier to update compared to unstructured text or the parametric
knowledge of LLMs. During an internship at Amazon Alexa, we tackled halluci-
nations caused by ontology gaps in situations where the semantic parsing model
encounters ontology symbols outside those seen at training time. To address this,
we introduced the Hallucination Detection Framework, which simulates these gaps
during training and uses a second model called the Hallucination Detection Model
(HDM) to identify hallucinations at inference time. HDM can also identify when
the semantic parsing model is producing errors that are not limited to ontology
coverage or when it receives out-of-domain questions by measuring its confidence.
By analyzing model activations (i.e., the forward computational graph of the NSP
model) and confidence scores, HDM improved answer accuracy on average by 20%
across the three tasks of ontology gaps, NSP Errors, and out-of-domain detection,
ensuring that question-answering systems remain reliable even when knowledge
coverage is incomplete.

Main Contribution 3: Bridging Human-Information Gaps

Moving beyond traditional retrieval enhancement, in Chapter 6, we propose
Generative Query Recommendation (GQR). This shows how LLMs can improve
traditional retrieval systems. GQR reimagines query recommendation and query
expansions as a zero-shot generative task, eliminating the need for query logs and
their associated privacy concerns. Without requiring task-specific architectures or
training, GQR creates an agent that can expand queries, rank alternatives, and
generate less ambiguous reformulations — helping retrieval systems perform more
accurate search operations. Our query recommender system outperforms the two
most popular industry standards by leveraging a single component, an LLM, instead
of a complex and long pipeline that necessitates user data such as query logs. Our
GQR system boosted the performance of retrieval systems in terms of NDCG@10
by 10 points and produced query expansions that are less ambiguous, improving the
Simplified Clarity Score by 7 points. Furthermore, we conducted a blind user study
with 12 annotators to estimate which system produces query recommendations that
a user would like to click on, and GQR got 60% of the preferences when compared
together against the two most popular industry standards.

Recognizing the importance of robust ranking evaluation, we also advanced the
methodology for assessing sequential recommender systems, introduced in Chapter
7. We introduced the Multi-Relevant Future Items Evaluation (MRFI) protocol,
addressing the limitations of single-item evaluation metrics. We complemented
this with novel training objectives that integrate relevance signals directly into the
learning process, providing a loss that considers relevance judgment, demonstrating
significant improvements in recommendation performance and evaluation as 0.64%
Hit Rate and 2.82 points of NDCG@10 on average on several datasets.



1.4 Origins of the thesis 7

1.4 Origins of the thesis

The contributions of this manuscript led to the following publications and
submissions in double-blind peer-reviewed conferences.

O Bacciu, A., Throne, J., Trappolini, G., Tonellotto, N., and Fabrizio, S. (2024d).
Cross-lingual neural databases. arXiv preprint Paper under review.
Andrea conducted all the experimentations and data preparation. Andrea
wrote most of the paper. The other authors contributed to the discussion of
the paper.

[0 Bacciu, A., Cuconasu, F., Siciliano, F., Silvestri, F., Tonellotto, N., and Trap-
polini, G. (2023a). Rraml: Reinforced retrieval augmented machine learning.
In 0001, R. B., Lembo, D., Limongelli, C., and Orlandini, A., editors, Proceed-
ings of the Discussion Papers - 22nd International Conference of the Italian
Association for Artificial Intelligence (AIrIA 2023 DP) co-located with 22nd
International Conference of the Italian Association for Artificial Intelligence
(AIxIA 2023), Rome, Italy, November 6-9, 2023, volume 3537 of CEUR Work-
shop Proceedings, pages 29-37. CEUR-WS.org Andrea Bacciu wrote the paper,
and conducted the state-of-the-art review. All authors contributed equally to
the discussion of the paper.

Paper Accepted at AT*IA 2023 as perspective paper.

O Bacciu, A., Trappolini, G., Santilli, A., Rodola, E., and Silvestri, F. (2023c).
Fauno: The italian large language model that will leave you senza parole!
Andrea led the design and execution of all experiments as well as the data
preparation. He was the primary author for most of the content in the paper.
Contributions to the discussions came from all authors involved.

Paper Accepted at Italian Information Retrieval 2023 as perspective
paper.

O Bacciu, A., Campagnano, C., Trappolini, G., and Silvestri, F. (2024a). Dantellm:
Let’s push italian 1lm research forward! In Proceedings of the 2024 Joint
International Conference on Computational Linguistics, Language Resources
and Fvaluation (LREC-COLING 2024), pages 4343-4355 Andrea conducted
all the experimentations and data preparation. Andrea wrote most of the
paper. All authors contributed to the discussion of the paper.

Paper Accepted LREC-COLING 2024 in the main conference with
oral.

O Bacciu, A., Palumbo, E., Damianou, A., Tonellotto, N., and Silvestri, F. (2024c).
Generating query recommendations via llms. arXiw preprint arXiv:2405.197/9
Andrea executed all the experimental analyses and wrote the main sections
of the paper, ensuring the study’s coherence. The paper’s discussion and
interpretations were enriched through collaborative input from all co-authors.
Paper Accepted at IR-RAG Workshop in SIGIR 2024.

O Bacciu, A., Siciliano, F., Tonellotto, N., and Silvestri, F. (2023b). Integrating
item relevance in training loss for sequential recommender systems. In Proceed-
ings of the 17th ACM Conference on Recommender Systems, pages 1114-1119
Andrea directed the experimental work and data preparation efforts, taking
charge of the research implementation. He was also the main writer of the
manuscript, while the discussions benefited from the collective perspectives of
all authors.

Paper Accepted at Recsys 2023.
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O Bacciu, A., Damonte, M., Basaldella, M., and Monti, E. (2024b). Handling
ontology gaps in semantic parsing. In Bollegala, D. and Shwartz, V., editors,
Proceedings of the 13th Joint Conference on Lexical and Computational Se-
mantics (*SEM 2024), pages 345-359, Mexico City, Mexico. Association for
Computational Linguistics Work done during the internship at Amazon AGI
(ex-Alexa) in Cambridge, United Kingdom. Andrea did all the experimenta-
tions under the supervision of Emilio Monti as Amazon’s mentor. Andrea
wrote the paper. All authors contributed to the discussion of the paper.
Paper Accepted at *SEM 2024 joint conference with NAACL 2024.

Other works done during the Ph.D.

Avola, D., Bacciu, A., Cinque, L., Fagioli, A., Marini, M. R., and Taiello, R.
(2022). Study on transfer learning capabilities for pneumonia classification
in chest-x-rays images. Computer Methods and Programs in Biomedicine,
221:106833

Paper Accepted at Computer Methods and Programs in Biomedicine
(CMPB) journal Q1

Alfarano, A., Alfarano, A., Friso, L., Bacciu, A., Amerini, I., and Fabrizio, S.
(2024). Stlight: a fully convolutional approach for efficient predictive learning
by spatio-temporal joint processing. arXiv preprint

Paper Accepted at Winter Conference on Applications of Computer
Vision 2025 (WACYV)

Caso, F., Trappolini, G., Bacciu, A., Lio, P., and Silvestri, F. (2023). Renor-
malized graph neural networks. arXiv preprint arXiv:2306.00707
Paper under review.

Betello, F., Purificato, A., Siciliano, F., Trappolini, G., Bacciu, A., Tonellotto,
N., and Silvestri, F. (2024). A reproducible analysis of sequential recommender
Systems

Paper under review.

All the papers presented in this thesis were written before joining Amazon.



Chapter 2

Cross-lingual Neural Databases

Recently proposed Neural Databases (NDBs) allow users to interact with unstruc-
tured textual facts with natural language queries and without the rigid attributes,
relationships, and complex queries of classical SQL databases. Previous studies on
NDBs focus on English corpora and queries, and currently, there is no evidence
about the performance of NDBs in a cross-lingual setting. In this paper, we explore
the capabilities and limitations of NDBs when both facts and queries are written in
different languages. To this aim, we machine-translate and release a cross-lingual
version of WikiNLDB, where each database is composed of facts and associated
queries in five languages. We thus investigate NDBs’ ability to generalize across mul-
tiple languages by analyzing the impact of using multilingual pre-trained language
models on the main NDB metrics. In particular, we compare multiple languages in
both zero-shot and supervised settings. Our experiments show that cross-lingual
supervision is an essential aspect of NDBs training. Experimental results indeed
show that the F1 score increases from 34.94% in a zero-shot multi-lingual setting to
84.47% after multi-lingual supervised training.

2.1 Introduction

Imagine a world where a digital assistant can safely and privately store and query
facts regarding events related to the personal life of its users. Such an assistant could
answer queries like: “How many friends of mine live in the US”; “Which restaurant is
the closest, among those I went to with my family?”, and so on. The latter example
is just one of the many use cases of Neural Databases (NDBs) (Thorne et al., 2021b):
a novel natural language query processing method that combines machine learning
and traditional database technologies to enable searching and querying of large-scale
unstructured data such as texts or images. NDBs process natural language queries
using a three-stage approach that combines information retrieval, extraction, and
aggregation. In contrast to conventional (open-domain) question answering (Ra-
jpurkar et al., 2016a; Chen et al., 2017) and multi-hop QA (Yang et al., 2018b),
large numbers of retrieved facts are combined and aggregated to yield an answer
which may also involve computation or discrete reasoning. Initial work in NDBs has
been conducted in a simplified setting where all facts and queries are expressed in
English. Nonetheless, the world is not English-only, nor is English representative of
the field of Natural Language Processing (NLP). Acknowledging that we are working
on a particular language foregrounds the possibility that the techniques may, in fact,
be language-specific. Conversely, neglecting to state that the particular data used to
train and test the original NDBs were in English may give a false veneer of language
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independence to research work. For example, one of the fundamental operations
performed by an NDB consists of retrieving a set of facts containing the necessary
information to build the final answer utilizing aggregating operations on the knowl-
edge extracted from these facts. A fundamental principle of the NDB aggregation
mechanism is the use of an atomic and unique names assumption. However, different
languages represent the same entity with different surface forms, such as London (en)
and Londres (fr). For this assumption to hold, the model would need to generate a
language-agnostic representation. By addressing the multilingualism problem, NDBs
could enable questions that require interpreting facts in multiple languages to be
answered (for example, from a diverse group of friends on social media). In order
to address the above limitations and enable NDBs to use facts and answer queries
in multiple languages, in this paper we propose Cross-lingual Neural Databases
(X-NDBs). To reach this goal, we devise a mechanism that involves training using
cross-lingual facts and queries and releases a machine-translated version of the
WikiNLDB dataset Thorne et al. (2021a) in six languages. Finally, to fully probe X-
NDBs quality and efficacy, we complete a broad range of studies and experiments that
explore the effectiveness of using English-only and multilingual pre-trained models to
process and answer queries. In particular, we assess how multi-lingual pre-training of
language models impacts the downstream scores of NDBs and we quantify the impact
and need for fine-tuning. The main contributions of this paper are the following:

e We introduce a cross-lingual architecture for Neural Databases with perfor-
mance comparable to an English-only NDB.

e We propose X-WikiNLDB, a new multilingual resource for training multilingual
NDBs, with a human evaluation of the translation quality.

o To stress out the generalization capabilities of Cross-lingual Neural Databases,
we further propose an unseen language test set made up of texts in under-
represented languages.

e We show that the use of X-WikiNLDB allows the multilingual architecture to
outperform all the baselines, especially in unseen language scenarios.

2.2 Related Works

Evaluating natural language understanding in languages beyond English is of
critical importance to build inclusive technologies and to understanding limitations
in model development choices (Davis and Marcus, 2015; Ruder et al., 2019; Hu et al.,
2020a). The most common evaluation approach is cross-lingual performance analysis
on downstream tasks: fine-tune the model on task-specific data for a high-resource
language like English and evaluate it in other languages. Some common cross-lingual
benchmarks are XGLUE (Liang et al., 2020), XTREME (Hu et al., 2020b), XTREME-
R (Ruder et al., 2021), CORA (Asai et al., 2021b), Xor QA (Asai et al., 2021a).
The benchmarks include natural language understanding tasks and datasets such
as question answering (Artetxe et al., 2020; Lewis et al., 2020b; Clark et al., 2020a),
information retrieval (Zweigenbaum et al., 2017; Artetxe and Schwenk, 2019; Ruder
et al., 2021; Roy et al., 2020) and commonsense reasoning (Lin et al., 2021a) that have
been extended to multilingual settings through new datasets and by adapting model
architectures. Most benchmark datasets are constructed by translating an English-
language resource into multiple target languages (Conneau et al., 2018; Lee et al.,
2018; Artetxe et al., 2020) using machine translation, without the need for human
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intervention, or through professional translators (Lewis et al., 2020b). Alternatively,
and possibly avoiding artefacts of translations (Lembersky et al., 2012; Eetemadi and
Toutanova, 2014; Rabinovich and Wintner, 2015), new datasets from native speakers
(Clark et al., 2020a) can be collected with additional overhead. Instead of building
a truly multilingual system, we can create a multilingual interface using English-
only language understanding models. For example, the translate-retrieve-translate
pipeline (Fang et al., 2022) proposes to translate queries in different languages to
English before performing reasoning over English knowledge bases and translating
back the answers to the original query languages. The downside of this approach is
that it requires using English as a common source language and does not inherently
adapt to meet the diversity of languages one might wish to query over. Neural
Databases Thorne et al. (2021a,b) require understanding the language used to formu-
late queries and express facts and encompass all of the mentioned sub-tasks above,
namely: multi-set multi-hop information retrieval, information extraction, plus
common-sense reasoning. The results of previous multilingual studies for each sub-
task using multilingual pre-trained language models motivate us to test how much we
can extend neural databases to multiple languages. In both the retrieval and extrac-
tion phases in NDBs and broader NLP and IR applications, modeling choices typically
exploit transformer models Vaswani et al. (2017), namely BERT (Devlin et al., 2019)
and TH (Raffel et al., 2020b), to retrieve and reason over a set of passages extracted
from documents assumed to be relevant for the answer computation Sauchuk et al.
(2022a). We study language models that are pre-trained with data from multiple lan-
guages, such as mBERT (Devlin et al., 2019) and mT5 (Xue et al., 2021) to address
the challenges of scaling NDBs to multiple languages. These models were exposed to
over 100 languages during pre-training. They can capture both the vocabulary and
tacit knowledge required for reasoning, evidenced by high accuracy on the XTREME
multilingual benchmark (Hu et al., 2020b) in zero-shot and fine-tuned settings.

2.3 Neural Databases

Query: Step 1: Step 2: Step 3:
How many people live in the UK? Multi-set Information Retrieval Information Extraction Aggregate

Bob vive a Cambridge esta en

Cambridge. &l Reino Unido. »| SPJ Operator > e
SUPROILISSE ADEHEA ]—)[ SPJ Operator H KD Count ]—)E]
Generator

o o

-/

Database of Textual Facts
11 Bobvivea -
en el Reino Unido.
Barcelone.
capital of the UK
Figure 2.1. A high-level overview of the NeuralDB architecture. The architecture consists

of three parts: (1) the Support Set Generator that retrieves relevant facts, (2) the Select
Project Join Operator, and (3) the Aggregator.

A neural database (NDB) is an architecture that facilitates large-scale reasoning
over collections of facts stored in natural language texts using a natural language
query. While NDBs and open-domain question answering share a common objec-
tive - namely, to first retrieve textual facts from a corpus of knowledge and then
manipulate these facts to conditionally generate an appropriate answer - they differ
in the architecture used to enable such large-scale database-style reasoning. The
key difference between NDBs and open-domain question answering is that neural
databases perform a query-focused information extraction of sets of facts to generate
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intermediate results that are then aggregated to yield an answer. Neural databases
were proposed by Thorne et al. (2021b) as a 3-stage architecture that consists of a
multi-hop multi-set information retrieval module, an information extraction module,
and a discrete answer aggregation module. Following database terminology, these
components are referred to as support set generator (SSG), select-project-join (SPJ)
operator, and aggregator, respectively. In Appendix 9.2, we describe each component
and the overall architecture, illustrated in Figure 2.1.

2.4 Method

As stated in the Introduction, our main goal is to propose a methodology for
Cross-lingual Neural Databases (X-NDBs). The first step in building and probing
X-NDBs is to create a suitable dataset needed for both training and evaluation.
For that reason, we present X-WikiNLDB, an automatic multilingual translation of
WikiNLDB (Thorne et al., 2021a). This new resource allows us to evaluate the efficacy
of the pre-existing SSG and SPJ components in this new cross-lingual scenario, and
to measure their end-to-end performance. Since the original NDB architecture
(Thorne et al., 2021b) uses BERT (Devlin et al., 2019) and T5 (Raffel et al., 2020b)
as core trainable components for the SSG and the SPJ blocks respectively, we first
relied on these same pre-trained language models to both obtain some benchmark
scores for the English dataset and to probe the generalization capabilities of the
original architecture in a cross-lingual context. In other words, we first tested the
original architecture on the original English-only dataset to obtain some benchmark
scores that represent the reference performance we would like to reach in English and
in the multilingual setting as well. Second, we tested the original architecture - in a
zero-shot fashion - on the test split of X-WikiNLDB to prove the need for an ad-hoc
multilingual version of Neural Databases. As this validation step proved the original
architecture to perform poorly on multilingual facts and queries, we incrementally
changed both the architecture and the training data to tackle the multilingual
scenario. On the one hand, we substituted BERT and T5 with mBERT and
Multilingual T5 (mT5) (Xue et al., 2021) - namely, their multilingual counterparts
- and we trained this modified architecture with WikiNLDB, the original English
dataset. As shown in the experimental section, this first minor change already
allowed us to improve the performance of the model on a cross-lingual test set.
Nonetheless, when we trained this mBERT- and mT5-powered Neural Database
on X-WikiNLDB, results further increased and in most cases reached the same
performance as the original architecture on the original English-only dataset. It is
worth noting that, when using mBERT/mT5 and training with X-WikiNLDB, the
performance drop on the English-only WikiNLDB test set is negligible. This means
that the introduction of multilingualism at both data and architectural levels does not
lead to any degradation in English performance. As an additional and final evaluation
step, we also tested the performance of the proposed Multilingual Neural Databases
on unseen languages. Namely, we showed that - unlike the original architecture or
the mBERT- and mT5-powered NDB trained on the English-only WikiNLDB, the
fully Multilingual Neural Databases trained on X-WikiNLDB delivers impressive
results on several languages not present in X-WikiNLDB.

2.4.1 X-WikiNLDB

To build a cross-lingual dataset for fine-tuning and evaluating Multilingual
Neural Databases, we translated the English-language Neural Databases dataset
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WikiNLDB (Thorne et al., 2021a). We refer to our translations as X-WikiNLDB.
More specifically, we translated WikiNLDB into 11 different languages: French,
Italian, Spanish, English, German, and Chinese for training, and Catalan, Japanese,
Korean, Tagalog, and Yoruba for unseen language (UL) testing. The training
languages come from three different language families - with three Romance (Latin)
languages, two Germanic languages, and one Sino-Tibetan language. These three
language families are morphologically and lexically distant and would represent a
challenging environment for any multilingual NLP application, including NDBs. On
the other hand, the five unseen language-specific datasets represent under-resourced
languages that are also quite different from those included in the training set.

Dataset Construction The original WikiNLDB is composed of multiple databases
D, and in each of them, there are facts and queries. X-WikiNLDB follows the same
structure but in a cross-lingual way. As can be noticed in Figure 2.1, a database
dg in D, it contains facts (f1, fo, ..., f,) € F and it is paired with a set of queries
(a1, A2, - dn) € Qy in different languages. So this means for a given database,
f; can be a fact in language X (e.g., French) and f; in Y (e.g., German), and
query q; can be in Z (e.g., Chinese). It is important to remark that, we evenly
distributed facts and queries across the 6 selected languages. We show the dataset
statistics with respect to each language in the Appendix 9.2. For each language,
we construct two variants of the database: one where only facts are translated and
queries stay in English (denoted as F'), and one where both facts and queries get
translated (denoted as F'@Q). Despite recent and impressive advancements, machine
translation is still a challenging and open problem. In this work, we first explored
using community-provided models (namely mBART (Liu et al., 2020b)). However,
we noticed several issues with disfluent facts and truncations on multi-sentence
facts (documented in Appendix 9.2) and therefore switched to using the Google
Translate API. While other commercial translation systems, such as DeepL., could
have provided higher quality translations (Campolungo et al., 2022), at the scale of
the dataset with the number of languages, costs would be prohibitive. Furthermore,
Google Translation API offers free translation in various low-resource languages,
such as Yoruba, Catalan, and Tagalog. To ensure the quality of the translations,
we asked experienced annotators to evaluate the translation quality and to go deep
into the analyses of the translations in order to unveil potential limitations of this
approach - as shown in Section 2.6.2.

Human Evaluation We perform a human translation quality of X-WikiNLDB,
asking 5 language experts to grade a sample of facts and queries from our dataset. The
composition of the annotator pool was as follows: a total of 5 native speakers from
the following countries China, France, Germany, Italy, and Spain. All annotators
have offered their contributions free of charge. In detail, we randomly selected 116
dataset examples (32 questions and 84 facts) from the test set for each of the five
languages. Annotators were then given precise guidelines, asking them to rate the
sentences on a scale from 0 to 10. Both translation and semantic quality were taken
into account, where a score equal to zero indicates translations that are ambiguous or
for which the context is corrupted. We will release a portion of the human-evaluated
dataset with the corresponding score for each dataset example in the repository, the
guidelines are in the Appendix 9.2. In Table 2.1 we reported the results of that
experiment.
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Language Avg. Score
DE 9.60
ES 9.49
FR 9.72
1T 9.47
ZH 9.47

Table 2.1. Human evaluation scores on the languages in the training set of Multilingual
WikiNLDB.

2.5 Experimental Setup

Since NDBs are based on a three-stage architecture, we decided to first test each
component individually and then the whole end-to-end model. Namely, we initially
test the SSG and the SPJ in isolation and then we expand our experiments to the
full pipeline of all components required for the NDB. For all the experiments, we
report the results on three different versions of the test dataset: English-only (to
assess language transfer) from WikiNLDB, denoted with EN, queries in English
and multilingual facts, denoted with F, and F'(Q where both facts and queries
are translated from X-WikiNLDB. These three datasets help to fully assess the
differences in performance between the monolingual and the multilingual versions
of the language models. Following Thorne et al. (2021b), our results are reported
considering the exact match of entities. Where multiple entities need to be returned,
we consider the macro F1 score over the full set of required entities. It is worth
remarking that models trained on X-WikiNLDB use translated queries and facts.
As in the original NDB paper, for both training and evaluation, we use databases of
25 facts each. The training details and the hardware infrastructure that we use for
our experiments can be found in the Appendix 9.2 and 9.2 respectively.

2.5.1 Hyper-Parameters

To make the multilingual experiments fully comparable to their English-only
counterparts, we mostly re-used the hyper-parameter choices used in (Thorne et al.,
2021b). The hyper-parameter tables can be found in Appendix 9.2. The only change
we made was to reduce the number of epochs for SSG from 3 to 1. After one epoch,
comparable performance was attained (Table 2.2) and training was completed 48
hours faster allowing several languages to be tested.

2.6 Results

In this section, we present a discussion about the results w.r.t each component
of the NDB pipeline in the English-only, F', F'(), and unseen language scenario. To
compute the performance we use the scorer proposed in the work of Thorne et al.
(2021a).

SSG For assessing the Support Set Generator retrieval module in isolation, results
are shown in Table 2.2. Regardless of whether the underlying language model used
is multilingual or not, on the English-only dataset, the SSG works well and without
any drop in performance due to the use of a multilingual language model. This
experiment allowed us to rule out the possible negative effect of the multilingual
model chosen to make NDBs work in a multilingual setting. In other words, switching
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from BERT to mBERT does not change the SSG performance. On the one hand,
when at test time both facts and queries - or only facts - are translated into the six
different languages, using BERT to the engine the SSG and training it with only the
English dataset leads to a substantial drop in performance. On the other hand, when
mBERT is used, the original performance is somehow re-gained - only partially if
training happens with facts and queries in English and almost entirely if the training
dataset is first translated. Interestingly enough, when at test time only facts are
translated, the multilingual SSG trained with the English corpus is enough to fully
recover the initial performance of the English-based SSG. When also the queries
are translated, however, the multilingual SSG must be trained on the translated
dataset - otherwise, there would be a 5% drop in performance. To further analyze
and understand the performance of the multilingual SSG, in Table .4 we report the
same metrics but for different types of SQL-like queries, while in Appendix 9.2 we
report (in Table .1) results for each language separately are outlined.

SSG performance on WikiNLDB and X-WikiNLDB

Result Set F1 (%)
English Multilingual F Multilingual FQ

SSG Model Training Data

BERT WikiNLDB 73.98 49.89 32.99
mBERT WikiNLDB 74.64 71.85 67.90
mBERT X-WikiNLDB 72.99 72.16 72.13

Table 2.2. We report the Macro F1-Score Exact Match on three different test sets: EN, the
original WikiNLDB, Multilingual F' where only the facts are translated, and Multilingual
FQ where the queries are also translated. From these results we can see that introducing

mBERT is beneficial for both English results and multilingual tests. However, training
with X-WikiNLDB leads to overall better results.

SPJ In Table 2.3 we report the results of the experiments we conducted to validate
the efficacy of the Select Project Join operator (SPJ) in the multilingual setting.
In particular, we explore three possible versions of the SPJ. For the SPJ Perfect
IR, we assume the SSG to always return the perfect support sets without making
any mistakes. This setting acts as a sanity check and should represent an upper
bound for the model performances. Since this assumption is not verified in practice,
however, we further experimented with Noisy IR SPJ, where the support sets are
first augmented with randomly sampled facts. This procedure is meant to teach
the SPJ how to disregard noise, i.e. facts that are not relevant to produce the
correct output. We do this in preparation for the final and ultimate stage, where
we use the SSG and the SPJ (Noisy IR) in cascade. As we can see in Table 2.3
and similarly to what we have observed in the analogous SSG experiment, using a
multilingual model slightly improves performance on the English-only test set, for
both Noisy IR SPJ and SPJ Perfect IR. More interestingly for our original research
question, regardless of the type of SPJ, using a multilingual model becomes crucial
when dealing with multilingual data, in particular when we translate both facts and
queries. In this latter case, training with the multilingual dataset is also fundamental
to improve results, with an increase in performance of 19% for SPJ Perfect IR and
an astonishing 42% for Noisy IR SPJ. In other words, we can claim that using a
multilingual language model and a multilingual dataset is a necessary condition for
multilingual NeuralDB, both when only facts are translated and even more when also
queries are multilingual. A more comprehensive overview of the SPJ performance
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can be found in Appendix 9.2 (in Tables .2 and .3) where results for individual
languages are reported.

SPJ performance on WikiNLDB and X-WikiNLDB

Result Set F1 (%)
English Cross-lingual Cross-lingual FQ BT FQ

SPJ Model Training Data

T5 PerfectIR WikiNLDB 89.99 71.60 34.94 73.79
mT5H SPJ PerfectIR  WikiNLDB 90.08 74.59 65.14 —
mT5H SPJ PerfectIR X-WikiNLDB 88.88 84.70 84.47 —
T5 Noisy IR SPJ WikiNLDB 89.03 58.03 23.03 —
mT5 Noisy IR SPJ  WikiNLDB 89.59 70.42 42.60 —
mT5 Noisy IR SPJ  X-WikiNLDB 88.76 84.15 84.11 —

Table 2.3. We report the Macro F1-Score on three different test sets for the SPJ: EN, the
original WikiNLDB, Multilingual F' Multilingual F'@. From these results we can see
that introducing multilingual mT5 is beneficial for both English results and multilingual
tests. However, training with X-WikiNLDB leads to overall better results.

End-to-end NDB Pipeline In Table 2.4 we report the result of the entire Neural
Database pipeline made up of SSG, SPJ, and Aggregation in cascade. Without
multilingual pre-training, an NDB model trained on English facts and queries does
not transfer well to answer queries over non-English facts (F) or with non-English
queries (FQ): the BERT/T5 model representative of Thorne et al. (2021a) achieves
11.9% F1. By only changing the underlying language models for the SSG and SPJ
(row 2) to mBERT and mT5 but keeping the English-only training set, the model is
able to reason about facts in other languages competitively but does not comprehend
queries well. Finally, incorporating multilingual data to supervise fine-tuning yields
reasonable accuracy in both multilingual settings. Despite impressive gains in
multilingual answer accuracy, we observe a slight decrease in the F1 for English
language facts. Such overall deterioration in performance is due to wrongly created
support sets at the multilingual SSG level (mBERT trained on X-WikiNLDB). On
the English-only test set, the multilingual SSG experiences a 2% drop in the F1 score,
which in turn is amplified when the SPJ and the aggregator are used in cascade
on the generated support sets. Indeed, as we have already highlighted, while the
Noisy IR SPJ is robust to irrelevant facts added in the support sets, when the SSG
misses some relevant facts the SPJ module is not able to correctly handle this loss of
information, leading to a further decrease in the overall performance. Furthermore,
in Appendix 9.2 (see Table .5), we report the end-to-end performance specifically
for the type of query and an error analysis is performed in Section 2.6.2.

2.6.1 Unseen Languages

We also investigate how well X-NDB generalizes across multiple languages not
seen at training time. We tested our model on five unseen languages, different from
those employed for our multilingual training and coming from heterogeneous language
families. Considered languages are Catalan, Japanese, Korean, Tagalog, and Yoruba.
Results reported in Table 2.5 show that X-NDB trained on X-WikiNLDB consistently
outperforms NDB trained on WikiNLDB. Remarkably this result highlights that
the model generalizes over additional languages without any new fine-tuning. We
conjecture that models trained on the multilingual task, learn to rely only on
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End-to-End performance on WikiNLDB and X-WikiNLDB

Result Set F1 (%)
English Cross-lingual F Cross-lingual FQ BT F(

End-to-End model Training Data

BERT/T5 WikiNLDB 68.68 35.57 11.90 54.35
mBERT /mT5 WikiNLDB 64.91 51.25 40.19 —
mBERT /mT5 X-WikiNLDB 61.08 57.05 56.64 —

Table 2.4. Full pipeline NDB in various task settings evaluating language transfer and
highlighting the need for multilingual pre-training and fine-tuning for answering questions
over facts (F) in and queries (Q) in multiple languages. Multilingual pre-training is
helpful, but fine-tuning is required for understanding non-English queries.

sentence semantics rather than vocabulary or language-specific structures. We also
hypothesize that fine-tuning mBERT and mT5 on X-WikiNLDB forces X-NDB
to learn language-agnostic mechanisms to process facts and queries, both in the
SSG and the SPJ phases. These experiments further strengthen our claim that
the architecture neural-SPJ component can act as a replacement for the traditional
schema in a DB.

Language proximity impact An important aspect to remark on is the language
proximity in this test. Languages such as Korean and Japanese are languages that
are close in proximity to Chinese, while Catalan has influences from Latin languages
and Tagalog has influences from Spanish and English. As in Lauscher et al. (2020),
the proximity of languages does not provide a great advantage in zero-shot over
distant languages, this can be noticed in the improvements obtained on Yoruba
which are in line with those of other languages with influences. This reaffirms that
the increase in zero-shot performance is not necessarily due to language selection
as much as cross-lingual training that drives the architecture to achieve better
language-independent representation.

2.6.2 Error Analysis

In this section, we analyze errors from three sources: translation (dataset),
retrieval (SSG), and information extraction (SPJ). Manual error analysis is performed
for a sample of outputs for each variant of the model.

Translation While translation quality was satisfactory for the in-domain languages,
some interesting observations were observed in the data exploration phase for
Korean. In some instances, entity names were transliterated which caused minor
variations in spelling on the output of the SPJ module. Also, in contrast to the
European languages, in some instances, it is valid in Korean to ask questions without
interrogative phrases (such as ‘what is’) — this occurred in about one-third of
instances.

Retrieval The SSG is optimized for recall with a breakdown of scores documented
in Table .4. In 74% of English test queries, the SSG generated more support sets
than those in the ground truth. In non-English in-domain test sets, this rate fell to
60-64% depending on the language. For Tagalog and Yoruba, recall and support-set
F1 scores are low.
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Unseen language performance
Result Set F1 (%)

SPJ Model Training Data Catalan Japanese Korean Tagalog Yoruba

SSG

mBERT WikiNLDB 55.83 45.36 54.36 27.07 23.77
mBERT X-WikiNLDB 64.02 57.33 59.37 30.53 23.48
SPJ

mT5 PerfectIR WikiNLDB 70.72 14.43 37.12 28.02 16.50
mT5 PerfectIR X-WikiNLDB 86.49 53.90 74.76 70.35 50.41
Noisy-IR SPJ mT5 WikiNLDB 56.95 14.40 31.52 38.89 25.25
Noisy-IR, SPJ mT5 X-WikiNLDB 85.54 52.25 74.75 53.19 46.93
End-to-End pipeline

mBERT/mT5 WikiNLDB 31.79 12.53 22.61 11.93 08.87
mBERT/mT5 X-WikiNLDB 53.55 31.32 41.82 15.65 10.62

Table 2.5. We report the results on UL tests. As can be seen from the performances on
X-WikiNLDB, multilingual training helps to improve performance even on languages
outside the train dataset.

SPJ Most errors occurred when the SPJ was used in combination with the noisy
SSG output. For 20% of erroneous predictions, errors made hallucinating fictional
entity names (William Quiche instead of William Churchill) or numerical values
(repeating or removing digits from numbers), and a further 25% of errors occur when
extracting multiple facts from a single statement, where at least one fact was missing.

2.7 Conclusions

We explore the task of Multilingual NeuralDB. To this end, we first produce
a novel multilingual version of WikiNLDB Thorne et al. (2021b) (X-WikiNLDB)
to train and test new models for this task. In addition to that, we propose an
adapted version of NeuralDB (X-NDB) to fit into this new framework. Furthermore,
we show how improving multilingual NeuralDB leads to more accurate, and more
robust NeuralDB systems. We proved that NDBs could be queried in multiple
languages, provided we correctly retrain its models using multilingual components.
The performances of the multilingual version of NDB are on par with the already
excellent results of English-only NDB. Our experiments show that X-NDB learned
to understand queries and facts at a more “structural” level than the English-only
counterpart. We conjecture that the multilingual training force the models to focus
on the semantics of queries. We want to explore this further in the future and
produce experiments to show what are the aspects of the knowledge that X-NDBs
learn and exploit.

2.8 Limitations

Our work directly leads to a wide variety of potential improvements and future
research directions. While thanks to the generalization capabilities of our model we
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are proficient in many languages, performances for some underrepresented languages
could benefit from further improvements and wider data availability, in particular
those outside the mBERT /mT5 domain. Additionally, the proposed methodology
depends on the quality of the translations, which is not perfect and introduces possible
bias, such as Translationese, as suggested by Clark et al. (2020b). Furthermore, we
inherit a list of limitations from the original NeuralDB. In fact, we only have access
to a synthetic test set; with question types that are fairly simple. This is made worse
by the limited context provided, requiring the model to learn some tacit knowledge.
Additional limitations inherited from the original NeuralDB architecture are the
following: the SSG module is supposed to have perfect recall, as missing relevant
facts would block the SPJ module from working correctly. Moreover, for now, NDBs
do not allow for real end-to-end training - that is, the SSG and the SPJ are trained
separately and then used in cascade at test time.
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Chapter 3

RRAML: Reinforced Retrieval
Augmented Machine Learning

The emergence of large language models (LLMs) has revolutionized machine
learning and related fields, showcasing remarkable abilities in comprehending, gen-
erating, and manipulating human language. However, their conventional usage
through API-based text prompt submissions imposes certain limitations in terms of
context constraints and external source availability. LLMs suffer from the problem
of hallucinating text, and in the last year, several approaches have been devised to
overcome this issue: adding an external Knowledge Base or an external memory
consisting of embeddings stored and retrieved by vector databases. In all the current
approaches, though, the main issues are: (i) they need to access an embedding model
and then adapt it to the task they have to solve; (ii) in case they have to optimize the
embedding model, they need to have access to the parameters of the LLM, which in
many cases are “black boxes”. To address these challenges, we propose a novel frame-
work called Reinforced Retrieval Augmented Machine Learning (RRAML). RRAML
integrates the reasoning capabilities of LLMs with supporting information retrieved
by a purpose-built retriever from a vast user-provided database. By leveraging recent
advancements in reinforcement learning, our method effectively addresses several
critical challenges. Firstly, it circumvents the need for accessing LLM gradients.
Secondly, our method alleviates the burden of retraining LLMs for specific tasks, as
it is often impractical or impossible due to restricted access to the model and the
computational intensity involved. Additionally, we seamlessly link the retriever’s task
with the reasoner, mitigating hallucinations and reducing irrelevant and potentially
damaging retrieved documents. We believe that the research agenda outlined in this
paper has the potential to profoundly impact the field of Al, democratizing access
to and utilization of LLMs for a wide range of entities.

3.1 Introduction

The advent of Large Language Models (LLMs) has brought about a paradigm
shift in machine learning and its related disciplines. LLMs Brown et al. (2020a);
Scao et al. (2022); OpenAl (2022); Touvron et al. (2023a); Bacciu et al. (2023c) have
exhibited unprecedented capabilities in understanding, generating, and manipulating
the human language. Famously, ChatGPT OpenAl (2022) has entered the public
space by reaching one million users in a matter of days. The way these models are
used is through API that only allows submitting a textual prompt and getting back
from the server the generated text. However, this causes an immediate limitation:
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all information must be passed through this context, and we know transformer-based
models do not scale nicely. Even if they did, API costs are charged on the basis
of their usage. Therefore, using long contexts would be expensive. Even if one
had the resources to run their own LLM, the costs of training and of the hardware
infrastructure, and the environmental impact should be considered. There is an
impendent need, though, to accommodate the enormous power of those models to
specific user needs by making sure that they could use the reasoning capabilities of
LLMs, through in-context learning Brown et al. (2020a) on their data.

A solution is to adopt a retrieval-augmented approach Lewis et al. (2020c); Xie
et al. (2023). In this setting, a retriever is used to filter out relevant information
to be passed as context to the reasoner. This generates a new problem, however,
namely that the retriever and the reasoner are not aligned Thorne et al. (2021a,b).
In particular, the retriever might not be trained on the task of interest to the user.
Moreover, the retriever might actually provide “dangerous” pieces of information to
the reasoner, as proved in Sauchuk et al. (2022c), leading to poor results and, more
importantly, to hallucinations.

Ideally, one would have to fine-tune these models to account for these issues.
Within this setting, fine-tuning the model for a given task is technically impossi-
ble. We asked ourselves: “Is it still possible to use the API that gatekeeps those
powerful LLMs on our data without the need for fine-tuning?” We show that this
question has a positive answer and in this paper, we propose a novel framework,
Reinforced Retrieval Augmented Machine Learning (RRAML), in which we combine
the reasoning capabilities of large foundational models enhanced by the provision
of supporting relevant information provided by a retriever that searches them in a
large database. In this setting, an efficient retriever model is tasked to search for
relevant information in an arbitrarily large database of data provided by users. Once
this set of relevant data has been retrieved, it is forwarded to the reasoner (a large
foundational model such as ChatGPT, for instance) through its API to “reason" on
the input and produce an adequate result. In particular, we plan to overcome current
limitations, namely that the retriever’s task is detached from that of the reasoner,
reducing in such a way the tendency of LLM to hallucinate and diminishing the
number of damaging documents (as defined in Carmel et al. (2022); Sauchuk et al.
(2022b)) returned by the retriever. The approach we devise in this research work
exploits recent advances in reinforcement learning. Recently, in fact, reinforcement
learning techniques like PPO Schulman et al. (2017) have been used to improve
large foundational models with human feedback where the loss is non-differentiable.
We propose to link the training phase of the retriever to the final task outcome
by the use of a purposefully crafted reward model that depends either on human
feedback or on the specific characteristics of the task data. The RL technique also
offers the advantage of not requiring fine-tuning an LLM as a reasoner, which can
be considered a black box in this setting, and exchanged freely.

Finally, we argue that the research agenda we lay out in this paper has the
potential to hugely impact the field of Al and democratize the access and use of
these large foundational models to a large set of entities.

3.2 Related Work

Recent years have seen the emergence of large language models. Starting from
the first Generative Pre/Training Model, better known as GPT Radford et al. (2018),
these kinds of large language models have rapidly improved. Even further, deep
learning models have now reached multimodal capabilities beyond just images, with
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methods proficient on audio Dhariwal et al. (2020); Borsos et al. (2023); Barnabo
et al. (2023), video Luo et al. (2023); Li et al. (2022), and 3D Chen et al. (2023);
Trappolini et al. (2021); Halimi et al. (2020). GPT-4 OpenAl (2023b) is the most
recent iteration, but in the meanwhile, many have rushed to propose their own
version. Google has recently released BARD', while Meta has proposed their own
take on LLM with LLaMA Touvron et al. (2023a). The research community has
also capitalized its effort by releasing several open source LLM of different sizes, like
Bloom Scao et al. (2022), Dolly?, and RWKV PENG (2021). However, all these
models fail to scale to a larger context size, either by excessive computational costs
or by “losing it in the middle", as shown in Liu et al. (2023).

To address this context-length limitation, some have tried to incorporate external
knowledge into LLMs Ghazvininejad et al. (2018); Dinan et al. (2018); Peng et al.
(2023). In particular, in “Retrieval-enhanced machine learning" Zamani et al. (2022),
authors have envisioned a framework in which retrieval systems can enhance the
performance of a machine learning model. More recently, there have been attempts
of jointly training retrieval models with LLMs Lewis et al. (2020¢); Zhang et al.
(2022b), notably, the line of research on neural databases, in which the authors tried
to replace a traditional database with a neural framework removing the need for a
schema Thorne et al. (2021b,a); Trappolini et al. (2023). However, all these works
assume full access to the reasoner module, which is not the case for most users in
practice.

To overcome this limitation, many have tried to craft systems that are able to
deliver an optimized prompt that is input to the LLM. For instance, the research
conducted by Lu et al. (2021) demonstrated a substantial influence of the sequence
in which prompts are presented on the ultimate performance of the task. Meanwhile,
a study by Nie et al. Nie et al. (2022) highlighted that the performance is susceptible
to the arrangement of the examples in the prompt, prompt templates, and the
in-context instances in the prompt. Lester et al. Lester et al. (2021) suggested a
method to enhance task performance by adding adjustable tokens during fine-tuning.
LLM-AUGMENTER iteratively revises Peng et al. (2023) to improve the model
response.

All the works introduced above do not improve on the retriever, which is assumed
fixed. In our work, we propose to finetune the retriever in conjunction with the
reasoner to improve on results. Since the feedback is non-differentiable we resort to
reinforcement learning. In particular, recent formulation such as Proximal Policy
Optimization (PPO) Engstrom et al. (2020) make use of a differentiable neural
reward module to include and account for generally non-differentiable feedback, like
in the case of reinforcement learning with human feedback (RLHF).

3.3 Methodology

The system takes as input a task description, a query, and a database and gives
as output the response generated by a reasoner. The overall system architecture,
shown in Figure 3.1, consists of three main components: a Generative Language
Model, a Retriever, and a Reasoner (typically an LLM).

More in detail, the Generative Language Model takes the task description and
query as input and generates a prompt. The Retriever takes the query and the
database as input and outputs a support set, which is then concatenated with the
query and passed to the Reasoner.

"https://bard.google.com/
Zhttps://github.com/databrickslabs/dolly
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Figure 3.1. High-level design of the RRAML framework. On the left side, there are
the three inputs: Task Description, user’s query, and a database that represents the
external knowledge used to augment/update the reasoner. Then, we present the overall
architecture flow with the Retriever, Generative Language Model, and Reasoner. Finally,
how the reward is computed and propagated in the Generative Language Model and
Retriever.

T

3.3.1 Data

The data is a critical component of the framework: the task description guides
the generation of an appropriate prompt, the query represents the user request, and
the database provides the data needed by the reasoner to perform the task.

Task Description The task description is a string that defines the nature of the
task, possibly with expected results, that the user wants to perform. For example, if
the user wants to generate a summarization of multiple news articles, a possible task
description could be “News Summarization". If the user wants to perform question
answering on a vast document collection, the task description could be “Question
Answering".

Query The query represents the user’s need. The Retriever will operate on the
database w.r.t to the user’s query, and the resulting data is input for the task. For
example, if the user wants to summarize a collection of news articles, the query
could be the topic the user is interested in. If the user wants to answer a specific
query, this becomes the actual question.

Database The database is a collection of public or private data (or documents)
that can be queried to provide relevant information to satisfy the user’s information
needs. The database represents the knowledge needed by the Reasoner to perform
the task. The data stored in the database will depend on the specific task and may
include text, images, audio, and other data types. For example, if the user wants to
summarize multiple news articles, the database could be an indexed collection of
articles. If the user wants to perform Question Answering, the database may consist
of facts related to a particular topic (as in Thorne et al. (2021a,b)).



3.3 Methodology 24

3.3.2 Models

Generative Language Model The Generative Language Model component of the
framework is responsible for generating textual instructions based on the input Task
Description and Query that maximize the rewards w.r.t Reasoner. Specifically, it
receives a string representing the task to be performed (Task Description) and a
query (Query) that represents the user’s request. The Generative Language Model
then generates a textual prompt that is relevant to the query and the task by
performing automatic prompt engineering.

Retriever The Retriever component of the framework is responsible for retrieving
relevant data from the Database based on the user’s query. We refer to the Retriever
outputs as support set (as in Thorne et al. (2021a,b)). A support set is a subset of the
data from the Database that either directly answers the given query or contributes
to the final answer.

Prompt Aggregator This component is responsible for processing the input re-
quired by the Reasoner. In its simplest form, it just needs to concatenate the prompt
generated by the Generative Language Model with the Support Set provided by the
Retriever. However, in a more complex version, it may need to rework the prompt
based on the number of support sets received to ensure that the LLM can provide
a coherent response. For example, if the Retriever provides two support sets, the
Prompt Aggregator may need to split the prompt into two parts and concatenate
each part with one of the support sets.

Reasoner The Reasoner is responsible for generating the answer to the user’s query
based on the final prompt generated by the Prompt Aggregator. The Reasoner can
be a pre-trained model like GPT or a custom-trained model specific to the task at
hand. The output of the LLM is a textual response, which can be further parsed to
comply with the intended output.

3.3.3 Reinforcement Learning

The Reinforcement Learning (RL) part of the framework is responsible for fine-
tuning the Generative Language Model (GLM) and Retriever based on the computed
reward. The RL is a crucial part of RRAML, it will be used to constantly improve
the GLM and Retriever. As mentioned earlier, the retriever will get a penalty if
some of his recommendations will leads the Reasoner to a hallucinate, for example
by adding damaging documents. The RL allows use to integrate and augment
the signals in the training of these models, going beyond the data present in their
training set, ensuring that they are aligned with the environment (i.e., the reasoner
and the final task).

Reward The reward function can be defined based on the similarity between the
generated output and the expected output and it can be estimated by training a
Reward Model Schulman et al. (2017).

RL algorithm The specific RL method which can be used is Deep Q-Networks
(DQN) Mnih et al. (2015), which is a model-free RL algorithm that learns to
maximize the cumulative reward over time. DQN combines Q-Learning, which is
a RL algorithm that learns the optimal action-value function, with a Deep Neural
Network to approximate the action-value function. In the proposed framework,
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DQN is used to train the Generative Language Model and the Retriever to maximize
the reward obtained from user feedback. The update process is performed by
backpropagating the reward signal through the neural networks using Stochastic
Gradient Descent (SGD). The weights of the neural networks are updated in the
direction that maximizes the expected reward, using the Q-Learning update rule.
The update is performed iteratively until convergence, which is achieved when the
expected reward stops improving.

Human-in-the-loop Human preferences can be incorporated into our ML system
by allowing users to provide feedback on the system’s output. This feedback will
be used to compute the reward for the RL algorithm and will help improve the
performance of the overall system over time. We acknowledge that some tasks
may not have a clear expected output or may require additional context that is
not available in the input data. In these cases, we will leverage human-in-the-loop
approaches to provide additional context and guidance to the system. For example,
crowd-sourcing platforms or internal subject matter experts can be used to provide
feedback on the system’s output and help train the model on more complex tasks.

3.4 Use Case Example

RRAML promises to be effective in many applications. Consider a situation
where a company possesses a private database, which consists of factual information
expressed in natural language, and they need to apply reasoning to this data. The
volume of their data may exceed the context capacity of the LLM, and fine-tuning
is not an option, for pricing/environmental impact or because the LLM is served by
other company APIs. To tackle this challenge, RRAML uses its retriever to get only
the relevant facts within the context, enabling the LLM to reason over them.

For instance, suppose a company has an employee list, projects that employees
are currently or were previously assigned to, and performance evaluation grids with
text-based feedback from superiors. The company might want to assign employees to
a new project on a specific topic. To do so, it is necessary to input the information
contained in these data to the LLM. However, due to capacity constraints, the
entire data cannot fit within the context. Therefore, the retriever has to return a
subset of this information, perhaps excluding data on projects from the distant past,
employees who are already overburdened with multiple projects, or employees who
have never worked on a project related to the same topic.

3.5 Conclusions

In conclusion, RRAML provides a promising framework for building intelligent
interfaces to interact with large language models like GPT. By combining a gen-
erative language model with a retriever, this approach can effectively improve the
performance of language models and help them understand user intents better.

However, this approach also comes with several challenges and uncertainties,
such as the need for a large amount of training data, the potential for bias in the
data and models, and the difficulty of balancing the trade-offs between generative
and retrieval-based approaches.

Despite these challenges, RRAML holds great promise for creating more intel-
ligent, natural, and effective interfaces for interacting with language models. We
hope that this paper has provided a useful overview of this approach and its poten-
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tial applications, and we look forward to further research and development in this
exciting area.
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Chapter 4

Fauno: The Italian Large
Language Model that will leave
you senza parole!

This chapter presents Fauno, the first and largest open-source Italian con-
versational Large Language Model (LLM). Our goal with Fauno is to democ-
ratize the study of LLMs in Italian, demonstrating that obtaining a fine-tuned
conversational bot with a single GPU is possible. In addition, we release a
collection of datasets for conversational AI in Italian. The datasets on which
we fine-tuned Fauno include various topics such as general question answering,
computer science, and medical questions. We release our code and datasets on
https://github.com/RSTLess-research/Fauno-Italian-LLM

4.1 Introduction

Recently, there has been significant progress in enhancing the capabilities of
natural language processing (NLP) methods. Notably, ChatGPT (OpenAl, 2023a)
and GPT-4 (OpenAl, 2023b) have emerged as highly proficient chat models. These
models exhibit an impressive aptitude for comprehending and producing human-like
responses across various domains. Consequently, they have gained popularity in
customer support, virtual assistants, and social media moderation applications.
However, these models are often only accessible through restricted APIs, which
hampers new research and development. Additionally, the limited availability of chat
models creates challenges for researchers and practitioners, impeding the growth of
the NLP community. This problem is further aggravated by the scarcity of publicly
accessible and high-quality chat datasets for analyzing and improving these models.
Recently, Baize (Xu et al., 2023), whose depiction can be seen in Figure 4.1, has
been introduced to tackle these challenges effectively, utilizing the capabilities of
ChatGPT to generate a top-notch chat dataset comprising multiple conversational
turns automatically. Their approach involves employing ChatGPT to engage in a
simulated dialogue with itself, mimicking both user and Al responses. This generated
dataset is a valuable resource for training and evaluating chat models in the context
of multi-turn conversations. Additionally, by specifying an initial dataset, they
extract samples from specific domains and fine-tune chat models to specialize in
technology or healthcare. To fine-tune Large Language Models (LLM) with limited
resources, they adopt an efficient tuning technique that maximizes the utilization of
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available computational capabilities. This strategy allows state-of-the-art language
models to adapt and perform well in resource-constrained scenarios. Their primary
objective is to enhance an open-source LLM, LLaMA (Touvron et al., 2023a), which
they believe has the potential to serve as an accessible alternative to proprietary chat
models. By fine-tuning LLaMA with their generated chat dataset, they introduce
a new model called Baize (Bai zé), inspired by a legendary creature from Chinese
folklore known for its linguistic prowess and vast knowledge. Baize reaches incredible
performance; however, as with many other models in this category, its performance
heavily depends on the language considered (Ducel et al., 2022). In particular, these
models tend to prefer the English language since this is the language they have seen
the most during their training. Their performance in other languages, such as Italian,
is vastly inferior, as it can be easily checked empirically by merely using these tools.
For this reason, inspired by Latin mythology, in this paper, we introduce Fauno,
the first and the largest open-source Italian conversational LLM. To build Fauno,
we translated several datasets originally used by Baize in Italian. We use them to
fine-tune and train our model, reaching good generation scores, as highlighted in
later sections of this paper. Our goal is twofold. First, we want to provide the Italian
(and the international) research community with an LLM that is highly proficient
in Italian. We hope this will enhance and enable new research on this particular
language by surpassing the current state-of-the-art capabilities of Italian. Second,
we want to provide practitioners with a valid conversational Al able to deal with
the Italian language. We provide an example for this latter case to hint at this
tool’s potential. Italy has one of the largest populations of elderly people. In the
last twenty years, the number of people older than eighty has doubled, according to
the Italian statistical entity (ISTAT). Furthermore, roughly 1.2 million people are
older than 65 and live alone. These people are known in the medical literature to
suffer from loneliness, which aggravates their health issues. With tools like Fauno,
however, one could offer a conversational Al as a telehealth service. While not being
a substitute for a human, this could improve the quality of life of millions of people
and reduce the weight of the national health system. This is just one example of
applications, and we hope our model can spark many such projects and research.
Fauno can be operational on accessible hardware, thus expanding accessibility to a
broader range of practitioners and researchers.

4.2 Related Work

4.2.1 Language Models for Chat

Transformers Vaswani et al. (2017), introduced initially as a machine translation
system, have had an arguably unprecedented impact on the Al world. Transformers
and deep learning models, in general, are now used not only for NLP Devlin et al.
(2018); Raffel et al. (2020b); Conia et al. (2021a), but also other fields such as
image processing Dosovitskiy et al. (2020), audio Dhariwal et al. (2020); Agostinelli
et al. (2023), 3D data Zhao et al. (2021a); Halimi et al. (2020), recommendation
systems (Kang and McAuley, 2018; Bacciu et al., 2023b). Language Models (LMs),
based on the transformer architecture, have gained significant attention in Natural
Language Processing due to their ability to produce coherent human-like text.
Radford et al. (2019) showed that LMs could learn a variety of tasks without direct
human supervision but using self-supervision on large, noisy web corpora. Several
works have developed this idea, further scaling the data and model size Brown et al.
(2020a); Bommasani et al. (2021); Hoffmann et al. (2022). However, all these models
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are not explicitly designed with a conversational objective or training curriculum.
Zhang et al. (2019b) introduced DialoGPT, which is a fine-tuned version of GPT-2
on Reddit data; Adiwardana et al. (2020) proposed Meena, a 2.6B model trained with
conversational data from social media; (Thoppilan et al., 2022) proposed LaMDA,
a 137B model trained on public dialog data. Recently OpenAl released ChatGPT
(OpenAl, 2023a), a model optimized for conversational interaction trained with
Reinforcement Learning with Human Feedback Ouyang et al. (2022). With GPT-
4 (OpenAl, 2023b), this approach was further improved with additional reasoning
capabilities. Recently, Xu et al. (2023) introduced Baize as a finetuned version of
LLaMA Touvron et al. (2023a) for conversation by training the model on dialogs
generated by ChatGPT. Our approach stems from this work and extends it to the
Italian language.

4.2.2 Language Models for Italian

To the best of our knowledge, no LMs are trained explicitly with a conversational
objective or training curriculum for the Italian language. The currently available
LMs for Italian include GePpeTtoMattei et al. (2020), a GPT-2 model finetuned on
Italian Wikipedia and the ItWac corpus Baroni et al. (2009); IT5 Sarti and Nissim
(2022), an Italian version of T5 trained on a cleaned version of the Italian mC4
corpusXue et al. (2021); BART-IT La Quatra and Cagliero (2023), an Italian version
of BARTLewis et al. (2020a) trained on the same data mixture of IT5; Camoscio
Santilli (2023), an Italian version of Stanford Alpaca (Taori et al., 2023b) trained on
the Alpaca dataset translated to Italian.

4.2.3 Parameter-Efficient Tuning

Typical fine-tuning involves training all parameters of an LLM, which can be
inefficient as the number of parameters increases. Various techniques have been
proposed to address this issue under the umbrella term of Parameter-Efficient Fine-
Tuning (PEFT). These techniques include AdaptersHoulsby et al. (2019a), which
adds a trainable layer inside the Transformer while freezing the others; BitFitZaken
et al. (2022), which only tunes bias terms in the linear layers; Prompting approaches
like Prefix Tuning Li and Liang (2021), P-Tuning Liu et al. (2022b) or Prompt
Tuning Lester et al. (2021) which fine-tune the optimal prompt parameters for a
task; or LoRA Hu et al. (2022a) which trains low-rank matrices while keeping all the
remaining parameters frozen. This is a very active research area, and we refer the
reader to Zhuang et al. (2023) for an up-to-date overview. Recently the community
leveraged these techniques to train low-cost versions of Stanford Alpaca (Taori et al.,
2023b) under the name of Alpaca-LoRA'.

4.3 Conversational AI Datasets in Italian

In this section, we report the data we use to fine-tune Fauno and the data genera-
tion and translation process. We train Fauno on extensive Italian synthetic datasets,
encompassing a wide range of fields such as medical data (MedQuad Ben Abacha and
Demner-Fushman (2019)), technical content from StackOverflow, Quora discussions,
and Alpaca (Taori et al., 2023b) data translated into Italian with 47.000, 57.000,
54.000 and, 22.000 dialogues, respectively. The synthetic generation of the data is
described in Section 4.3.1.

https://github.com/tloen/alpaca-lora
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Figure 4.1. Data generation process of Xu et al. 2023 with the Fauno’s translation
approach.

4.3.1 Data Generation

To produce conversational Al Datasets, we inherit Xu et al. 2023 Xu et al.
(2023)’s dataset generation methodology. This methodology consists of allowing
ChatGPT to engage in self-chatting to produce a conversation between a user and a
helpful AT assistant in a conversational format. This self-chatting process is initiated
with a question (or seed) from real users. For example, Xu et al. (2023) takes as
seed questions froms Quora’ and Stack Overflow®. The generation methodology is
shown in Figure 4.1.

4.3.2 Translation

To translate Fauno’s data, we use two different translation systems to maxi-
mize translation accuracy and quality. Jiao et al. (2023) Jiao et al. (2023) have
demonstrated that Google Translate is state-of-the-art among commercial translation
systems. Nevertheless, Google Translate encounters significant issues when handling
text incorporating natural language utterances and programming code. For instance,
when translating a code snippet like "for i in range(10)" into Italian, Google Translate
would incorrectly render it as "per i in intervallo(10)", which disrupts the syntax
and functionality of the original code. This is due to Google Translate’s inability to
discern between natural language and programming code. To address this limitation,
we opted to utilize ChatGPT 3.5 to translate datasets containing programming code,
as it is better suited for preserving the integrity of the code’s syntax and structure.
Hence, we translate Alpaca and StackOverflow with ChatGPT 3.5 and the remaining
datasets with Google Translate. We release the translated dataset of StackOverflow?,

’https://huggingface.co/datasets/quora
®https://huggingface.co/datasets/pacovaldez/stackoverflow-questions
‘https://huggingface.co/datasets/andreabac3/StackOverflow-Italian-Fauno-Baize
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MedQuad®, Quora® and Alpaca’ in the Huggingface hub. The cost of translating
the StackOverflow dataset using the ChatGPT-3.5 API is $80, while the Alpaca
Dataset translation costs around $30. For other datasets, we utilize Google’s free
translation API®.

4.4 Train setup

We use the same hyper-parameters of Xu et al. (2023) with a single epoch and
batch size of 128 examples. We perform our experiments on a workstation equipped
with an Intel Core i9-10940X (14-core CPU running at 3.3GHz) and 256GB of RAM,
and a single Nvidia RTX A6000 with 48GB of VRAM. The training time for the 7B
and 13B models are 19 and 35 hours, respectively.

4.5 Evaluation

As done by Xu et al. 2023 Xu et al. (2023) and Camoscio Santilli (2023), we rely
on a qualitative analysis of Fauno’s outputs. In Table 4.1, we compare ChatGPT
3.5, Camoscio, and Fauno.

4.6 Conclusion

This work shows that it is possible to democratize the research for LLMs in
multiple languages with limited resources. Furthermore, we believe that the release
of the Italian datasets for conversational AI will help researchers to develop further
Large Language Models.

Shttps://huggingface.co/datasets/andreabac3/MedQuaAD-Italian-Fauno-Baize
®https://huggingface.co/datasets/andreabac3/Quora-Italian-Fauno-Baize
"https://huggingface.co/datasets/teelinsan/camoscio_cleaned
8https://pypi.org/project/googletrans/
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Model

Answer

Question

Qual é il senso della vita?

ChatGPT

La domanda sul senso della vita ¢ stata oggetto di riflessione filosofica
e teologica per secoli, e non esiste una risposta definitiva o concorde.
Tuttavia, molti individui trovano significato e scopo nella vita attraverso
diverse vie. Alcuni cercano il senso nella connessione umana e nelle
relazioni significative, altri nella realizzazione personale e nello sviluppo
delle proprie passioni. Altri ancora si rivolgono alla spiritualita o alla
fede per trovare un senso piu profondo. In generale, il senso della vita
puo essere un’esperienza altamente individuale e soggettiva, e ognuno
potrebbe trovare una risposta diversa a questa domanda.

Camoscio

11 senso della vita & trovare la felicita e la soddisfazione nella vita.

Fauno

Il senso della vita ¢ una domanda popolare e complessa che ha suscitato
dibattito in molte culture e generazioni. Alla fine, la comprensione di qual
¢ il senso della vita dipende dalla prospettiva e dalle convinzioni personali
di ogni singolo individuo. Alcune persone possono vedere il senso della vita
in termini di un significato unico e globale, mentre altri possono sforzarsi di
risolvere il mistero della vita trovando autentico benessere e piacere nei loro
giorni quotidiani.

Question

Come posso copiare un file da un server tramite ssh?

ChatGPT

Per copiare un file da un server tramite SSH, puoi utilizzare il comando
"scp" (Secure Copy). Ecco come puoi farlo: Apri una finestra di termi-
nale sul tuo computer locale. Assicurati di avere il client SSH installato
sul tuo sistema. Se stai utilizzando un sistema operativo basato su Unix
(ad esempio Linux o macOS), lo avrai probabilmente gia installato. Se
stai utilizzando Windows, puoi utilizzare un client SSH come PuTTY
o installare un’implementazione di SSH come OpenSSH. Utilizza il
seguente comando "scp" per copiare il file dal server al tuo computer
locale: scp username@indirizzo_ server:percorso_del_ file_locale per-
corso_di_destinazion

Camoscio

Per copiare un file da un server tramite ssh, € necessario utilizzare
I’opzione "scp" dell’utente ssh. Per esempio, per copiare un file dal server
"server.example.com" all’'utente "utente.example.com", I'utente dovrebbe
utilizzare ’opzione "scp server.example.com:utente.example.com'.

Fauno

Per copiare un file da un server tramite ssh, puoi utilizzare il seguente
comando:

scp username@ip__dello__server:percorso/della/sorgente/del /file /per-
corso/della/destinazione/del/file

Sostituisci i dettagli con il tuo nome utente, il nome dell’host, il percorso
della sorgente e il percorso finale del file e clicca su "Avanti". 1l file
verra copiato dal server alla tua macchina. C’¢ qualcos’altro di cui hai
bisogno?

Table 4.1. Qualitative analysis of ChatGPT-3.5, Camoscio, and Fauno 7B
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Chapter 5

DanteLLM: Let’s Push Italian
LLM Research Forward!

In recent years, the dominance of Large Language Models (LLMs) in the English
language has become evident. However, there remains a pronounced gap in resources
and evaluation tools tailored for non-English languages, underscoring a significant
disparity in the global AI landscape. This paper seeks to bridge this gap, specifically
focusing on the Italian linguistic context. We introduce a novel benchmark, and
an open LLM Leaderboard, designed to evaluate LLMs’ performance in Italian,
providing a rigorous framework for comparative analysis. In our assessment of
currently available models, we highlight their respective strengths and limitations
against this standard. Crucially, we propose “DanteLLM”, a state-of-the-art LLM
dedicated to Italian. Our empirical evaluations underscore Dante’s superiority, as it
emerges as the most performant model on our benchmark, with improvements by
up to 6 points. This research not only marks a significant stride in Italian-centric
natural language processing but also offers a blueprint for the development and
evaluation of LLMs in other languages, championing a more inclusive Al paradigm.
Our code at: https://github.com/RSTLess-research/DanteLLM and leaderboard
at https://huggingface.co/spaces/rstless-research/italian_open_llm_leaderboard

5.1 Introduction

Open ltalian 11 LLM Leaderboard .00 .0 .0

The & Open LLM Leaderboard aims to track, rank and evaluate open Italian LLMs and chatbots.

Eleuther Al Language Model Evaluation Harness - read more details in the "About" page!

Y LLM Benchmark ~ ~/ 4 7

@

T Model Average ARC HellaSwag MMLU TruthfulQA
—
DantellM = 49.04 47.01 48.50 50.22 50.45
OpenDantellM & 44.97 40.17 42.64 44.17 52.93

Fauno2 & 42.91 38.46 44.12 38.32 50.76

Figure 5.1. Italian LLMs Leaderboard demo.

Large language models (LLMs) have seen a rise in recent years, demonstrating
great performance across a diverse set of tasks (Radford et al., 2018, 2019; OpenAl,
2023b; Touvron et al., 2023a,b; Google, 2023; Jiang et al., 2023). Their capabilities


https://github.com/RSTLess-research/DanteLLM
https://huggingface.co/spaces/rstless-research/italian_open_llm_leaderboard

5.1 Introduction 34

in understanding, generating, and fine-tuning textual information has revolutionized
many aspects of machine learning, natural language processing, and even domains
beyond (Saharia et al., 2022; Gani et al., 2023; Lian et al., 2023; Tolomei et al.,
2023). The majority of these LLMs advancements, however, predominantly concern
the English language, leaving a significant linguistic and cultural gap in the global
Al landscape. Such scenario limits the global reach and applicability of these models
but also undermines the rich nuances of human expression and knowledge available
in diverse languages, as stated by Costa-jussa et al. (2022).

The need for LLMs in non-English languages has become increasingly evident,
thanks to the development of easy-to-use applications, also non-expert started
adopting LLMs such as OpenAI ChatGPT and Google Bard in their everyday work.
Yet, the question remains: how should we effectively develop such models? Beyond
their creation, how can we ascertain their performance and ensure they meet the
desired standards?

Benchmarks play a pivotal role in this regard, serving as standardized tools to
evaluate, compare, and consequently refine these models’ performance.

Currently, the well-established LLM benchmarks have been developed exclusively
for the English Languages, such as: ARC Challenge (Clark et al., 2018), HellaSwag
(Zellers et al., 2019), MMLU (Hendrycks et al., 2021). With very few multilingual
exceptions like Winogrande (Emelin and Sennrich, 2021). The lack of diverse
benchmarks (1) limits our understanding and optimization of LLMs for a different
set of languages (2) underscores a pressing need for more inclusive evaluation tools
that reflect the languages spoken worldwide.

In this paper, we focus on filling this gap in the Italian evaluation of LLMs.
Therefore, we start by taking inspiration from the established HuggingFace (HF)
Leaderboard! proposing a novel Italian benchmark. The HF-leaderboard provides a
well-recognized ranking for evaluating LLM performance, covering a large amount of
domains and text understanding tasks. To evaluate LLMs they use the following tasks:
ARC Challenge, HellaSwag, MMLU, Truthful QA. To compute the metrics and to
prompt the LLMs they use Im-evaluation-harness tool (Gao et al., 2021; Beeching
et al., 2023). Consequently, for our Italian benchmark, we use all the tasks selected
by HF-Leaderboard and carry out the evaluation on 1lm-evaluation-harness. To
obtain the tasks in Italian, we opt for an automatic translation approach. To evaluate
the quality of our translation, we perform two actions: (1) a human evaluation
and (2) we leverage ChatGPT-4 as a translation evaluator, as done by Kocmi and
Federmann (2023); Leiter et al. (2023). In this way, it is possible to present a
methodical and reproducible approach to evaluate LLMs in a non-English linguistic
context, by laying down a blueprint that can be adapted and refined for other
languages.

To address the lack of quantitative assessments of existing models, we use our
framework to perform an analysis of the capabilities and limitations of currently
available Italian LLMs. Furthermore, we introduce two novel Italian LLMs, Dan-
teLLM and OpenDanteLLM. The former has commercial limitations due to the
license of its training data, while the latter has a fully open-source license, even for
industrial applications.

Our findings highlight that both DanteLLM and OpenDanteLLM models emerge
as the best-performing models on all of our Italian benchmarks. This dual contribu-
tion — benchmarks and the Dante models — marks a significant advancement in the
realm of Italian-centric natural language processing.

Summing up, the contributions of this paper are as follows:

https://huggingface.co/spaces/HuggingFaceH4/open_l1lm_leaderboard
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« Italian-Specific Benchmark: to fill the gap caused by the lack of ways to quan-
titatively evaluate non-English models, we introduced a novel heterogeneous
Italian benchmark for LLMs;

e Comparative Analysis: we are the first to perform and organize a rigorous com-
parison of existing Italian-based LLMs against this Italian-centric benchmark,
bringing light on their respective strengths and weaknesses;

e Online Leaderboard: inspired by the success and usefulness of the HuggingFace
LLM Leaderboard, we set up and propose an Italian LLM Leaderboard (Figure
5.1), to have a public updated assessment over time as new models are made
available;

o Introduction of “Dante"(s): two state-of-the-art LLM for Italian, also taking
into consideration the importance of licensing in the LLM era for academia
and industrial applications;

e blueprint for future fesearch: By establishing a framework for non-English
LLM evaluation, this paper paves the way for future research to develop and
assess models for other languages, promoting a more inclusive Al ecosystem.

Our models, data, and leaderboard are available at the following link:
huggingface.co/rstless-research.

5.2 Related Work

Large language models (LLMs) have seen a surge in popularity and utility, emerg-
ing as a cornerstone in the field of natural language processing (NLP). The initial
forays into the realm of neural network-based language models can be traced back
to Bengio et al. (2000), who introduced a feed-forward neural network for language
modeling. This model paved the way for further exploration and innovation in the
space. The introduction of recurrent neural networks (RNNs) (Medsker and Jain,
2001) marked a paradigm shift in language modeling. Mikolov et al. (2010) leveraged
RNNs for language models, showcasing their potential in capturing temporal depen-
dencies. Hochreiter and Schmidhuber (1997) proposed the Long Short-Term Memory
architecture, which addressed the vanishing gradient problem inherent in traditional
RNNs, enhancing the model’s ability to capture longer-term dependencies. The
Transformer architecture, introduced by Vaswani et al. (2017), established a new
state-of-the-art in several NLP tasks. This model relied on self-attention mechanisms,
dispensing with recurrence and enabling substantial parallelization. Devlin et al.
(2019) introduced BERT (Bidirectional Encoder Representations from Transform-
ers), which employs a novel pre-training method using masked language modeling.
This approach, combined with its bidirectional context, facilitated fine-tuning of a
myriad of tasks and set new standards in NLP benchmarks. OpenAlI’s Generative
Pre-trained Transformer (GPT) series serves as a prime example of the capability
of LLMs. Starting with GPT (Radford et al., 2018) and extending up to GPT-4
(Brown et al., 2020a; Radford et al., 2019; OpenAl, 2023b), these models leverage vast
amounts of data and billions of parameters. Their unsupervised learning and subse-
quent fine-tuning on specific tasks have shown unparalleled proficiency in various
applications. LLMs have been evaluated and utilized across numerous applications
including, but not limited to, text generation, question answering, translation, and
summarization (Brown et al., 2020a). Notably, LLMs have significantly enhanced


https://huggingface.co/rstless-research

5.2 Related Work 36

the effectiveness of cascading NLP systems (Lewis et al., 2020c; Thorne et al., 2021b;
Bacciu et al., 2023a). Moreover, the ethical implications, biases in outputs, and
the carbon footprint of training such models have also been widely discussed (Hovy
and Prabhumoye, 2021; Strubell et al., 2020). Despite their capabilities, LLMs are
not without limitations. Issues related to model interpretability, susceptibility to
adversarial attacks, and potential amplification of biases have been highlighted in
the literature (Wallace et al., 2020; Jia et al., 2020; Trippa et al., 2024).

Italian LLMs The emergence of LLMs has sparked a race to develop models
specifically tailored to the Italian language. One of the pioneers was Geppetto
(De Mattei et al., 2020), that starting from GPT-2 created a model for the italian
language.

Subsequently, adapters (Houlsby et al., 2019b; Hu et al., 2022b; Dettmers et al.,
2023) have opened up the opportunity of fine-tuning larger models, offering an
elegant solution to the challenge of fine-tuning these expansive neural networks.
Adapters are a method used to fine-tune pretrained neural networks on new tasks
without adjusting the entire model’s weights. Instead of retraining the whole network,
adapters introduce small, task-specific parameterized modules within the model’s
layers. These modules are trained to adapt the model to the new task, while the
original weights of the LLM remain mostly untouched. This allows for efficient
customization and fine-tuning of the model to various tasks without the need for
extensive retraining or using large amounts of data.

One of the pioneers in this new wave was Alpaca, as detailed in Taori et al.
(2023a), which served as the foundation for the creation of Camoscio (Santilli and
Rodola, 2023). Simultaneously, Bacciu et al. (2023c) introduced Fauno, which
currently stands as the largest Italian-based large language model, built upon the
foundation of Baize (Xu et al., 2023; Touvron et al., 2023a,b).

While these models have piqued the interest of the community, they have faced
challenges due to the community’s relative immaturity. Issues such as bugs trickling
down? have been a concern. However, the most pressing need in this field is the
development of a robust and comprehensive framework for evaluating these models.

Benchmark for LLMs As the field of natural language processing has advanced,
older benchmarks that once challenged state-of-the-art models have become, at least
partially, surpassed. These initial datasets and tasks (Marcus et al., 1993; Merity
et al., 2016; Wang et al., 2018; Sarlin et al., 2020; Paperno et al., 2016; Petroni
et al., 2019), while pioneering, often lack the complexity and diversity to test the
capabilities of contemporary large language models. Models quickly saturate these
benchmarks, achieving near-perfect scores, rendering them ineffective as measures of
true progress. Without evolving benchmarks that reflect real-world challenges and
account for a broader range of linguistic nuances, the community risks overfitting to
narrow tasks and overlooking areas where improvements are genuinely needed.

As the adoption and complexity of large language models have grown, there’s
been a discernible need for transparent and easily accessible benchmarks. To address
this, the NLP community introduced an open leaderboard for large language models
(Beeching et al., 2023; Gao et al., 2021). This leaderboard serves multiple purposes:
First, it allows researchers to directly compare state-of-the-art models using a
consistent set of metrics and datasets. Second, the open nature of the leaderboard
fosters a collaborative environment, encouraging researchers to build upon each
other’s work. Fourth, the leaderboard covers a wide array of NLP tasks, from

’https://github.com/huggingface/transformers/issues/22312
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traditional ones like text classification and named entity recognition to more complex
challenges such as commonsense reasoning and zero-shot learning. Finally, as the
field of NLP is highly dynamic, the leaderboard is regularly updated to include new
models and results, ensuring it remains a relevant benchmarking tool. However,
these benchmarks are presented almost exclusively in the English language. While
there have been some attempts to propose evaluations in Italian in the past (Croce
et al., 2018), these have been limited to specific tasks and in general, are not thought
for the evaluation of LLMs. This severely limits the proper expansion of models
thought for other languages. In this paper, we plan to overcome this limitation, with
details provided in the next section.

5.3 Benchmark

As highlighted earlier, we aim to gain a deep insight into the performance and
capabilities of modern Italian LLMs. Building on this objective, we contribute with
the Italian LLM Leaderboard, taking cues from the widely recognized HuggingFace
Leaderboard (HF-Leaderboard). Our benchmarking approach, in fact, uses the same
test datasets utilized by the HF-Leaderboard, which includes ARC-C, HellaSwag,
MMLU, and Truthful QA. Furthermore, the HF-Leaderboard streamlines the LLMs
evaluation process by providing specialized testing tools, and our approach closely
aligns with this, too.

In shaping our benchmarks, we adopted an automated translation technique,
opting for the open-source NLLB (Costa-jussa et al., 2022), and in particular, the
“facebook/nl1lb-200-1.3B" version. This model strikes an excellent equilibrium
between reproducibility, efficient translation, and high quality. Further post-edit
processing was also applied in case of challenging examples (e.g. containing math
questions in MMLU). A standout aspect of the NLLB is its compatibility with over
200 languages, marking it as a promising tool for the potential expansion of our
framework to encompass a wider range of languages.

The next section clarifies the aspects related to the quality of the translation,
while the following ones introduce each of the benchmarks in detail.

5.3.1 Translation Quality

To assess the translation quality, we sample 100 instances for each tasks, and
perform two different quality analyses. The first one consists of letting three humans
evaluate the translation quality and then computing their scores; the second one
consists of asking ChatGPT-4 to evaluate the translation quality, as shown in (Kocmi
and Federmann, 2023; Leiter et al., 2023).

Humans. We use the following guidelines: Fwvaluate the English to Italian
translation on a scale from 0 to 10 according to these guidelines:

o If the translation is ambiguous, assign 0.

o If there is a single word that is incorrectly translated and does not change the
sentence’s meaning, deduct 2 points. If the incorrect word changes the meaning,
assign 0.

o For each grammatical error that does not affect the meaning (e.g., wrong
article), deduct 0.5 points.

o If the tramnslation preserves the original meaning with no errors, assign a score
of 10.
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ChatGPT. We use ChatGPT-4 with the OpenAI API to evaluate the translation
of our method. We set the model’s temperature to zero for more precise and stable
answers. To instruct ChatGPT to annotate we use the same guidelines used by our
human annotators.

Results. We report the results in Table 5.1, human annotators and ChatGPT-4
report high scores in their evaluation, confirming the reasonable quality of translation
produced by NLLB 1.3B. Only HellaSwag reports a lower score due to the more
structured composition of the sentences. However, such a score is still reasonable,
marking the resource as usable overall;

Metric/Model | ChatGPT 4 | Human
ARC Challenge 9.47 + 1.06 9.45 + 0.28

HellaSwag 7.95 + 2.28 7.15 £ 0.62
MMLU 9.13 + 2.15 9.41 £ 0.23
TruthfulQA 9.20 + 2.22 9.70 £ 0.22
Avg | 894 +193 | 893 +0.34

Table 5.1. Translation quality results with ChatGPT-4 and Human Evaluation.

5.3.2 ARC Challenge

The AI2 Reasoning Challenge (Clark et al., 2018), commonly known as ARC,
was introduced by the Allen Institute for Artificial Intelligence (AI2) as an innovative
benchmark to evaluate the reasoning capabilities of machine learning models. Unlike
many standard benchmarks, ARC comprises questions extracted from elementary
school science exams. While these questions are typically straightforward for humans,
they pose significant challenges for machine learning systems. In practice, we use the
ARC-C subset of the benchmark, comprising the more demanding set of questions
that remain difficult for models, often requiring multi-faceted reasoning or a deeper
level of understanding beyond pattern recognition. The dataset is comprised of 2590
questions, of which, 1119 for train, 299 for dev, and 1172 for the test. Testing is
commonly performed in a 25-shot fashion.

5.3.3 HellaSwag

HellaSwag (Zellers et al., 2019), a twist on the phrase “Hella Swag', is a dataset
developed to challenge the capabilities of models in terms of commonsense reasoning.
Contrary to traditional question-answering datasets where the task is to pick the
right answer from a list, HellaSwag pushes models to reason through ambiguously
phrased scenarios to predict the most plausible continuation.

The dataset was crafted using a unique adversarial writing strategy. Initially,
a “turker" (a worker from Amazon Mechanical Turk) writes a plausible ending for
a given ambiguous prompt. Subsequently, a language model is used to generate
alternative endings. The challenge for other models is to discern the human-written
ending from those produced by the language model.

This adversarial approach makes HellaSwag particularly challenging. Given
that the distractor endings are generated by a competent language model, they
often appear quite plausible. To succeed, models must utilize a deeper level of
commonsense reasoning rather than just pattern recognition.

The dataset is comprised of 100 samples for train and 10K for validation. Testing
is commonly performed in 10-shot learning.
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5.3.4 MMLU

Measuring Massive Multitask Language Understanding (MMLU) (Hendrycks
et al., 2021) dataset emerges as a holistic benchmark designed to assess the perfor-
mance of models across an extensive range of tasks. Recognizing the multifaceted
capabilities of contemporary language models, MMLU challenges these systems not
just in specialized domains, but across a broad spectrum of linguistic tasks.

Unlike conventional benchmarks that might emphasize a singular domain of
language understanding, MMLU provides an expansive view, aiming to capture the
true breadth and depth of a model’s comprehension. By integrating a multitude of
tasks (57 categories) into a single evaluation framework, MMLU effectively measures
a model’s ability to transition between diverse tasks and grasp varied types of
information.

MMLU comprises 15908 questions in total, 1540 of which are part of the validation
set and 14079 of the test set. Testing is commonly performed in 5-shot learning.

5.3.5 TruthfulQA

Truthful QA: Measuring How Models Mimic Human Falsehoods (Lin et al., 2022),
stands out as a critical benchmark designed to evaluate the propensity of LLMs
to reproduce or amplify misinformation. Recognizing the potential risks posed by
models that inadvertently generate or perpetuate falsehoods, this dataset emphasizes
the importance of aligning machine-generated content with factual accuracy.

Rather than assessing models on their capability to produce linguistically coherent
responses, Truthful QA probes deeper, examining the veracity of model outputs in the
context of questions where humans might typically err or be misled. By deliberately
presenting scenarios that toe the line between fact and fiction, Truthful QA pushes
models beyond mere pattern recognition, demanding a discerning grasp of factual
information.

The benchmark comprises 817 questions that span 38 categories, including health,
law, finance, and politics. Testing happens in zero-shot since only the test set was
provided.

5.4 DanteLLM

We introduce DanteLLM, a state-of-the-art Italian LLM, built upon the foun-
dation of the Mistral model with 7 billion parameters (Jiang et al., 2023). Mistral
not only surpasses the previous open-source state-of-the-art set by LLaMA2 on the
same amount of parameters, but achieves higher performance than LLaMA2 with
13 billion parameters. Using Mistral as a foundation model allows to consistently
outperform all the previous state-of-the-art Italian LLMs, despite its pre-training on
a different language. Further discussion on the performance is detailed in Section 5.6.
We use the following checkpoint: mistralai/Mistral-7B-Instruct-v0.2

Following Bacciu et al. (2023c) and Santilli and Rodola (2023), we perform a
LoRA fine-tuning with 8-bit quantization of the novel foundation model. To preserve
as much as possible the Mistral’s knowledge and to align it to understand and
generate fluent Italian text, we apply a fine-tuning of LoRA weights to the attention
matrices @, V and K, and to the projections gate, up and down. We report all the
hyper-parameters in Table 5.2.

We propose two distinct variants of DanteLLM: DanteLLLM and OpenDanteLLM,
that differ in the training set.
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Hyperparameter Value
Epochs 3
Learning Rate 5e®
Quantization 8-bit
LoRA R 16
LoRA «a 32
LoRA Dropout 0.05
Optimizer AdamW
Batch Size 128

Checkpointing strategy  min loss

Table 5.2. Italian benchmark results in zero-shot and standard error. In every benchmark,
a higher score means a more accurate answer.

Most of the Italian LLMs (e.g., Fauno and Camoscio) leverage datasets that have
been generated with ChatGPT rendering them unsuitable for commercial purposes.

In light of this, we also explored high-quality and fully open-source Italian
alternatives to provide the community a truly open-source model. In particular,
we leverage the Italian SQuAD dataset (Croce et al., 2018) and 25,000 sentences
from the Europarl dataset (Koehn, 2005) (English-to-Italian). The resulting model,
OpenDanteLLM, is released under a permissive Apache 2.0 license.

Additionally, we propose DanteLLM, whose objective is to provide a model with
the best performances. For that reason, we use the two aforementioned datasets and
two of the best Italian LLM training datasets which are the Fauno’s Quora dataset
and the Camoscio dataset.

5.5 Experimental Setup

In this section, we illustrate our experimental setup.

5.5.1 Zero- and Few-shot evaluation

The HuggingFace LLM Leaderboard uses a different number of in-context learning
examples for each task. The Leaderboard follows this setup: ARC Challenge 25-shot;
HellaSwag 10-shot; MMLU 5-shot and only Truthful QA in zero-shot learning, since
the authors proposed a test suite only.

5.5.2 Quantization

8-bits quantization of model’s parameters (Dettmers et al., 2022) is a powerful
technique that allows to reduce the memory footprint of models, with minimal or
no sacrifice in performance. Most of the models we evaluate, such as Camoscio
and Fauno, are distributed in quantized 8-bit weights format. For these reasons,
we use opt for 8-bits quantization in our benchmarks and training. Specifically, to
carry out DanteLLM’s training, we use LoRA (Hu et al., 2022b). This method
allows to fine-tune small rank decomposition matrices, while keeping the rest of the
model frozen. Consequently, the model requires significantly less VRAM compared
to regular fine-tuning, with minimal to no drop in performance (Xu and McAuley,
2023).
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5.5.3 Hardware Infrastructure

To execute our experiments, we use a machine equipped with a 64-bit CPU
Intel 19-10940X, 256GB of RAM, and an NVIDIA RTX A6000 GPU (with 48GB of
VRAM) with the OS Ubuntu LTS 20.04.

Model | ARC Challenge HellaSwag MMLU TruthfulQA | Avg
= mTh 25.94 26.96 25.56 45.50 30.99
= BloomZ 27.30 34.83 36.40 45.52 36.01
Eb LLaMA2 33.28 44.31 34.12 44.83 39.14
[ Mistral v0.2 37.46 43.48 44.66 54.99 45.15
iT5 27.39 28.11 23.69 50.49 32.42
~ GePpeTto 24.15 26.34 22.87 50.20 30.89
.= Camoscio 33.28 42.91 30.53 45.33 38.01
g Faunol 33.10 43.13 28.79 43.78 37.20
Fauno2 36.26 44.25 40.30 50.77 42.90
LLaMAntino 38.22 46.30 33.89 45.03 40.86
g OpenDanteLLM 41.72 46.49 44.25 48.06 45.13
Q DanteLLM 41.89 47.99 47.05 52.41 47.34
Table 5.3. Zero-shot setting. A higher score means a more accurate answer.
Model | ARC Challenge HellaSwag MMLU TruthfulQA | Avg
= mT5H 27.56 27.86 25.60 - 27.01
5 BloomZ 28.24 35.88 31.67 - 31.93
iéb LLaMA2 37.71 43.97 37.91 - 39.86
= Mistral v0.2 41.47 42.99 45.84 - 43.43
iTh 27.99 26.04 24.31 - 26.11
o GePpeTto 25.08 24.99 24.39 - 24.82
.= Camoscio 36.60 43.29 29.38 - 36.42
§ Faunol 36.52 42.86 30.45 - 36.61
Fauno2 39.33 44.07 38.32 - 40.57
LLaMAntino 41.72 46.91 38.74 - 42.46
g OpenDanteLLM 46.76 46.75 46.89 - 46.80
O DanteLLM 47.01 47.79 48.27 - 47.69

Table 5.4. Italian benchmark results with few-shot learning following the settings of
the HF-Leaderboard. An higher score means a more accurate answer. Truthful QA
benchmark cannot be performed because train and validation examples are not available.

5.5.4 Competing Methods

In this section, we introduce all the models that we consider in our Italian LLM
leaderboard.
mT5 mT5 (Xue et al., 2021) is a multilingual extension of the T5 v1.1 model (Raffel
et al., 2020b). The mT5 architecture is an encoder-decoder transformer-based model
that comes in five sizes, ranging from a small (300 million parameters) up to an
xx1 (13 billion parameters) version. mT5 has been trained on the multilingual
Colossal Clean Crawled Corpus (mC4) dataset that comprises 101 languages. mC4
contains 186 Million documents, where the Italian portion corresponds to 2.43% of
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the whole corporus. In our experiments, we use the 3 billion parameters version of
the model, which is the closest to the sizes of DanteLLM and OpenDanteLLM. We
use checkpoint available at the HF repository google/mt5-x1.

BloomZ (Muennighoff et al., 2022) is a multi-lingual model trained on 46 languages,
including Italian. The authors report that the Italian portion of the dataset only
corresponds to the 0.28%. The model comes with different sizes ranging from 560
Million up to 7.1 Billion parameters. To make a fair comparison with the LLaMA1-
and LLaMA2-based models, we use BloomZ with 7.1 billion parameters. We use the
following HF checkpoint: bigscience/bloomz-7b1.

LLaMA2 LLaMA2 (Touvron et al., 2023b) comes with several improvements re-
spect to its predecessor LLaMA (Touvron et al., 2023a). LLaMA2 has been trained
with 2.2 trillion tokens (differently from the 1.8 trillion tokens of LLaMA). It uses
Grouped-query Attention (Ainslie et al., 2023) and comes in two versions (standard
and chat-based) and different sizes, ranging from 7 up to 70 billion parameters. We
use the meta-1lama/Llama-2-7b-hf checkpoint.

Mistral Recently, Jiang et al. (2023) open-sourced Mistral, a new foundation model
with 7 billion parameters. It uses Grouped-query Attention, coupled with Sliding Win-
dow Attention to perform fast inference. The model has been trained only on English-
specific data. Mistral show remarkable results, outperforming the LLaMA2 counter-
part with double its parameters. We use themistralai/Mistral-7B-Instruct-v0.2
checkpoint.

iT5 After the release of mT5, Sarti and Nissim (2022) presented an Italian-specific
version of the T5 v1.1 architecture. The authors applied several pre-processing tech-
niques to the mC4 dataset and kept only the Italian documents. They released three
versions of iT5: small, base, and large (ranging from 60 to 738 million parameters,
respectively). To compare with our models, we use the largest available model,
having the following checkpoint: gsarti/it5-large.

GePpeTto (De Mattei et al., 2020) is an Italian model based on the GPT-2 archi-
tecture, with 117 millions of parameters. The model has been trained from scratch
on two datasets: the ItWac corpus (Baroni et al., 2009) and a dump of the Italian
Wikipedia (November 2019) of 2.8GB. Geppetto has been trained for 620.000 steps.
We use the following HF checkpoint: LorenzoDeMattei/GePpeTto.

Camoscio (Santilli and Rodola, 2023) Camoscio is a LoRA fine-tuning of LLaMA,
with 7 Billion parameters. Camoscio has been trained on an Italian translation of
the Alpaca dataset (Taori et al., 2023¢). This dataset has been released under a
restricted license because it has been generated and translated using OpenAl’s tools.
Camoscio applied LoRA fine-tuning only to © and XC matrices of each attention block
of LLaMA, architecture for three training epochs. We use the following HuggingFace
checkpoint: teelinsan/camoscio-7b-1llama.

Fauno 1 & 2 (Bacciu et al., 2023¢), similarly to Camoscio, are LoRA fine-tunings
of LLaMA and LLaMA2, each with 7 billions of parameters. The Fauno family
has been trained with the same data as Camoscio, plus a translated conversational
dataset generated with ChatGPT-3.5, from the work of Xu et al. (2023). They have
applied the fine-tuning to Q, K, and V matrices of each attention block of both
architectures, for a single training epoch. We use the following HF checkpoints:
andreabac3/Fauno-Italian-LLM-7B and andreabac3/Fauno2-LLaMa2-7B.
LLaMAntino (Basile et al., 2023) released a novel family of LLaMA2-based mod-
els, fine-tuned using QLoRA on Italian datasets. They proposed two variants of
LLaMAntino — a chat and an instruction-tuned version — both having three differ-
ent sizes, ranging from 7 up to 70 billion parameters. The chat version has been
fine-tuned with the Italian-translated UltraChat dataset (Ding et al., 2023). The
instruction-tuned version, instead, is fine-tuned on the Italian translation of the
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Dolly dataset (Dolly, 2023) and on the EVALITA 2023 dataset (Caselli et al., 2018).
To compare fairly with the other models we rely on the 7 billion variant, using the
swap-uniba/LLaMAntino-2-7b-hf-ITA checkpoint.

5.6 Results and Analysis

We construct our Italian benchmark following the established HuggingFace LLM
Leaderboard. Notice that the original leaderboard does not report the results of
zero-shot experiments for datasets other than TruthfulQA. Instead, for completeness,
we also report zero-shot results on all the benchmarks. We test the presented models
(see Sections 5.5.4, 5.4) in two settings: zero-shot (in Table 5.3) and few-shot (in
Table 5.4).

5.6.1 Competing Models

GePpeTto: As can be noticed, on both zero- and few-shot settings GePpeTto
obtains the lowest score of the leaderboard, except in TruthfulQA. The explanation
for this result lies in the task, which is closer to its training objective since it has been
trained on causal language modeling, rather than question answering or instructions.

Regarding the other tasks, GePpeTto’s limitations are related to its limited
knowledge (its training set) and the small amount of parameters, compared to the
other models. This can also be seen in Table 5.5, the model struggles especially in
some categories, such as statistics, security study, and astronomy.

T5-based models: T5-based models do not excel in these benchmarks, in both
zero- and few-shot scenarios. Nevertheless, iT5-1arge has been trained on less data
and is a smaller model compared with mT5-x1, iT5 achieves similar performance to
its multilingual counterpart, thanks to its fine-tuning on Italian data.

BloomZ: BloomZ, on the other hand, has been trained on a large amount of
data with a cross-lingual training objective, has a broader knowledge, and can reuse
concepts learned across multiple languages. In fact, despite the limited amount of
Ttalian text in its training corpus, it is able to respond with good accuracy in most
of the benchmarks.

Camoscio & Faunol: Camoscio and Faunol are similar models, both are a
LoRA fine-tuning of LLaMA 1, as mentioned in Section 5.5.4. In fact, the performance
of both models, on average, differ by less than 0.6%. There is a small difference
that does not show an absolute winner between the two models: Camoscio shows a
slightly better performance in zero-shot, while Faunol obtains a higher result in the
few-shot setting. Their approach shows a good trade-off between accuracy and a
limited computing budget.

The major limitation of their approaches lies in their tokenizers, since these were
not trained on Italian text, thus forcing the LoRA weights to learn how to map a
sequence of English subwords into an embedding useful to generate Italian sentences.

Fauno2, LLaMAntino & LLaMA2: Fauno2 shares the same fine-tuning
method and data as Faunol; the difference lies only in the underlying model. Indeed,
it uses LLaMA2 as pre-trained foundation model, and, therefore, it inherits all the
limitations of the original Faunol. The same situation happens with LLaMAntino,
another QLoRA fine-tuned of LLaMA2 on Italian data. From our results, the
performance of Fauno2 is higher than those of LLaMAntino, considering both zero-
and few-shot settings. Thanks to the fine-tuning on Italian data, Fauno2 and
LLaMAntino perform better than their foundation model, LLaMA2.
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Mistral Surprisingly, Mistral, without any direct Italian-specific supervision, can
match the performance of Italian-tuned models such as Fauno2 and LLaMAntino.
This is probably due to high-quality training data, combined with some contamination
of Italian language in its pre-training corpora.

5.6.2 DanteLLM and OpenDanteLLM

As mentioned in Section 5.4, one of the objectives of this work is to propose a
reproducible, open-source state-of-art model in Italian. In our experiments, Dan-
teLLM and OpenDanteLLM outperform all the currently available Italian LLMs of
the same size. In particular, in zero-shot their best competitor is Fauno2, DanteLLM
improves by ~ 3%, and OpenDanteLLM improves by ~ 2%, on average.

In the few-shot setting, their best competitor is LLaMAntino, where DanteLLM
brings an improvement of ~ 6% and OpenDanteLLM ~ 4%, on average.

This is also in line with the findings of the respective foundation models: on
most benchmarks, Mistral outperforms LLaMA2.

With respect to its foundation model (Mistral), DanteLLM improves by ~ 5% in
ARC Challenge, ~ 4% in HellaSwag, ~ 2% in MMLU, and a performance reduction
of ~ 2% in TruthfulQA. The latter is probably due to the nature of the Truthful QA
benchmark: since it is a sentence completion benchmark, Mistral better preserves
its original training objective. On average DanteLLM improves by ~ 3% the overall
performance of Mistral.

5.7 Conclusion and Future Work

In this work, we present a novel Italian evaluation resource, following the lead
of the benchmarks used in the well-known HuggingFace LLM Leaderboard. Such a
resource is essential for evaluating the capabilities of models in various tasks and
domains in Italian, which suffers from poor coverage.

Along with this, we evaluate the performance of all currently available Italian
autoregressive LLMs. We set up an online leaderboard, which will be updated as
new Italian or multilingual models are made available.

Finally, we propose two novel fully Italian LLMs, namely DanteLLM and Open-
DanteLLLM, which outperform their counterparts by up to 6 points in our benchmarks.
The latter, in particular, is released under the Apache 2.0 license (completely open
source, even for commercial use), to bridge the gap between state-of-the-art research
and industrial applications in the Italian landscape.

We present this contribution in the hope that it promotes further research in
non-English languages, especially those with limited resources. This marks our
contribution to Italian LLM research.

For future work, we plan to extend this research to more languages, especially
low-resource ones, and provide robust baselines inspired by DanteLLM and Open-
DanteLLM.

5.8 Limitations

In this section, we report the major limitations of our study. Our benchmark is
built on top of an automatic neural translation process, which, despite the overall
good translation performances that we evaluated with humans and ChatGPT-4 in
Section 5.3.1, hardly competes with a manually-curated resources. However, our
approach can be seen as a starting point in the direction of higher-quality resources.
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Category | iT5 | Geppetto | Camoscio | Faunol Fauno2 | LLaMAntino OpenDanteLLM | DanteLLM
Abstract algebra 21.00 / 22.00 | 20.00 / 27.00 | 27.00 / 32.00 | 25.00 / 30.00 | 28.00 / 31.00 | 31.00 / 30.00 30.00 / 30.00 36.00 / 34.00
Anatomy 19.26 / 19.26 | 19.26 / 22.96 | 27.41 / 28.89 | 33.33 / 25.19 | 36.30 / 40.00 | 33.33 / 40.74 36.30 / 41.48 42.22 / 37.78
Astronomy 17.11 / 17.76 | 17.11 / 17.76 | 27.63 / 27.63 | 25.66 / 24.34 | 39.47 / 29.61 | 32.89 / 40.79 50.66 / 53.29 55.26 / 54.61
Business ethics 30.00 / 28.00 | 27.00 / 29.00 | 29.00 / 29.00 | 32.00 / 31.00 | 34.00 / 31.00 | 34.00 / 34.00 44.00 / 46.00 47.00 / 50.00
Clinical knowledge 23.02 / 21.51 | 20.75 / 21.51 | 32.83 / 28.30 | 30.94 / 24.91 | 40.75 / 38.49 | 36.60 / 41.51 49.43 / 53.96 53.58 / 53.58
C. biology 26.39 / 26.39 | 25.00 / 25.69 | 24.31 / 32.64 | 29.17 / 35.42 | 36.81 / 30.56 | 35.42 / 38.19 42.36 / 41.67 42.36 / 43.75
C. chemistry 18.00 / 20.00 | 19.00 / 19.00 | 33.00 / 24.00 | 25.00 / 27.00 | 28.00 / 33.00 | 26.00 / 36.00 37.00 / 34.00 38.00 / 38.00
C. computer science 27.00 / 40.00 | 24.00 / 26.00 | 27.00 / 27.00 | 20.00 / 31.00 | 36.00 / 43.00 | 22.00 / 33.00 42.00 / 46.00 40.00 / 42.00
C. 26.00 / 21.00 | 19.00 / 21.00 | 29.00 / 28.00 | 31.00 / 23.00 | 32.00 / 30.00 | 27.00 / 33.00 32.00 / 29.00 35.00 / 30.00
C. medicine 21.97 / 20.81 | 20.23 / 20.81 | 31.79 / 20.81 | 27.17 / 25.43 | 31.79 / 32.37 | 29.48 / 30.64 41.04 / 43.93 42.77 / 42.20
C. physics 23.53 / 22.55 | 20.59 / 21.57 | 26.47 / 24.51 | 26.47 / 23.53 | 26.47 / 20.59 | 21.57 / 24.51 31.37 / 28.43 36.27 / 29.41
Computer security 27.00 / 19.00 | 29.00 / 28.00 | 22.00 / 30.00 | 24.00 / 35.00 | 46.00 / 48.00 | 32.00 / 42.00 50.00 / 53.00 54.00 / 54.00
Conceptual physics 25.96 / 25.53 | 26.38 / 26.38 | 32.77 / 33.62 | 34.89 / 34.04 | 34.47 / 37.45 | 36.17 / 35.32 41.28 / 44.26 42.55 / 47.23
Econometrics 23.68 / 23.68 | 24.56 / 23.68 | 22.81 / 28.07 | 19.30 / 24.56 | 28.95 / 26.32 | 25.44 / 28.95 25.44 / 33.33 33.33 / 31.58
Electrical engineering 24.83 / 23.45 | 24.14 / 24.14 | 27.59 / 27.59 | 26.21 / 29.66 | 42.76 / 40.69 | 40.69 / 44.83 52.41 / 54.48 52.41 / 51.72
Elementary math. 20.90 / 21.96 | 21.43 / 20.90 | 27.78 / 21.43 | 27.25 / 22.49 | 28.84 / 30.95 | 26.46 / 27.25 31.48 / 31.75 32.28 / 31.22
Formal logic 32.54 /29.37 | 23.02 / 29.37 | 30.95 / 27.78 | 23.02 / 34.13 | 26.98 / 25.40 | 29.37 / 26.19 31.75 / 29.37 2222 / 29.37
Global facts 19.00 / 18.00 | 18.00 / 18.00 | 29.00 / 29.00 | 31.00 / 32.00 | 34.00 / 37.00 | 38.00 / 38.00 33.00 / 24.00 29.00 / 30.00
H. S. biology 19.35 / 20.97 | 19.35 / 17.74 | 33.55 / 28.06 | 28.71 / 26.13 | 46.77 / 40.32 | 35.81 / 42.58 47.42 / 52.58 52.26 / 57.42
H.S 19.70 / 16.26 | 15.27 / 29.56 | 31.53 / 25.12 | 24.63 / 21.67 | 27.09 / 35.96 | 32.02 / 27.09 35.96 / 42.36 39.90 / 38.92
H. S. computer scie 28.00 / 33.00 | 25.00 / 30.00 | 20.00 / 25.00 | 20.00 / 33.00 | 33.00 / 35.00 | 32.00 / 37.00 42.00 / 48.00 45.00 / 52.00
H. S. european history | 25.45 / 23.03 | 21.82 / 26.67 | 35.15 / 30.30 | 33.33 / 30.30 | 46.06 / 31.52 | 29.70 / 33.94 49.70 / 50.30 50.30 / 52.12
H. S. geography 18.69 / 17.68 | 18.18 / 17.68 | 33.84 / 29.80 | 23.23 / 31.82 | 44.44 / 44.44 | 38.38 / 40.91 50.51 / 56.57 54.04 / 61.11
H. S. gov.t and politics | 21.24 / 19.17 | 19.17 / 19.69 | 30.05 / 27.98 | 21.76 / 25.91 | 48.70 / 42.49 | 32.12 / 4249  51.30 / 58.55 | 58.03 / 64.25
H. S. macroeconomics 22.31 / 20.51 | 20.51 / 20.26 | 28.46 / 25.38 | 23.08 / 28.46 | 38.21 / 37.44 | 32.82 / 40.00 40.77 / 41.28 43.33 / 41.28
H. S. mathematics 22.22 / 23.33 | 22.59 / 27.04 | 25.93 / 23.70 | 27.41 / 24.81 | 26.67 / 30.37 | 29.63 / 27.78 28.52 / 30.37 31.11 / 29.63
H. S. microeconomics 19.75 / 21.01 | 21.01 / 21.01 | 30.67 / 28.15 | 25.63 / 30.25 | 40.34 / 38.66 | 31.51 / 36.97 49.16 / 45.38 45.80 / 50.42
H. S. physics 21.19 / 19.87 | 20.53 / 33.11 | 27.81 / 28.48 | 24.50 / 29.14 | 27.15 / 32.45 | 29.80 / 34.44 28.48 / 29.14 27.81 / 30.46
H. S. psychology 10.27 / 25.14 | 19.45 / 34.86 | 37.43 / 32.66 | 27.71 / 31.74 | 52.11 / 41.83 | 41.10 / 43.85 52.20 / 5541 | 57.43 / 58.17
H. S. statistics 25.93 / 15.28 | 15.74 / 15.28 | 32.41 / 32.41 | 20.37 / 40.28 | 27.78 / 27.31 | 20.37 / 44.44 36.11 / 37.04 30.09 / 37.96
H. S. us history 23.53 / 27.45 | 25.49 / 24.02 | 30.88 / 28.43 | 30.39 / 32.35 | 44.12 / 33.33 | 30.39 / 29.90 45.10 / 53.43 48.53 / 48.53
H. S. world history 25.74 / 27.00 | 27.43 / 25.74 | 32.91 / 30.38 | 30.80 / 32.91 | 50.21 / 41.35 | 32.91 / 37.55 41.35 / 48.95 47.68 / 49.79
Human aging 30.49 / 31.39 | 31.39 / 20.18 | 31.39 / 39.91 | 39.01 / 39.46 | 44.84 / 41.70 | 33.18 / 42.15 48.88 / 54.26 52.91 / 56.05
Human sexuality 23.66 / 25.95 | 25.95 / 25.95 | 32.82 / 32.82 | 29.01 / 30.53 | 45.04 / 41.98 | 45.80 / 48.85 56.49 / 58.02 57.25 / 61.07
International law 23.97 / 29.75 | 23.97 / 23.97 | 40.50 / 33.88 | 38.84 / 30.58 | 61.98 / 54.55 | 40.50 / 63.64 48.76 / 61.16 57.02 / 60.33
Jurisprudence 21.30 / 25.93 | 26.85 / 25.93 | 29.63 / 35.19 | 41.67 / 37.96 | 45.37 / 45.37 | 35.19 / 44.44 49.07 / 55.56 65.74 / 57.41
Logical fallacies 20.86 / 25.15 | 22.09 / 25.77 | 33.13 / 25.15 | 28.22 / 31.29 | 42.94 / 37.42 | 34.36 / 37.42 49.69 / 51.53 54.60 / 54.60
Machine learning 30.36 / 30.36 | 32.14 / 31.25 | 20.54 / 24.11 | 25.89 / 28.57 | 35.71 / 35.71 | 27.68 / 26.79 43.75 / 38.39 35.71 / 41.96
Management 17.48 / 18.45 | 17.48 / 37.86 | 33.98 / 22.33 | 30.10 / 33.01 | 48.54 / 45.63 | 33.98 / 39.81 61.17 / 66.99 66.99 / 66.02
Marketing 29.06 / 26.07 | 28.63 / 29.06 | 36.75 / 30.77 | 34.19 / 36.32 | 64.53 / 55.98 | 43.59 / 51.28 62.82 / 67.52 69.66 / 71.79
Medical genetics 25.00 / 30.00 | 29.00 / 20.00 | 27.00 / 35.00 | 35.00 / 28.00 | 45.00 / 40.00 | 39.00 / 44.00 44.00 / 52.00 50.00 / 54.00
Miscellaneous 23.63 / 23.75 | 23.63 / 28.74 | 38.83 / 36.91 | 37.04 / 33.84 | 56.32 / 51.47 | 46.74 / 50.83 55.68 / 59.51 62.96 / 60.41
Moral disputes 23.12 / 26.59 | 24.57 / 24.86 | 30.06 / 27.46 | 34.97 / 30.64 | 48.84 / 45.66 | 35.84 / 44.22 48.84 / 51.16 52.60 / 53.76
Moral scenarios 23.80 / 23.80 | 23.91 / 23.80 | 24.13 / 23.58 | 26.48 / 24.25 | 23.24 / 26.03 | 24.25 / 25.14 24.25 / 25.47 27.15 / 24.47
Nutrition 21.90 / 22.55 | 22.22 / 22.55 | 34.97 / 33.01 | 32.35 / 35.62 | 46.73 / 42.48 | 40.52 / 40.20 56.54 / 57.19 53.92 / 55.88
Philosophy 18.33 / 27.01 | 18.65 / 29.90 | 33.44 / 30.87 | 33.12 / 32.48 | 47.27 / 45.34 | 38.91 / 50.80 47.59 / 54.34 53.38 / 58.52
20.06 / 20.37 | 20.37 / 21.60 | 30.56 / 28.09 | 29.01 / 26.54 | 40.12 / 38.89 | 36.73 / 41.05 48.77 / 51.85 50.31 / 56.79
25.53 / 24.47 | 22.70 / 23.40 | 27.30 / 21.63 | 24.82 / 24.82 | 28.37 / 29.43 | 28.37 / 32.62 31.56 / 28.72 32.27 / 32.27
25.49 / 25.42 | 23.53 / 25.16 | 25.10 / 25.95 | 26.53 / 27.18 | 28.68 / 29.14 | 25.75 / 28.49 30.38 / 32.86 32.14 / 33.96
P. medicine 27.94 / 43.01 | 18.38 / 18.38 | 41.18 / 40.81 | 22.43 / 43.01 | 30.88 / 33.82 | 35.66 / 40.44 35.29 / 37.13 37.87 / 40.07
hology 24.35 / 25.00 | 25.16 / 25.00 | 27.78 / 26.14 | 28.92 / 28.59 | 37.75 / 33.82 | 30.88 / 3121  39.22/ 4167 | 42.32 / 45.75
relations 21.82 / 21.82 | 21.82 / 21.82 | 33.64 / 29.09 | 32.73 / 30.00 | 45.45 / 44.55 | 41.82 / 41.82 43.64 / 52.73 53.64 / 56.36
Security studies 20.00 / 23.67 | 18.78 / 18.37 | 32.24 / 31.02 | 19.59 / 31.43 | 48.98 / 46.94 | 29.39 / 45.71 52.65 / 58.37 57.55 / 55.10
Sociology 22.80 / 24.38 | 24.38 / 23.88 | 42.79 / 29.35 | 38.31 / 35.82 | 53.73 / 47.26 | 46.27 / 52.24 66.67 / 69.15 67.66 / 70.15
Us foreign policy 28.00 / 28.00 | 28.00 / 28.00 | 30.00 / 46.00 | 30.00 / 39.00 | 61.00 / 57.00 | 45.00 / 53.00 61.00 / 67.00 68.00 / 69.00
Virology 30.72 / 27.71 | 27.71 / 28.31 | 31.33 / 30.72 | 34.94 / 27.11 | 40.96 / 36.14 | 34.94 / 33.13 4518 / 43.37 | 45.78 / 41.57
World religions 30.99 / 25.15 | 32.16 / 21.05 | 32.16 / 38.60 | 35.09 / 38.01 | 60.82 / 60.23 | 51.46 / 54.97 70.18 / 69.59 69.01 / 71.35
Avg. ‘ 23.69 / 24.31 ‘ 22.87 / 24.39 ‘ 30.53 / 29.38 ‘ 28.79 / 30.45 ‘ 40.30 / 38.32 ‘ 33.89 / 38.74 44.25 / 46.89 ‘ 47.05 / 48.27
Table 5.5. Detailed results on the MMLU Results (zero-shot / few-shot), “H. S, “P”

and “C” stand for High School, Professional and College, respectively. Due to space
constraints, only Italian models are reported. Our proposed models are highlighted in

green.

Another limitation consists in the LoRA fine-tuning on an existing model, rather
than a training from scratch. A more direct alignment of tokenizer wordpieces and
model parameters to the Italian language would be ideal. However, this approach
shows anyways remarkable performances and efficiency.
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Chapter 6

Generating Query
Recommendations via LLMs

Query recommendation systems are ubiquitous in modern search engines, assisting
users in producing effective queries to meet their information needs. However, many
of these systems require a large amount of data to produce good recommendations,
such as a large collection of documents to index and query logs. In particular,
query logs and user data are not available in cold start scenarios. Query logs
are expensive to collect and maintain and require complex and time-consuming
cascading pipelines for creating, combining, and ranking recommendations. To
address these issues, we frame the query recommendation problem as a generative
task, proposing a novel approach called Generative Query Recommendation (GQR).
GQR uses a Large Language Model (LLM) as its foundation and does not require
to be trained or fine-tuned to tackle the query recommendation problem. We design
a prompt that enables the LLM to understand the specific recommendation task,
even using a single example. We then improved our system by proposing a version
that exploits query logs called Retriever-Augmented GQR (RA-GQR). RA-GQR
can dynamically compose its prompt by retrieving similar queries from query logs.
GQR approaches reuses a pre-existing neural architecture resulting in a simpler
and more ready-to-market approach, even in a cold start scenario. Our proposed
GQR obtains state-of-the-art performance in terms of NDCG@10 and clarity score
against two commercial search engines and the previous state-of-the-art approach
on the Robust04 and ClueWeb09B collections, improving on average the NDCG@10
performance up to ~4% on Robust04 and ClueWeb09B w.r.t the previous state-of-
the-art competitor. While the RA-GQR further improves the NDCG@10, obtaining
an increase of ~11%, ~6% on Robust04 and ClueWeb09B w.r.t the previous state-
of-the-art competitor. Furthermore, our system obtained ~59% of user preferences
in a blind user study, proving that our method produces the most engaging queries.

6.1 Introduction

“Related Searches” is a fundamental module of a Search Engines Result Page
(SERP). By recommending new queries related to the query submitted by a user,
the related searches module guides the users toward their information needs by
suggesting more focused and refined queries, called query recommendations. Typically,
a “Related Searches” module is implemented by a query recommendation system.
To exemplify why related searches are important, consider a user trying to get
information about the company Corporate Ltd. the user enters the query “Corporate”
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“Related Searches” Module
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Figure 6.1. An example of prompt-based query recommendations for the query “Nutella”.
The Large Language Model is prompted with two queries “Ryanair” and “New York”,
and their relative recommendations, and a user query, and corresponding query recom-
mendations are generated

and, by assuming this is a navigational query, the search engine’s first result is the
Corporate Ltd’s website. This is not what the user was looking for, though, and the
Related Searches component offers recommendations for queries such as “Corporate
products”, “Corporate job openings”, and so on. Without needing to reformulate the
query manually, the user is only “one tap away” from the SERP containing the
information it was looking for. However, from a practical point of view, building
or improving a query recommendation system is challenging Silvestri (2009) as it
involves three distinct requirements: past user-system interactions stored in query
logs, a machine-learned model trained on them, and a serving infrastructure to
support the real-time recommendation in response to user queries.

In contrast to most previous query recommendation solutions, here we show that
it is possible to develop an effective “Related Searches” module without the need
for a system-specific machine-learned model trained on it. We present a novel way
of conceiving a query recommendation system by using the great expressiveness and
language generation power of Large Language Models (LLMs), such as OpenAI’s
GPT3 Brown et al. (2020a).

An earlier attempt to build a query recommendation system without query logs
was by Bhatia et al. Bhatia et al. (2011) in 2011.

However, when that research was done, the tools available to “generate” text
were limited. In a nutshell, their approach was based on finding key phrases in a
document collection whose prefixes were related to, or matching, the user-submitted
query. However, this purely statistical word-based approach does not leverage
complex correlations found in the language (which gives rise to learned semantics),
and the language generation capabilities are also limited; these issues result in poor
performance compared to modern query recommendation systems.

In this paper, we take a completely different approach inspired by the success of
prompt-based zero-shot learning Liu et al. (2022a). We prompt an LLM, in our case,
OpenAl’'s GPT3, with examples of queries and respective recommendations, and we
let the LLLM generate recommendations related to a given new query. An example
is shown in Figure 6.1. The LLM is prompted with two queries, namely Ryanair
and New York, together with their recommendations, and a last query, Nutella, for
which the LLM generates recommendations. Essentially, in that example, we build
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a prompt composed of two pairs of query recommendations, followed by the user
query and a “recommendations” token. In doing so, we “instruct” the LLM on what
is the structure and the semantics of the continuation to the last token, and the
system is able to find the relevant recommendations even if the category for the
query is different from the two example queries in the prompt. This is the essence
of prompt-based approaches to zero-shot learning, providing an “in-context” set of
examples that will drive the LLM generation phase toward solving a task. Dai et
al. Dai et al. (2022a) recently postulated that prompt-based approaches are similar
to meta-learning applied to a specific task. Prompts are comparable to support sets
in meta-learners and act as a guide for generating the rest of the sentence, in our
case, query recommendations.

From a time-to-market perspective, traditional query recommendation systems
based on mining query logs Jones et al. (2006) suffer from the cold-start problem,
as they need to collect and maintain large amounts of user data and query logs to
estimate a meaningful correlation between co-observed queries in search sessions.
This is far from ideal for newly launched search engines, but also for more established
search engines that start operating in new regions or markets where the query logs
may not be representative of the user behavior. Our approach can greatly speed
up the bootstrapping of a query recommendation system, as we only require a
pre-trained LLM and a handful of hand-curated prompts, which manual annotators
and domain experts can easily create. These are the major benefits of using a
prompt-based LLM approach for implementing a “Related Searches” component:

e There is no need to build a specific data structure and model for the query
recommendation service. One can use an available LLM and apply the prompt
we devise in this research.

e Recommendations are generated without using any user information, past
queries, or past interactions, except the current query. This greatly reduces
the time-to-market of query recommendation systems and allows us to tackle
the cold-start issue effectively.

e Generating recommendations for previously unseen and long-tail queries is
a challenging task in traditional query recommender systems Bonchi et al.
(2012); Sordoni et al. (2015). Using our technique, this task becomes trivial,
and it does not require any specifically designed mechanisms to manage tail
queries.

Query logs remain an important source of knowledge, for that reason, we propose
an advanced version of GQR called Retrieval Augmented GQR (RA-GQR) able to
leverage query logs to build automatically its prompt. This version first retrieves
similar users’ written queries from a query log and then compose dynamically the
GQR prompt to generate better recommendations. In that way the examples in the
prompt are tailored within the topic of the current user query.

We introduce the Generative Query Recommendation (GQR) system. GQR
uses an LLM as its foundation and leverages the prompting abilities of the LLM
to understand the recommendation task through a few examples provided in the
prompt (retrieved or handcrafted). Our preliminary experiments on two publicly
available test collections show that GQR and RA-GQR outperform the other tested
systems on average and obtain stable performance along query recommendations in
the various ranks. For example, our GQR, exploiting the GPT-3 LLM, outperforms
other query recommendation systems obtaining an NDCG@10 improvement of at
least ~4% in Robust04 and ClueWeb09B. With the aid of 12 annotators, we conduct
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a blind user study that shows that GQR produces the most engaging and relevant
query recommendations, with ~59% preferences.

6.2 Related Work

In this section, we discuss the related work on query recommendations (Sec-
tion 6.2.1), LLMs (Section 6.2.2), and prompting in Information Retrieval (IR)
(Section 6.2.3).

6.2.1 Query Recommendations

Query recommendations are ubiquitous in modern search engines, assisting
users in formulating and re-formulating effective queries and supporting exploratory
searches. The query recommendation problem is generally modelled in two alternative
ways. The first approach is based on the idea that the query recommendation provider
is able to guide the user toward high-quality queries by looking into which queries
have statistically led to successful search sessions in a set of query logs. For instance,
the notion of query shortcut Baraglia et al. (2009) corresponds to creating a link
between the current user query and a successful query that is highly correlated with
the user query, typically appearing at the end of a successful search session Lucchese
et al. (2011). This line of work is generally quite effective as it directly optimizes for
successful searches, but it requires a way to determine whether a search session was
successful, which is a non-trivial problem for public datasets, where metrics such
as the stream or dwell time on a document are typically unavailable. Hence, many
works in the literature have relied on the simplifying assumption that, within a
search session, users optimize their queries until they find what they are looking for,
making query reformulations within a search session a natural candidate for query
recommendation. As a consequence, several models have relied on mining query-query
correlations from query logs, either through more traditional statistical approaches
such as Log-Likelihood Ratio Jones et al. (2006), graph-based approaches Huang et al.
(2003); Boldi et al. (2009); Craswell and Szummer (2007); Beeferman and Berger
(2000) or using modern language technologies that can generalize to new queries and
effectively model sequences such as RNNs Wu et al. (2018) or transformers Mustar
et al. (2021). Nevertheless, these approaches still require access to a set of high-
quality query logs, which are expensive to collect, maintain, and might not be
available or be representative in a cold-start situation, e.g. launch in a new country,
for a new product, etc. To deal with cold-start issues, some approaches for query
recommendations in the absence of query logs have been proposed in the past. For
example, Bhatia et al. Bhatia et al. (2011) build a (pre-neural) language model,
that is based on a database of sentences, such as those contained in the document
collection. This language model is obtained by extracting the n-grams (in the order
of unigram, bigram and trigram) from the collection. Then, given a user query,
their approach relies on the last word of the user’s query to find the most probable
subsequent term to obtain a phrase completion with maximum likelihood estimation.
However, these collection-extractive approaches are based on finding relevant key-
phrases in a collection of documents and do not take advantage of the outstanding
generative capabilities of Large Language Models, which have shown to be extremely
effective in IR tasks such as query generation (see Section 6.2.3). To the best of our
knowledge, this is the first approach to generate query recommendations that only
requires a pre-trained neural network, without any access to user data or documents.
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6.2.2 Large Language Models

Pre-trained Language Models (LMs) such as BERT Devlin et al. (2018) and
T5 Raffel et al. (2020a) are nowadays the main building block of the major Natu-
ral Language Processing (NLP) architectures. After being fine-tuned, these LMs
demonstrate impressive capabilities in a variety of tasks such as Question Answering,
Machine Translations, Semantic Parsing, and so on Lin et al. (2021b). Recent ad-
vances in the field of language modelling have led to the creation of pre-trained Large
Language Models (LLMs) such as GPT Brown et al. (2020a), which are LMs with a
huge number of parameters, trained on large amounts of data. While LMs require
task-specific fine-tuning to update their parameters to correctly address a specific
downstream task, LLMs are able to perform in-context learning, i.e., the ability to
address a specific downstream task by learning from just a few examples in the task
demonstration context Wei et al. (2022b,a). These few examples are usually written
in natural language templates, or prompts. In-context learning concatenates a few
examples of the demonstration context together with a question, which is fed into
the LLM to generate an answer. In doing so, the LLM does not require supervised
fine-tuning, and directly performs inference using the provided prompt. Hence,
the goal of these LLMs is to become zero/few-shot learners Brown et al. (2020a)
thanks to the technique called prompting. Prompting consists of conditioning the
generated answer of an LLM, giving specific instructions, at inference time without
requiring training (or fine-tuning) and additional training data. For example, given
a LLMs and an english sentence, we can condition the model’s output by asking to
address different tasks such as Translate the utterance in German or Paraphrase this
utterance, and we can also combine them like Translate and paraphrase this sentence
i German.

Many LLM have been developed and trained, such as GPT3 Brown et al. (2020a),
BLOOM Scao et al. (2022)), and OPT Zhang et al. (2022a)). Despite their ca-
pabilities, the performance of LLMs is sensitive to the prompting template Zhao
et al. (2021b). For our solution we propose a task-specific prompt to generate query
recommendations, and provides the first evaluation of a LLM’s in-context learning
for the query recommendations generation task.

6.2.3 Prompting in Information Retrieval

Nogueira et al. Nogueira et al. (2020) have been among the first to propose a
prompt-based approach for relevance ranking using a LM Raffel et al. (2020a). Given
a query and a document, their texts are concatenated with task-specific tokens,
and the task was to predict if the document would be relevant for the given query.
However, the proposed template has been used to generate training samples to
fine-tune the LM on the relevance classification task. Sachan et al. Sachan et al.
(2022) demonstrate how prompting can be used for re-ranking documents without
fine-tuning, i.e., in a zero-shot setting. Their re-ranker scores documents with a
zero-shot LM by computing the probability of the input query conditioned on a
retrieved document. InPars Bonifacio et al. (2022); Jeronymo et al. (2023) and
Promptagator Dai et al. (2022b) demonstrated how prompting and LLM can be
used to generate synthetic training datasets for IR tasks. Both models create a
prompt composed of a concatenation of few query-relevant document pairs followed
by a document, and the goal is to generate a query for which the final document is
relevant. This prompt is then used with the GPT3 Bonifacio et al. (2022); Dai et al.
(2022b), GTP-J Wang and Komatsuzaki (2021), or FLAN Wei et al. (2021) LLMs
to generate new synthetic query-document pairs. Recently, prompt-based IR pushed
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as far as replacing the classic index-retrieval pipeline with a single large language
model that directly generates relevant document IDs given a user query Tay et al.
(2022).

Inspired by the successes of these works that use prompting to generate queries,
we focus on prompting the query recommendation generation problem.

6.3 Proposed Approach

We reframe the query recommendation problem as a generative task introducing
Generative Query Recommendation (GQR). GQR uses a pre-trained sequence-to-
sequence LLM as its foundation, and it leverages the prompting abilities of the LLM
to understand the recommendation task through a few examples provided in the
prompt. Indeed, our methodology consists in building a proper prompt composed of
pairs of queries and a list of corresponding query recommendations to instruct an
LLM to generate recommendations for a new, previously unseen user query.

More formally, given a query input text ¢ and a candidate recommendations
set £ ={ry,ry,...}, i.e., a set of free-text recommendations, a pre-trained LLM M
takes the top k candidate recommendations in £ with the highest probabilities of the
language model M, conditioned on n examples C = {(q}, 1), (g5, 05), ..., (¢, Ch)},
where (¢}, £}) is a query-list of recommendations pair whose query is different from
the query input q.

Since the recommendation space £ is potentially very large, we do not explicitly
compute and store it, but we leverage the text generation capabilities of M to
synthesize recommendations. Our proposed GQR system generates the highest
scoring k recommendations ¢ = {71, ...,7;} C £ by selecting the k elements of £
with the highest generation probability:

{ = k-arg max Pp(rjlg, C). (6.1)
mEﬁ

In practice, we use a pre-defined template, or prompt, to format the examples
and pre-append them to the input query. Let T'(-,-) the formatting function of an
input example, i.e.,

T(q,¢) = query q recommendations ¢ (6.2)

The context C and the input query ¢ are provided as input to the the LLM M
according to the following prompt:

T(q1,01) T(ga,45) - T(ap:ty) T(g, ) (6.3)

Then, to generate the query recommendation, we provide the input build accord-
ing to this prompt to the LLM, and we let the LLM generate the recommendations,
as shown in Figure 6.1. Hence, an example of our prompt is

query: qi
recommendations: /;

query: gy

recommendations: ¥,
query: ¢

recommendations:
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e scholar search; google scholar citation; google scholar advanced search; google scholar login; google scholar login sign up; google scholar impact factor

nce booking; air france flights; air france contact number; air france business class; air france careers; air france luggage fees

Figure 6.2. Instance of one of our prompts with two examples. As can be noticed from
this Figure, we concatenated the user query with the prompt and then we let the LLM
to continue the generation of the query recommendations.

Then, our LLM will condition its output using the prompt. It will continue to
complete the input text adding the recommendations for the query ¢'.

To get the most general prompt possible, we use different examples that cover
several topics, as shown in Figure 6.2. The examples composing our prompt include
queries related to entities of different natures, such as company names, famous
person names, product names, historical events, etc. For each prompt, we built
hand-crafted recommendations, which will be released upon acceptance.

Prompting brings several advantages in query recommendation generation, consid-
erably easing the different constraints required in the current query recommendation
systems. GQR consists of a prompt and a general-purpose LLM, that, by using an
in-context learning strategy, is able to generate query recommendations in a single
forward pass, and it does not need additional ad hoc systems to produce, rank, and
combine query recommendations. The system’s overall inductive biases that affect
the final output are easily controllable through the human-created prompt in plain
language. Further, GQR exploits the large pre-training knowledge of the LLM to
retrieve the information needed to generate the recommendations, removing the
need to index large collections of documents to extract query recommendations.

By re-using the pre-trained knowledge of the LLM, we obtain an approach that
does need specific training (or fine-tuning) to produce query recommendations. In
that way, we discontinue the use of users’ data, such as query logs, because no data
is involved in our query suggestion pipeline, resulting in an approach that is robust
to cold-start. Indeed, the LLM is typically pre-trained on an extremely large and
diverse set of texts, allowing it to distill both language and factual knowledge into a
single model. It, therefore, equips our approach with an open, unconstrained source
of recommendations in contrast to being bound to a finite set of recommendations
extracted from a query log. As for the language aspect, our approach leverages
all the common advantages of pre-trained transformer architectures (Devlin et al.,
2018), such as Word Pieces embeddings (Wu et al., 2016), making the model more
robust to typing mistakes (Zhang et al., 2020) and able to handle different word
forms effectively, and able to understand the context and semantics of the query.

To sum up, this approach completely eradicates the cold-start issues, it demon-
strates that there is no need for large collections of documents, to generate query
recommendations, and the need to construct a query-specific architecture, allowing
the reuse of existing models, thus promoting a greener approach Patterson et al.
(2021).

6.4 Experimental Setup

In this section, we describe our experimental setup, introducing our research
questions (RQs) and the datasets, the competing models, the hardware, and the
evaluation metrics used to answer our RQs.
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6.4.1 Research Questions

In our experiments, we focus on answering the following research questions

« RQ1: Can our proposed GQR system generate relevant and useful query
recommendations compared with existing query recommendation systems?

e RQ2: Are the queries generated by our GQR system more engaging for users
than those generated by other systems?

« RQ3: Does our GQR system generate recommendations for long tail, i.e., rare,
queries?

« RQ4: Are query logs still bring value in generative query recommendation?

6.4.2 Datasets

We use three datasets, TREC Robust 2004 Disk 4-5 Voorhees (1996, 2004);
Huston and Croft (2014). with 250 queries and 528,155 documents, ClueWeb09B
Clarke et al. (2009) with 200 queries and 50,220,423 documents and a subset of
queries from the AOL dataset Pass et al. (2006) , specifically 192 queries randomly
sampled to perform a user study and the first 200 queries extracted from the query
log’s long tail distribution, i.e., queries appearing just once in the log. We will release
the datasets upon acceptance.

6.4.3 Tested Models

We compare our proposed GQR approaches with two query recommendation
systems implemented by publicly available Web search engines, referred to as System 1
and System 2 to maintain anonymity. To compute their performance, we collect
the recommendations they produce by scraping their outputs in response to our test
queries. Moreover, we compare GQR against the most similar query recommendation
system available in the research literature, which means a system not exploiting
query logs for producing query recommendations Bhatia et al. (2011). Given that
their implementation cannot be found, we reproduce their work in our experiments.
We conducted the experiments of Bhatia et al. 2011 Bhatia et al. (2011) only on
Robust 2004 because computing n-grams on a large collection like ClueWeb09B
would be too demanding on memory.

We implement our GQR system using two different LLMs: GPT-3 Brown et al.
(2020a) using the implementation of text-davinci-003 model with 175B parameters
accessed through the OpenAl APIs?, and Bloom Scao et al. (2022) with 176B
parameters, using the Huggingface’s APIs?. Both GQR systems exploit a prompt
composed of 10 examples by default.

We implement RA-GQR using our best-performing model, GPT-3. RA-GQR
leverages past user queries from Lucchese et al. (2013) Lucchese et al. (2013).
Instead of relying on generic prompts, RA-GQR dynamically builds its prompts by
incorporating real user queries similar to the current one. This approach aims to
provide GQR with relevant in-context learning examples. To achieve this, RA-GQR

Indeed, by a simple back-of-the-envelope calculation, the approach of Bhathia et al. would
require more than 1TB of RAM to store just the index. By observing the experimental results we
shall present in the next sections, we decided that adding this experiment would not have added
any additional insights.

*nttps://platform.openai.com/playground

3https://huggingface.co/bigscience/bloom
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first embeds the queries using a pre-trained model, msmarco-roberta-base-v2.
Then, it employs FAISS Douze et al. (2024) to efficiently retrieve past user queries
that share the same topic as the current query. RA-GQR builds upon the concept
of Retrieval Augmented Generation (RAG) introduced by Lewis et al. Lewis et al.
(2020¢).

For all the GQR implementations, we use the default hyper-parameters: temper-
ature of 0.7, with a maximum of 256 input tokens for both models. To maintain
consistency with the outputs of System 1 and System 2, which typically generate
six related searches, we decided to evaluate the top six query recommendations
generated by GPT3 and Bloom.

6.4.4 Evaluation Protocols

To assess the performance of query recommendation systems, we exploit two
different evaluation protocols. Given a query ¢ and a set of k query recommendations
r1,7T2,..., Tk generated by a given query recommendation system, our first protocol,
named Substitution, evaluates the effectiveness of each recommendation indepen-
dently, i.e., the original query is replaced with one of the generated recommendations:

Substitution(q, i) = r;. (6.4)

In doing so, we simulate a user selecting a single query recommendation to be used
in place of the submitted query.

However, this protocol does not take into account the query recommendation
capabilities of a system as a whole. Hence we introduce our second protocol, named
Concat, consisting of an iterative concatenation of the original query with the first ¢
query recommendations:

Concat(q,i)) =q@®ri @ --- B ;. (6.5)

The goal of this protocol is to assess the increase in performance that a user might get
when the search results are (possibly) enriched by the additional information coming
from the results retrieved thanks to the considered set of query recommendations.

6.4.5 Performance Metrics

Simplified Clarity Score. A common metric used in query recommendations
is the Clarity Score (CS) Cronen-Townsend et al. (2002), used to measure the
specificity or ambiguity of a query. We exploit the Simplified Clarity Score (SCS)
implementation He and Ounis (2004), which is less time-consuming when compared
to the complexity of Clarity Score.

SCS relies on calculating a relevance model based on the query and compares
it to the relevance model generated by the entire corpus using Kullback—Leibler
Divergence:

SCS(0) = 3 plula) ogs 2 (6:)

where p(w|q) is the statistical language model built over the query, while p(w|C)
is the statistical language model built over the document collection The quantity
p(w|q) is estimated with the maximum likelihood of the query model of the word w
in query ¢ and it is computed as the ratio between the number of occurrences of
the word w in the query and the query length. The quantity p(w|C) is computed
as the ratio between the number of occurrences of the word w in the collection
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C and the total number of words in C. In other words, a high SCS indicates a
well-formed query with little ambiguity that leads to retrieving a highly coherent set
of documents. It has been shown to correlate well with relevance judgments and
it is widely used as a query performance predictor in absence of explicit relevance
judgments Cronen-Townsend et al. (2002).

Retrieval effectiveness. As mentioned in Section 6.1, query recommendations
are a useful tool to help users in producing better queries to retrieve the docu-
ments that satisfy their information needs. So, to assess the retrieval effectiveness
of the generated query recommendations, we test their effectiveness to retrieve
relevant documents concerning the original query. Our reference effectiveness met-
ric is the Normalized Discounted Cumulative Gain at cutoff 10 (NDCG@10). To
perform our experiments, we used the BM25 ranking function from the PyTerrier
library Macdonald et al. (2021).

All statistical significance differences are computed with the paired t-test (p <
0.01) with the Holm-Bonferroni multiple testing correction.

6.4.6 User study

The main goal of a query recommender system should be that of producing helpful
recommendations, not only effective from a retrieval point of view recommendations.
Therefore, we aim to determine which system, amongst the ones we tested, presents
the most engaging query recommendations from a user’s perspective. We engage
twelve professional annotators with the recommendations generated by System 1,
System 2, and GQR (GPT-3). We divide annotators into three groups, i.e., four
annotators per group. We also randomly partition the 192 queries randomly sampled
from the AOL query log into the above-mentioned three groups, ending up with 64
queries per group.

The user study is conducted as follows: each system is anonymously identified and
shuffled for each query to eliminate bias. In the user study, our input queries always
get at least six recommendations from each system. The order of the recommenda-
tions shown to the annotators is not taken into account. We ask the annotators to
choose the most helpful and engaging set of recommended queries that do not repeat
the same information. As an example of our guideline recommendations, if one of the
systems under study provides recommendations such as "Ryanair support, Ryanair
contact, Ryanair customer service" w.r.t. the input query "Ryanair", that system is
not helpful in satisfying the user’s information need because it is just repeating the
same recommendation. A better system would provide diverse recommendations,
such as “Ryanair careers, Ryanair history, Ryanair cheap destinations."

6.5 Results and Analysis

In this section, we present the results to answer our posed five research questions
(Section 6.4.1).

RQ1: Can our proposed GQR system without query-logs generate
relevant and useful query recommendations compared with existing query
recommendation systems?

In Tables 6.1 and 6.2 we report the simplified clarity score and the NDCG@Q10
metrics, respectively, for the tested query recommendation systems, according to the
Substitution evaluation protocol. For each system, collection, and metric, we report
the minimum and maximum metric values across the six generated recommendations,
as well as their average values and the standard deviations. According to the SCS
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metric, our GQR systems get the highest values with both the worst and the
best-performing recommendations on the Robust04 dataset, outperformed only
by System 2’s best recommendation on the ClueWeb09B dataset, but by a small
margin. However, on average, our proposed GQR (GPT-3) system outperforms
all other methods, including commercial systems. Moreover, the corresponding
standard deviation values are the smallest, meaning that all the generated query
recommendations obtain a similar, high SCS score. According to the NDCG@Q10
metric, our proposed GQR (GPT-3) system outperforms all other systems. With
respect to the best competitor, namely System 2, our experiments show that GQR
(GPT-3), on average, has relative improvements of +23.86% and a +26.63% in
NDCG@10 on Robust04 and ClueWeb09B, respectively. As with the SCS metric, the
standard deviation of the NDCG@10 scores across the six generated recommendations
is small, so the recommendations get an NDCG@10 score concentrated around the
average value.

Model Min Max Avg + Std
Robust04
System 1 (a) 9.21 10.17 9.80 + 0.35
System 2 (b) 9.35 10.56 9.82 £ 0.39
Bhatia (Bhatia et al., 2011) (c) 7.64 9.20 8.28 + 0.53
GQR (Bloom) (d) 7.50 11.00 8.84 £ 1.66
GQR (GPT-3) (e) 10.54 10.77 10.65 £ 0.08
RA-GQR (GPT-3) 16.71%cde  17,10%¢cd  16.98 + 0.19%cde
ClueWeb09B

System 1 (a) 9.80 10.80 10.37 £ 0.32
System 2 (b) 10.49 11.31 10.87 £+ 0.30
Bhatia (Bhatia et al., 2011) (c) - - -

GQR (Bloom) (d) 7.68 11.20 9.84 £1.19
GQR (GPT-3) (e) 10.94 11.22 11.12 £ 0.10
RA-GQR (GPT-3) 19.42¢9¢de 19,7694  19.53 + 0.20%de

Table 6.1. SCS for the Substitution protocol for each system on Robust04 and ClueWeb(09B.
The best values across all systems are boldfaced. The letters indicate a statistically
significant difference w.r.t. GQR (GPT-3).

In Tables 6.3 and 6.4, we report the clarity score and the NDCG@10 metrics,
respectively, for the tested query recommendation systems, according to the Concat
evaluation protocol. This protocol aims to assess the performance improvements
that a user query may get when the generated query recommendations are used
as additional information sources together with the query. In doing so, the query
recommendations are expected to better specify the information need of the user
expressed as a text query. In doing so, it is important to take into account the
number of query recommendations concatenated with the user query, so we report
the metric scores for increasing the number of recommendations concatenated,
referred to as rank In both datasets, the concatenation of one or more query
recommendations increases the SCS value, for all tested systems, as expected. In
fact, according to Cronen-Townsend et al. (2002), the clarity score of a query
increases if we add terms that reduce the query ambiguity. Since we are enriching
the user queries with recommendations, these increases confirm that the generated
recommendations do not increase the ambiguity of the queries. Among the tested
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Model Min Max Avg + Std
Robust04
System 1 (a) 0.2038 0.2638 0.2377 + 0.0211
System 2 (b) 0.2546 0.3739 0.3102 =+ 0.0478
Bhatia (Bhatia et al., 2011) (c) 0.2388 0.2640 0.2566 £ 0.0108
GQR (Bloom) (d) 0.1743 0.3655 0.2628 + 0.0714
GQR (GPT-3) (e) 0.3727 0.3947 0.3842 + 0.0092
RA-GQR (GPT-3) 0.4197%%¢  0.4476%4 (0.4339 + 0.0080¢
ClueWeb09B
System 1 (a) 0.0940 0.1129 0.1056 + 0.0082
System 2 (b) 0.0946 0.1294 0.1108 + 0.0164
Bhatia (Bhatia et al., 2011) (c) - - -
GQR (Bloom) (d) 0.0468 0.1144 0.0802 + 0.0268
GQR (GPT-3) (e) 0.1280 0.1659 0.1403 + 0.0146
RA-GQR (GPT-3) 0.1597%¢  0,1832%d¢  0.1708 + 0.107%0

Table 6.2. NDCG@10 for the Substitution protocol for each system on RobustO4 and
ClueWeb09B. The best values across all systems are boldfaced. The letters indicate a
statistically significant difference w.r.t. GQR (GPT-3).

systems, our proposed GQR (GPT-3) outperforms all other systems across all ranks
and datasets. Similar results are obtained w.r.t. NDCG®@10. In this case, the more
recommendations we concatenate to the query, the higher the metric value. With
six recommendations, the effectiveness performance increases by ~16.44% on the
Robust04 dataset and by ~22.58% on the ClueWeb09 dataset by comparing with
their single query recommendation with the highest NDCG@10.

Concerning RQ1, we can conclude that our proposed GQR (GPT-3) system is
able to generate query recommendations without query logs that are, on average, less
ambiguous than other systems and better or on par with commercial competitors.

Model rank 1 rank 2 rank 3 rank 4 rank 5 rank 6
Robust04
System 1 (a) 16.29 20.00 23.32 26.55 29.18 31.43
System 2 (b) 19.35 24.81 31.10 36.63 42.84 47.88
Bhatia (Bhatia et al., 2011) (c) 18.21 23.89 29.52 34.49 39.56 44.28
GQR (Bloom) (d) 19.13 25.41 31.08 36.12 40.48 44.20
GQR (GPT-3) (e) 20.00 27.69 34.98 42.23 49.47 56.67
RA-GQR (GPT-3) 27.230%bcdef  40.69%0¢def 54,5190l g8.09%cdel  81.98ebcdef g5 g4gabedef
ClueWeb09B
System 1 (a) 19.20 24.89 30.54 36.03 41.23 46.24
System 2 (b) 19.28 24.50 30.77 35.55 41.55 46.70
Bhatia (Bhatia et al., 2011) (c) - - - - - -
CGQR (Bloom) (d) 18.49 25.20 31.15 37.07 42.28 46.72
GQR (GPT-3) (e) 20.41 27.73 35.01 42.27 49.30 56.25
RA-GQR (GPT-3) 29.63%0¢de  46.43%bcde  g3.120bcde 79 3gabede  gg gyabede  qqgabede

Table 6.3. SCS for the Concat protocol for each system on Robust04 and ClueWeb09B. The
best values per rank across all systems are boldfaced. The letters denote a statistically
significant difference w.r.t. GQR (GPT-3).

RQ2: Are the queries generated by our GQR system more engaging
for users than those generated by other systems?
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Model rank 1 rank 2 rank 3 rank 4 rank 5 rank 6
Robust04
System 1 (a) 0.4151 0.4270 0.4320 0.4373 0.4450 0.4417
System 2 (b) 0.4236 0.4292 0.4361 0.4386 0.4433 0.4373
Bhatia (Bhatia et al., 2011) (c) 0.4044 0.4012 0.3956 0.3917 0.3900 0.3922
GQR. (Bloom) (d) 0.4252 0.4254 0.4149 0.4136 0.4172 0.4203
GQR (GPT-3) (e) 0.4316 0.4429 0.4507 0.4543 0.4597 0.4596
RA-GQR (GPT-3) 0.45537%0°¢  0.4690%%  (.4788%cde  (0.4869%0°dc  0.4876%1 (.4889bcde
ClueWeb09B

System 1 (a) 0.1598 0.1627 0.1832 0.1797 0.1912 0.1954
System 2 (b) 0.1591 0.1429 0.1506 0.1528 0.1562 0.1645
Bhatia (Bhatia et al., 2011) (c) - - - - - -
GQR. (Bloom) (d) 0.1586 0.1626 0.1576 0.1544 0.1443 0.1427
CQR (GPT-3) (e) 0.1960 0.1891 0.1919 0.1939 0.2010 0.2030
RA-GQR (GPT-3) 0.19379%¢  0.1951%¢  0.1985%¢  0.2003%¢  0.2078%¢  0.2058%¢

Table 6.4.

NDCG@10 for the Concat protocol for each system on Robust04 and

ClueWeb09B. The best values per rank across all systems are boldfaced. Our tests do
not report statistically significant differences w.r.t. GQR (GPT-3).

To answer this research question, we report the results of our user study in Table 6.5.
We exclude Bathia’s approach because it needs to index a collection of documents
which is not provided with the AOL queries. The user study shows a clear preference
for our GQR (GPT-3) system with respect to the other two commercial systems. All
groups report a preference above 50% of tested queries for the GQR (GPT-3) system,
with an overall preference of ~59%. The second most preferred system is System 1
with ~26% of the preferences on average, and the last system is System 2, with
~15% of preferencess on average. Hence, on RQ2, we can conclude that, according
to our user study, the recommendations generated by our GQR (GPT-3) system
are more engaging than the recommendations generated by the two commercial
competitors from the user’s point of view. It is worth noticing that AOL queries
cover a wide variety of topics and since it is impossible to make assumptions about
users’ prior knowledge and their personal preferences, for that reason, subjectivity
plays a crucial role.

RQ3: Does our GQR system generate recommendations for long tail,
i.e., rare, queries?
During our experiments on Robust04 and ClueWeb09B, we observed that some
systems fail to produce query recommendations for some queries, while our GQR
(GPT-3) system is always successful in generating at least 1 suggestion for each
query. To further investigate on this topic, we extracted 200 rare queries from the
tail distribution of the AOL query log, thus considering the queries with a frequency
equal to 1-2 in the query log. In Table 6.6 we report, in percentage, the number
of times our tested systems have been able to generate at least one and all six
recommendations for the queries RobustO4, ClueWeb09B and the 200 AOL tail
queries datasets. We also report the average number of query recommendations each
system successfully generated for each dataset. For the Robust04 and ClueWbe(09B
datasets, all competitors are able to generate more than 5 recommendations on
average. On average, all systems generate at least one recommendation for more
than 90% of the Robust04 queries, and for more than 98% on ClueWeb09B. System 1
and System 2 are not able to generate at least one recommendation 9% and 17% of
the times on AOL tail queries, respectively. Our GQR (Bloom) system generates at
least one query recommendation 99% of the times, but it is the worst performing
system when generating all six recommendations. However, our GQR (GPT-3)
system always succeeds in generating six recommendations on all tested datasets. So,
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Annotator ID System 1 System 2 GQR (GPT-3)
Group 1
Ann 1 20.31% 15.62% 64.06%
Ann 2 32.81% 15.63% 51.56%
Ann 3 31.25% 18.75% 50.00%
Ann 4 26.98% 11.11% 61.90%

Avg £+ Std 27.84% + 4.84% 15.28% + 2.72% 56.88% + 6.17%
Ann 5 20.31% 23.44% 56.25%
Ann 6 39.06% 14.06% 46.88%
Ann 7 25.00% 12.50% 62.50%
Ann 8 31.25% 17.19% 51.56%

Avg 4+ Std 28.91% £ 7.03% 16.80% 4 4.19% 54.30% =+ 5.78%
Ann 9 17.19% 18.76% 64.06%
Ann 10 26.56% 9.38% 64.06%
Ann 11 18.75% 14.06% 67.19%
Ann 12 25.00% 4.69% 70.63%

Avg 4+ Std 21.88% £ 3.98% 11.72% 4 5.24% 66.41% £ 2.71%
Overall 26.21% =+ 6.26% 14.60% 4 4.69% 59.19% =+ 7.33%

Table 6.5. The annotator preferences (in percentage) in our user study, for each group and
system under evaluation.

concerning RQ3, we can conclude that our GQR (GPT-3) system always produces
recommendations for all ranks.

RQ4: Are query logs still bringing value in generative query recom-
mendation?

In our analysis, we show how a system comprised of a single component (the
LLM) without using query logs can outperform more complex state-of-the-art query
recommender systems that utilize query logs, such as System 1 and System 2. This
suggests that query logs are not essential for building effective query recommender
systems. Nevertheless, we recognize query logs as an important source of knowledge,
as demonstrated by the performance of RA-GQR.

According to the Substitution protocol, RA-GQR demonstrates significant im-
provements over all other systems tested, including GQR (GPT-3). As shown in
Table 1 (6.1), RA-GQR enhances the SCS of GQR by approximately ~59% on
Robust04 and ~76% on ClueWeb09B, compared to GQR (GPT-3). Additionally,
Table 2 (6.1) shows that RA-GQR increases the NDCGQ@10 of GQR by roughly
~13% on Robust04 and ~22% on ClueWeb09B.

In the Concat protocol, we observe similar improvements. Table 3 (6.3) confirms
that RA-GQR nearly doubles the performance of GQR (GPT-3) on both datasets.
Moreover, Table 4 (6.4) indicates that RA-GQR improves the NDCG@Q10 by about
~6% on Robust04 and ~2% on ClueWeb09B, compared to GQR (GPT-3). Overall,
RA-GQR enhances the NDCG@10 by approximately ~11% on Robust04 and ~6%
on ClueWeb09B with respect to the second-best system.

Therefore, in response to RQ4, while query logs are no longer essential, behav-
ioral data still prove beneficial in enhancing the performance of generative query
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Model One reccom. Six reccom. Average
Robust04
System 1 92% 87% 5.39
System 2 98% 86% 5.54
Bhatia (Bhatia et al., 2011) 95% 89% 5.51
GQR (Bloom) 99% 55% 4.69
GQR (GPT-3) 100% 100% 6
RA-GQR (GPT-3) 100% 100% 6
ClueWeb09B
System 1 98% 92% 5.75
System 2 99% 95% 5.85
GQR (Bloom) 99% 63% 5.1
GQR (GPT-3) 100% 100% 6
RA-GQR (GPT-3) 100% 100% 6
AOL long tail queries

System 1 83% 1% 4.61
System 2 91% 86% 5.37
GQR (Bloom) 99% 66% 5.15
GQR (GPT-3) 100% 100% 6
RA-GQR (GPT-3) 100% 100% 6

Table 6.6. Percentage of queries for which at least one and all six recommendations
(reccom.) are generated, and the average number of generated recommendations per
query for different systems and datasets.

recommender systems.

6.6 Conclusions

In this work, we reframed the query recommendation task as a generative task
presenting Generative Query Recommendation (GQR): a system that generates
recommendations GQR generates query recommendations in a single forward pass
without relying on long cascading pipelines and multiple systems to generate and
re-rank the recommendations but leveraging a single component of an LLM and its
knowledge. GQR discontinues the use of users’ data, such as query logs, resulting
in an approach that is robust to long-tail queries, and cold-start recommendations.
Additionally, GQR does not require any task-specific architecture to be trained or
fine-tuned because no data are involved in our query recommendation pipeline.

From a practical standpoint, this work has huge implications, as it proves that
a query recommendation system that is competitive or even better than industry
standards can be created with a pre-trained LLM that does not require any specific
fine-tuning, but only a handful of curated prompts that can be obtained straightfor-
wardly. This approach strongly democratizes the creation of query recommendation
systems, and drastically reduces the time-to-market for new systems or existing
systems that want to expand in new domains or markets. We compared GQR against
the previous state-of-the-art model presented by Bhatia et al. 2011 and two of the
most popular search engines.

Analyzing the results, our approach outclasses the other systems on Simplified
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Clarity Score and Retrieval Effectiveness metrics and in our blind user study. In
terms of effectiveness, GQR (GPT-3) achieves an improvement of up to ~4% of
NDCG@10 score in Robust04 and ClueWeb09B w.r.t. the best competitor system.
Regarding the Simplified Clarity Score, GQR (GPT-3) outperforms the other systems
on average, and it turns out to be the system with the lowest standard deviation,
demonstrating that it has the most stable performance along the recommendations
generated in the various ranks. We then propose an enhanced GQR proposing
Retrieval Augmented GQR, which is capable of retrieving similar facts from a query
log to compose its prompt dynamically, which further improves its performance.
Indeed, it obtains improvements of ~11% and ~6% in Robust04 and ClueWeb09B
with respect to the second-best competitor. In our blind user study, we recorded
60% of preferences for our system, indicating that our method is not only superior
in terms of metrics but also capable of generating engaging queries for users.

From our methodological perspective, we have proven that general-purpose LLMs
can compete or even outperform other established methods for a fundamental search
task.

In future work, we plan to delve deeper into the customization of prompts for
query recommendations, investigating how nuanced modifications can enhance the
effectiveness of our system. Additionally, we aim to extend our exploration to include
exploratory queries, assessing how different configurations of prompts can improve
engagement and relevance in more complex or open-ended information-seeking tasks.
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Chapter 7

Integrating Item Relevance in
Training Loss for Sequential
Recommender Systems

Sequential Recommender Systems (SRSs) are a popular type of recommender
system that leverages user history to predict the next item of interest. However, the
presence of noise in user interactions, stemming from account sharing, inconsistent
preferences, or accidental clicks, can significantly impact the robustness and perfor-
mance of SRSs, particularly when the entire item set to be predicted is noisy. This
situation is more prevalent when only one item is used to train and evaluate the
SRSs. To tackle this challenge, we propose a novel approach that addresses the issue
of noise in SRSs. First, we propose a sequential multi-relevant future items training
objective, leveraging a loss function aware of item relevance, thereby enhancing
their robustness against noise in the training data. Additionally, to mitigate the
impact of noise at evaluation time, we propose multi-relevant future items evaluation
(MRFI-evaluation), aiming to improve overall performance. Our relevance-aware
models obtain an improvement of 1.58% of NDCG®@10 and 0.96% in terms of HR@10
in the traditional evaluation protocol, the one which utilizes one relevant future item.
In the MRFI-evaluation protocol, using multiple future items, the improvement is
2.82% of NDCG@10 and 0.64% of HR@Q10 w.r.t the best baseline model.

7.1 Introduction

Recommender systems have become an integral part of our daily lives Zhang
et al. (2019a), as they assist us in making decisions by suggesting items we might
like based on our preferences and behaviors Ricci et al. (2011). In recent years,
Sequential Recommender Systems (SRSs) have emerged as a promising solution
to improve the accuracy and relevance of recommendations by incorporating the
temporal aspect of user-item interactions. These systems aim to predict the next
item a user is likely to interact with based on their past interactions, taking into
account the sequence of actions and their temporal order Quadrana et al. (2018).
Traditional evaluation metrics, such as Hit Rate (HR) and Normalized Discounted
Cumulative Gain (NDCG), fail to capture the complexity of sequential data when
evaluated by measuring how well they predict a single future item Kang and McAuley
(2018); Sun et al. (2019); Li et al. (2020). The reason is that the hypothesis of
a single "relevant" item might not reflect the users’ true intentions or preferences,
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particularly when considering noisy sequences in real-world scenarios, as argued
by Wang et al. (2021); Betello et al. (2023). For example, users accidentally clicking
on items, or performing multiple actions quickly, greatly affects the evaluation
results, as shown by Gupta and Gupta (2019); Oh et al. (2022). Hence, we propose
a novel and groundbreaking approach to eval and training of SRSs: we depart from
the single-relevant item approach typically considered in the current literature by
leveraging multiple future items to account for noise in the sequences. Assuming that
only the next item in the database is relevant, disregarding the potential relevance
of other future items, is not only unrealistic but also overlooks valuable information
contained in the entire dataset. We show that by considering multiple relevant
future items during evaluation, the impact of noisy items is reduced, and models that
anticipate users’ future preferences beyond immediate predictions are incentivized.
Our contributions are two-fold: (i) we propose a sequential multi-relevant future
items training objective, defined by a loss function that takes into account the item
relevance; (ii) we present a novel evaluation setting called Multi-Relevant Future
Items Evaluation (MRFI-evaluation), which aims to mitigate the impact of noise
during the evaluation of RecSys models. These contributions collectively address the
challenges of noise in both the training and evaluation stages of RecSys, to improve
their overall performance and robustness against noise.

Our experiments show that the proposed method provides a more accurate and
robust solution for evaluating and training SRSs. We conducted experiments on four
datasets typically used in this research domain, using SASRec Kang and McAuley
(2018) and TiSASRec Li et al. (2020), two widely cited SRSs. Our experiments
show that a model trained with the proposed loss yields state-of-the-art results, in
terms of NDCG@10 and Recall@10 scores, in both MRFI and traditional evaluation
protocols.

7.2 Related Work

7.2.1 Sequential Recommender Systems

Sequential Recommender Systems (SRSs) are a class of recommender systems
that personalizes recommendations to users based on their historical interactions with
items in a sequence Wang et al. (2019a), capturing its temporal dynamics. SRSs have
received considerable attention in the research community in recent years Zhang et al.
(2019a) and have been applied in various domains Zhang et al. (2019a), including
movies Harper and Konstan (2015a); Goyani and Chaurasiya (2020), music Schedl
et al. (2015, 2018), and e-commerce Schafer et al. (2001); Hwangbo et al. (2018).
Various techniques have been developed to model the temporal dependencies in the
sequences, including Markov Chain models, Recurrent Neural Networks (RNNs),
and Attention mechanisms. Markov Chain models are a type of probabilistic model
that assumes the future state of a sequence only depends on the current state; for
this reason, they struggle to capture complex dependencies in long-term sequences
Fouss et al. (2005b,a). RNNs are a type of neural network architecture that can
capture the long-term dependencies in sequential data. They have shown great
potential in modeling sequential data, and they have been used to develop various
SRSs, such as session-based recommenders Hidasi et al. (2015, 2016); Li et al. (2017);
Hidasi and Karatzoglou (2018); Liu et al. (2020a), context-aware recommenders
Adomavicius and Tuzhilin (2010); Yang et al. (2018a); Kulkarni and Rodd (2020),
and graph neural networks Chang et al. (2021); Fan et al. (2021); Purificato et al.
(2023). Attention mechanisms have recently gained attention in SRSs due to their
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ability to dynamically weigh the importance of different parts of the sequence Kang
and McAuley (2018). By doing so, attention mechanisms can better capture the
important features in the sequence and improve the prediction accuracy Zhou et al.
(2018); Wang et al. (2019b).

7.2.2 Evaluating Sequential Recommender Systems

Evaluating Sequential Recommender Systems (SRSs) has been a topic of great
interest in recent years. Both Sun (2022) and Zhao et al. (2022) examined common
data splitting methods for SRSs and discussed why commonly used evaluation
methods are ill-defined, suggesting appropriate offline evaluation for SRSs. In par-
ticular, they showed that existing evaluation protocols do not consider the temporal
dynamics of user behavior, which can affect the accuracy of the recommendations.
In Ji et al. (2023a), it is shown that the current evaluation protocols for SRSs can
lead to data leakage, where the model learns information from the test data that is
not available during training. They address the problem by proposing an evaluation
methodology that considers the global timeline of data samples in the evaluation of
SRSs. A metric called Rank List Sensivity (RLS) is introduced in Oh et al. (2022)
to evaluate the discrepancy between two rankings, so to evaluate models’ sensitivity
with respect to training data. Finally, Baraglia et al. (2009) presented an evaluation
methodology specifically designed to evaluate the precision of algorithms for the
Search Shortcut Problem. This metric considers item relevance, which allows an
effective evaluation.

7.3 Methodology

Current Evaluation Protocol

In line with previous research employing SRSs Kang and McAuley (2018); Sun
et al. (2019); Li et al. (2020), the current evaluation method involves shuffling one
positive item (the next item in the sequence) with 100 random negative items not
part of the input sequence. These items are then ranked based on their relevance
scores determined by the model. The resulting rank is typically evaluated with
metrics such as Normalized Discounted Cumulative Gain (NDCG) and Hit Rate
(HR), using various cut-offs, typically 10.

Problems with the current evaluation protocol

The current evaluation protocol assumes only one item is relevant to a user, which
may not be true in real-world scenarios with multiple relevant interactions. Users’
history can be noisy due to account sharing, inconsistent preferences, or accidental
clicks, as discussed in Wang et al. (2021). For instance, in e-commerce, many clicks
don’t lead to purchases, and some receive negative reviews. Evaluating a model on
one noisy item negatively impacts its performance, and this aspect is disregarded
in the current evaluation protocol. Furthermore, assuming that all other future
items, except the next one, are irrelevant is both strong and unrealistic, disregarding
valuable available data. We give a visualization of this problem in Figure 7.1.

Multi-Relevant Future Items: a new evaluation protocol

To address the aforementioned problem, we propose a new evaluation protocol for
SRSs called Multi-Relevant Future Items (MRFI). In MRFI, we make the Assumption
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Figure 7.1. Consider two recommendation models, A and B, both achieving identical
performance metrics (NDCG@10 and Hit Rate) under the current evaluation protocol.
Despite these similar scores, Model B demonstrates superior performance by generating
recommendations that better align with the sequence of users’ future interactions. This
highlights a limitation in current evaluation methods - evaluating only the immediate next
item fails to capture the true quality of recommendation models. A more comprehensive
evaluation should consider how well the recommended sequence matches the actual
sequence of future user interactions. In Figure, we show in a red frame the element
considered by the current protocol and in a yellow frame the elements that should be
taken into account.

1, that a good ranking should not only contain the single future next item in the
sequence, but the whole sequence of future items in the correct order. In this way,
when the test set presents noisy items, the effect is mitigated as more items are
considered during evaluation. Thus, models that disregard ranking noisy items
are less penalized. Moreover, this protocol rewards models that anticipate user
preferences beyond immediate predictions.

Assumption 1. Given a user u and its ordered interactions’ sequence [I1, Ia, ..., L],
the ideal ranking of length K is the sequence of future items [I;11, Ii12, ..., Lit K]
arranged user’s interaction temporal order.

To evaluate the performance of SRSs under Assumption 1, we use traditional
evaluation metrics for sequential recommendation models such as NDCG and HR. To
have multiple future items per evaluation, we split the user’s history differently. Given
a sequence [I1, Io, ..., I1], in the traditional evaluation protocol, only item Iy, is re-
served for testing. In our proposed evaluation protocol, the sequence [I1, I, ..., I1— k]
is allocated for training the model, while the sequence [I1_gky1,I1—K+2,..., 1] is
used for testing purposes.

Item Relevance

The MRFI evaluation protocol requires higher ranking capabilities than the
traditional evaluation protocol. The original evaluation protocol evaluates the ability
to rank a single item and treat all other items as irrelevant to the user. Conversely,
in the new MRFT evaluation protocol, it is important to define item relevance to
give importance to multiple future items and scale their importance according to
their position in the sequence.
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Figure 7.2. A visualization of how the various loss scaling strategies weigh the item
relevance.
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Definition 7.3.1. Given a ranking [I1, Io, ..., [x] of length K, we define the item
relevance function r: N — [0, 1]

To compare item relevance on sequences of different lengths K, we define that
the item relevance r sums to one.

Definition 7.3.2. Given a ranking [I3, I3, ..., I] of length K, item relevance r must
satisfy K, r(i) =1

Item relevance should assign lower importance to interactions further in the
future. We establish that the relevance of an item at time ¢ cannot be lower than
the relevance at time ¢t + 1.

Definition 7.3.3. Given a ranking [I1, I2, ..., I x| of length K, r must satisfy r(i+1) <
r(i) Vie{l,2,..,K}

Our approach to item relevance is inspired by Baraglia et al. (2009) who proposed
a similarity function, which takes into account the item relevance, to evaluate query
recommendation using collaborative filtering. They suggested four different functions
for item relevance: 7(i) = 1, r(i) = K — i, r(i) = (K — )%, and r(i) = X~ with
i€{1,2,..,K}. We refer to these functions respectively as Fized, Linear, Power,
and Fzxponential. The first assigns equal relevance to all items, while the others
assign higher relevance to the next items in the sequence at the expense of the more
distant ones. We show a visualization of these functions in Figure 7.2. The functions
can be easily normalized to comply with the Definition 7.3.2. It should be noted
that our evaluation protocol generalizes the traditional one because we can revert
to it by setting maximum importance to the next item and zero importance for all
other future items.

Relevance-based Loss

To explicitly integrate the item relevance in the training of the SRSs, we propose
a Relevance-based loss, a modification of the Binary Cross-Entropy, that leverages
multiple future positive items at training time. Tang and Wang (2018) propose a
similar formulation that assigns equal relevance to all future items (equivalent to
our Fixed formulation). However, by assigning equal importance to all items, the
model ignores the natural order of interactions, making this strategy unsuitable for
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some tasks. To address this limitation, we propose a Sequential Multi Future Item
Training regime that considers the sequential nature of the items integrating their
relevance, which translates to a Relevance-based loss:

pos neg

T | pos,neg,r) = — Zlog ((ZFpos);) T(pos —i+1) — Zlog (1 — (Zneg);) (7.1)
i=1 1=1

where pos and neg represent the number of positive and negative items, respec-
tively. Z is the score given by the model to each item, while Zp,s and Z,.4 represent
respectively the subset of Z containing only the positive and negative items and r is
the item relevance function defined in Section 7.3. In Equation 7.1, we weigh the
loss of each item i by its relevance score 7(i). Doing so encourages the model to
focus more on the relevant items while learning.

An advantage of this loss lies in its decoupling from the evaluation method
used. Even though we introduce an evaluation protocol that incorporates multiple
future items, it doesn’t necessarily have to be used only with a loss that considers
multiple future items. Similarly, the loss can be used not only for this specific type of
evaluation. This means that the loss can be easily incorporated into any model that
uses a loss function, and the model can be tested using the traditional evaluation
protocol, potentially leading to improved results, as demonstrated in our findings.

7.4 Experimental Setup

We assess our techniques using four datasets derived from real-world use cases:
MovieLens Harper and Konstan (2015b) 1M and 100k, and Foursquare Yang et al.
(2014) Tokyo (TKY) and New York City (NYC).

We select the Self-Attentive Sequential Recommendation (SASRec) Kang and
McAuley (2018) and the Time Interval Aware Self-Attention for Sequential Rec-
ommendation TiSASRec Li et al. (2020) models for our experiment, as both have
consistently demonstrated exceptional performance across multiple benchmarks
and garnered significant recognition in the literature. For fairness, we retain the
original hyper-parameters tuned on the baseline model. This decision should not
be perceived as a drawback but rather as an untapped potential inherent to our
proposed methodology: the traditional loss model has already been fine-tuned for
optimum performance, while our loss model has yet to be exploited to its fullest
potential. The code is available in our Github Repository.

7.5 Results

In this Section, we present the results by answering the following three research
questions:

« RQ1: Can we mitigate the impact of noise by introducing an alternative to
the single-item evaluation protocol?

e RQ2: Can item relevance improve an SRS’s performance when incorporated
into the training mechanism?

e RQ3: What is the impact of the number of future items on evaluation metrics
and model training performance?
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During our experiments, we vary (i) the number of evaluation positives; (ii) the
number of training positives; (iii) the item relevance function. From here on, we
will denote by our the models trained with our proposed training loss. We refer to
the original model trained on a single future relevant item as Baseline, while with
baseline, we indicate both Baseline and Fixed models. To validate the effectiveness of
our method compared to Baseline and Fixed, we employed the one-sided Wilcoxon
signed-rank test Wilcoxon (1992) with Bonferroni correction Bonferroni (1936) and
a significance level of 0.05. The Wilcoxon test was chosen as a non-parametric
alternative to the paired t-test due to the non-normal distribution of the data.

ML-1M ML-100k Foursquare NYC  Foursquare TKY

Model NDCG HR NDCG HR NDCG HR NDCG HR

Baseline (Kang and McAuley, 2018) (a)  0.5989  0.8273 04514  0.7359  0.6706  0.7673  0.7274  0.8029

Traditional Fixed (Tang and Wang, 2018) (b) 05983  0.8265 04520  0.7423  0.6911  0.7655  0.7358  0.8042
o IE)‘r’i‘;:g‘l"“ Linear 0.6112% 0.8326° 0.4680°° 0.7434  0.6843°  0.7608 0.7422% 0.8190%
g Power 0.6061%  0.8296  0.4614°  0.7359  0.6869°  0.7608  0.7385¢  0.8090
& Exponential 05918  0.8205 04493  0.7253  0.6894°  0.7701  0.7369°  0.8068
= Bascline (Kang and McAuley, 2018)(a)  0.3482  0.6249  0.2047  0.5259 03117 0.6772 03757  0.7382
MRFI Fixed (Tang and Wang, 2018)(b) 03530 06357 02091 05462  0.3167  0.6972  0.3834  0.7552
E;’Eiﬁif)‘lo“ Linear 0.3577%  0.6416% 0.2177% 0.5434% 0.3245% 0.6042¢  0.3728  0.7504%
Power 0.3575%  0.6353°  0.2237% 0.5506° 0.3175%  0.6865¢  0.3796  0.7524%
Exponential 03410 0.6312° 02051 05299  0.3197%  0.6953° 0.3846° 0.7558°
Baseline (Kang and McAuley, 2018) (a)  0.5681  0.8012  0.4247  0.7190  0.6190  0.6999  0.6643  0.7475

Traditional Fixed (Tang and Wang, 2018) (b) 05597  0.8030 04223 07031  0.6319  0.7018  0.6719  0.7414

g F,;’i‘;ig‘l"“ Linear 0.5743% 0.8048  0.4293  0.7137  0.6301°  0.6934 0.6758%  (.7423
o Power 0.5655° 07990  0.4319°  0.7147  0.6323° 0.7073  0.6675  0.7340
% Exponential 05609 07978 04272  0.7211°  0.6282°  0.6944  0.6724°  0.7375
5’;’ Bascline (Kang and McAuley, 2018) ()~ 0.3181  0.6017 01935  0.5153  0.2535  0.6189  0.3154  0.6952
MRFI Fixed (Tang and Wang, 2018) (b) 03253 06140 01974 05226  0.2555  0.6235  0.3114  0.6891
E;'zi‘;if)‘l"“ Linear 0.3321% 0.6194® 01948 0.5259° 02523  0.6220 0.3202% (0.6986%
Power 03206  0.6111°  0.2007% 0.5221¢  0.2581  0.6264% (0.3188%  0.69844
Exponential 03125  0.6062°  0.1936 05212  0.2603° 0.6259° 03176  0.6992

Table 7.1. Table shows the values of the NDCG@10 and HR@10 metrics that the ten models
obtain on the four datasets in the traditional evaluation protocol and new evaluation
protocol. Bold shows the best result for each column, underlined the second best.
Superscripts @ and ® indicate that the result is statistically significantly better than
Baseline or Fixed, respectively.

RQI.

As explained in Section 7.3, taking into account fewer relevant items in evaluating
the results might not suffice to pick the best model. Consider, for example, a simple
scenario where the user v will interact with the items I, Is, and I3 in the future.
Model A outputs the ranking [I50, I1, I100], while model B outputs [I2, I1, I3]. Using
only I as a relevant item makes both models appear to perform similarly. Conversely,
considering all three future items, model B is significantly superior to model A.
Having provided a theoretical rationale for why the new evaluation setting is superior
to the traditional one, which extends beyond our results, we can state that any
model, trained in any way, can be tested using this evaluation protocol. This could
reveal that models that perform poorly in the traditional evaluation protocol, instead
perform well in the new one, possibly subverting current rankings of models and
approaches.

Table 7.1 compares various models in both the traditional and MRFI evaluation
protocol, including the two baselines and the models trained with our proposed item
relevance-based loss. Our models exhibit superior performance in the traditional
evaluation protocol, although some differences are less prominent. Conversely, the
MRFTI evaluation protocol reveals more pronounced disparities in performance,
enabling a better identification of a superior model. Hence, the MRFT evaluation
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protocol is more robust to the noise introduced in 7.3 and can better identify
performance differences between models and reward the model with the best ranking
performance as evaluated by means of NDCG and HR.

RQ2.

As seen from Table 7.1, in the traditional and MRFI evaluation protocol, models
that integrate the item relevance are better (statistically significantly) or on-par (not
statistically significant) than the baselines for at least one of the metrics, regardless
of the tested architecture. Figure 7.3 shows the performance using NDCG@10 of
SASRec model for the MovieLens-1M dataset for both the traditional and MRFI
evaluation protocol. We have decided to present this combination because it seems
to be the prevailing choice in the literature. We can see that the Baseline, which
does not consider multiple future items during training, has a consistently slower
convergence rate in both evaluation protocols than the item relevance-aware models.
Instead, Linear item relevance obtains the fastest convergence. This shows that the
item relevance loss allows the training of better models that yield higher performances
in both evaluation protocols. To summarize, our relevance-aware models obtain an
improvement of 1.58% of NDCG@10 and 0.96% in the traditional evaluation protocol,
while in the new evaluation protocol, the improvement is 2.82% of NDCG@10 and
0.64% of HR.

RQ3.

To assess this question, we conduct an ablation study in which we vary the
number of training and evaluation positive items. In Figure 7.4, we report the results
of all models using 2, 3, 4, 5, and 10 training positive items. In the traditional
evaluation protocol with Fixed (Figure 7.4a), increasing the number of training
positive items seems to impact the performances negatively: the more the training
positive items, the worse the performance. In the traditional evaluation protocol,
the behavior is generally expected, as we only evaluate the model with one posi-
tive item; the other positive items used for training can only confound the model.
Instead, we see something different in the new evaluation protocol (Figure 7.4b),
where we evaluate models with ten positive items. Linear shows interesting results:
performance increases with the number of training positives. This suggests that our
models still have room for further improvement. Although not shown here, a similar
but less pronounced result is seen using the Traditional evaluation protocol.

7.6 Conclusions

In this work, we challenged the assumption made in Sequential Recommendation
Systems (SRSs) of considering only the immediate next item in a sequence for
prediction. We have relaxed the evaluation protocol to better assess a model’s
performance and designed an item relevance loss to optimize the model to predict
multiple future items. Our experiments demonstrated the importance of more
positive items in both training and evaluation of SRSs. Results show that when
trained in the multiple relevant item regime, our systems outperform the state-of-
the-art models 1.2% in NDCG@10 and 0.88% in HR@10 in the original evaluation
protocol. In the new evaluation protocol, the improvement is 1.63% of NDCG@10
and 1.5% of HR. Among the item relevance variants we experimented with, the
Linear approach outperforms the others and demonstrates its potential usefulness in
practical applications.
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Chapter 8

Handling Ontology Gaps in
Semantic Parsing

Hallucinations manifest differently in Neural Semantic Parsing (NSP) versus
Natural Language Generation (NLG) systems. In NSP, hallucinations occur when
the predicted logical form or query differs substantively from the gold reference
form, despite appearing to be an executable query. This indicates the model fails
to accurately capture the full semantic meaning conveyed in the input utterance.
However, in NLG, hallucinations arise when the generated text contains false or
ungrounded information not implied by the input meaning representation. The
model fabricates new facts or details that stray beyond the scope of what should
logically follow from the input symbols and relations. While both demonstrate
a breakdown between input and output representations, NSP hallucinations are
failures of language understanding, whereas NLG hallucinations demonstrate failures
of contextual grounding and reasoning when mapping meanings to text.

Semantic Parsing (SP) is one of the long-standing tasks in Natural Language
Understanding, aiming at mapping complex natural language to machine-readable
languages (e.g., SQL, SPARQL, KoPL (Cao et al., 2022), and so on). These languages,
which we will refer to as Meaning Representation Languages (MRLs), are designed to
be precise representations of the natural language’s intent, enabling efficient querying
of a Knowledge Base (KB) to retrieve pertinent answers in a Question Answering
(QA) agent. Despite the advent of the Transformer architecture (Vaswani et al.,
2017), which has enabled semantic parsers to achieve extraordinary performance
(Cao et al., 2022; Bai et al., 2022; Conia et al., 2021b), Semantic Parsing’s crux
remains the handling of out-of-ontology queries; in other words, since SP models and
tasks (such as KQA-PRO (Cao et al., 2022), LC-QUAD 2.0 (Dubey et al., 2019),
and QALD-9 (Cui et al., 2022)) hold a closed-world assumption, they will always
try to map an utterance to a MRL even if there is no valid representation for that
utterance in the target ontology, leading to wrong answers to be delivered to the
model’s users, called hallucinations.

8.1 Introduction

In fact, the closed-ontology task formulation enforces NSP models to always
produce interpretations without an option to admit their lack of knowledge, inducing
the models to hallucinate. Therefore, the resulting models produce hallucinated
outputs when they receive an utterance that requires symbols outside of their ontology,
resulting in a wrong and potentially offensive answer. It is then of paramount
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importance to develop a system able to detect and prevent these hallucinations, so
that users are not exposed to such mistakes. Hallucinations in NSP differs with the
notion of hallucinations in Natural Language Generation, we report the differences
in Appendix 9.2.

Knowledge Base
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Figure 8.1. The proposed pipeline: (1) the NSP model (KQA-PRO Bart model) receives
the question from the user and produces the corresponding MRL; (2) the Hallucination
Detection Model extracts features from the NSP model and decides whether to deliver
the MRL to the user or not.

To better understand different types of hallucinations in NSP, we classify errors
into four macro categories. Given a semantic Q&A parsing task 7, a dataset D, and
an ontology O, hallucinations of a model trained over D are classified as:

e in-ontology NSP errors: utterances within the scope of 7 and where
O contains all the symbols required to produce the correct MRLs, but for
which the NSP model produces an incorrect MRL. For example, the utterance
“What is the capital of France?" is in-ontology if O contains the symbols for
“France” and “capital of”. However, if the NSP model erroneously translates
the utterance to an MRL referencing e.g. a symbol for “weather of” instead of
“capital of”, this type of hallucination is categorized as in-ontology NSP error.
We will refer to this kind of errors as NSP errors for brevity.

e out-of-ontology: utterances that are within 7 but for which O does not
contain all the symbols required to produce the correct MRLs (ontology gap).
For example, “What is the crime rate of France?’, is out-of-ontology if O does
not contain a symbol for the predicate “crime-rate-of”. In this case, the NSP
model will hallucinate another symbol, e.g. it could generate the MRL for
“what is the population of France” instead.

o out-of-domain (OOD): utterances outside the scope of 7. For example, if
T = factual QA, “Switch on the lights!” is OOD because it is not a factual
question. We expect an empty MRL because O does not have the necessary
symbols to satisfy the out-of-ontology user utterance and the NSP model is
trained to perform the task 7.

e non-executable output: in this case, the NSP model will output a MRL
that cannot be executed and it thus cannot lead to an answer.

We show actual closed ontology Semantic Parsing hallucination examples in Figure 8.2
and we report more in Appendix 9.2. High performance in detecting OOD utterances
in NSP can be achieved (Lukovnikov et al., 2021; Lang et al., 2023), and non-
executable outputs are trivially detectable as they fail to parse; but identifying both
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in-ontology and out-of-ontology errors can be hard even for experienced annotators,
since the sheer size of most popular ontologies makes it impractical for a human to
have a complete view of all the ontology symbols'. Moreover, to the best of our
knowledge, there are no works addressing this specific NSP issue.

The research question that we want to address is: what is the most effective
strategy to prevent a NSP-based QA agent to deliver wrong, and potentially offensive,
answers to its users? To this end, we develop the Hallucination Simulation Framework
depicted in Figure 8.1; in detail, our main contributions are:

e We propose a framework to stimulate, analyze and detect hallucinations in
closed ontology NSP;

o We propose the Hallucination Detection Model (HDM), an architecture that
analyzes an NSP model to determine whether it is hallucinating or not using
several hallucination detection signals;

e We introduce a model’s Activations as hallucination detection signals; when
combined with other signals, they improve the Macro F1-Score by up to 21%
in ontology gaps, 1% in NSP error, and 24% in OOD detection.

To the best of our knowledge, this is the first work that addresses the ontology gaps
problem in a closed-ontology NSP task.

8.2 Related Work

When we do not allow models to admit their lack of knowledge, forcing them
to produce an output even when they do not have the instruments to do it, they
will inevitably hallucinate. In other words, in generative NLP, when the generated
output displays a misunderstanding of the input utterance by the model, we say
that the model is “hallucinating”. Typically, models hallucinate in two ways: (1)
inventing additional information not included in or related to the input utterance,
or (2) confusing a symbol/word with another one.

One of the biggest assumptions in existing Semantic Parsing tasks is that every
input always has a valid target logical form. In such a setup, models are always
forced to generate a MRL or, in other words, to hallucinate a wrong understanding,
instead of admitting a lack of knowledge. However, recently the NLP community
has begun to investigate this closed-world assumption for other tasks. For example,
the Extractive Question Answering dataset SQuAD v1 (Rajpurkar et al., 2016b)
was built with the assumption that, given each question-paragraph pair, it is always
possible to find an answer to the question in the paragraph. This assumption was
removed in the second version of the dataset (Rajpurkar et al., 2018), which includes
questions without an answer. Another field in which this problem was addressed
is entity linking, where models can produce a NIL entity when they cannot find
a suitable entity for a certain mention (Ruas and Couto, 2022). On the other
hand, most of the hallucination detection in NSP works rely on two confidence
estimation techniques: (1) the Sequence log-probability (also called Confidence
Score) (Guerreiro et al., 2022; Dong et al., 2018), or (2) Monte Carlo Dropout (or
Dropout Perturbation) (Gal and Ghahramani, 2016; Guerreiro et al., 2022; Dong
et al., 2018).

te.g., Wikidata has 10k+ properties.
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Question: "Did Christopher Golumbus die from Covid before 20207"

Gold MRL.:

Find <arg> Covid <func> Relate <arg> cause of death <arg->
backward <func> Find <arg> Christopher Columbus <func> And <func>
QueryAttr <arg> date of death <func> VerifyYear <arg> 2020 <arg>
<

Predicted MRL.:
Find <arg> Christopher Columbus <func> QueryAttr <arg- date of
death <func> VerifyYear <arg> 2020 <arg> <

Missing ontology symbol: cause of death KB's Answer: Yes Ground Truth: No

Figure 8.2. We show the output our NSP model trained without a symbol for the concept
of “cause of death". Given a question that requires this symbol, the model produces a
wrong but executable MRL leading to a wrong answer served to its user.

8.3 Closed World Assumption in NSP: A Logical Theory
Perspective

The Closed World Assumption (CWA) originates from logic theory, and it is the
assumption that only the known facts are correct, and what is not known is false
(Reiter, 1981; Keet, 2013). In other words, the CWA assumes total knowledge over a
domain, implying that all the possible symbols (e.g., entities and predicates) are
known, and that only the known facts represented using the known symbols are true.
On the other hand, the Open World Assumption (OWA) makes no assumption over
what is not known; in other words, the OWA allows “gaps” in the knowledge, e.g.
the existence of unknown symbols or of unknown, but true, facts.

For some tasks, using the CWA is safe. For example, Reiter (1981) notes that:
“in an airline data base, all flights and the cities which they connect will be explicitly
represented. If I fail to find an entry indicating that Air Canada flight 103 connects
Vancouver with Toulouse I will conclude that it does not”. For SP models, however,
the CWA can be dangerous. Let’s take the following scenario: a CWA NSP model’s
input is “what is the crime rate of France”, but the target ontology does not have a
representation for the predicate “crime rate of”. Since the model is trained under
the CWA it assumes that there cannot be other predicates other the ones it can
access, hence it will (a) ground “crime rate of” to a different predicate and then
(a) produce a necessarily incorrect representation of the input. If this incorrect
representation happens to be syntactically correct, it will then be exectuted, serving
a wrong answer to the customer.

This issue is exemplified in Figure 8.2, where we take a NSP model trained on
the KQA-Pro dataset (Cao et al., 2022) and we ask it to generate a MRL for the
question “did Chistopher Columbus die from Covid before 20207”. The absence
of the "cause of death" symbol in the set of the model’s known symbols leads to
an MRL which erroneously uses the "date of death" symbol instead. Even if this
MRL is syntactically correct, it misrepresents the input due to the limitations of
the training set. Since the MRL is executable, it will lead to the generation of an
incorrect answer.

8.4 Detecting NSP Hallucinations

8.4.1 Hallucination Simulation Framework

Building on the CWA and OWA assumptions, we introduce the Hallucination Sim-
ulation Framework (HSF), a dataset-agnostic approach tailored for closed-ontology
NSP tasks. This framework leverages the closed and open world assumptions to
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force a model to hallucinate at inference time. The model is trained using a “normal”
SP dataset holding the CWA. However, the validation and test sets will contain
MRLs needing symbols not known to the model at training time, hence forcing it to
hallucinate. This allows to analyse how the model behaves when unable to produce
ontology symbols, and to develop a number of hallucination detection strategies to
mitigate the issue.

In practical terms, the HSF operates by considering the ontology used for a
CWA SP dataset Ogagaset, and decomposing it into two disjoint sub-ontologies, called
Oknownfsymbols and Ounknownfsymbol& Oknownﬁsymbols contains the OntOIOgy SymbOIS
that are used to train the model, while Ounknown symbols contains the symbols that are
used to stimulate hallucinations; we have that Oxnown symbols U Ounknown_symbols =
Odataset and Oknownfsymbols N Ounknownﬁsymbols =d.

These sub-ontologies are used to construct two datasets, a NSP dataset and an
Hallucination Detection Dataset (HDD), whose construction is detailed in Section
8.4.1. The NSP dataset, containing only Oxnown symbols, is used to train the model,
while the HDD, containing both Oynown symbols ad Ounknown symbols, is used to
stimulate the model to hallucinate wrong ontology symbols and develop hallucination
detection strategies (Section 8.5) .

Thanks to this framework, we can now programmatically induce hallucinations
in a NSP model at inference time. Thus, we can train, tune, and test hallucination
detection strategies to recognize unwanted signals from the model.

8.4.2 Hallucination Detection Dataset

The HDD comprises two types of samples: each natural language sentence is
paired either with (1) MRLs that require only symbols from the Oknown symbols Set,
or (2) MRLs that require at least one symbol from the Ounknown symbols set. To
build the HDD, we first define Ounknown symbols; then, we split Ounknown symbols i
three sets, that are used to build the HDD train, development, and test set. We
report the complete Oynknown symbols set in Appendix 9.2.

In the following, we describe the methodology we followed to we ensure that the
out-of-ontology symbols are sufficiently diverse and challenging, providing a rigorous
test of the hallucination detection strategies.

Disjoint HDD train, validation and test sets To ensure that Ounknown symbols
cannot be shared across train, dev and test set, we create three disjoint set one
for each data split, as shown in Appendix 9.2. Furthermore, we eliminate any
sentences that require symbols from multiple out-of-ontology splits. This allows the
development of robust hallucination detection strategies that are able to generalise
over unseen ontology symbols.

Diversification of unknown symbols To improve the generalization of our meth-
ods, we also aim to maximize the number of out-of-ontology symbols across all splits.
This is essential, as having few unknown symbols might lead hallucination detection
strategies to recognize them throw their sentence context than isolating the under-
lying hallucination signal. For this purpose, we place symbols in Ounknown symbols
based on their frequency of occurrence within the original dataset; we prioritize sym-
bols with lower frequency (symbols with maximum 2 occurrences), as this approach
maximizes the number of unique symbols in the HDD while maintaining a robust
volume of samples for the NSP training set.
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Figure 8.3. Construction of the Hallucination Detection Dataset (HDD). The first row rep-
resents the dataset used to train and test the NSP model, containing only Oxnown_symbols-
To construct the Oxnown_symbols Portion of the HDD while avoiding overfitting of the
hallucination detection strategies, we sourced sentences only from the validation and
test splits of the NSP dataset as explained in Section 8.4.2.

Ensuring Independent Feature Extraction by Dataset Segregation As
detailed above, the framework employs two datasets: the NSP dataset and the HDD,
each divided into training, dev, and test splits.

To construct the known symbol portion of the HDD we used utterances from
the NSP dataset. It is crucial not to include utterances from the NSP train split,
otherwise the hallucination detection strategies could simply learn to recognize as
non-hallucinated only the utterances that were used to train the NSP model.

To circumvent this issue, the training and validation sets of the HDD are built by
splitting NSP validation set. The HDD test set is instead simply built by appending
samples containing the test symbols from Ounknown symbols to the existing NSP test
set. We depict this process in Figure 8.3.

Out-Of-Domain sentences Besides out-of-ontology sentences, also out-of-domain
(OOD) sentences are a common cause of hallucinations for NSP models. For example,
consider a system trained to answer questions like “In what state does the Pope live?".
Given an input sentence such as “Set an alarm at 8 am for Monday!" from a distinct
domain (i.e., not a question), the question answering system will always produce
wrong MRLs, because its ontology is not suitable for this type of utterances. We
include OOD only in the validation and test sets for two main reasons: 1) to evaluate
the zero-shot capabilities in recognizing OOD utterances as a different source of
out-of-ontology; 2) to avoid the need for specific training for OOD detection, as
addressing the wide range of potential OOD instances is beyond the scope of this
study. We report the OOD dataset statistics in Appendix 9.2.

8.5 Hallucination Detection Strategies

In this Section, we introduce the Hallucination Detection Strategies that we use
in our experiments.

Autodetect Hallucinations A baseline approach to detect hallucinations is to
enable the NSP model itself to decide whether to reject the MRL or not, in a similar
fashion to the NIL entity in Ruas and Couto (2022). Therefore, we add a new
ontology symbol called <Reject-MRL> in the NSP model, as a label for all the out-
of-ontology sentences, i.e. moving from a CWA approach to a OWA one. Instead of
using the NSP and HDD datasets, as we don’t rely on external hallucination detection
strategies, we train the NSP model using the full Ogataset, marking MRLs containing
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Ounknown_symbols Samples as utterances to reject. In preliminary experiments, this
approach resulted in zero true positives. This happens because the model memorized
the utterances marked as out-of-ontology, hence failing to generalize on the “unseen”
unknown symbols in the development and test set (see Section 8.4.2 for how the
disjoint train, validation and test sets are constructed).

Confidence Score Confidence Score (CS) is a standard method to detect halluci-
nations (Dong et al., 2018) that measures the confidence level of a statistical model
about the output it generates. However, this method relies on the strong assumption
that the model will not be confident when generating hallucinations, and vice versa.
This is not always guaranteed in practice: as we can see in the CS distribution
in Figure 8.4, the confidence distributions of correct and wrong model predictions
overlap. For this reason, rejecting model predictions below a certain threshold would
not be sufficient to remove all the wrong MRLs.

To compute the CS, we calculate the Posterior Probability (PP) of a generated
MRL wy,, ..., w; from the beam search tree, and then we normalize it by the length
n of the generated output, by applying the nth-root.

CS = {/PP(wp,wn-1, .ywr) (8.1)

We test CS in two ways: (1) by setting a threshold to the best CS value found in a
sample from the HDD train set that maximizes the hallucination detection in the
HDD dev set; (2) and by using it as a feature in the Hallucination Detection Model
(HDM) that we will define in Section 8.6.

140
[ correct predictions
[ out-of-ontology
[0 NSP Errors
out-of-domain

0.86 0.88 0.90 092 0.94 0.96 098 1.00
NSP confidence score

Figure 8.4. Overlap between the distributions of correct predictions, out-of-ontology, NSP
errors, and OOD w.r.t. Confidence Score (CS). The model is overconfident over wrong
predictions, hence the CS is not sufficient to separate good and Hallucinated MRLs.
Specifically, the CS struggles to distinguish between NSP Errors and correct predictions
(i.e., both types of MRLs that contains only Oxnown symbols)-

Monte Carlo Dropout The Monte Carlo Dropout (MCD) strategy was introduced
by Gal and Ghahramani (2016): the idea is to use the dropout technique as a
Bayesian approximation to represent the model uncertainty. Dropout is a well-
known regularization technique that randomly disables a subset of the neurons
in a neural network layer in order to prevent overfitting. MCD involves enabling
dropout at inference time and running inference multiple times to create a random
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perturbation in the model; a small perturbation indicates that the model is confident
with the input, while a large perturbation suggests a likely mistake from the model.
We follow the formulation by Dong et al. (2018), using 30 trials, beam size of 2, and
taking the variance of the CS value. Similar to CS, we use the MCD in two ways:
(1) identifying a threshold value that maximizes hallucination detection between
out-of-ontology /NSP Errors and in-ontology, and (2) using it as a feature for the
HDM.

Model Activations Looking at the activations of the model’s computational graph
is a powerful way to debug neural networks and is usually used for explainability,
such as in the Grad-Cam algorithm (Selvaraju et al., 2017). For this reason, we
propose for the first time to use the forward activations of the NSP model encoder
at inference time to detect whether there is a hallucination or not. To encode
the activation features for all layers, we pool the sequence length and compute
the variance. Then, we use the encoding of the model’s activations as a feature
to recognize the hallucinations in the HDM. Although it can be argued that both
the Autodetect and Activations strategies use the encoder’s hidden states, these
approaches are different. The first approach uses only the last hidden states of the
encoder as input to the decoder, which has then the duty of producing an MRL or
the rejection symbol. On the other hand, in the HDM all the encoder’s activations
are used as input, allowing the HDM to have a complete view of the hidden states
of the NSP model during the generation.

Hallucination Detection Model The Hallucination Detection Model (HDM) is a
neural network trained on the HDD that learns to classify whether an NSP model is
hallucinating or not using as features the signals extracted from the NSP models,
such as CS, activations, and MCD. The HDM consists of a MultiHead-Attention
and two feed-forward layers with RELU function, batch normalization, dropout, and
a binary classification head.We report a Figure of the architecture in Appendix 9.2,
the complete list of hyper-parameters in Appendix 9.2 and hardware infrastructure
in Appendix 9.2.

8.6 Experimental Setup

Dataset While the HSF is dataset-agnostic, in our experiments, we use the KQA-
PRO dataset (Cao et al., 2022), based on the KoPL (Knowledge-oriented Program-
ming Language) MRL; this dataset is built on top of a large ontology, which is a
subset of Wikidata. We instead sourced OOD sentences from the TOP v2 Dataset
(Chen et al., 2020), that contains task oriented utterances, such as “Turn on the
lights!".

To create a test set, we merged the train and the validation set, and we split
the data as follows: 60%, 20%, and 20%, respectively, for the train, validation and
test set. The statistics of the HSF framework applied to the KQA-PRO dataset are
reported in Appendix 9.2.

NSP model Following the KQA-PRO paper, we train the BART-base model (Lewis
et al., 2019), using the NSP training dataset. We report the hyper-parameters that
we use to train the NSP model in Appendix 9.2. Note that as the original KQA-PRO
test set is not publicly available, we cannot compare our results with the original
dataset paper.



8.7 Discussion 80

Split Answer Accuracy MRL EM
NSP model (baseline) 93% 85%
NSP model + Threshold CS 96% 94%
NSP model + Act. + CS 97% 95%

Table 8.1. Performance of baseline KQA-PRO BART model and of the best hallucination
detection models on the NSP task; the NSP model is trained as in (Cao et al., 2022),
and on top of it we apply our hallucination detection strategies. We compute metrics
only on the executable outputs that lead to an answer to be delivered to a user; for more
details, see Appendix 9.2.
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Figure 8.5. In this plot on the y-axis the percentage of remaining error (| is better) and on
the x-axis we distinguish between the various hallucinated MRLs that omit (right plot)
or add (left plot) incorrect ontology symbols with respect to the ground truth. Residual
error compares two systems: Threshold CS and HDM with Activations and CS.

Evaluation To measure the hallucination detection capabilities, we use the Macro

F1-Score due to the imbalance of the dataset, as shown in Appendix 9.2 and, 9.2.

We compute the individual F1-Score for each type of hallucination defined in Section
8.1: in-ontology NSP errors caused by the model hallucinating wrong symbols
from Oynown symbols, out-of-ontology errors caused by the need of symbols in
Ounknown_symbols to correctly represent the input, and zero-shot OOD detection. As
mentioned in Section 8.7, we excluded non-Executable MRLs from our evaluation
protocol because they are trivially detected by simply trying, and failing, to execute
them on the KB. To increase the robustness of our results, we repeat the training of
the HDM model in all the configurations using 10 different random seeds, and then
we report the mean and the standard deviation of the F1-Scores.

8.7 Discussion

We report the performance of our NSP model using Execution Accuracy and
the MRL Exact Match metric in Table 8.1. In this work, we focused on four major
causes for hallucinations: in-ontology NSP errors, out-of-ontology utterances and
out-of-domain utterances. Specifically, we propose the first work that addresses the
problem of ontology gaps, i.e., exposing an NSP model to utterances that require
unknown ontology symbols to be represented in the output vocabulary. As mentioned
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Exp name - End2End out-of-ontology NSP error out-of-domain average
Autodetect (Baseline) 0.490 0.471 0.466 0.476
Threshold CS 98.5% (Baseline) 0.480 0.653 0.456 0.530
Threshold MCD (Baseline) 0.452 0.439 0.428 0.440
Activations? PM 0.498 + 0.013 0.474 % 0.003 0.466 £ 0.003 0.479
csHbM 0.648 + 0.040 0.591 + 0.023  0.552 + 0.089 0.597
MCDHDPM 0.490 £ 0.001 0.471 %+ 0.003 0.541 + 0.163 0.501
CS + MCDHDM 0.654 & 0.021 0.617 + 0.018  0.537 4 0.030 0.603
Activations + CSHDPM 0.701 £+ 0.030  0.643 + 0.027 0.703 + 0.086  0.682
Activations + MCD#PM 0.496 + 0.012 0.474 %+ 0.004 0.466 £ 0.002 0.479

Activations + CS+ MCD#PM 0,659 + 0.026  0.660 + 0.025  0.618 + 0.077 0.646
Table 8.2. We report the Macro F1-Score (1 is better) in the three scenarios: out-of-
ontology detection, NSP Error detection and zero-shot OOD detection. These features
are combined (+) concatenating their vector representations. The superscript #PM
indicates the system optimized with the HDM.

in Section 8.1, recognizing ontology gaps is a challenging task even for experienced
annotators due to the large size of the most popular ontologies. Our methodology
induces ontology gaps and forces the model to hallucinate programmatically through a
Hallucination Simulation Framework (§8.4). We developed a number of hallucination
prevention strategies (§8.5) to detect and prevent the delivery of hallucinated answers
to users. In Table 8.2, we report the individual Macro F1-Score of the tested systems
on the three scenarios: out-of-ontology, NSP Errors, and zero-shot out-of-domain.

From a baseline where only non-executable MRLs are not delivered to the user,
the HDM with Activations + CS is our best-performing model, improving answer
accuracy by 4% and MRL exact match by 10%, effectively reducing a user’s exposition
to wrong answers. The HDM with Activations + CS’s performance is achieved by
increasing the Macro F1-Score by approximately 21% and 24% for out-of-ontology
and out-of-domain detection w.r.t. baseline, respectively. On the other hand, the
NSP Errors detection performance is comparable to that of Threshold CS, with
only the HDM with the Activations + CS + MCD combination showing a 1%
improvement over the baseline in NSP Error detection. This marginal gain can
be attributed to the limited number of errors produced by our NSP model over
utterances with known symbols only, which constitutes about 11% of the in-ontology
utterances (see statistics in Appendix 9.2).

However, we can notice that both CS and MCD, if optimized through the HDM,
obtain large gains in terms of Macro F1-Score. In fact, CS improves by 17% and
10% in out-of-ontology and out-of-domain detection, and MCD by 4%, 3%, and 10%
in out-of-ontology, NSP Errors, and out-of-domain detection. In addition, the HDM
can combine multiple hallucination signals to obtain higher performance, as in the
case of our most-performing system. For further insight, we report the Precision
and Recall over each error category in Appendix 9.2.

Executable vs Non-Executable MRLs To highlight the scale of the issue we are
tackling, it is important to measure how many times wrong answers would be served
to users without a proper hallucination detection pipeline. As shown in Appendix
9.2, in 46.3% of the utterances requiring Ounknown symbols the NSP model generates
a syntactically valid MRL, which would then be executed, causing a wrong answer
to be delivered to the user. This happens because NSP models tend to replicate
executable patterns using known symbols from the training set, even when receiving
utterances that cannot be represented with the known vocabulary.
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Effect of the number of changed ontology symbols To further analyze the
results, we analyze the behavior of the NSP model on the hallucinated MRLs in
Figure 8.5. Specifically, this analysis highlights the MRLs where the NSP model
added wrong ontology symbols (left plot), or omitted required symbols (right plot)
from the ground truth sequence. In the Figure, we show a comparison between two
systems: (1) Threshold CS (the best non-model based strategy) and (2) HDM with
Activations and CS (our best model-based strategy), expressed as a percentage of
errors in relation to the number of modified symbols. The plots suggest that (a)
when the model adds symbols, the hardest errors to detect happen when the model
adds up to 2 unnecessary symbols, leaving > 50% of the errors undetected for CS
and > 30% for the HDM; (b) when the model removes symbols, there seems to be
no discernible pattern based on the amount of removed symbols; and (c¢) in both
cases, the HDM model performs considerably better than the Threshold CS strategy,
with a relative error reduction of ~50%.

Latency While adding a second neural network in the QA pipeline might be
considered penalising in terms of latency, it’s worth noting that the HDM is very
small model compared to the main NSP model. In detail, the HDM requires only
184k Floating Point Operations (FLOPs), which amounts to less than 1% of the
FLOPs required by the BART-base architecture of the NSP model, which is 2.49
Billion FLOPs.

8.8 Conclusions

Current studies of Neural Semantic Parsing (NSP) models revolve around im-
proving performance on academic benchmarks, but they do not take into account
the trustworthiness of the model in a real world scenario where the model is used to
serve answers to users of a QA system. In such scenario, NSP models can hallucinate
syntactically correct, but semantically wrong MRLs, that can be used to serve
incorrect answers to users. This is particularly true when users ask questions that
require knowledge beyond the one used by the model’s target ontology, as in these
cases the model simply cannot generate a correct MRL.

To test NSP models under this more realistic scenario, we propose the Hallu-
cination Simulation Framework (HSF), where we programmatically induce NSP
models to hallucinate, and then, using the Hallucination Detection Model, we detect
model errors at inference time using several different signals, including the model’s
activations or Confidence Score, or by using Monte Carlo Dropout.

We find that the best way to prevent detect hallucinations is using the HDM
model with Activations and CS as features, which leads to an average improvement
of more than 20% w.r.t. a baseline where the only non-served MRLs are just the
syntactically incorrect ones.

Limitations

There are some limitations in this work that do not concern the framework
construction. First of all, the framework imposes the construction of two datasets
leading to a strong reduction of the training data. Hence, the framework to work
properly requires a larger dataset. We are eager to expand our work in the future
by taking advantage of the proposed framework in the following directions: (1) We
pooled the activation sequences and did not take full advantage of the information
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in the sequences. (2) We have not tested the individual probability of each token
in the generated MRL. (3) We have not tested the HDM with a multi-class output
differentiating between in-ontology, out-of-ontology, NSP Errors, and OOD. (4) We
did not test with other datasets, ontologies, or MRLs. (5) Our work has not been
tested with other seq2seq architectures (e.g., mT5, Bart-large) and provides no
multilingual tests.
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Chapter 9

Conclusion

The landscape of information access is rapidly evolving, driven by the conver-
gence of Large Language Models (LLMs) and Information Retrieval (IR) systems.
This thesis has explored this intersection through three fundamental dimensions:
democratizing access across languages, enhancing system robustness, and bridging
the gap between human information needs and machine capabilities. Our journey
has demonstrated that the synergy between LLMs and IR systems can create more
accessible, reliable, and effective information systems than either approach alone.

9.1 Summary of the Main Contributions

Cross-lingual Neural Databases

In Chapter 2, we introduce cross-lingual neural database architectures, and ex-
plore how they can bridge language barriers in information access with a cross-lingual
approach to RAG. This chapter presents X-WikiNLDB, a novel multilingual dataset,
and investigates methods for enabling effective cross-lingual information retrieval
and reasoning, with particular attention to performance in low-resource languages.
Starting with a multilingual database of unstructured textual facts — simulating
diverse information fragments retrieved across the internet — we developed novel
cross-lingual architectures for retrieving and reasoning by combining information
across multiple languages.

The main contributions of this chapter are the following:

e We introduce a cross-lingual architecture for Neural Databases with perfor-
mance comparable to an English-only NDB.

e We propose X-WikiNLDB, a new dataset for training multilingual and cross-
lingual NDBs, including a human evaluation of translation quality.

e Our Cross-lingual NBs demonstrate strong generalization capabilities when
tested on languages outside the training set in a zero-shot fashion, achieving
performance improvements of 2-5 times on low-resource languages such as
Catalan, Tagalog, Yoruba, Japanese, and Korean compared to the multilingual
baseline.

RRAML: Reinforced Retrieval Augmented Machine Learning

In Chapter 3, we introduce RRAML (Reinforced Retrieval Augmented Machine
Learning), the first framework to directly align retriever training with LLM outputs
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through reinforcement learning. This approach aims to reduce the retrieval of
“hard false relevant” documents that could cause hallucinations, demonstrating how
end-to-end training improves system reliability.

The main contributions of this chapter are:

e RRAML - a visionary framework that aims to combine LLMs’ reasoning
capabilities with a retriever model training to further improve a retriever
system when combined in a RAG setting by augmenting the synergy between
these two components.

e An effective solution for closed-source LLM exposed using APIs only that uses
reinforcement learning techniques to align the retriever with the reasoner’s task
without fine-tuning, reducing hallucinations and harmful document retrieval.

Fauno: The Italian Large Language Model that will leave you senza
parole!

In Chapter 4, we introduce Fauno, addressing the critical need for robust
Italian language modeling. This chapter presents the development of an open-source
conversational Italian LLM, along with a novel Italian conversational dataset, while
exploring parameter-efficient tuning techniques for language-specific models. The
development of Fauno was catalyzed by the temporary ban of ChatGPT in Italy,
highlighting the vulnerability of relying on centralized models. Fauno operates
entirely offline, ensuring data privacy and independence from external services.

The main contributions of this chapter are:

e Introduction of Fauno - the first and largest open-source Italian conversational
LLM, addressing the language bias toward English in existing models.

e Creation of Italian-translated datasets for training and fine-tuning Fauno,
achieving strong generation performance scores.

e Development of a resource-efficient LLM that operates on accessible hardware,
serving both researchers studying Italian language processing and practitioners
implementing real-world applications.

DanteLLM: Let’s Push Italian LLM Research Forward!

In Chapter 5, we build upon Fauno by introducing DanteLLM and Open-
DanteLLLM, two advanced Italian instruction-tuned language models. This chapter
presents both a new training dataset and the first comprehensive Italian benchmark.

The main contributions of this chapter are:

e Creation of a comprehensive Italian-specific benchmark for LLMs by translating
established tasks (ARC Challenge, HellaSwag, MMLU, TruthfulQA) and
validating translations through both human and automatic evaluation with
ChatGPT-4.

o Introduction of two new Italian language models: (i) DanteLLM (with com-
mercial limitations); (%) OpenDanteLLM (fully open-source for industrial
applications). Both models achieve state-of-the-art performance on the Italian
benchmarks improving up to 10% respect to the best competitor.
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o Development of an online Italian LLM Leaderboard! for continuous evaluation
and comparison of Italian language models, providing the first organized
comparative analysis of Italian-based LLMs.

Generating Query Recommendations via LLMs

Moving beyond traditional retrieval enhancement, in Chapter 6, we propose
Generative Query Recommendation (GQR). This approach demonstrates how LLMs
can improve traditional retrieval systems by reimagining query recommendation
as a zero-shot generative task, eliminating the need for query logs, and addressing
associated privacy concerns.

The main contributions of this chapter are:

e Introduction of GQR, a novel query recommendation system that leverages a
single LLM component instead of complex pipelines dependent on user query
logs, outperforming industry standards.

e Development of a zero-shot approach that improves retrieval performance with
significant gains: 10-point increase in NDCG@10 and 7-point improvement in
Simplified Clarity Score through less ambiguous query expansions.

o Validation through comprehensive evaluation, including a blind user study with
12 annotators, demonstrating GQR’s superiority with 60% user preference
over existing industry standards.

Integrating Item Relevance in Training Loss for Sequential Recom-
mender Systems

The Chapter 7 proposes a new approach to improve Sequential Recommender
Systems (SRSs) by addressing the issue of noise in user-item interaction sequences
during training and evaluation. The main contributions include a multi-relevant
future items evaluation protocol and a novel loss function that integrates the team’s
relevance in its training objective, which enhances the accuracy, and robustness of
SRSs against noisy data.

The main contributions of this chapter are:

e A novel training objective that incorporates multiple relevant future items,
using a loss function designed to account for item relevance, reducing the
impact of noise in user sequences.

e A new evaluation framework called Multi-Relevant Future Items Evaluation
(MRFI-evaluation), which mitigates the influence of noisy interactions in SRS
performance metrics.

e Empirical results demonstrating state-of-the-art performance on multiple
datasets, with significant improvements in NDCG@10 and Hit-Rate@10, vali-
dating the proposed approach.

"https://huggingface.co/spaces/rstless-research/italian_open_llm_leaderboard
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Handling Ontology Gaps in Semantic Parsing

In Chapter 8, we addressed the issue of hallucinations in Neural Semantic
Parsing (NSP) by proposing a system to detect and prevent the generation of
misleading or incorrect answers. Specifically, the authors develop a model pipeline
that can identify when a generated Meaning Representation Language (MRL) may
not accurately reflect the input question, ensuring only accurate answers are provided
to users.

The main contributions of this chapter are:

e Development of the Hallucination Simulation Framework. A framework that
induces the NSP model to hallucinate programmatically. The main contribution
of the framework is the introduction of ontology gaps (lack of knowledge) into
the NSP model.

e The framework also introduces and analyze other two root sources of absurd
answers in NSP, which are (1) NSP Errors (the model has knowledge but
answers incorrectly) and (2) out-of-domain examples (i.e. utterances that
cannot be handled by a NSP model)

e Thanks to the framework, we managed to train a Hallucination Detection
Model that will detect hallucinations and prevent the delivery of hallucinated
answers. Improving answer reliability of 20%.

These directions share a common goal of improving system robustness while
expanding capabilities to handle more complex, real-world scenarios. As information
systems continue to evolve, the integration of LLMs with IR techniques will be
crucial in creating more accessible, reliable, and effective tools for information access.

The journey documented in this thesis represents significant progress toward
more inclusive and effective information systems. By addressing fundamental chal-
lenges in cross-lingual capabilities, system robustness, and user interaction, we have
contributed to the foundation of next-generation information systems that can better
serve users across languages, domains, and technical expertise levels.

9.2 Future Research Directions

Several promising directions emerge from this work:

¢« Enhanced RRAML Optimization: As RRAML moves from theoretical
framework to practical implementation, future work should explore new reward
functions that balance multiple quality aspects simultaneously, including answer
consistency and factual accuracy verification. Developing mechanisms to
trace and verify reasoning chains from retrieved documents to generated
answers could further improve system reliability. Research should also focus on
addressing the computational challenges of end-to-end training in large-scale
RAG systems while maintaining efficiency and scalability.

e Multi-Modal Query Understanding: Extending GQR to handle multi-
modal and multilingual queries represents a significant opportunity. Creating
unified representations that can capture semantics across text, voice, and
images while maintaining zero-shot capabilities could significantly advance
information access systems.
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¢ Multi-Ontology and Multilingual Hallucination Detection in Seman-
tic Parsing: Extending the Hallucination Detection Framework to handle
multiple ontologies and multiple languages simultaneously could enable more
complex reasoning across different knowledge domains and languages. This in-
tegration with cross-lingual capabilities could create more robust and versatile
question-answering systems.

e Proactive Hallucination Prevention: Moving beyond detection to pre-
vention, future research should explore uncertainty estimation and confidence
calibration techniques. Developing robust fallback mechanisms when knowledge
gaps are detected will be crucial for production systems.
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Appendix A: Cross-lingual
Neural Databases

3-Stage components of Neural Database

Input Knowledge in a neural database is stored as an unordered sequence of factual
statements expressed as natural language strings: S = {51, S2, ..., S,}. For example:
“Yulimar Rojas won a gold medal at Tokyo 2020 for triple jump”. Because these
strings are written in natural language, there is no fixed schema, and facts about
conceivably any topic could be added without requiring the database designer to
modify an underlying schema. A query, @), executed on a neural database is a
natural language string that can combine many facts to generate an output. For
example “List athletes who have won Olympic gold medals” or “How many events did
Yulimar Rojas win”. For the former, the output would be a subset of all people from
the collection of facts satisfying the query, for large corpora, this could extend to
hundreds or thousands of athletes. For the latter, the output would be a computation
counting the number of elements in the set of events that the athlete has won. Note
for both queries, there is a need to perform implicit reasoning with tacit knowledge:
Tokyo 2020 was an Olympic event, and receiving a gold medal implies a win. As
explained in more detail later on, to reason over these textual facts and place them in
context, large pre-trained language models can be leveraged as they already contain
tacit knowledge about the world.

Support Set Generator (SSG) Just like in databases, to answer some queries,
there may be a need to explicitly join facts together. To answer the query “How
many Venezuelan athletes have competed in the Olympics?”, there would need to
be a fact that provides grounding of people’s nationality — perhaps from a separate
fact. For example, the following statement from Wikipedia: “Yulimar Rojas is a
Venezuelan athlete who holds the world record for women’s triple jump”.

A support set is then a minimal set of facts S C S that together identify a record
that either directly answer a given query or contributes to the final answer. In
contrast to retrieval for open-domain question answering, a support set generator
outputs a set of support sets where each support set contains one constituent record
contributing to an answer. Where queries don’t require joining facts together, the
support sets contain a single fact retrieved from the corpus. However, where the
support sets require combining multiple facts together (e.g. one fact about an
athlete’s nationality and another fact about their achievements), the support set
would contain all of these facts. For instance, in the example above, the support set
generator would generate one support set for each athlete to be returned.

Select-Project-Join (SPJ) This operator performs three database-style operations
in a parallel non-blocking manner on each support set independently. In NDBs,
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this operator is performed using a sequence-to-sequence model that is trained to
generate a machine-readable intermediate derivation that is dependent on the query.
In relational databases, the select, project, and calculus steps indeed filter, rewrite
and combine information from the underlying tables. However, in NDBs all of these
logical steps are performed by a single pass of the model for each support set. For
example, for the query “List athletes who have won Olympic gold medals”, the SPJ
operator would transform the support set { Yulimar Rojas is a Venezuelan athlete
who holds the world record for women’s triple jump} into a machine-readable atom
Yulimar Rojas that forms part of the list of athletes returned in the result set.

The SPJ is trained to predict different intermediate derivations depending on
the query type. For example, to perform an argmax query, the SPJ operator would
covert the support set into a 2-tuple of a key and value. Additionally, for each
query, the SPJ outputs a special indicator token parsing the query and predicting
the operation that is performed by the aggregator module.

Aggregator The aggregator performs conventional discrete computation over the
extracted intermediate derivations to yield the final answer. The operation per-
formed by the aggregator is selected by majority voting for the predicted operation
over all the support sets. In other words, each SPJ representation of a support
set is first associated with its most likely aggregator operation required. In this
paper, we use the same aggregation operations as used in (Thorne et al., 2021a,b):
argmin/argmax/min/max/set and count. These aggregation operations are imple-
mented by conventional programs by parsing the generated intermediate derivations
and do not contain any neural components guaranteeing accuracy and scalability to
very large result sets.

Example of Wrong generated translation of mBART

In this section, we show two examples of sentences that are mistranslated using
mBART (“facebook/mbart-large-50-one-to-many-mmt”) because it cuts part of the
sentence. To generate, we use the Beam Search algorithm with 5 num_ beams, and
we take the best generation.

Sentence 1:

"Teversal F.C. is an association football club in the Northern Counties Fast Football
League . The club was founded in 1918 and play in the United Kingdom."
Sentence 1 wrongly translated in German:

"Teversal F.C. ist ein Fufballverein in der Northern Counties Fast Football League."
Sentence 1 correctly translated in Italian:

"Teversal F.C. é un club di football nella Northern Counties Fast Football League.
1l club é stato fondato nel 1918 e gioca nel Regno Unito."

Sentence 2:

"Oliver Twist is a 2007 film miniseries directed by Coky Giedroyc and starring Tom
Hardy. The musical score for Oliver Twist is by Martin Phipps."

Sentence 2 wrongly translated in French:

"Oliver Twist est une mini-série cinématographique réalisée en 2007 par Coky
Giedroyc avec Tom Hardy en vedette.”

Sentence 2 wrongly translated in German:

"Oliver Twist ist eine Film-Miniserie von Coky Giedroyc aus dem Jahr 2007, in der
Tom Hardy die Hauptrolle spielt.”

Sentence 2 correctly translated in Italian:

"Oliver Twist é una miniserie di film del 2007 di Coky Giedroyc con Tom Hardy.
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SSG performance on each language

Result Set F1 Exact Match (%)
DE ES FR IT ZH

SSG Model Training Data

X-WikiNLDB F test

BERT WikiNLDB 42.14 4334 4898 43.14  32.83
mBERT WikiNLDB 71.62 7207 7231 7221 68.93
mBERT X-WikiNLDB 72.26 72.40 72.38 72.85 T71.40
X-WikiNLDB QF test

BERT WikiNLDB 39.88 3048 38.71 34.80 17.87
mBERT WikiNLDB 67.66 68.52 6791 66.70 65.31
mBERT X-WikiNLDB 72.30 72.25 72.40 72.69 71.91

Table .1. We report the SSG performance on each language of X-WikiNLDB on Multilingual
F and Multilingual QF settings. We use F1-Macro exact match for the sets and exact
match for the other metrics.

La partitura musicale di Oliver Twist é di Martin Phipps."

Training Details

Training times vary considerably depending on the generator used for the SPJ.
With two GPUs, the SPJ generator took 1 hour for each epoch; instead, using the
Noisy IR SPJ as a generator took 2 hours for each epoch. The SSG is not currently
parallelizable and took 18 hours for each epoch.

Hardware Infrastructure

We perform our experiments on a 64-bit architecture with 256GB of RAM, Intel
Core 19-10940X (14-core CPU running at 3.3GHz), and 2x Nvidia RTX A6000 with
48GB of VRAM without NVLink.

Results for individual languages

Tables .1, .2, and .3 report the F1 performance of different experiments on
five languages, namely German (DE), Spanish (ES), French (FR), Italian (IT) and
Chinese (ZH). Specifically, Table .1 reports the SSG performance on each language
on multilingual facts and multilingual queries using BERT and mBERT models.
Tables .2 and .3 report the SPJ performance for each language where in the former
only the facts are translated and in the latter also the queries, are translated, with
perfect retrieval and retrieval with randomly-injected noise with the T5 and mT5
models. Moreover, both tables report the end-to-end performance of the whole
System.
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SPJ performance on each language of X-WikiNLDB F

Result Set F1 (%)

SPJ Model Training Data DE ES FR IT 7H

SPJ

T5 PerfectIR WikiNLDB 78.57 T71.94 7242 70.90 46.65
mT5 PerfectIR WikiNLDB 80.14 75.45 7287 74.27 57.70
mT5 PerfectIR X-WikiNLDB 85.78 86.71 86.24 86.17 74.87
Noisy-IR T5 WikiNLDB 72.20 5891 6559 49.86 19.20
Noisy-IR mT5 WikiNLDB 78.62 73.36 T71.32 T72.06 42.54
Noisy-IR mT5 X-WikiNLDB 85.64 86.13 85.52 85.97 74.02
End-to-End

BERT /Noisy-IR T5 WikiNLDB 27.36  25.50 29.98 24.47 15.87
mBERT /Noisy-IR mT5 WikiNLDB 53.53 51.81 50.26 50.87 35.31

mBERT /Noisy-IR mT5 X-WikiNLDB 58.48 59.24 58.20 59.08 49.61

Table .2. We report the SPJ and End-to-End performance for each language of X-WikiNLDB
where only the facts are translated.

Results for query types

Tables .4 and .5 report the SSG and end-to-end performance, respectively, on
the different query types, namely min/max, set, boolean and count, for different test
sets: the original WikiNLDB test, the multilingual version where only facts have
been translated and the multilingual version with both queries and facts translated.

Hyper-parameter choices

As we stated in Section 2.5.1, we exploit the hyper-parameters used in Thorne et al.
(2021b). We only decrease the number of SSG epochs because the performance is
comparable with that of Thorne et al. (2021b), and we can speed up the computation,
allowing us to make more tests on different languages. More precisely, we report in
Tables .7 and .8 the hyper-parameters for the SSG and SPJ, respectively.

X-WikiNLDB statistics

As mentioned in Section 2.4.1, we equally distribute facts and queries among all
the languages, and we report the dataset statistics in Table .6.
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SPJ performance on each language of X-WikiNLDB FQ
Result Set F1 (%)

SPJ Model Training Data DE ES FR IT 7H

SPJ

T5 PerfectIR WikiNLDB 67.81 21.71 38.04 28.25 01.13
mT5 PerfectIR WikiNLDB 77.15 7155 71.09 66.97 30.23
mT5 PerfectIR X-WikiNLDB 85.65 86.93 86.31 86.51 74.90
Noisy-IR T5 WikiNLDB 54.75 15.08 36.54 09.51 03.19
Noisy-IR mT5 WikiNLDB 74.54 69.55 64.59 55.31 25.51
Noisy-IR mT5 X-WikiNLDB 85.59 86.34 85.69 86.01 73.67
End-to-End

BERT /Noisy-IR T5 WikiNLDB 22.00 06.25 12.87 04.50 01.74
mBERT /Noisy-IR mT5 WikiNLDB 49.57 44.46 40.86 36.64 21.40

mBERT /Noisy-IR mT5 X-WikiNLDB 58.65 59.51 58.33 58.87 49.57

Table .3. We report the SPJ and End-to-End performance for each language of X-WikiNLDB
where both queries and facts are translated.

SSG performance query-type-specific

SSG Model Training Data Result Set F1 (%)

min/max  set bool count
WikiNLDB test
BERT? WikiNLDB 80.00 69.77  70.06  68.77
mBERT WikiNLDB 79.65 70.48 73.37 69.48
mBERT X-WikiNLDB 78.04 68.92  70.57 67.94
Back Translation QF test
BERT? WikiNLDB 77.36 66.86 66.93 66.71
X-WikiNLDB F test
BERT WikiNLDB 49.18 47.92  58.29  47.15
mBERT WikiNLDB 77.28 67.04 70.76 66.31
mBERT X-WikiNLDB 77.49 67.92 69.02 67.13
X-WikiNLDB FQ test
BERT WikiNLDB 24.52 31.46 54.96  32.18
mBERT WikiNLDB 74.33 56.74 69.23 64.88
mBERT X-WikiNLDB 77.55 67.66 69.15 66.76

Table .4. We report the query-type-specific metrics of our models in the end-to-end settings.
We use F1-Macro exact match for the sets and exact match for the other metrics.
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End-to-End performance metric-specific on X-WikiNLDB

End-to-End Model Training Data

Result Set F1 (%)

min/max  set bool count
WikiNLDB test
BERT/T5 Noisy IR? WikiNLDB 73.28 66.79 83.51 52.35
mBERT /mT5 Noisy IR WikiNLDB 72.11 60.72 78.92  46.24
mBERT /mT5 Noisy IR X-WikiNLDB 70.05 57.75 7230  39.89
Back-Translation QF
BERT/T5 Noisy IR? WikiNLDB 54.37 52.00 66.39 48.86
X-WikiNLDB F test
BERT/T5 Noisy IR WikiNLDB 36.75 33.27 51.57  25.40
mBERT /mT5 Noisy IR WikiNLDB 52.85 46.83 70.39  40.34
mBERT /mT5 Noisy IR X-WikiNLDB 64.91 53.35 70.60 37.24
X-WikiNLDB QF test
BERT/T5 Noisy IR WikiNLDB 10.20 16.79 06.98  17.27
mBERT /mT5 Noisy IR WikiNLDB 42.99 42.05 55.04 23.98
mBERT /mT5 Noisy IR X-WikiNLDB 64.90 53.44 68.43 36.61
Table .5. Query-type-specific metrics of our models in the end-to-end settings. We use

F1-Macro exact match for the sets and exact match for the other metrics.
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LANGUAGE # facts argmax argmin bool count max min set
Train
DE 16667 1029 1062 892 1223 100 104 1203
EN 16667 1153 1003 857 1187 99 85 1195
ES 16666 1145 956 853 1257 120 120 1128
FR 16666 1083 995 844 1219 93 108 1237
IT 16666 1072 1028 892 1265 100 116 1106
ZH 16666 1093 1042 884 1216 87 121 1136
Dev
DE 2630 149 157 148 184 17 13 189
EN 2629 169 172 159 181 22 11 162
ES 2629 182 140 145 188 17 25 178
FR 2629 175 148 146 182 13 12 199
IT 2629 156 159 148 192 15 12 193
ZH 2629 169 157 152 185 14 20 178
Test
DE 2586 179 169 133 172 15 17 190
EN 2586 186 152 123 210 11 23 174
ES 2586 187 167 126 187 14 19 179
FR 2586 151 168 125 207 20 20 188
IT 2586 192 146 133 188 17 16 186
ZH 2586 169 178 117 186 10 16 202

Table .6. Stats of X-WikiNLDB F'@Q with the respect to the distribution of the languages.
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Human annotation guidelines

We asked our annotators to follow these guidelines. We report the list of penalty

ranges for each type of translation error.

o [0.5,2]: Syntax errors - higher if the syntax error corrupts the meaning of the

sentence; lower, e.g., if the punctuation is wrong.

« [0.5,8] Hallucinations - higher for hallucinated entities or if it ignores relevant

parts of sentences.

o [0.5,2] For each word ambiguously translated - higher if the word is crucial to
understand the sentence; a lower score if the sentence can be understood even

with the hallucinated word.

e [0.5,10] Ambiguous translations - higher if the translation corrupts the sen-

tence’s meaning.

Monolingual baseline

Other relevant baselines are the monolingual ones.

SSG Hyperparameter Value

Epochs 1
Batch Size 100
Learning Rate 2e5
Warmup Steps 100
Similarity Threshold 80%

Table .7. SSG Hyperparameters

SPJ Hyperparameter Value

Epochs 3
Batch Size 50
Learning Rate le™?

Table .8. SPJ Hyperparameters

Precision & Recall statistics
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End-to-End performance precision/recall

End-to-End Model Training Data Precision Recall

WikiNLDB test

BERT/T5 Noisy IR WikiNLDB 67.83 69.55
mBERT/mT5 Noisy IR WikiNLDB 64.36 65.46
mBERT/mT5 Noisy IR X-WikiNLDB 60.34 61.83
X-WikiNLDB F test

BERT/T5 Noisy IR WikiNLDB 39.33 32.46
mBERT/mT5 Noisy IR WikiNLDB 51.27 51.23
mBERT/mT5 Noisy IR X-WikiNLDB 56.22 57.90
X-WikiNLDB QF test

BERT/T5 Noisy IR WikiNLDB 12.81 11.11
mBERT/mT5 Noisy IR WikiNLDB 40.74 39.65
mBERT/mT5 Noisy IR X-WikiNLDB 55.86 57.44

Table .9. Precision and Recall metrics of our models in the end-to-end settings.

SSG performance Precision/Recall

End-to-End Model Training Data Precision Recall

WikiNLDB test

BERT? WikiNLDB 63.18 89.26
mBERT WikiNLDB 67.62 83.31
mBERT X-WikiNLDB 66.33 81.14
Back-Translation X-WikiNLDB QF test

BERT? WikiNLDB 62.91 82.34
X-WikiNLDB F test

BERT WikiNLDB 49.90 38.37
mBERT WikiNLDB 66.79 77.63
mBERT X-WikiNLDB 65.48 80.37
X-WikiNLDB QF test

BERT WikiNLDB 75.66 21.10
mBERT WikiNLDB 65.29 70.80
mBERT X-WikiNLDB 65.63 80.07

Table .10. Exact Precision and Recall metrics of SSGs, computed using the Thorne et al.
(2021Db) scorer.
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Appendix B: Handling Ontology
Gaps in Semantic Parsing

Differences between Hallucinations in Natural Language
Generation and Neural Semantic Parsing

Hallucinations manifest differently in Neural Semantic Parsing (NSP) versus
Natural Language Generation (NLG) systems. In NSP, hallucinations occur when
the predicted logical form or query differs substantively from the gold reference
form, despite appearing to be a valid query. This indicates the model fails to
accurately capture the full semantic meaning conveyed in the input utterance.
However, in NLG, hallucinations arise when the generated text contains false or
ungrounded information not directly inferable from the input meaning representation.
Whereas NSP hallucinations demonstrate misunderstanding of utterance semantics,
NLG hallucinations reflect the model losing contextual grounding to fabricate or
hallucinate statements not reasonably justified by reasoning through the implications
of the input symbols provided. This suggests brittleness in establishing contextual
coherence to match input constraint meanings.

Hallucination Detection Dataset Stats

We report the dataset statistics of the Hallucination Simulation Framework in
Table .11.

Split in-ontology out-of-ontology
NSP Train 59,120

NSP Dev 19,700

NSP Test 19,679

HDD Train 19,154 3,893

HDD Dev 546 546

HDD Test 19,679 1,467

Table .11. Count of sentences for the NSP dataset and for the Hallucination Detection
Dataset (HDD) applied to KQA-PRO dataset. We use the term in-ontology and
out-of-ontology sentences to refers to the sentences that uses only Oxnown symbols and
Ounknownisymbols respectively.
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Selection of Unknown symbols

As mentioned above, we select the symbols for the Oynknown symbols starting from
less frequent symbols. We took all the symbols with at maximum 2 occurrences,
this is done b

This is done in order to maintain a good trade off in maximizing the number of

Out-Of-Domain Dataset Stats

Split NSP Dataset Test TOP OOD
OOD Test 17,524 35,420

Table .12. Size of the TOP v2 out-of-domain dataset used for zero-shot evaluation. The
NSP Dataset Test does not include the NSP Errors.

Out-of-ontology symbols list

Train =[’award rationale’, ’of’, ’separated from’, 'quote’, 'performer’, ’'latest
date’, ’author’, ’captain’, 'military branch’, 'reason for deprecation’, ’location’,
"has effect’, ’doctoral thesis’, 'DOI’, 'relative to’, 'discontinued date’, ’applies to
part’, 'mother’, ’quantity’, ’conscription number’, ’identity of subject in context’,
’end cause’, ’central bank /issuer’, ’dissolved, abolished or demolished’, ’employer’,
‘earliest date’, ’located at street address’, 'member of political party’, ’direction’,
'valid in place’, ’inventory number’, ’series ordinal’, 'religious order’, 'manufacturer’,
‘nominee’, 'place of marriage’, 'creator’, ’organizer’, ‘number of points/goals/set
scored’, 'nickname’, 'number of matches played/races/starts’, ’killed by’, 'located on
street’, 'nature of statement’, 'position held’, 'statement supported by’, 'together
with’; ’street number’, 'position played on team / speciality’, located in or next to
body of water’, 'instrument’, ’doctoral advisor’, ’statement disputed by’, ’located
at street address (DEPRECATED)’, 'member of’, 'married name’, ’stated age at
event’, 'field of work’]

Dev = ["academic degree’, 'platform’; 'type of kinship’, 'present in work’, "ap-
pointed by’, 'sex or gender’, ’image’, 'proportion’, ’significant event’, ’cause of
death’]

Test = ['catalog code’, ’direction relative to location’, 'valid in period’, ’sourcing
circumstances’, ’academic major’, ’approved by’, ’item operated’, 'length’, ’has
cause’, ’instance of’, 'sSRGB color hex triplet’, 'operating area’, ’conferred by’, 'name’,
‘subject has role’, ’applies to jurisdiction’, *prize money’, ’conflict’, ’head of state’,
‘affiliation’, 'proxy’, ’use’, 'replaces’, ’replaced by’, 'writing system’, ’located on
terrain feature’, ’distribution’, ’diplomatic mission sent’, ’acquisition transaction’,
‘Iyrics by’, 'medical condition’, 'number of speakers’, ’has quality’, ’sport number’,
‘criterion used’, ’object has role’; 'retrieved’, 'basic form of government’, 'military
rank’, 'drafted by’, ’timezone offset’, 'named as’|
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Metrics

We report two metrics to measure the accuracy of our NSP model within the
HSF framework. The MRL Exact Match (EM) consinsts in the ratio between the
number of MRL predicted that exactly match with the ground truth MRL over the
number of MRLs.

1 |MRLs|
EM = TATRLS] 3" MRLY™ == MRL{" (1)
k=1

The Answer Accuracy (AA) instead takes in consideration the retrieved answered
from the Knowledge Base and compare it between the ground truth and the predicted
one.

| IMRLs|
AA = m Z aNSpred == aNSg¢ (.2)
k=1

These two metrics differs because sometimes an MRL that does not match with
the ground truth can lead to the right answer. For both metrics, we consider only
MRLs that are well-formed and executable, and thus will lead to an answer to be
delivered to the customer, as our main concern is preventing the model’s users to
wrong answers; if an MRL is not executable, it will not lead to answer to be delivered
to the user, which in our vision it’s better than delivering a wrong (and potentially
offensive) answer.

Model Architecture design

In Figure .1, we report an high level overview of the Hallucination Detection
Model architecture, the hyper-parameters used are specified in Section 9.2.

Hallucinations in NSP

In Figure 8.2, we show how the model hallucinate by omitting portion of the
MRL when it encounters the needs of a unknown ontology symbols. However, often,
as highlighted in the the discussion, the model replaces the unknown symbols with
other known but leading to a complete wrong understanding, thus producing an
MRL that is completely hallucinated, we show that behaviour in Figure .2. A similar
behaviour is observable for NSP Errors. In NSP error the NSP model is under
trained on some symbols and then it shows this hallucination behaviour. Instead,
in out-of-domain we expect an empty MRL because the model does not have any
symbols and syntax to support the out-of-domain user request.

Hallucination Detection Model configuration

We train the HDM using both executable and non-executable MRLs; its training
objective is to maximize the number of correctly delivered MRLs and maximize
the number of correctly rejected MRLs, regardless of the type of MRLs (e.g., NSP
Errors, ontology gap). The HDM in our Hardware Infrastructure 9.2 takes less than
a minute to complete each epoch. In Table .13 we report the Hyper-paramters of
the best Hallucination Detection Model with Activations + CS. For sake of brevity,
we report the other hyper-parameters configurations in the Github repository.
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Decoding

Figure .1. Hallucination detection model architecture

Question: "Was Pablo Picasso killed by Napoleon in Spain?"

Gold MRL:

Find <arg> Pablo Picasso <func> QueryAttr <arg> killed by <arg>
Find <arg> Napoleon <func> place of death <func> VerifylLocation
<arg> Spain <arg> <

Predicted MRL:
Find <arg> Pablo Picasso <func> QueryAttr <arg> place of birth
<func> Verifylocation <arg> Spain <arg> <

Unknown ontology symbol: Killed by Correct answer: No, Retrieved Answer: Yes

Figure .2. We show the output our NSP model trained without a symbol for the concept of
“killed by". Given a question that requires this symbol, the model produces a wrong but
executable MRL. In that case is it possible to notice that the model avoid to produce
the unknown ontology symbol (killed by) and then starts to hallucinate the remaining
MRL with wrong known symbols (i.e., place of birth) leading to a complete wrong
understanding of the user question. Retrieving a wrong answer.
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HParams Value
Max Epochs 100
Optimizer AdamW
Learning Rate le™3
Weight Decay le™3
Checkpointing Max Dev Macro F1-Score
Early Stopping Max Dev Macro F1-Score
Early Stopping Patient 50
Batch Size 32
Non linear activation function RELU
Loss Function Cross Entropy
1st layer dim 1024
2nd layer dim 128
classification head dim 2
Precision fpl6

Table .13. Hyper-paramters used to train the Hallucination Detection Model.
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HDD statistics on NSP Errors

In Table .14 we report the statistics of the NSP Errors in the Hallucination
Detection Dataset.

Split NSP Errors percentage
NSP Dataset - Train 11.01%
NSP Dataset - Dev 13.66%
NSP Dataset - Test 10.95%

Table .14. Percentage of NSP Errors over the executable NSP Dataset. Computed using
the NSP model at inference time by comparing the predictions with the ground truth.

HDD statistics on Executable MRLs

In Table .15 we report the percentage of executable MRLs in the Hallucination
Detection Dataset w.r.t the KQA-PRO BART inference trained on the NSP in-
ontology dataset.

Hardware Infrastructure

We performed all the experiments on a x86-64 architecture with 748GB of RAM,
4x 24-core CPU Intel Xeon Platinum 8175M, and a single NVIDIA V100 with 32GB
of VRAM.

KQA-PRO Bart hyper-parameters

To fine-tune the BART model on the KQA-PRO dataset, we stick with the same
hyper-parameters used by the Cao et al. (2022). Below are the only changes in
hyper-parameters we have made. We reduce the number of epochs from 25 to 3,
which we found to be sufficient to achieve high performance while vastly reducing
the training time. We also enable beam search with a beam size of 4, to compute
the aforementioned Confidence Score feature.

Precision and Recall

We report the Macro Precision and Macro Recall performance in Tables .16 .17,
.18 for out-of-ontology, NSP Errors, and OOD.
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Split Executable
HDD Train

in-ontology 92.69%
out-of-ontology 42.97%
HDD Dev

in-ontology 92.49%
out-of-ontology 30.04%
HDD Test

in-ontology 92.63%
out-of-ontology 46.27%

Table .15. Percentage of executable MRLs in HDD, after KQA-PRO BART inference. We
use the term in-ontology and out-of-ontology sentences to refers to the sentences that

uses Only Oknownfsymbols and Ounknownfsymbols respeCtiVEIY‘

Exp name - out-of-ontology Precision Recall
No-Filter (Baseline) 0.480 0.5
Threshold CS 98.5% (Baseline) 0.479 0.482
Threshold MCD (Baseline) 0.477 0.430
Activations™ PM 0.557 4+ 0.110 0.504 £ 0.007
csHbM 0.671 + 0.056 0.663 + 0.034
MCDHPM 0.591 + 0.208 0.500 £ 0.001
CS + MCDHPM 0.654 + 0.027 0.657 &+ 0.019
Activations + CSHDPM 0.682 + 0.041 0.717 + 0.019
Activations + MCD#PM 0.593 + 0.159 0.502 + 0.007
Activations + CS + MCD#PM  (.642 + 0.033 0.691 + 0.018

Table .16. We report the Macro F1-Score (1 is better) in out-of-ontology detection. We have
repeated the train of the HDM using 10 random seeds, we report the mean of the scores
along with their standard deviation. These features are combined (+) concatenating

their vector representations.



Exp name - NSP Errors Precision Recall
No-Filter (Baseline) 0.444 0.500
Threshold CS 98.5% (Baseline) 0.706 0.627
Threshold MCD (Baseline) 0.442 0.436
Activations?PM 0.547 + 0.060 0.501 + 0.002
CsHbM 0.698 4+ 0.009  0.571 + 0.018
MCDHDM 0.444 + 0.002 0.500 + 0.004
CS + MCDHDPM 0.695 + 0.006  0.594 + 0.016
Activations + CSHPM 0.712 4+ 0.007 0.619 + 0.029
Activations + MCD#PM 0.515 + 0.044 0.501 + 0.001
Activations + CS+ MCDH#PM — (.705 + 0.008 0.641 =+ 0.034

Table .17. We report the Macro Precision and Recall (1 is better) in NSP Errors detection,
NSP Error detection. We have repeated the train of the HDM using 10 random seeds,
we report the mean of the scores along with their standard deviation. These features
are combined (+) concatenating their vector representations.

Exp name - out-of-domain Precision Recall
No-Filter (Baseline) 0.436 0.500
Threshold CS 98.5% (Baseline) 0.434 0.482
Threshold MCD (Baseline) 0.427 0.429
Activations?PM 0.479 + 0.116 0.499 + 0.002
CsHbM 0.614 + 0.039  0.632 £ 0.052
MCDHPM 0.644 + 0.019 0.563 £+ 0.151
CS + MCDHDPM 0.595 + 0.061 0.534 + 0.021

Activations + CSHPM
Activations + MCDH#PM
Activations + CS+ MCDHPM

0.447 £ 0.018
0.671 £ 0.101

0.760 £ 0.108 0.662 %= 0.071

0.498 £ 0.002
0.599 £ 0.063

Table .18. We report the Macro Precision and Recall (1 is better) in zero-shot out-of-domain
detection. We have repeated the train of the HDM using 10 random seeds, we report
the mean of the scores along with their standard deviation. These features are combined
(4) concatenating their vector representations.
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