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Abstract

This thesis addresses the optimization of the Machine-Detector Interface (MDI) for a Muon Collider
operating at a center-of-mass energy of 3 TeV. The central focus is the design of the shielding
nozzle, a critical component for mitigating Beam-Induced Backgrounds (BIB). The BIB arises from
the interactions of secondary particles—mainly photons, neutrons, and electrons—produced by
electromagnetic showers initiated by electrons and positrons originating from muon decays along
the beamline. A detailed characterization of this background was carried out through high-statistics
FLUKA simulations, followed by an extensive study of how key geometrical parameters of the
shielding influence the background flux. Due to the significant computational cost of full simulations,
a Machine Learning–based strategy was developed to guide the design process. A surrogate model
was trained to reproduce the simulation output, enabling rapid evaluation of new configurations. A
custom metric was introduced to balance background suppression with geometric acceptance, and
a deep learning model was employed to identify the optimal nozzle design. The resulting geometry
preserves strong shielding performance while reducing material volume, offering a promising solution
for the MDI of future muon colliders.
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Introduction

The discovery of the Higgs boson at the Large Hadron Collider (LHC) in 2012 [1, 2] was a major

breakthrough in the �eld of high-energy physics; However, several questions remain unanswered,

such as the reason why electroweak symmetry breaking occurs, the nature of the Higgs boson, and

the mass hierarchy problem. Moreover, the Standard Model (SM) does not predict neutrino masses,

the matter�antimatter asymmetry, or the nature of Dark Matter.

To address these open questions, it is crucial to measure observables with very high precision

and to explore higher energies with respect to the LHC. Therefore, it is necessary to build a new

generation of colliders. Historically, precision machines have exploited electron�positron collisions

(e+ e� ), while discovery machines have accelerated protons (pp).

A muon collider can o�er a unique advantage: it is both a precision machine, since it collides

elementary particles in a clean environment, and a discovery machine, because muons are heavy

enough to suppress radiation energy loss, allowing the construction of a circular collider capable of

reaching multi-TeV center-of-mass energies.

However, a muon collider is an entirely new facility with many challenges to overcome, related to

the instability of the muons, which have a lifetime of2:2 � s at rest. This means that beam production

and acceleration must be performed within a very short time. Moreover, muons will decay along

the beam line, and the interaction of their decay products with the machine elements will generate

intense �uxes of secondary particles. These secondary particles, produced all along the collider by

muon decays and their interactions with the surrounding structures, are collectively referred to as the

Beam-Induced Background (BIB). This radiation originates in the accelerator and extends up to the

detector region, where it creates a challenging environment for precise measurements. The present

thesis focuses on the detector component of the BIB, which directly a�ects event reconstruction

and, consequently, the physics performance of the experiments. In addition, for muon beams of� 5

TeV, the radiation due to neutrino �uxes from muon decays in the straight sections of the machine

becomes a relevant issue.

Each of these major challenges requires dedicated studies. This thesis focuses on the Beam-

Induced Background and on the strategies developed to mitigate its impact on the physics per-

formance of a
p

s = 3 TeV muon collider, aiming to optimize the design of the Machine�Detector

Interface (MDI), i.e. the transition region between the collider lattice and the experimental detector,

where both machine elements and shielding structures are hosted.

The main feature of the muon collider MDI is the high-density shielding nozzle, installed in the

detector area to absorb the incoming BIB �ux and to maintain an environment suitable for very

high precision measurements, as required for a next-generation collider. The shielding, however,

inevitably reduces the detector acceptance. A careful study is therefore necessary to identify the
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optimal trade-o� between the BIB level and the overall detector performance.

The work carried out in this thesis aims at addressing the challenge posed by the Beam-Induced

Background in a 3 TeV muon collider through a systematic, simulation-driven optimization of the

Machine�Detector Interface geometry. The methodology adopted combines detailed Monte Carlo

simulations with data-driven surrogate models and gradient-based optimization techniques.

First, the BIB is characterized using FLUKA [3, 4] simulations, establishing the dependence of

the particle �ux at the detector on the geometrical features of the shielding nozzle. Due to the high

computational cost of full-statistics simulations, a two-tier approach is employed: high-statistics

runs are used to study the physical features of the background, while large samples of low-statistics

simulations are generated to build datasets for machine learning models. These surrogate models

are then exploited to e�ciently explore the high-dimensional parameter space and to guide the

optimization of the nozzle geometry.

A dedicated metric is introduced to encode the trade-o� between background suppression, detec-

tor acceptance, and material budget. Since this metric is not directly di�erentiable when modeled

with tree-based regressors, a Deep Learning model is developed to approximate it with a smooth

and di�erentiable surrogate, enabling the application of gradient-descent techniques to the nozzle

optimization problem.

In parallel, the simulation framework developed for the MDI is also exploited to perform an

exploratory study on the possibility of instrumenting the shielding nozzle itself, with the goal of

extending the detector sensitivity to very forward muons.

The thesis is organized as follows:

ˆ Chapter 1 presents the physics program of a muon collider, with particular focus on the

initial 3 TeV stage considered in this work. The chapter reviews the scienti�c motivations

for such a facility, including precision Higgs physics, searches for new physics, and the unique

sensitivity to observables such as lepton �avor universality violation and the muon anomalous

magnetic moment.

ˆ Chapter 2 concludes the introductory part by describing the muon collider facility. It intro-

duces all accelerator components, from muon production and cooling to acceleration and the

collider ring, highlighting the challenges imposed by the short muon lifetime and the resulting

radiation environment.

ˆ Chapter 3 marks the beginning of the core work of this thesis. It introduces the Machine�

Detector Interface and presents the complete characterization of the BIB based on the nozzle

design originally developed for a 1.5 TeV machine. The chapter also describes the simulation

tools and work�ow employed throughout the thesis.

ˆ Chapter 4 establishes the foundations for the optimization procedure by empirically inves-

tigating the correlations between the geometrical parameters of the shielding nozzle and the

BIB reaching the detector. This study identi�es the most relevant design variables and their

qualitative impact on background suppression.

ˆ Chapter 5 addresses the need for an e�cient optimization strategy by introducing machine

learning surrogate models capable of predicting the BIB �ux as a function of the nozzle
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geometry. Several regression algorithms are compared, and XGBoost is selected as the most

performant model.

ˆ Chapter 6 develops a physics-driven metric that quantitatively encodes the trade-o� between

background suppression and detector performance. The chapter studies how detector-related

observables, such as tagging e�ciency and energy resolution, degrade as functions of the

BIB level, and derives analytical parametrizations of these e�ects. These results are then

combined into a single metric that can be evaluated for arbitrary nozzle geometries, providing

the objective function for the subsequent optimization.

ˆ Chapter 7 presents the gradient-based optimization of the nozzle geometry. A di�erentiable

Deep Learning model based on the SiReN architecture is developed to approximate the met-

ric, enabling the use of gradient descent techniques. XGBoost is exploited to construct a

pseudo-dataset reproducing the behavior of full FLUKA simulations, which would otherwise

be computationally prohibitive. This chapter reports the �nal optimized nozzle con�guration.

ˆ Chapter 8 exploits the simulation framework developed for the MDI to perform an ex-

ploratory study on the instrumentation of the shielding nozzle. The possibility of tagging

forward muons produced at very forward angles, which are normally absorbed and therefore

invisible to the detector, is investigated. The chapter presents �rst performance estimates and

motivates future dedicated studies aimed at extending the physics reach of a muon collider

through forward instrumentation.
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Chapter 1

Muon Collider Physics Program

Muon collisions are a unique opportunity to reach the multi-TeV center-of-mass energy frontier.

Muons' relatively large mass, about 200 times heavier than electron, allows to build a circular

facility reaching energies of the order of 10 TeV, since synchrotron radiation is negligible as for

protons. However, being point-like particles, muons' entire energy is available to produce high-

energy reactions. In protons colliders instead, only a fraction of the total energy is available because

protons are composite particles, and the actual interactions occur between their constituent quarks

and gluons, each carrying only a portion of the proton's momentum, as described by the parton

distribution function. As result the center-of-mass energy required to obtain the same cross section

is much lower at a muon collider with respect to an hadron machine. A quantitative comparison

is reported in Figure 1.1. The plot shows the center-of-mass energy required for a proton collider,
p sp, to achieve the same pair-production cross section for heavy particles as a muon collider with

center-of-mass energyp s� . The orange line corresponds to electroweak interacting particles. The

blue line represents particles that also interact via QCD, where the proton collider bene�ts from

strong interactions, requiring a lower energy to match the muon collider cross-section [5].

Figure 1.1: Equivalent proton collider energy p sp needed to have the same cross-section for electroweak
processes (orange dashed) and QCD processes (blue) of ap s� muon collider [5].

Moreover, muon collisions occurs in a clean environment because no secondary interaction arises

from other partons. Therefore, muon collider can be both a discovery and precision machine ex-

ploiting at same time the advantages of colliding an elementary heavy particle. In the following
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1.1. Higgs Physics

sections, a possible physics program of the muon collider is summarized.

1.1 Higgs Physics

The Higgs boson is widely regarded as a potential portal to new physics, as it is connected to

several fundamental open questions in particle physics and cosmology. These include the mechanism

of ElectroWeak Symmetry Breaking (EWSB), the origin of particle masses, the matter�antimatter

asymmetry of the Universe, and the nature of dark matter. The EWSB mechanism [6] is formulated

through the scalar potential, which can be expressed including possible deviations from the Standard

Model (SM) as:

V (h) =
1
2

m2
hh2 + � 3�h 3 +

1
4

� 4h4 + O(h5); (1.1)

where:

ˆ h is the physical Higgs �eld

ˆ � is the Vacuum Expectation Value (VEV)

ˆ � 3 and � 4 represent the Higgs trilinear and quadrilinear self-couplings, respectively.

Although the LHC has successfully discovered the Higgs boson and measured its couplings

to Standard Model particles with reasonable accuracy, pushing the precision on these coupling

measurements down to the sub-percent level is essential to reveal any small deviations from the

SM predictions [7]. Moreover, the Higgs self-interactions, which in the scalar potential are encoded

by the trilinear coupling � 3 and the quartic coupling � 4, are deeply linked to the shape of the

Higgs potential and to the mechanism of electroweak symmetry breaking. However, direct access to

these self-couplings remains elusive in present experiments, because the cross sections for processes

involving multiple Higgs bosons (which are sensitive to� 3 and � 4) are extremely small compared

with single-Higgs production rates [8].

At high-energy muon collider, Higgs production is dominated by VBF, notably via � + � � ! H� ��

and � + � � ! HH� �� . This regime is illustrated in Figure 1.2, which shows the expected number

of events for various processes at di�erent center-of-mass energies. With integrated luminosities of

1 ab� 1 at 3 TeV and 10 ab� 1 at 10 TeV, around 5 � 105 and 107 Higgs bosons will be produced,

respectively. These large production rates establish muon colliders as viable �Higgs factories,� with

the added bene�t�unlike e+ e� colliders�of copious double Higgs production, allowing for direct

measurements of the Higgs trilinear coupling already at 3 TeV, and possibly the quadrilinear coupling

at higher energies.

To quantify the expected sensitivity to Higgs couplings, simulations have been performed using

DELPHES [10]. Although these do not include BIB, a dedicated study at 3 TeV using full detector

simulation [11] con�rms good agreement with the DELPHES simulation results, demonstrating that

BIB can be e�ectively mitigated.

The sensitivity projections are presented within the� -framework, where each coupling is param-

eterized as� i = gi =gSM
i , representing the fractional deviation from its SM value. Table 1.1 compares

the 68% con�dence level bounds for key couplings at the HL-LHC and muon colliders operating at

3 TeV and 10 TeV [9].
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1.1. Higgs Physics

Figure 1.2: Expected number of events for di�erent processes at a muon collider as a function of center-
of-mass energy, assuming an integrated luminosityL int = 10 ab� 1(Ecm =10 TeV)2. [9]

Table 1.1: Expected 68% sensitivity (in percent) on Higgs coupling modi�ers� i at the HL-LHC and muon
colliders at 3 and 10 TeV.

Coupling HL-LHC MuCol 3 TeV (1 ab � 1) MuCol 10 TeV (10 ab� 1)

� W 1.7 0.4 0.1
� Z 1.5 0.9 0.4
� g 2.3 1.4 0.7
� 
 1.9 1.3 0.8

� Z
 10 9.9 7.2
� c � 7.4 2.3
� b 3.6 0.9 0.4
� � 4.6 4.3 3.4
� � 1.9 1.2 0.6

These results clearly demonstrate the strong potential of a muon collider to outperform the

HL-LHC across most channels, showing that even at 3 TeV it can already reach sub-percent preci-

sion in Higgs coupling measurements, with further improvements achievable at higher energies and

luminosities.

In addition to single-Higgs couplings, the production of Higgs boson pairs enables the extraction

of the trilinear self-coupling, parameterized by� � 3 = � 3=� 3;SM . The expected number of� + � � !

HH ��� events is of the order of103 at 3 TeV and 104 at 10 TeV, allowing statistically robust

constraints on the Higgs potential to be derived. Table 1.2 compares the 68% con�dence intervals

on �� � 3 = � � 3 � 1 at 3 TeV and 10 TeV muon colliders with those expected for the HL-LHC [12].

Table 1.2: Expected 68% sensitivity on�� � 3 at HL-LHC and muon colliders.

Collider HL-LHC MuCol 3 TeV (1 ab � 1) MuCol 10 TeV (10 ab� 1)

�� � 3 [�0.5, 0.5] [�0.27, 0.35] [�0.035, 0.037]

At 3 TeV, the measurement is already competitive with HL-LHC projections, while the 10 TeV

stage approaches the percent level.

Accessing the quadrilinear coupling� 4 is considerably more challenging due to the lower cross

L. Castelli 6



1.2. Extended Higgs Sector

section of the triple Higgs production process� + � � ! HHH ��� . A 10 TeV muon collider with

20 ab� 1, achievable over about ten years of operation at design performance, is estimated to provide

a 1� sensitivity of [� 0:37; 0:54] on �� � 4 [13].

These results highlight the distinctive ability of muon colliders not only to serve as precision

Higgs factories but also to directly explore the structure of the Higgs potential.

1.2 Extended Higgs Sector

One of the most compelling motivations for a multi-TeV muon collider is its ability to probe physics

Beyond the Standard Model (BSM), especially through extensions of the Higgs sector. These

theories predict new scalar particles that can be produced at high-energy colliders and manifest

via deviations in Higgs couplings or new resonant signatures. The 3 TeV muon collider o�ers both

direct production sensitivity and unprecedented precision in Higgs coupling measurements, thereby

enabling a rich BSM physics program.

1.2.1 SM plus a Singlet Extension

The simplest extension of the Higgs sector involves the addition of a real scalar singletS, which

mixes with the Standard Model Higgs doublet via a mixing parameter sin
 . This mixing alters the

couplings of the SM-like Higgs and allows for the direct production of the heavy singlet scalar via

VBF: V V ! S, followed by decays such asS ! hh ! 4b [14], which is the most sensitive channel

at a high energy lepton collider due to the clean multi-b �nal state and the high boost of the Higgs

bosons.

Figure 1.3 illustrates the 95% Con�dence Level (C.L.) exclusion reach on the(sin2 
; m S) param-

eter space at several future colliders. The 3 TeV muon collider exceeds the HL-LHC in sensitivity for

sin2 
 . 0:1 and is competitive with future Higgs factories for scalar masses up to 1 TeV. Moreover,

higher energy stages, such as a 6 TeV or 14 TeV muon collider, could probe up tomS � 11 TeV,

well beyond the capabilities of the LHC or FCC-hh.

This model is not only theoretically motivated for its minimality but also for its cosmological

relevance. In particular, it allows for a strong �rst-order electroweak phase transition (FOEWPT), in

which the Higgs �eld undergoes a discontinuous change in its vacuum state during the early Universe.

This is a necessary condition for electroweak baryogenesis, the mechanism that could explain the

observed matter�antimatter asymmetry. As shown in Figure 1.4, a 3 TeV muon collider can probe

nearly the entire region of parameter space consistent with a successful FOEWPT, with sensitivity

surpassing that of HL-LHC and complementary to planned gravitational wave observatories like

LISA [15].

1.2.2 Two Higgs Doublet Models

The Two Higgs Doublet Model (2HDM) extends the scalar sector of the Standard Model by in-

troducing an additional Higgs doublet. After electroweak symmetry breaking, the model contains

�ve physical states: the Standard Model-like Higgs bosonh, two neutral non-SM Higgs bosons (H ,

A), and a pair of charged Higgs bosons (H � ). The couplings at tree-level are determined by two

parameters: the mixing angle� between the two CP-even Higgs bosons, where CP denotes the
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Figure 1.3: Projected 95% C.L. exclusion regions in the(sin2 
; m S ) plane for a heavy scalar singlet mixed
with the SM Higgs. The �gure highlights the enhanced sensitivity of muon colliders with respect to the HL-
LHC for scalar masses up to 1 TeV, and the progressive extension of the accessible mass range at increasing
muon-collider energies [14].

combined charge�parity symmetry, and tan � = v2=v1, wherev1 and v2 are the vacuum expectation

values of the two doublets [16].

The gauge interactions typically involve couplings of two non-SM Higgs bosons to a Standard

Model vector boson, such asZHA or W � H � H . The structure of the Yukawa couplings depends

on the way the two Higgs doublets are assigned to the fermions, leading to four types of 2HDMs:

Type-I, Type-II, Type-L, and Type-F.

At a
p

s = 3 TeV muon collider, non-SM Higgs bosons can be produced both via� + � � annihi-

lation and via VBF processes. The pair production mechanisms include:

� + � � ! 
 � ; Z � ! H + H � ; � + � � ! Z � ! HA; (1.2)

� + � � ! V1V2 ! H + H � ; HA; H � H; H � A; HH; AA; (1.3)

where V1;2 are W or Z bosons radiated from the muon beams [17].

The production cross sections for these processes are shown in Figure 1.5, under the assumption

of tan � = 1 and in the alignment limit cos(� � � ) = 0 . At
p

s = 3 TeV, the annihilation channels

dominate over VBF for heavy Higgs boson masses below around 1.4 TeV. At higher center-of-mass

energies, VBF becomes increasingly relevant, particularly for lighter non-SM Higgs bosons. The

annihilation and VBF contributions can be separated by examining the invariant mass distribution

of the produced Higgs pair: annihilation events are peaked near the center-of-mass energy, while

VBF events are peaked near the production threshold.

For masses below the pair production threshold, non-SM Higgs bosons can also be produced

singly in association with Standard Model fermions. The dominant single production channels are:

ˆ � + � � ! tbH � ,

ˆ � + � � ! t �tH and t�tA ,
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Figure 1.4: Sensitivity of future muon colliders to scenarios featuring a strong �rst-order electroweak
phase transition in singlet-extended Higgs models. The left panel shows the direct reach for representative
benchmark points, while the right panel illustrates the corresponding constraints in the(� 3; � V ) plane from
precision Higgs measurements, highlighting the complementarity with cosmological probes [15].

Figure 1.5: Cross sections as a function of the non-SM Higgs boson mass for
p

s = 3 TeV. Left: pair
production channels; right: single production channels in association with a fermion pair and radiative
return processes [17].

as shown in Figure 1.5 (right panel). The production rates depend strongly ontan � and on the

speci�c type of 2HDM.

Additionally, radiative return processes, such as� + � � ! 
H , allow the production of a heavy

Higgs boson when the initial-state photon reduces the e�ective center-of-mass energy to the mass

of the Higgs. This is especially relevant when the heavy Higgs mass is close to the collider energy,

enhancing the production rate.

For scenarios where the Higgs Yukawa couplings are enhanced, or for masses beyond the pair

production threshold, the single production mechanisms extend the mass reach further. The com-

bination of production mechanisms and decay signatures enables discrimination between di�erent

types of 2HDMs. In particular, intermediate and large values oftan � provide sensitivity to distin-

guish Type-I and Type-L models from Type-II and Type-F models. Further discrimination between

Type-II and Type-F models would require dedicated analyses focusing on subdominant decay chan-

nels, such as �nal states involving tau leptons [17].
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In summary, non-SM Higgs can be copiously produced at 3 TeV muon collider. For pair pro-

duction, 95% C.L. exclusion reaches in the Higgs mass up to the production threshold of
p

s=2 are

possible when channels with di�erent �nal states are combined. Including single production modes

can extend the reach further [9].

1.3 Dark Matter

A high-energy muon collider o�ers the possibility to search for dark matter (DM) candidates that

interact with the electroweak sector. Dark matter particles with electroweak charges can be pro-

duced either directly through annihilation processes or can indirectly modify Standard Model cross

sections through virtual e�ects. Collider searches for dark matter are complementary to direct and

indirect astrophysical searches, and are not a�ected by astrophysical uncertainties.

A widely studied class of models considers dark matter as a particle charged under theSU(2)W

group, forming a multiplet with weak interactions. In the minimal scenarios, the dark matter particle

is accompanied by slightly heavier charged partners. Their mass di�erence determines the collider

phenomenology: if the splitting is large enough, the heavier states can decay into the neutral dark

matter particle plus visible particles, while for small splittings, dark matter production is e�ectively

invisible [9].

1.3.1 Direct Searches

When the mass splitting between the dark matter particle and its charged partners is larger than

approximately 10 GeV, the charged states decay visibly into the neutral dark matter component

and Standard Model particles. These decays can be observed if the decay products have su�cient

energy to be reconstructed.

In contrast, for small mass splittings, the direct observation of the decay products becomes

challenging, and dark matter production must be inferred through initial-state radiation processes.

In this case, dark matter candidates can be searched for via events with missing energy recoiling

against a visible object (Mono-X searches).

At a muon collider, the most relevant Mono-X channels are:

ˆ Mono-photon channel: � + � � ! ��
 ,

ˆ Mono-muon channel: � + � � ! ��� ,

ˆ Di-muon channel: � + � � ! ��� + � � .

The sensitivity of the Mono-X searches depends on the dark matter mass and the collider

energy [18]. Figure 1.6 shows the integrated luminosity needed to exclude the production of dark

matter particles at 95% con�dence level, as a function of the dark matter mass, for the di�erent

Mono-X channels separately. For dark matter masses above approximately 500 GeV, the mono-

photon and mono-muon channels provide the best sensitivity, while the di-muon channel is less

e�ective at high mass.
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Figure 1.6: Integrated luminosity required to achieve a 95% C.L. exclusion of dark matter production as a
function of the dark matter mass, for the mono-photon (solid), mono-muon (dotted), and di-muon channels
(dashed), at a

p
s = 3 TeV muon collider [18].

1.3.2 Indirect Searches

If the dark matter mass is above the kinematic reach for direct production, it can still a�ect

Standard Model processes through loop corrections. The presence of new electroweakly charged

states modi�es cross sections such as:

ˆ � + � � ! f �f ,

ˆ � + � � ! Zh,

ˆ � + � � ! W + W � .

Precision measurements of these processes can thus indirectly probe dark matter candidates

with masses larger than the collider energy. The sensitivity depends on the integrated luminosity

and the achievable systematic uncertainties [19].

Figure 1.7 shows the minimal luminosity required to exclude typical benchmark models, such

as Higgsino- and Wino-like dark matter, as a function of center-of-mass energy. At
p

s = 3 TeV,

thermal relic dark matter candidates with masses of the order of 1 TeV can be tested indirectly

through deviations in Standard Model rates.

1.4 Muon Anomalous Magnetic Moment

This section presentes studies related to the so-called muong� 2 anomaly, namely the long-standing

discrepancy between the SM prediction and the experimental measurement of the muon anomalous

magnetic momenta� .

The quantity a� is de�ned as

a� �
g� � 2

2
;

whereg� is the gyromagnetic factor of the muon, which characterizes the strength of its interaction

with an external magnetic �eld. At tree level in the SM one has g� = 2 , while quantum corrections

induce a small deviation, giving rise to a non-vanishing anomalous magnetic moment. The value of
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Figure 1.7: Minimal luminosity needed to exclude thermal pure Higgsino or Wino dark matter as a function
of center-of-mass energy [19].

a� receives contributions from QED, electroweak, and hadronic processes and provides a sensitive

probe of potential BSM e�ects.

The current world average of experimental measurements, combining the BNL E821 [20] and

Fermilab E989 results [21, 22], is

aEXP
� = 116592061(41)� 10� 11;

while the SM prediction, based on data-driven hadronic vacuum polarization and lattice QCD input,

is

aSM
� = 116591810(43)� 10� 11:

This leads to a discrepancy

� a� = aEXP
� � aSM

� = 251(59) � 10� 11;

corresponding to a4:2� deviation.

This tension is stable against variations in the hadronic input and has motivated numerous

BSM interpretations. In particular, new particles that couple to muons can generate additional

contributions to a� at one loop, and may resolve the discrepancy if their couplings and masses

are in the appropriate range. Models invoking such new states include scalar or vector singlets,

electroweak multiplets, or extended gauge symmetries [9].

A muon collider provides both direct access to muon interactions and high-energy reach, enabling

multiple ways to test BSM explanations of � a� . The main strategies can be summarized as follows:

ˆ Low-mass singlet mediators: scalar or vector singlets coupling only to muons can explain

the anomaly. For mediator masses below a few GeV, these models are best probed at beam

dump experiments (e.g. M3, NA64� ) or via initial-state radiation processes at a low-energy
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muon collider [23].

ˆ Singlets above 10 GeV: for heavier singlet masses, a 3 TeV muon collider can probe the full

parameter space through processes such as� + � � ! 
 +missing energy, and via modi�cations

of angular distributions in � + � � ! � + � � [23].

ˆ Electroweak mediators: BSM particles with SM charges, such as vector-like leptons, also

contribute to a� at one loop. Depending on their quantum numbers, they can be tested at

3�10 TeV muon collider via direct pair production or associated processes. These scenarios

typically require masses below 10�30 TeV for perturbative explanations of the anomaly [23].

ˆ Dipole operator sensitivity: in the limit of very heavy mediators, the leading BSM e�ect is

captured by the dimension-six dipole operatorO�e
 = ( �L � � �� � R )HF �� . This can be probed

via processes like� + � � ! h
 or Z
 , whose cross sections grow with energy. A 30 TeV muon

collider would directly test dipole-induced contributions up to scales near 100 TeV [24].

ˆ Semi-leptonic BSM scenarios: if the explanation involves loops with quarks (e.g. charm),

associated �nal states like � + � � ! c�c and t�t can be used to probe them. These channels

require
p

s � 3�10 TeV depending on the loop structure [24].

Taken together, these complementary channels establish a robust experimental program. If the

deviation in a� is due to new weakly coupled particles, then such particles must either be light and

accessible through direct production or su�ciently heavy to induce measurable deviations in high-

energy processes via virtual e�ects. In both cases, a muon collider can test the relevant parameter

space.

A low-energy muon collider,O(102 GeV), or dedicated �xed-target experiments are well suited

for probing light mediators. A 3 TeV muon collider can cover the full mass range of heavier singlet

models and a signi�cant portion of semi-leptonic scenarios. Electroweak multiplet models typically

require new particles below� 10�30 TeV for a viable one-loop explanation of the anomaly, which

places them within reach of a 10 TeV muon collider via direct searches. In the high-mass regime,

where the new physics is e�ectively integrated out, a 30 TeV muon collider would still be sensitive

to the induced dipole operator via associated Higgs or photon production.

This set of capabilities leads to a �no-lose theorem�: if the muong � 2 anomaly originates from

weakly coupled BSM physics that respects perturbativity and solves the anomaly naturally, then

some stage of a muon collider program � from low energy up to 30 TeV � will be able to test it

conclusively [23, 24].

1.5 Lepton Flavor Universality

Lepton Flavor Universality (LFU) is a fundamental prediction of the SM, requiring that all three

lepton generations couple identically to gauge bosons, modulo di�erences due to their masses. While

LFU has been tested extensively in various sectors, recent measurements in rareB -meson decays,

induced by the b ! s� + � � partonic transition, have shown intriguing deviations. These anomalies

appear in observables likeRX , de�ned as:

RX =
B ! X� + � �

B ! Xe+ e� (1.4)

L. Castelli 13



1.6. Lepton Flavor Violation

with X being a �nal state involving an s quark. Those ratios are particularly interesting due the

suppressed hadronic uncertainties that cancel out in the ratios. According to SM, these ratios

are expected to be equal to 1. However, LHCb results onRK (B + ! K + l+ l � ) and RK � indicate

discrepancies of3:1� and 2:4� from SM expectation, suggesting physics beyond the SM that violates

LFU [25, 26].

In addition to the LFU ratios, several b ! s� + � � decays show deviations from SM expectations

in their absolute branching fractions and angular distributions. Although these observables are

subject to larger theoretical uncertainties due to hadronic e�ects, they are experimentally clean and

provide further support for the presence of new physics with preferential couplings to muons and

heavy quarks. Combined global �ts of these anomalies consistently indicate a signi�cant preference

for BSM contributions to semileptonic operators [27, 28].

The expected sensitivity of the 3 TeV muon collider has been studied under three benchmark

models, each representing a di�erent type of completion of the e�ective operators responsible for

the anomalies:

ˆ Contact interaction: A model-independent parametrization of new physics through four-

fermion operators [29].

ˆ Z 0 boson: A heavy neutral vector mediator that couples to left-handed muons andb-s quark

currents [30].

ˆ Leptoquarks: Scalar or vector particles that couple simultaneously to quarks and leptons. A

�avor-aligned vector leptoquark coupling to band � can be probed both directly and indirectly,

with sensitivity exceeding that of current or planned �avor experiments [31].

A detailed description of the models and results is available in [9]. The results presented demonstrate

that a 3 TeV muon collider would be a powerful tool to explore LFU-violating interactions, with

the potential to surpass the reach of current experiments.

1.6 Lepton Flavor Violation

The absence of observed charged lepton �avor violation (LFV) is one of the most stringent con-

straints on BSM physics. While LFV processes are highly suppressed in the SM (even when neutrino

masses are included), many extensions of the SM predict them at observable rates. A high-energy

muon collider can directly test LFV interactions at the energy frontier. In particular, the process

� + � � ! `+ ` � with ` = e or � provides a clean and direct probe of lepton �avor violating new

physics at multi-TeV scales [32]. The study investigates the sensitivity of a 3 TeV muon collider to

three classes of models:

ˆ Contact interactions: This scenario models LFV through an e�ective four-fermion operator

of the form (��
 � PL `)( �̀
 � PL � ), with ` = e; � . The analysis focuses on the impact of such op-

erators on the process� + � � ! `+ ` � . Sensitivity is derived from deviations in the di�erential

cross section, and the muon collider is shown to be signi�cantly more sensitive than current

or planned low-energy experiments, particularly for the� ! � channel [32].
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ˆ LFV in Minimal Supersymmetric Standard Model (MSSM): This scenario consid-

ers direct production of sleptons, the scalar superpartners of the SM leptons, in the MSSM

framework with non-zero �avor mixing between second and third generation sleptons. As a

result, the slepton interactions with the leptons will be �avor-violating and lead to processes

such as muon-to-electron conversion and rare muon decays at one loop. A 3 TeV muon col-

lider would signi�cantly extend the sensitivity to electroweak-charged superpartners beyond

the TeV scale, enabling the possibility of directly producing the states responsible for lepton

�avor violation [33].

ˆ Gauged L � � L � interaction: This benchmark explores the sensitivity of a 3 TeV muon

collider to the gaugedL � � L � model. Two processes are identi�ed as sensitive probes: the

two-body scattering � + � � ! `+ ` � with ` = � or � , where the presence of theZ 0 leads to

distortions in the angular spectrum; and the radiative process� + � � ! `+ ` � 
 , where the

Z 0 appears as a resonance above the SM background. The collider setup fully covers the

parameter space forZ 0 masses above 100 GeV relevant for explainingB -meson anomalies [34].
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Chapter 2

Muon Collider Facility

A �rst concept for a Muon Collider has been proposed by Muon Accelerator Program (MAP) [35]

and it settled the starting point for the International Muon Collider Collaboration (IMCC) [36]

studies. The design foresees a proton source which produces pions by hitting on a target. Muons

are then produced by pion decays and captured by a solenoid focusing system. Muons are then

splitted in short bunches in the �Front End" section. To prepare the beam for acceleration, a

cooling section is required to reduced both transversal and longitudinal emittance. The beam is

then injected in the accelerator chain which includes a linear accelerator for the low energy beam

and a sequence of synchrotrons to reach the multi-TeV regime. Lastly, muons are injected into

a smaller ring where collisions occur. A schematic representation of the complex is reported in

Figure 2.1 and the target parameters are reported in Table 2.1 [12].

Figure 2.1: Schematic representation of the Muon Collider facility [36].

2.1 Luminosity

The luminosity is a key parameter for a collider, since it determines the event yield achievable:

Nevent = L int � � (2.1)
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2.1. Luminosity

Parameter Symbol Unit Target value

C.o.m. energy Ecm TeV 3 10 14
Luminosity L 1034 cm� 2s� 1 2 20 40
Collider circumference Ccoll km 4.5 10 14
Muons/bunch N � 1012 2.2 1.8 1.8
Repetition rate f r Hz 5 5 5
Total beam power P � + P+ MW 5.3 14 20
Longitudinal emittance " l MeV�m 7.5 7.5 7.5
Transverse emittance "? mm 25 25 25
IP bunch length � z mm 5 1.5 1.1
IP beta-function � �

? mm 5 1.5 1.1
IP beam size � ? � m 3 0.9 0.6

Table 2.1: Target parameters for di�erent center-of-mass energy Muon Colliders [12]

with L int being the integrated luminosity and � the cross section of the physics process. The

target value is determined according to the cross-section of a typical2 ! 2 reactions mediated by

electroweak interactions [37]:

� =
�

10 TeV
Ecm

� 2

� 1 fb (2.2)

To measure such cross-sections with percent-level precision, order of104 events are needed, requiring

an integrated luminosity of:

L int = 10 ab� 1
�

Ecm

10 TeV

� 2

(2.3)

which corresponds, assuming an operational time of107 seconds per year (about 200 days), to an

instantaneous luminosity of:

L =
5 years

time

�
Ecm

10 TeV

� 2

� 2 � 1035cm� 2s� 1 (2.4)

The requirement on the luminosity drives the determination of several parameters of the facility,

especially of the proton driver. Following the derivation in [12], it is possible to relate the instanta-

neous luminosity of the muon collider to the energy of colliding muons,E � , the proton beam power

on target, Pp, the average bending �eld, B , the number of circulating bunches,nb, the transverse

and longitudinal emittance, "? , "L :

L /
B

nb"? "L
(PpE � )2 (2.5)

The quadratic scaling of luminosity with energy, which assures the requirement in (2.4), is a dis-

tinctive feature of muon colliders, unlike linear colliders. This advantage arises because the muon

beam can be recirculated multiple times through the interaction point, whereas bremsstrahlung has

minimal impact on the achievable beam focusing. As a result, the power e�ciency of the muon

collider improves as energy increases. A comparison with LHC and other future colliders is shown

in Figure 2.2.
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Figure 2.2: Annual integrated luminosity, L int normalized to the electric power consumption as function
of the center-of-mass energy for LHC and di�erent future particle colliders [37].

2.2 Proton Driver

The proton complex is the �rst piece in the muon collider facility. It includes a high-power accel-

eration section, an accumulator and compressor system, and a target delivery line. A schematic

overview of the entire facility, including the proton complex, is shown in Figure 2.3 [38]. The main

Figure 2.3: Schematic layout for the proton complex section. The closer to the target the higher the
bunch charge density. Reaching these high densities is one the main challenges in the design of the proton
complex [38].

requirement for the proton driver is to enable the production of a high number of useful muons at

the end of the decay channel downstream of the target. The muon yield is, to a good approximation,

proportional to the power of the primary proton beam and only weakly dependent on the beam

energy in the range between 5 and 15 GeV. Assuming a typical conversion e�ciency of about 0.013

muons per proton-GeV [39], a proton beam with power in the 1�2 MW range and energy between

5 GeV and 10 GeV is su�cient to achieve the necessary muon �ux for collider operation [40].

The main components of the proton driver and their respective functions are summarized below:

ˆ H � Linac: The system begins with an H� ion source followed by a linear accelerator that

brings the beam energy to either 5 GeV or 10 GeV, corresponding to two baseline con�gurations

currently under study. The use of H� ions allows for multi-turn charge-exchange injection into

the subsequent circular accumulator ring [41].
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ˆ Accumulator Ring: The linac pulses are injected into the accumulator ring where they are

combined into one or two proton bunches via charge stripping of the incomingH � beam [42].

ˆ Compressor Ring: After accumulation, the beam is transferred to a bunch compressor ring,

where the longitudinal phase space is manipulated to compress the RMS bunch length to

2 ns [43].

ˆ Target Delivery Transport Line: The compressed bunches are extracted and transported

to the pion production target. To achieve optimal luminosity, the �nal collider will work in

single bunch colliding mode. Therefore, the short bunches extracted from the Compressor

must be recombined and hit the pion production target simultaneously.

The main proton driver parameters considered for the two baseline con�gurations are summa-

rized in Table 2.2 [44].

Parameter Low-Energy Option High-Energy Option

Final beam power [MW] 2 4
Linac �nal energy [GeV] 5 10
Repetition rate [Hz] 5 5
Protons on target [1014] 5.0 5.0
Initial bunch length [ns] 120 120
Initial RMS energy spread [%] 0.025 0.025
Final RMS bunch length [ns] 2 2
Final RMS energy spread [%] 1.5 0.6

Table 2.2: Summary of main parameters for the proton complex for two power options.

2.3 Muon production

The muon production and cooling system consists of a sequence of subsystems designed to e�-

ciently convert a high-power proton beam into a well-focused, low-emittance muon beam suitable

for acceleration. As shown in Figure 2.4, protons from the driver strike a target to produce pions,

which decay into muons. A solenoidal chicane and absorber system removes unwanted secondary

particles. The muon beam is then captured into bunches, separated by charge, and passed through

a multi-stage ionization cooling system. This reduces the six-dimensional emittance and prepares

the beam for injection into the acceleration chain [38].

Figure 2.4: Schematic layout of the muon production and cooling subsystems [38].
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2.3.1 Target System

The production of muons begins at the pion production target, where the high-power proton beam

provided by the proton complex is directed onto a graphite target immersed in a strong solenoidal

magnetic �eld of 20 T to maximize pion capture e�ciency. This �eld is rapidly tapered down to 1.5 T

along the decay channel to facilitate downstream transport [45]. Due to the intense radiation and

thermal heating generated by the beam-target interaction, the surrounding superconducting capture

solenoids are constructed using high-temperature superconductors and require extensive shielding

to ensure long-term functionality. This shielding imposes geometric constraints, leading to a large

solenoid bore designed to accommodate both the radiation protection and the �eld requirements

for e�cient pion collection.

A model has been developed to simulate the radiation environment and estimate the pion and

muon yields. The geometry, shown in Figure 2.5, illustrates the graphite target and the surrounding

shielding layers. A summary of the radial build is reported in Table 2.3, highlighting the structural

zones from the core target to the outer solenoid coils [38].

Figure 2.5: Geometry model of the pion production target region showing the graphite target (cyan),
shielding layers (grey), and solenoid housing (purple) [38].

Radial Range [mm] Component

0�15 Graphite target
15�173 Target vessel
174�604 Target shielding and neutron absorber
651�670 Thermal shielding

700 Solenoid coils

Table 2.3: Radial structure of the pion production target region.

2.3.2 Chicane and Proton Absorber

Downstream of the target, the mixed particle �ux includes a signi�cant population of unwanted high-

energy protons, which must be removed to protect downstream components and ensure safe opera-

tion. This is achieved through a solenoidal chicane system followed by a proton-absorbing element.

The chicane introduces a vertically symmetric dispersion, allowing high-momentum particles to be

intercepted by collimators, while leaving the low-momentum portion of the beam�particularly pions

and muons with p < 500 MeV/ c�largely una�ected. Low-energy spallation protons, which would

otherwise deposit damaging radiation in the early sections of the decay channel, are suppressed by

a Beryllium absorber that halts protons while allowing muons and pions to pass through [38].
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2.3.3 Longitudinal Capture and Charge Separation section

Following the chicane and absorber, the beam�now largely composed of muons and residual pi-

ons�enters the longitudinal capture and charge separation section. In this region, the beam is

focused transversely by solenoids and allowed to drift longitudinally. As the slower particles lag

behind, a system of radio-frequency (RF) cavities progressively captures the beam into bunches.

This is achieved using a multi-frequency RF con�guration in which successive cavity groups operate

at decreasing frequencies to remain synchronized with particles of varying momenta. The result is

the adiabatic formation, meaning a smooth evolution of the beam under slowly varying �elds that

preserves its emittance, of 21 muon bunches, each centered around a di�erent momentum.

Once captured, the beam passes through a solenoidal chicane system designed to separate posi-

tive and negative muons. This is accomplished by exploiting charge-dependent dispersion introduced

by the solenoid �eld con�guration. In the region of maximum dispersion, the solenoid is split, caus-

ing the oppositely charged muons to diverge along di�erent paths. This charge separation prepares

the beam for the subsequent ionization cooling stages [38].

2.4 Muon Cooling

Muon cooling is a critical component of the facility, aimed at reducing the beam's emittance in

order to achieve the luminosity required for high-energy collisions. Emittance quanti�es the volume

occupied by the beam in phase space. Speci�cally, transverse emittance characterizes the spread

in position and momentum in the x� px and y� py planes, longitudinal emittance refers to theE � t

(energy�time) phase space, and six-dimensional (6D) emittance describes the volume in the full

(x; px ; y; py ; t; E ) space.

The cooling channel is structured in multiple stages, each aimed at progressively reducing the

beam's six-dimensional (6D) phase-space volume. It begins with a rectilinear cooling system com-

posed of two segments. The �rst segment, referred to as Rectilinear A, reduces the emittance to

the point where the train of multiple muon bunches�created during longitudinal capture�can be

merged into a single bunch per charge. Following this recombination, the second segment, Rec-

tilinear B, performs additional 6D cooling. A �nal cooling section further reduces the transverse

emittance allowing a reasonable increase in the longitudinal emittance. The evolution of the emit-

tance through the cooling chain is shown in Figure 2.6.

2.4.1 Rectilinear Cooling

The rectilinear cooling channel applies the principle of ionization cooling to reduce the six-dimensional

(6D) phase-space volume of the muon beam. Muons lose momentum in all directions as they pass

through energy-absorbing materials. Radio-frequency (RF) cavities positioned after the absorbers

restore only the longitudinal momentum, leading to a net reduction in transverse emittance. This

technique was experimentally validated on a smaller scale by the Muon Ionization Cooling Experi-

ment (MICE) [46].

The cooling is achieved using a lattice of periodic cells, each incorporating key components:

alternating-polarity solenoids for tight transverse focusing, dipole magnets to generate dispersion,

RF cavities to restore longitudinal momentum, and liquid hydrogen (LH 2) wedge-shaped absorbers
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Figure 2.6: Performance of the cooling stages: reduction in six-dimensional and transverse emittance across
the cooling chain [38].

for emittance exchange. In the dispersive region, higher-energy muons follow wider paths and pass

through thicker parts of the wedge, losing more energy than lower-energy ones. This reduces the

longitudinal energy spread while slightly increasing transverse emittance, thereby exchanging phase

space volume between the two degrees of freedom. A schematic representation of this technique is

shown in Figure 2.7.

Figure 2.7: Schematic view of the emittance�exchange mechanism in a rectilinear cooling channel. Muons
traverse a dispersive region where a wedge-shapedLH 2 absorber causes higher-energy particles to lose more
energy than lower-energy ones, reducing the longitudinal energy spread while increasing the transverse
emittance. The subsequent RF cavities restore the longitudinal momentum, enabling net six-dimensional
cooling [47].

Two cell types are implemented in the rectilinear cooling layout: A-type cells are used in the

initial pre-merge section, and B-type cells are employed in the subsequent post-merge stage. Fig-

ure 2.8 illustrates the schematic arrangement of both cell types. A-type cells operate with a tune,

i.e. the number of transverse oscillations per revolution, below 1 and are tailored for high-emittance

beams. Their symmetric betatron function, the parameter describing the transverse beam enve-
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lope, permits the inclusion of an additional wedge absorber at the cell center. In contrast, B-type

cells operate at higher tune values, between 1 and 2, enabling stronger focusing for lower-emittance

beams but with reduced acceptance.

Figure 2.8: Schematic layout of A-type (left) and B-type (right) rectilinear cooling cells. The principal
components include solenoids, dipole magnets, wedge absorbers, and RF cavities [47].

The cooling channel is divided into two main sections: Rectilinear A and Rectilinear B. The A

section is composed of 4 A-type stages and accepts the beam directly from the charge separation

system. After this initial cooling, the beam undergoes bunch merging. The Rectilinear B section

follows, comprising 10 B-type stages, and continues the cooling process down to the �nal emittance

target values needed before entering the �nal cooling stage [47].

The emittance values at the end of each stage of the rectilinear system, after the fourth A cell

and the tenth B cell, are summarized in Table 2.4, together with the muon survival rate.

Stage "? [mm] "L [mm] Trasmission[%]

Start 16.96 45.53 100
Rectilinear A 4 1.24 1.74 49.6
Bunch Merge 5.13 9.99 38.7
Rectilinear B 10 0.14 1.56 11.1

Table 2.4: Normalized transverse ("? ) and longitudinal ( " l ) emittances at key points along the rectilinear
cooling channel. Values extracted from Table 5.2.6 of the report.

2.4.2 Final Cooling

Final cooling constitutes the last stage of the muon beam conditioning process before injection into

the acceleration system. It is designed to further reduce the transverse emittance beyond the limits

achievable with rectilinear cooling, while allowing for a controlled increase in longitudinal emittance.

This step is essential for reaching the luminosity targets of the muon collider, as the �nal emittance

directly impacts the collider's performance and sets the boundary conditions for all downstream

systems.

The �nal cooling channel adopts a lattice similar in principle to rectilinear cooling, but with

notable modi�cations. It operates without dipole magnets, removing the emittance exchange func-
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tionality and is instead dedicated entirely on transverse cooling. Each cooling cell is shorter and

more compact, with approximately ten cells distributed over a 100 m beamline. Strong solenoidal

�elds are employed to maintain tight focusing throughout the absorbers. A schematic layout is

shown in Figure 2.9 [48].

Figure 2.9: Two-cells of �nal cooling, including beam envelope, RF cavities and high- and low-�eld
solenoids [48].

The �nal cooling stage presents a series of technical challenges stemming from the combined

use of intense magnetic �elds�reaching up to 40 T�and low-energy muon beams. Achieving

the required strong focusing necessitates these high �eld strengths, which in turn complicate the

integration of absorbers and RF systems within the lattice. At the same time, the reduced muon

energy leads to substantial localized energy deposition in the absorbers, causing elevated heat loads

in a compact volume. This can result in large pressure excursions, posing risks such as cavitation

and structural damage to absorber windows. To mitigate these e�ects, hydrogen vapor absorbers are

preferred for improved thermal stability, while composite window designs combining low-Z materials

like lithium hydride with high-Z structural layers are under consideration to minimize scattering and

ensure mechanical resilience. These challenges necessitate a carefully optimized lattice to maintain

e�ective cooling performance, high transmission e�ciency, and long-term system durability.

2.5 Muon Acceleration

The muon acceleration complex is a key component of the muon collider facility, designed to increase

the beam energy from a few hundred MeV at the output of the cooling system up to several TeV for

injection into the collider ring. Given the muon's short lifetime ( 2:2 � s at rest), the system must

deliver extremely rapid acceleration to preserve beam intensity.

The acceleration chain consists of multiple stages, conceptually divided into two main sections:

a low-energy section that accelerates the beam from the cooling output up to 63 GeV, and a high-

energy section based on a sequence of rapid-cycling synchrotrons (RCS) that brings the beam to its

�nal injection energy in the multi-TeV range.

2.5.1 Low-Energy Acceleration

The low-energy acceleration complex brings the muon beam from the cooling system output at

255 MeV to 63 GeV, preparing it for injection into the high-energy synchrotron chain. This part of
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the facility consists of three main stages: a linac and two recirculating linear accelerators (RLA1

and RLA2), as shown in Figure 2.10.

Figure 2.10: Conceptual layout of the muon collider acceleration complex, including the low-energy linac
and two recirculating linear accelerators (RLAs) [49].

The initial linac accelerates the muon beam from 255 MeV to 1.25 GeV. In this low-energy

regime, rapid acceleration is essential to minimize decay losses. Additionally, the muon beam

emerging from the cooling section occupies a large phase-space volume, requiring the accelerator to

have large transverse and longitudinal acceptance [49].

To meet these demands, the linac employs superconducting RF cavities operating at a low fre-

quency of 88 MHz, which provides the wide momentum acceptance necessary for the long incoming

bunches. A third harmonic cavity at 264 MHz is included to linearize the RF waveform, thereby

minimizing uncorrelated energy spread and preserving longitudinal beam quality. A preliminary

study was carried out to test the evaluation of the longitudinal phase space. It has been shown that

an initial beam with an RMS length of 0.4m and an RMS energy spread of5% can be accelerated

by a linac with a length of about 800 m up to 1.5 GeV with a �nal RMS bunch length of 40 mm

while maintaining the longitudinal emittance.

Following the linac, the beam is accelerated to 63 GeV in two recirculating linear accelerators:

RLA1 (1.25�5 GeV) and RLA2 (5�63 GeV), each operating over 4.5 passes. Both stages employ

superconducting RF cavities at 352 MHz for primary acceleration and 1056 MHz third harmonic

cavities to linearize the RF waveform and control the uncorrelated energy spread [50].

A comprehensive study for RLA2 shown that an initial bunch with 0.0225 eVs longitudinal and

20 � m transverse emittance could be accelerated from 5 GeV to 63 GeV while preserving longitudinal

emittance, with less than 10% increase in transverse plane, and a better than 90% muon survival

rate. In contrast, the design of RLA1 is still under development, and its performance parameters

are based on preliminary estimates. The key parameters of both RLA1 and RLA2 are summarized

in Table 2.5 [38].

2.5.2 High-Energy Acceleration

Once the muons have been accelerated to 63 GeV in the low-energy section, they must be brought

to the �nal collider injection energy of 1.5 TeV. The most promising technology for this task

is a sequence of Rapid Cycling Synchrotrons (RCS), which combine fast acceleration with cost-

e�cient, large-scale implementation [50]. Among various schemes studied, the hybrid RCS ap-
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Table 2.5: Key parameters of the RLA1 and RLA2 stages of the low-energy acceleration complex.

Parameter RLA1 RLA2

Initial energy [GeV] 1.25 5.0
Final energy [GeV] 5.0 63.0
Energy gain/pass [GeV] 0.85 13.5
Frequency [MHz] 352 1056 352 1056
No. of SRF cavities 36 4 600 80
RF length [m] 61.2 3.4 1020 68
RF gradient [MV/m] 15 25 15 25
No. of passes 4.5 4.5
Linac length [m] � 915
Arc length [m] � � 300

proach�originally proposed by MAP [51]�has been identi�ed as the baseline solution. It is illus-

trated in Figure 2.11 [52].

Figure 2.11: Staged hybrid RCS acceleration complex, showing the energy steps from 63 GeV to 5 TeV.
For the 3 TeV collider scenario discussed in this thesis, only RCS1�3 are used [52].

For the 3 TeV muon collider baseline, considered in this thesis, the RCS chain consists of three

machines: RCS1, RCS2, and RCS3, which accelerate the beam from 63 GeV to 314 GeV, then

to 750 GeV, and �nally to 1.5 TeV. RCS1 employs fast-ramping normal-conducting dipoles only,

while RCS2 and RCS3 use a hybrid con�guration combining fast-ramping normal-conducting dipoles

with �xed-�eld superconducting dipoles. This con�guration allows the normal-conducting magnets

to sweep from� Bnc to + Bnc, maximizing the bending range per cycle. Each stage is designed to

accelerate a pair of muon bunches at a 5 Hz repetition rate, requiring ultra-fast acceleration to limit

decay losses and ensure a transmission e�ciency of approximately 90% per stage. To achieve this,

high average accelerating gradients are necessary�up to 2.4 MV/m in RCS1�corresponding to tens

of GeV gained per turn. This demands RF systems capable of sustaining high-gradient operation

and accommodating intense beam loading from bunches containing up to2:7 � 1012 muons. To

maintain beam stability during acceleration, the RF system is distributed around the ring. A

summary of the key parameters for each RCS stage is provided in Table 2.6.

2.6 Collider Ring

The muon collider ring serves as the �nal stage of the facility, where two counter-rotating muon

beams are brought into collision to produce high-luminosity interactions for physics experiments.
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Table 2.6: Key parameters of the staged RCS acceleration system. Only RCS1�3 are used in the 3 TeV
collider scenario [44].

Parameter RCS1 RCS2 RCS3

Hybrid RCS no yes yes
Repetition rate [Hz] 5 5 5
Circumference [m] 5990 5990 10700
Injection energy [GeV] 63 314 750
Extraction energy [GeV] 314 750 1500
Assumed survival rate 0.9 0.9 0.9
Revolution period [µs] 20 20 36
Number of turns 17 55 66
Required energy gain/turn [GeV] 14.8 7.9 11.4
Average accel. gradient [MV/m] 2.44 1.33 1.06
Injection bunch population [1012] 2.7 2.4 2.2
Extraction bunch population [1012] 2.4 2.2 2.0
Beam power [MW] 640 310 225
Normalized vertical emittance [µm] 25 25 25
Normalized horizontal emittance [µm] 25 25 25
Normalized longitudinal emittance [eVs] 0.025 0.025 0.025
Max pulsed dipole �eld [T] 1.8 1.8 1.8
Max steady dipole �eld [T] � 10 10
Ramp rate [T/s] 4200 3282 1519

Its geometry consists of two long straight Interaction Regions (IRs) located on opposite sides of

the ring, joined by arc sections that complete the circumference. Each arc is subdivided into a

Chromaticity Compensation Section (CCS) adjacent to the IR, followed by a matching section and

a periodic arc cell structure optimized for beam stability.

The ring is designed to maximize luminosity, therefore strong focusing optics are used near the

IRs to reach extremely small� � values, achieving tight beam spots at the collision point. However,

this strong focusing induces signi�cant chromatic aberrations, which are corrected locally using

dedicated sextupole arrangements in the CCS.

A distinctive challenge in the muon collider is the continuous decay of muons within the ring.

These decays produce high-energy electrons and secondary radiation that can damage supercon-

ducting magnets and increase cryogenic loads. To mitigate these e�ects, tungsten absorbers are

distributed along the ring to intercept decay products. However, the most critical area is the Ma-

chine�Detector Interface (MDI), where the beamline meets the experimental apparatus. Its e�ective

shielding design is essential to protect the detector and ensure the collider's operability. A detailed

description of its design is provided in Chapter 3.

In addition to local radiation, muon decays generate intense neutrino �uxes that exit the ring

tangentially. When these neutrinos reach the Earth's surface, they can deposit radiation doses that

must be controlled. To mitigate this, the design minimizes the number of short straight sections

and relies on combined-function magnets to reduce the need for interconnect regions. Furthermore,

orbit modulation techniques are applied, displacing the vertical trajectory by � 1 mrad over time

to spread the neutrino �ux over a larger surface area, thereby lowering the peak dose [38].

The main collider parameters for the 3 TeV center-of-mass con�guration are summarized in
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Table 2.7.

Table 2.7: Baseline parameters for the 3 TeV muon collider [38].

Parameter Value

Beam energy [TeV] 1.5
Number of IPs 2
CircumferenceC [km] 4.45
� � [cm] 0.5 (tunable 0.3�3.0)
Momentum compaction � p 10� 5 � 1.0
Normalized transverse emittance"? ;N [� ·mm·mrad] 25
Momentum spread [%] 0.1
Bunch length � s [cm] 1
Muons per bunch [1012] 2.2
Repetition rate [Hz] 5
Average luminosity per IP [1034 cm� 2s� 1] 4.4

2.6.1 Interaction Region

The IR is a key component of the muon collider lattice, engineered to bring the two counter-rotating

muon beams into collision with extremely small transverse spot sizes at the Interaction Point (IP).

This is achieved using a strong �nal focus system composed of large-aperture quadrupole magnets

arranged in a symmetric quadruplet con�guration around the IP. The magnets are designed to

provide the required small � � values while accommodating large beam sizes and handling the high

radiation environment caused by muon decays.

To reduce detector backgrounds, the IR quadrupoles, with the expection of the two closest to the

IP, are designed to include a� 2 T dipole component. This built-in bending �eld de�ects secondary

particles away from the detector region. The IR quadrupole dipole component contribution to the

dispersion is not signi�cant, the latter being mostly generated by strong dipoles following the IR

multiplets.

To maximize the de�ection of secondary particles produced by muon decays, the third to sixth

quadrupoles (counting from the IP) are designed to be defocusing, as this enhances the e�ectiveness

of the embedded dipole components. This requirement led to the adoption of a quadruplet �nal

focus (FF) layout. The quadrupoles inner radii satisfy the requirement:R > 5� max + 2 cm, which

guarantees that the beam will be in a good �eld region and provides enough space for absorbers.

The resulting magnet con�guration, with 12 T limit on the total �eld at the inner bore, is illustrated

in Figure 2.12 [53].

2.6.2 Chromaticity Correction

Strong focusing in the IR introduces large chromatic aberrations, which must be corrected to main-

tain su�cient dynamic aperture and beam stability in the presence of beam-beam interactions and

magnet imperfections. To address this, a dedicated CCS is implemented on each side of the IP. The

CCS arranges sextupole magnets in pairs separated by an optical section that inverts the transverse

phase-space coordinates, so that the nonlinear kicks of the two elements cancel. This con�guration

corresponds to a local correction scheme known as a -I transformation. Each transverse plane is
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Figure 2.12: Quadruplet FF quadrupole apertures and5� beam envelopes for
p

s = 3 TeV and � � = 5 mm.
Defocusing magnets with 2 T dipole component are shown in cyan [53].

corrected independently, resulting in four chromatic sextupoles per side. However, this traditional

scheme increases the required sextupole strength, enhancing higher-order aberrations that can limit

the vertical dynamic aperture.

To improve performance, the 3 TeV muon collider design adopts a modi�ed CCS layout inspired

by previous higher-energy studies [54]. Vertical chromaticity is corrected with a single sextupole

placed near the �nal focus quadrupoles, where the vertical beta is large and the horizontal beta is

minimized, reducing spherical aberrations. Horizontal chromaticity is corrected with a conventional

CCS consisting of three sextupoles (S2, S3, S4) forming a chromatic bump that also compensates

second-order dispersion.

Octupoles located near the outer sextupoles (S2 and S4) are included to further correct higher-

order dispersion and tune chromaticity. The resulting layout is shown in Figure 2.13 [53].

Figure 2.13: IR and CCS layout and optics functions. Orange and blue rectangles represent dipoles and
quadrupoles respectively, while sextupoles are shown in red. The lattice is symmetric with respect to the IP
at s = 0 .

2.6.3 Arc Cell

The arcs constitute the largest portion of the muon collider ring, connecting the two Interaction

Regions and contributing to the total ring circumference of 4.45 km. The arc cells follow a FODO-
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like structure using combined-function magnets that integrate dipole and quadrupole �elds within

the same element. The focusing magnets operate at 8 T with gradients up to 87 T/m and are

4 m in length. The defocusing magnets reach 9 T with gradients of �35 T/m and a length up to

5 m. Additional pure dipole magnets are used, delivering a 10 T bending �eld over lengths up

to 6 m. The cell design results in a negative momentum compaction factor of� c = � 0:004 for

each stand-alone cell. The optics are tuned with a 300° phase advance in both transverse planes to

ensures the cancellation of third-order spherical aberrations. The layout of the arc cell is shown in

Figure 2.14 [53].

Figure 2.14: Layout and optics function of 3 TeV muon collider arc cell.

2.6.4 Beta-Tuning Section

The beta tuning section provides the necessary �exibility to operate the collider at di�erent � �

values at the IP, which is essential for both machine commissioning and performance optimization.

Large � � values are typically favored during early operation to ease alignment tolerances and reduce

sensitivity to optics errors. Additionally, there is inherent uncertainty in the muon beam emittance

delivered by the ionization cooling system. If the beam emittance is higher than expected, smaller

beta functions are required in the IR quadrupoles to �t the beam within the available magnet

aperture�resulting in a larger required � � . Conversely, smaller emittances permit tighter focusing

at the IP, allowing for reduced � � and enhanced luminosity.

To preserve the performance of chromaticity correction, the IR and CCS optics are kept �xed.

Instead, the desired variation in� � is introduced via adjustable quadrupoles located in the IR-to-arc

matching section. These quadrupoles smoothly adapt the optics between the �xed IR design and

the periodic arc cells without compromising chromatic compensation or optical stability.

Figure 2.15 shows the layout and optics functions for the 3 TeV muon collider from IP to the

end of the �rst arc cell with the � � *-tuning section stretching from 340 m to 500 m. The rest of the

matching section is occupied by the arc dispersion suppressor [53].
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Figure 2.15: Layout and optics functions from the IP to the end of the �rst arc cell in the 3 TeV muon
collider with a quadruplet �nal focus and � � = 5 mm.
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Chapter 3

Machine-Detector Interface

The Machine-Detector Interface (MDI) plays a critical role in the overall design and operation of

the muon collider. It is de�ned as the transitional region between the accelerator and the detector,

encompassing all elements responsible for integrating the collider's beam delivery system with the

experimental apparatus. The MDI is a key element of any collider, but in a muon collider its role

becomes particularly crucial due to the intrinsic instability of the muon itself. As discussed in

Chapter 2, the limited muon lifetime requires extremely rapid acceleration and beam transport.

However, even after acceleration to high energies, muons remain unstable and continuously decay

while circulating in the collider ring and traversing the interaction region.

At a center-of-mass energy of
p

s = 3 TeV, corresponding to a beam energy of 1.5 TeV, the

relativistic time dilation signi�cantly increases the muon lifetime in the laboratory frame:

� � = 
 � � rest =
Ebeam

m�
� � rest =

1:5 TeV
105:6 MeV

� 2:2 �s � 31:3 ms: (3.1)

where:

ˆ � � is the muon lifetime in the laboratory frame;

ˆ 
 is the Lorentz factor;

ˆ Ebeam is the beam energy;

ˆ m� is the muon mass.

Despite this increase, a substantial number of muons still decay within each turn of the collider.

The number of decays per meter per bunch crossing can be estimated as:

Ndecay = n �
�

1 � exp
�

�
1

c� � � �

��
� 2:35� 105 decays=m; (3.2)

where:

ˆ n = 2 :2 � 1012 is the number of muons per bunch

ˆ � � = v �
c is the relativistic velocity of the particle de�ned as the ratio between its speedv�

and the speed of lightc.
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Electrons and positrons produced in these decays, typically with energies close to that of the

parent muon, initiate intense electromagnetic showers through interactions with the collider in-

frastructure. These showers produce a broad spectrum of secondary particles�photons, neutrons,

charged hadrons, and muons�via electromagnetic and photo-nuclear processes. A signi�cant frac-

tion of these secondary particles propagate toward the detector region, forming what has been

de�ned as BIB.

The presence of BIB constitutes a fundamental, collider-wide challenge for a muon collider. If

left unmitigated, the continuous �ux of background particles would severely degrade detector perfor-

mance by overwhelming sensitive components with noise, reducing signal clarity, and complicating

event reconstruction, rendering precision measurements and discoveries unfeasible.

To ensure that the experimental environment remains viable for high-precision physics, the

MDI must incorporate a set of carefully designed mitigation strategies. These can include physical

shielding structures for detector and �nal focusing magnets, and halo collimators.

This chapter provides an overview of the Machine-Detector Interface for the 3 TeV muon collider.

It introduces the main components of the MDI region and explains their role in protecting the

detector from beam-related e�ects. The Beam-Induced Background origin and characteristics, and

the strategies used for its suppression are discussed in detail.

3.1 MDI Overview

Figure 3.1 shows the layout of the experimental cavern for the 3 TeV muon collider, developed by

the MAP collaboration [35]. The MDI region extends for 14 m on both sides of the IP. Surrounding

the �nal focusing magnets, a 15 cm-thick tungsten shielding layer is installed to protect the Nb3Sn

superconducting magnets from quenching. Outside this shielding, a collimation system based on

5 m-long steel absorbers is implemented to intercept beam halo particles and reduce the associated

background. While studies presented in [55] demonstrate the e�ectiveness of such scraping systems

for low-energy muon colliders, their performance at multi-TeV energies is less conclusive and requires

further investigation. The �nal shielding element before the detector is a borated polyethylene

(BCH2) layer, designed to capture neutrons produced by photo-nuclear reactions. It consists of a

40 cm-thick block positioned downstream of the scraping system and concrete shielding, as well as

a 30 cm layer that surrounds the last magnet of the �nal focus system.

A key component of the MDI�crucial for enabling physics measurements at a muon collider�is

the system of shielding nozzles, originally developed by MAP for a
p

s = 1 :5 TeV collider, placed

inside the detector [56]. These structures play a central role in suppressing the BIB before it reaches

sensitive subdetectors. Figure 3.2 shows the upper section of the shielding nozzle. The core of the

structure is made of tungsten, chosen for its high density, which is essential to mitigate the intense

and energetic BIB. The tungsten insert extends from the end of the �nal focusing quadrupole up

to a distance of 6 cm from the IP. Its shape follows the 5� beam envelope, with the narrowest

aperture�3 mm in radius�located at 100 cm from the IP.

Surrounding the tungsten core is a borated polyethylene (BCH2) coating, which increases the

outer radius of the nozzle base to 60 cm. This layer is necessary for neutron capture. The nozzle

geometry features a 10� taper at the tip, providing enhanced shielding to the vertex detector and

inner tracker, and transitions to a 5� angle beyond the 100 cm point, reducing material in front

L. Castelli 33



3.2. Beam-Induced Background

Figure 3.1: Layout of the MDI region for the 3 TeV muon collider. Key shielding elements are highlighted,
including the tungsten protection around the �nal focus magnets, the steel halo collimators, and the borated
polyethylene absorbers.

of the subdetectors while preserving e�ective background suppression. However, such a shielding

design inevitably limits the detector's angular acceptance to a pseudorapidity de�ned by:

� = � log
�

�
2

�
= 2 :44 (3.3)

where � is the polar angle measured from the beam axis.

This value corresponds to a minimum polar angle of� = 10 � with respect to the beam direction,

meaning that particles emitted at smaller angles are intercepted by the nozzle and do not reach

the active detector volume. As a consequence, the detector does not provide full angular coverage:

the very forward region (j� j & 2:4), which is typically accessible in collider detectors, is e�ectively

removed by the shielding geometry.

3.2 Beam-Induced Background

Despite the extensive shielding strategies implemented in the MDI, the BIB remains one of the most

signi�cant challenges for detector performance at a muon collider. Electrons and positrons produced

by muon decays, carrying energies close to that of the muon beam, initiate electromagnetic showers

and photo-nuclear reactions in the surrounding infrastructure. Figure 3.3 provides an illustration of

the BIB. It shows the tracks of secondary particles produced by ten� + decays in the 3 TeV collider

setup, with the muon beam entering from the left. The di�erent colors represent photons (cyan),

neutrons (orange), and electrons/positrons (green).

The BIB in the context of a
p

s = 1 :5 TeV muon collider has been studied by the MAP collab-

oration [56] using the MARS15 simulation framework [57]. These pioneering simulations provided

the �rst realistic assessment of background generation, propagation, and suppression in the MDI,

establishing the shielding nozzle design as a central feature for background mitigation.

While previous studies have thoroughly investigated the BIB at a 1.5 TeV muon collider, the

analysis performed in this thesis focuses on the 3 TeV con�guration. Given the higher beam energy
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Figure 3.2: Detailed geometry of the shielding nozzle developed by MAP. The �gure shows a cross-sectional
view of the upper half, but the nozzle has cylindrical symmetry with respect to the beam axis, indicated by
the blue dashed line. The tungsten shielding core is shown in gray, the surrounding BCH2 layer in green,
and the black region indicates the volume occupied by the detector. The coordinates in the �gure are given
in centimeters.

Figure 3.3: Tracks of photons (cyan), neutrons (orange), and electrons/positrons (green) from ten� + decays
in the 3 TeV muon collider. The image illustrates the complexity of the secondary particle environment inside
the MDI region.

and the corresponding increase in both decay rates and secondary particle �uxes, a new set of

simulations was carried out using the FLUKA code, a well-established and broadly validated code

widely adopted for background studies in accelerator and detector physics. The following sections

describe the simulation setup, methodology, and results, providing a detailed characterization of

the BIB at 3 TeV based on the MDI con�guration introduced in the previous section.

3.2.1 BIB Simulation

FLUKA Environment

The BIB simulation begins with the de�nition of the collider lattice using MAD-X [58], which is used

to compute the optical functions of the beamline and generate the corresponding twiss �le. This

�le contains the complete list of lattice elements, along with their optical and geometric properties.
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To interface this accelerator description with the FLUKA simulation framework, the LineBuilder

tool is employed. LineBuilder processes the Twiss output and, using the FLUKA Element Database

(a library of prede�ned accelerator components with their geometry and material properties), auto-

matically constructs a FLUKA-compliant geometry and material description of the beamline [59].

In order to focus on the BIB relevant to the detector performance, the simulation environment

includes only the � 92 m region around the IP. This range encompasses the section of the lattice

where most of the muon decays occur that can produce secondary particles reaching the detector,

while excluding distant regions that have a negligible contribution to the local background and

would unnecessarily increase computational load.

Muon Decay

The �rst step of the FLUKA simulation is the sampling of the muon decay. Instead of tracking

the full muon beam along the lattice, which would be computationally expensive and introduce

numerical inaccuracies due to the extremely long muon paths, only the decay vertices are sampled

according to the beam optics and decay kinematics. This approach signi�cantly reduces CPU

time while preserving an accurate description of the spatial and energy distributions of the decay

products.

This process begins by selecting the decay position along the beamline (z-axis), followed by the

sampling of transverse coordinates (x, y) using the local optical properties of the beam.

The z coordinate is sampled uniformly along the muon trajectory, obtained from a dedicated

�le produced after matching the simulated muon path with the corresponding Twiss parameters,

ensuring that each trajectory point is associated with accurate beam optics. The uniform sampling

assumes that the decay probability is approximately constant over this limited region, a valid

approximation for ultra-relativistic muons with long lab-frame lifetimes. This strategy is adopted

instead of tracking the full muon bunch, as it allows one to simulate directly only the small fraction

of muons that actually decay, resulting in a substantial gain in computational e�ciency.

Once the decay location along the beamline is selected, the transverse beam pro�le at that point

is reconstructed using the local optics parameters. Corrections to the transverse coordinatesx and

y, as well as their angular deviationsx0 and y0, are obtained by sampling random numbersrndx ,

rndx0, rndy , and rndy0 from normalized Gaussian distributions. These are scaled using the beam

emittances and the local Twiss parameters� and � according to:

x = x0 + rnd x �
p

" x � x ; x0 = x0
0 + (rnd x0 � rndx � � x ) �

r
" x

� x
(3.4)

y = y0 + rnd y �
p

" y � y ; y0 = y0
0 +

�
rndy0 � rndy � � y

�
�
r

" y

� y
(3.5)

where x0, x0
0, y0, and y0

0 are the transverse position and angle of the ideal trajectory at the decay

location.

Moreover, in the horizontal plane (x), there is an additional contribution due to dispersion. In

a magnetic lattice, o�-momentum particles (i.e., particles with a small energy deviation from the

nominal value) are bent di�erently by magnetic elements, resulting in a systematic displacement

from the reference orbit. This displacement is described by the dispersion functionDx , which

quanti�es the horizontal o�set per unit of relative momentum deviation.
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To model this e�ect, a random number rnd � is sampled from a normalized Gaussian distribution

and scaled by the beam momentum spread, being� � = 0 :1% according to [60]. This value is then

multiplied by the dispersion function Dx and its derivative D 0
x at the decay location�extracted

from the matched trajectory�to yield the �nal correction:

x ! x + rnd � � � � � Dx (3.6)

x0 ! x0+ rnd � � � � � D 0
x (3.7)

No analogous correction is applied in the vertical plane, as there is no vertical bending in the lattice,

and thus the vertical dispersion is identically zero.

Finally, the e�ect of the beam momentum spread is included by sampling the muon momentum

as

p� = (1 + rnd � � � � ) � 1:5 TeV; (3.8)

using the samernd � and � � de�ned above.

Once the muon position and kinematic properties are properly sampled, FLUKA generates

the muon and forces the decay according to the SM, following the expected energy and angular

distributions in the muon rest frame:

� + ! e+ + � e + �� � (3.9)

� � ! e� + �� e + � � (3.10)

Particle Propagation and Scoring

The FLUKA simulation is performed in two steps: the �rst propagates the decay products up to the

entrance of the shielding nozzles, while the second re-injects those particles at the nozzle boundary

and propagates them through the nozzle and into the detector volume.

Following the decay, only the charged leptons are transported in the simulation. For detector

studies, neutrinos are suppressed, as they are not expected to contribute signi�cantly to the BIB

due to their extremely low interaction probability. However, dedicated studies are ongoing to assess

the environmental impact of neutrinos escaping the collider ring and interacting with the Earth's

surface, as mentioned in Chapter 2.

The e+ and e� produced in the muon decay are propagated through the FLUKA geometry,

traversing the magnetic lattice and surrounding shielding materials. Along their path, they un-

dergo a variety of interactions, including electromagnetic showers, photo-nuclear reactions, and

synchrotron radiation, all of which contribute to the BIB. These processes are simulated down to

a transport threshold of 100 keV, which in FLUKA de�nes the minimum kinetic energy at which

particles are still explicitly tracked before depositing their remaining energy locally. This approach

ensures an accurate description of secondary production while maintaining computational e�ciency.

Particles generated in this �rst simulation step are tracked up to the nozzle entrance according

to their approach direction. Speci�cally, particles approaching laterally are stopped at the detector

surface, de�ned as the plane atz = � 6 m from the IP. By contrast, particles traveling along the beam

pipe are allowed to continue until they intersect the inner surface of the nozzle; if no intersection
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occurs, they are stopped at the interaction point atz = 0 . At these boundaries, all particles and

their full phase-space information�position, momentum, time, and identity�are recorded for use

in the second simulation step.

In a second simulation step, these recorded particles are re-injected and propagated through

the nozzle region. Only those that traverse the shielding and cross into the detector volume are

scored as Beam-Induced Background particles. This two-stage approach enables nozzle geometry

studies to be conducted independently of the upstream simulation, providing signi�cant �exibility

in evaluating di�erent shielding designs.

Detector Reconstruction

To evaluate the e�ects of BIB on the detector and to characterize its signature across the subde-

tectors, a detailed event reconstruction is required. This information is subsequently used to study

how the background degrades the detector performance, as discussed in Chapter 6.

The detector model used for the 3 TeV Muon Collider is shown in Figure 3.4. It is derived from

the CLIC detector concept [61], originally designed fore+ e� collisions at the same energy, and has

been adapted to the Muon Collider environment, including the integration of shielding nozzles. The

detector features a silicon-based tracking system�composed of a vertex detector, inner tracker, and

outer tracker, each including a cylindrical barrel and forward/backward endcap disks�along with

electromagnetic and hadronic calorimeters, and a muon system embedded in an instrumented iron

return yoke. All subsystems are placed inside a 3.57 T solenoidal magnetic �eld.

Figure 3.4: The detector model used for the 3 TeV muon collider simulation, shown in they-z plane. From
the innermost to the outermost regions, the detector includes: a tracking system (green), an electromagnetic
calorimeter (yellow), a hadronic calorimeter (magenta), a superconducting solenoid (light blue), barrel (light
green) and endcap (blue) muon detectors. The shielding nozzles are shown in cyan.

To evaluate the impact of BIB on reconstructed observables, the output of the FLUKA simula-

tion is overlaid onto physics events at the level of detector hits. This combined information is then

processed through digitization and reconstruction within the MuC Software Framework [62], based

on the iLCSoft package [63].

Energy deposition in the detector is simulated using GEANT4 [64], while digitization and event
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reconstruction are performed using the Marlin framework [65]. During digitization, the detector

response is modeled by applying the expected spatial, temporal, and energy resolutions to the

simulated hits.

Reconstruction of high-level physics objects is then performed. Tracks are reconstructed using

the Combinatorial Kalman Filter algorithm [66]. Photons and neutrons are identi�ed respectively

as electromagnetic and hadronic calorimeter clusters not matched to tracks, using the PandoraPFA

particle �ow algorithm [67]. Muons are reconstructed by matching tracks to hits in the muon

chambers.

Further details on the digitization and reconstruction procedures are provided in [12].

3.2.2 BIB Characterization

The characterization of the Beam-Induced Background begins with a dedicated simulation using

the MDI geometry described above. In this preliminary study, 500 muon decays are simulated

separately for the � + and � � beams, uniformly distributed along the � 92 m region around the

interaction point, corresponding to approximately 0:34% of a single bunch crossing for each beam

species. The aim of this �rst simulation step is to characterize the properties of the BIB, including

its spatial origin, energy spectra, and particle composition.

The �rst step in characterizing the BIB is to examine the composition of particles that reach the

detector. Figure 3.5 shows the normalized distribution of BIB particle species per bunch crossing.

Photons and neutrons dominate the background, contributing for approximately 53% and 46%

respectively. The remaining 1% consists of electrons, positrons, muons, and hadrons, withe�

accounting for only about 0.5% of the total �ux.

Despite their small relative abundance, electrons and positrons signi�cantly a�ect the innermost

tracking and vertex systems, which are located in close proximity to the IP. This makes their

contribution particularly critical in the context of detector design and background mitigation.

To understand the origin of these background particles, the distribution of the decay positions of

the muons that generate at least one particle contributing to the BIB has been analyzed. Figure 3.6

shows the distribution for the most abundant particle species contributing to the BIB. The results

indicate that most of the BIB originates from muons decaying between approximately 6 m and 30 m

from the IP, with the contribution dropping rapidly beyond this range. No background contribution

is observed from muons decaying farther than 55 m from the IP. The plot is normalized to the number

of decays expected in one bunch crossing. Based on these �ndings, all subsequent simulations restrict

muon decays to within 55 m from the IP, as contributions beyond this region are negligible.

To better illustrate this behavior, the cumulative BIB fraction�integrated over all particle

species�is shown in Figure 3.7, with the main lattice elements indicated along the decay axis. The

plot reveals that roughly 80% of the BIB arises from muons decaying within the �nal focusing system.

The remaining contribution originates from muon decays occurring upstream of the �nal focus,

extending out to approximately 55 m from the IP; beyond this distance, no further contribution

to the BIB is observed in the simulation. This result is consistent with expectations: in the arc

region, bending magnets de�ect the decaye� away from the beam axis, reducing the likelihood that

secondary particles will reach the detector.

In addition to the spatial origin, the time distribution of the BIB is another key characteristic

to consider. Since background particles are produced at various locations along the beamline and
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Figure 3.5: Particle composition of the BIB reaching the detector, normalized to one bunch crossing.
Photons and neutrons dominate the �ux, while e� , muons, and hadrons constitute minor fractions.

Figure 3.6: Distribution of the longitudinal distance from the IP for muons decays whose products lead to
background particles reaching the detector. The contributions are separated by particle species.

may undergo several interactions before reaching the detector, their arrival times are not necessarily

aligned with the bunch crossing. Consequently, a signi�cant fraction of the BIB arrives either before

or after the collision event, resulting in a time spread that can extend over several nanoseconds. It

is worth noting that the intrinsic bunch length of the muon beam, listed in Table 2.7 as 1 cm, cor-

responds to a temporal width of about 33 ps, which is negligible compared to the multi-nanosecond

time spread of the BIB. This clear separation in time scales enables the use of timing information to

discriminate background from in-time physics signals. Figure 3.8 shows the arrival time distribution

of BIB particles at the detector surface with respect to the bunch crossing time (t = 0 ). To mitigate

the impact of these out-of-time particles, a timing selection is applied by de�ning a Readout Win-
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Figure 3.7: Cumulative distribution of BIB as a function of muon decay distance from IP, integrated over
all particle species. The background colors indicate the key lattice elements.

dow (RW) of [� 1; 15] ns. The chosen interval re�ects the typical bunch-crossing time structure and

the expected arrival times of prompt particles from the interaction point, while e�ectively excluding

delayed background components produced by secondary interactions along the machine�detector

interface. This cut e�ciently rejects a large fraction of the BIB while preserving the in-time physics

signal, improving overall detector performance.

Figure 3.8: Arrival time distribution of BIB particles at the detector surface relative to the bunch crossing
(t = 0 ). The shaded area indicates the applied readout window of[� 1; 15] ns; particles falling outside this
interval are discarded in the subsequent detector analysis

The e�ect of the readout window on the BIB particle composition is illustrated in Figure 3.9.

The photon �ux is reduced by approximately a factor of three, while the neutron �ux is suppressed

by nearly an order of magnitude. A smaller, yet noticeable, reduction is also observed for thee�

component.
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Figure 3.9: Comparison of the BIB particle composition with and without the application of the readout
window. For each particle species, two bars are shown: one representing the total background yield without
time selection (left), and the other dashed showing the yield after applying the RW (right).

The next aspect to be investigated is the energy spectrum of the background particles. Fig-

ure 3.10 presents the lethargy (i.e., energy per logarithmic interval,dN=d ln E) distributions of the

BIB, comparing the spectra obtained without (left) and with (right) the application of the RW. The

majority of the background lies in the range between 100 keV and 100 MeV. A pronounced peak

in the photon spectrum is visible at 478 keV, corresponding to gamma-ray emission from neutron

capture in the borated polyethylene coat of the nozzle shielding.

Figure 3.10: Lethargy energy spectrum of BIB particles without (left) and with (right) the readout window
applied. Most of the background is concentrated in the range 100 keV to 100 MeV. The photon peak at
478 keV originates from neutron capture in borated polyethylene surrounding the nozzle.

The �rst evaluation of the BIB impact at detector level is performed by analyzing the occupancy

it induces in the tracking system. For this purpose, the BIB has been propagated through the
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detector simulation, as described earlier. Figure 3.11 shows the resulting hit density in the tracking

system, providing a �rst estimate of the load that the background imposes on the innermost detector

layers.

Figure 3.11: Hit density induced by BIB in the tracking system layers. obtained from the full detector
simulation by analyzing the hits produced in the tracking system by particles generated in the second-step
FLUKA simulation.

To conclude this section, Figure 3.12 shows the radiation dose induced by BIB in the detector,

expressed in pSv per bunch crossing. The highest levels are observed in the innermost tracking

layers, reaching up to� 10� 6 Sv per bunch crossing. To estimate the accumulated dose over one

operational year, results are scaled under the reasonable assumption that all muons in the collider

ring decay.

The extrapolation is performed by calculating the number of muon decays occurring annually

in the relevant decay region�de�ned as the longitudinal range within which decays contribute to

the BIB, taken here asL = 55 m from IP, as shown in Figure 3.7. The number of decays per year

is given by:

Ndec = n� � f r �
�

L
C

�
� tyear � 2 � 1018 decay=y; (3.11)

where:

ˆ n� = 2 :2 � 1012 is the number of muons per bunch,

ˆ f r = 5 Hz is the repetition rate,

ˆ C = 4 :5 km is the collider ring circumference,

ˆ L = 55 m denotes the section of the beamline where muon decays produce particles contribut-

ing to the BIB observed in the detector.

ˆ tyear = 1 :2 � 107 s (200 days) is the annual operational time.
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