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Outperforming RBM Feature-Extraction
Capabilities by “Dreaming” Mechanism

Alberto Fachechi, Adriano Barra , Elena Agliari, and Francesco Alemanno

Abstract— Inspired by a formal equivalence between the
Hopfield model and restricted Boltzmann machines (RBMs),
we design a Boltzmann machine, referred to as the dreaming
Boltzmann machine (DBM), which achieves better performances
than the standard one. The novelty in our model lies in a precise
prescription for intralayer connections among hidden neurons
whose strengths depend on features correlations. We analyze
learning and retrieving capabilities in DBMs, both theoretically
and numerically, and compare them to the RBM reference.
We find that, in a supervised scenario, the former significantly
outperforms the latter. Furthermore, in the unsupervised case,
the DBM achieves better performances both in features extraction
and representation learning, especially when the network is
properly pretrained. Finally, we compare both models in simple
classification tasks and find that the DBM again outperforms the
RBM reference.

Index Terms— Disordered systems, machine learning, neural
networks, statistical mechanics.

I. INTRODUCTION

BOLTZMANN machines play a crucial role in modern
artificial intelligence, as they constitute the building

blocks of deep architectures serving as features extractors [1],
classifiers [2], and generative models [3], [4]. The minimal
structure is the restricted Boltzmann machine (RBM), a bipar-
tite, weighted network with a visible layer and a hidden one,
where interactions take place only between units of different
layers and are symmetric; the weights associated with links
represent the interaction strength between the related adjacent
units. The visible layer receives input from the external
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world (i.e., the set of experimental data from which we want
to extract information); units of both kinds are iteratively
selected, and their state (e.g., active or inactive) is updated
according to the internal field acting on them. In particular,
the state of a visible (hidden) unit depends stochastically
on the weighted sum of hidden (visible) unit states. After
running for long enough, the system reaches equilibrium,
and we want that model correlation functions approach their
experimental counterparts: to this aim, the weights must have
been previously set, and a standard method for inferring such
parameters is the contrastive divergence (CD) proposed by
Hinton [5], [6].

A crucial point of RBMs is the duality with Hopfield neural
networks (HNNs) [7], [8]: briefly, the long-term relaxation of
visible units in the RBM is described by the same probability
distribution of neurons in the Hopfield model, thus estab-
lishing a bridge between machine learning and information
retrieval in neural networks [9]. Remarkably, the HNN has
been extensively studied in the last four decades by exploiting
mathematical tools developed in the context of the statistical
mechanics of disordered systems. An upsurge of interest in
the late ’80s was triggered by Amit et al. [10] who, in their
seminal work, gave a comprehensive description of the high
storage limit of the Hopfield model by leveraging the strong
similarities between associative neural networks and spin-
glasses. Statistical mechanics proved to be very effective to
analyze retrieval capabilities of associative memory models
even beyond the paradigmatic HNN; for instance, Kanter and
Sompolinski [19] considered a model where couplings among
neurons are revised, and they showed that the resulting storage
limit αc (i.e., the critical ratio of the number of stored pattern
P and the number of neurons N in the system above which
the model behaves as a spin-glass system, thus losing its
retrieval capabilities) can reach its upper bound (αc = 1, thus
confirming the results by Personnaz et al. [18]), hence proving
much more performing than the standard HNN (αc ≈ 0.14).
It is then natural to ask whether it is possible to translate
the broad analytical knowledge collected so far for associative
memory models to the machine learning scenario looking for
smart systems.

In this article, we start from the so-called dreaming
Hopfield network (DHN), which constitutes a generalization
of the abovementioned associative memory model studied by
Personnaz et al. [18], and we design its dual Boltzmann
machine, referred to as dreaming Boltzmann machine (DBM).
Furthermore, we derive the related contrastive algorithm,
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and we study numerically its behavior accounting for both
supervised and unsupervised scenarios. Interestingly, the DBM
outperforms the RBM, and we discuss possible settings for
taking the best advantage of this system.

II. FORMAL EQUIVALENCE BETWEEN RBM AND HNN

Let us consider an RBM as a bipartite neural network model
with one visible layer (whose units are denoted with vi for
i = 1, . . . , N) and a hidden one (whose neurons are indicated
with hμ for μ = 1, . . . , P) interacting pairwisely via a weight
matrix Wiμ (here, “restricted” means that intraconnections are
forbidden). In the present case, the visible layer is composed
of symmetric binary units (i.e., vi = ±1 for all i ), while
the hidden units, in the absence of interactions, are Gaussian
distributed (i.e., hμ ∼ N (0, (β N)−1), where β ≡ T −1 controls
the broadness of the distribution and shall be identified with
the inverse of the thermal noise affecting the system behavior).
The energy function of the model is

E (RBM)(v, h|W) = −
N∑

i=1

P∑
μ=1

Wiμvi hμ (1)

where biases here are neglected to make the presentation more
fluent, but they can be included in a straightforward manner.
The Boltzmann–Gibbs distribution governing the long-term
relaxation of the model is

P (RBM)(v, h) = 1

Z (RBM)

(
β N

2π

) P
2

× exp

⎡
⎣−β N

2

P∑
μ=1

h2
μ − β E (RBM)(v, h|W)

⎤
⎦
(2)

where Z (RBM) is also referred to as partition function ensuring
that the probability distribution sums to 1. The inference
setup for RBMs is based on the minimization of an objective
function measuring the distance between the real statistical
distribution Q of some dataset and the model one P (RBM).
A common choice is the Kullback–Leibler (KL) divergence

D(P (RBM),Q) =
∑

X

Q(X) log
Q(X)

P (RBM)(X)
(3)

where X denotes the degrees of freedom (either v or (v, h)
according to the operational regime). By imposing a gradient
descent rule for the adaptation of network weights, it is proven
that the variation of the weights should be accomplished via
the CD rule [5], [6]

�Wiμ = �β(�vi hμ�+ − �vi hμ�−) (4)

where + and − mean, respectively, that the units are clamped
to the data or left free to evolve, with � being the learning
strength (see Appendix A for more details). At fixed weights
realization (i.e., once training is complete), one can see that
the long-term relaxation of the visible layer corresponds to
the Boltzmann–Gibbs distribution describing the equilibrium

dynamics of the Hopfield model [9]. Indeed, by marginalizing
over the hidden units activity, we have

P (RBM)(v) =
∫

dhP (RBM)(v, h)

=
exp

(
β

2N

∑
i, j

∑
μ WiμW jμviv j

)
Z (RBM)

= P (HNN)(v) (5)

where P (HNN)(v) denotes the equilibrium distribution of an
HNN where we identify the columns Wμ = (W1μ, . . . , WNμ)
in the weight matrix as the patterns stored in the HNN; as a
result, the hidden-layer size just corresponds to the number of
stored patterns.

III. DREAMING NEURAL NETWORKS

The equivalence between HNN and RBM allows us to
leverage the broad knowledge available for the former (and the
countless variations on a theme introduced in the last decades)
to design effective BMs. In particular, in [12] and [13],
we studied the retrieval properties of a Hopfield-like cost
function with a generalized kernel involving the stored-pattern
correlation matrix C = W T W/N ; the model was inspired by
neurophysiological mechanisms occurring during mammal’s
sleep (which imply removal and consolidation of, respectively,
spurious and important memories) and was referred to as
DHN. The related Boltzmann–Gibbs distribution reads as

P (DHN)(v) ∝ exp

⎡
⎣ β

2N

∑
i, j

∑
μ,ν

vi Wiμ

(
1 + t

1 + tC

)
μν

W jνv j

⎤
⎦

(6)

where t is interpreted as a dreaming time, and as it flows,
the critical storage capacity increases monotonically up to the
maximal value (at T = 0) αc = 1 for t → ∞. As explained
in Appendix B, it is possible to figure out a two-layer BM—
referred to as DBM—with joint distribution P (DBM)(v, h) such
that, upon marginalizing over the hidden neurons, one just ends
up with the distribution P (DHN)(v). Its energy function is

E (DBM)(v, h|W, t) = −
∑
i,μ

Wiμvi hμ

+ N

2

f (t)

1 + f (t)

∑
μν

Pμ,νhμhν (7)

where P is the (empirical) Pearson correlation matrix (gener-
alizing the correlation matrix C in [12] and [13] for weights
with arbitrary distribution) and the dreaming time t has
been replaced by a general function f (t) (provided that
f (t = 0) = 0, vide infra); furthermore, the hidden variables
are described by a Gaussian prior N (0, (β N/[1 + f (t)])−1).
Notice that the novel term appearing in (7) w.r.t. (1) allows
for intralayer connections among the hidden units, and it acts
as a penalization for hidden units activity based on the weight
correlation (as we shall see, this feature is crucial for the per-
formance of the machine). We stress that general BMs exhibit
interactions between units of the same type. In fact, RBMs
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Fig. 1. Schematic representation of the two models. The network on
the left represents the RBM with interactions Wiμ between the visible and
hidden layers. The network on the right represents the DBM with additional
interaction Pμν between hidden units.

constitute a peculiar subclass. Models with horizontal connec-
tions have been already proposed in the literature (see [14]).
However, the novelty here is that the interactions between
hidden units are directly related to the features’ weights W
(i.e., they are not free learning parameters) as suggested by
the equivalence between Boltzmann machines and Hopfield-
like models [9] (see Fig. 1 for a graphical representation).

By setting up a minimization problem for the KL divergence
via gradient descent, and treating both W and t as parameters
to be tuned during learning, we arrive at the following CD rule:
�W jρ = �β

(
�v j hρ�+ − �v j hρ�−
− N

2

f (t)

1 + f (t)

∑
μν

∂ Pμν

∂W jρ
(�hμhν�+ − �hμhν�−)

)

�t = �β
d f

dt

N

2(1 + f (t))2

×
∑
μν

(1 − P)μν(�hμhν�+ − �hμhν�−) (8)

where, again, + and − mean, respectively, that the network is
clamped to the data or left free to evolve. Some comments are
in order here. First, the machinery works only if [1 + f (t)P]
is positive definite (see Appendix B), and this can be ensured
by requiring that f (t) ≥ 0 for all t; for this reason, throughout
this article, we will consider f (t) = |t|. Furthermore, the novel
contribution in (7) w.r.t. (1) involves the two-body correlation
functions of the hidden variables, and the convergence toward
fixed point of the objective function is ensured when such two-
body correlations are captured by the model statistics. For a
complete list of the network parameters, see Table 1.

IV. SUMMARY OF NUMERICAL RESULTS

In this section, we present a summary of our numerical
results, showing that DBMs outperform the learning and
retrieval capabilities of standard RBMs. First, we compare
the learning and retrieving performances of both models on
random datasets, and then, we move to the MNIST dataset as
an example of the structured dataset.

TABLE I

PARAMETER TABLE. THE RELEVANT QUANTITIES
USED IN THIS ARTICLE

A. Random Dataset

We consider a random dataset generated as follows: we draw
P patterns {ξμ}μ=1,...,P , each of length N with binary compo-
nents, extracted identically and independently with probabil-
ity 1/2; then, for each pattern, we generate M = 100 different
blurred versions by changing the sign of a fraction p = 0.05
of the entries. In this way, the training dataset is overall
constituted by M × P examples, divided into P classes.

In a supervised training mode, the clamped correlation
functions are computed with both visible and hidden layers
fixed to the data (v = v̄α and h = t̄α with v̄α being the
generic example in the dataset and t̄α its target with zeros
everywhere and 1 for the index corresponding to the class the
input belongs to; see Appendix C). Following [15] and [16],
we expect that the final configuration of weights corresponds
to the empirical average over examples. Furthermore, since
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Fig. 2. Results for N = 200 and T = 0.1 with supervised train-
ing with random initialization of the weights. (a) and (b) Histograms,
(c) and (d) pseudo-(log)likelihood averaged over five different realization of
the learning procedure, and (e) and (f) Mattis magnetization m = N−1ξ1 · v
once the training is over for 100 noisy versions of a single pattern (with
noise p = 0.05) for P = 10 (first column) and P = 50 (second column).
The training procedure consists of 500 learning epochs, with initial condition
Wiμ ∼ N (0, 0.1). The learning strength is � = 0.005 T; the size of the
minibatch is fixed to 50 examples per epoch. The database is composed by
100 different noisy copies of each pattern (both for the training and validation
datasets).

the marginalized distribution for the BM corresponds to the
equilibrium distribution for its dual associative memory model,
we expect that the retrieval capabilities of the former are
precisely those shown by the latter; in particular, the HNN
and the DHN fail in retrieving information when the load
is too high (approximately, for P > 0.14 N and P > N ,
respectively), and correspondingly, we expect that the RBM
and the DBM fail in extracting and processing information
when the hidden layer size is too large. As a result, DBMs
are expected to perform nicely for a range of values of P
that is much wider than that of RBMs. In order to check these
features, besides the usual metric for the learning procedure—
the pseudo-(log)likelihood L—and the weight distribution,
we also measure the normalized overlap mμ = ξμ · v/N
(or, in physics jargon, the Mattis magnetizations) between the
visible layer and the true (random) patterns constituting the
original dataset as the networks thermalize toward equilibrium
configurations. In Fig. 2, we report the numerical results for
the learning procedure and the retrieval functioning of both
models for N = 200 at low temperatures (T = 0.1) and for
P = 10 and P = 50 (corresponding resp. to α = 0.05 and
α = 0.25); the training algorithm is CD-10.

In the P = 10 case, both RBM and DBM work well
in extracting the random patterns underlying the database,

Fig. 3. Categorical accuracy as a function of T for N = 200 and
various P with random initialization of the weights. The plots show the
accuracy (computed after 100 updates for each example in the dataset) both
for training (solid lines) and validation (dashed lines) datasets for the RBM
(a) and the DBM (b). The initial condition is Wiμ ∼ N (0, 0.1). The results
are averaged over five different training sessions corresponding to different
database realizations. The database is composed of 100 different noisy (with
noise p = 0.05) copies of each pattern (both for the training and validation
datasets). The learning strength is � = 0.005 T, the size of the minibatch is
fixed to 200 examples at epochs, and the number of the epochs is 500.

as is clear from the pseudo-(log)likelihoods, which eventually
vanishes as the training procedure goes by [see Fig. 2(c)].
Also, the weight distributions are very close, with two sharp
peaks centered around ±1 [see Fig. 2(a)]. Furthermore, both
the models are able to retain the information once the visible
layer is fed with examples not included in the training dataset
[see Fig. 2(e)]. In the P = 50 case, the difference in learning/
retrieving performances of the two models is manifest. First,
the weight distribution of the DBM is much sharper than that
of the RBM [the histograms are in log-scale; see Fig. 2(b)];
the latter, in particular, has a nonnegligible fraction of weights
close to zero, while the weights in the DBM still reproduce
the patterns. As for the evolution of the pseudo-(log)likelihood
along with the training procedure, for the DBM it tends to van-
ish, while, for the RBM, it settles on a stable but nonzero value
[see Fig. 2(d)]. Furthermore, also, the retrieval capabilities are
significantly different: the RBM fails in keeping information;
in fact, the Mattis magnetization corresponding to the pattern
generating the examples collapses to zero after few updates of
the visible layer; in the DBM case, instead, it always remains
close to 1, even after long-term relaxation of the visible layer
[see Fig. 2(f)].

Since we are in a supervised scenario, we can also compute
the categorical accuracy. Once the visible layer is prepared for
a given example, we perform 100 updates of the whole net-
work and take the predicted class as the index corresponding to
the hidden neuron with the highest activity. In Fig. 3, we report
the results for the final accuracy for N = 200 and various P
and T . In the RBM case [see Fig. 3(a)], the final accuracy
rapidly decays as P or T are increased; on the other hand,
in the DBM case [see Fig. 3(b)], the final accuracy is always
∼1, except for too high values of T and P . These results are
consistent with the phase diagram of the DHN painted in [12].

Finally, in Fig. 4, we report the dependence of the dreaming
parameter on the learning time for various temperatures T and
network loads P . One can see that the final dreaming time for
the P = 50 case [see Fig. 4(b)] is higher than the P = 10 case
[see Fig. 4(a)]. This difference suggests that, as long as the
number of features to be extracted is low, dreaming is not
needed for optimal information storing and retrieval. On the
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Fig. 4. Dreaming time versus learning time. The plots show the behavior
of the dreaming time f (t) as a function of the learning time τ (computed as
the number of epochs times δτ = �T ) for P = 10 (a) and P = 50 (b).

other side, when the number of features is high, the dreaming
mechanism is crucial for the whole machinery to keep working
with high information content.

We also perform the usual CD-10 algorithm in a purely
unsupervised setting, and we found that the DBM performs
as good as its RBM counterpart on the random dataset
(see Appendix E for further details).

B. MNIST Dataset

We now focus on testing the learning performances of
the DBM model for the MNIST dataset. This is composed
by 60 000 (training) plus 10 000 (validation) examples of
28 × 28 images of handwritten digits from 0 to 9. This forces
the size of the visible layer to N = 784. In order to avoid infor-
mation losses, the dataset is binarized with a local adaptive
binarization with a moving window of 11×11 pixels. In order
to appreciate the role of interaction among hidden units,
we first perform an experiment consisting of a supervised
training of both models, in which now the hidden units are
fixed to a proper representation of the Mattis magnetizations.
More precisely, given an instance v̄α of the dataset, v = v̄α,
while h = W T v̄α/N for the RBM and h = P−1W T v̄α/N for
the DBM (see Appendix C in the Supplementary Material).
The final accuracy is always evaluated taking the maximum
argument of the hidden layer activity after 100 updates of the
whole network. The results are reported in Fig. 5, and we see
a substantial difference between the two models.

As for the weight distribution [see Fig. 5(a)], in the DBM,
it displays a single peak centered around zero, while, in the
RBM, there are a large fraction of weights with a negative
value (∼−2). This is also confirmed by looking at the matrix
plots [see Fig. 5(e) and (f)]. The graphical representation of
the RBM weights is surrounded by a dark halo, whose origin
lies in the fact that none of the examples exhibits activated
pixels in that area. This means that these sites would contribute
positively to the Mattis magnetizations, thus increasing the
signal for all the hidden units. This does not happen for
the DBM where entries corresponding to the external part
of patterns are randomly oriented; hence, their contribution
to the signal is lower w.r.t. the RBM case. Qualitative dif-
ferences between the two models also emerge when looking
at the evolution of the pseudo-(log)likelihood [see Fig. 5(b)]:
for the DBM, it goes rapidly close to zero, while, for the
RBM, it settles on a stable value of the order of the unity.

Fig. 5. Results for the MNIST dataset with supervised training and random
initialization of the weights. In this figure, we reported the final empirical
distributions of the weights: (a) the pseudo-(log)likelihood, averaged over five
different realizations of (b) training procedure, (c) dreaming time f (t) as a
function of the learning time τ , and (d) the final accuracy as a function
of the temperature, computed after 100 updates of the whole network.
(e) and (f) First four digits, respectively, for the RBM and the DBM. The
learning parameters are � = 0.005 T , the size of the minibatch is fixed to
200 examples for epoch, and the number of the epochs is 500.

This translates into a higher accuracy for the DBM [see
Fig. 5(d)], as confirmed by the left plot in the second row of the
same figure: interactions between hidden neurons drastically
increase the learning/retrieving performances in this scenario
[see Fig. 5(c)].

Let us now focus on the unsupervised case. Like in the
random case, we evaluate the best-performing temperature at
T = 1 (see Appendix E in the Supplementary Material).
The results of the learning procedures are summarized in
Fig. 6. By inspecting the figure, we see that, for P = 10,
there are no remarkable differences between the two models,
as the pseudo-(log)likelihood behaves in the same way [see
Fig. 6(a)]. This suggests that, for P = 10 and with random
initialization of the weights, the DBM is trapped in a local
minimum closer to the RBM one. This is indeed confirmed by
looking at the dependence of the dreaming time on the learning
session length [see Fig. 6(c)]: among five different realizations,
in only a single run, the DBM has a consistent dreaming
time (i.e., f (t) � 1). On the other hand, by increasing the
number of features to be extracted, the dreaming mechanism is
indeed successful: the DBM works better on a wide temporal
window (from 10 up to 103 epochs), and the phenomenon
is always present: the higher the information content and
the longer the dreaming time needed. The dependence of
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Fig. 6. Learning results for the MNIST dataset with unsupervised training
and random initialization of the weights. The plots show the results for the
pseudo-(log)likelihood (a) and (b) averaged over five different realizations of
the training procedure, and the dreaming time as a function of the learning
time (c) and (d) for each of the five different learning sessions. The initial
condition is Wiμ ∼ N (0, 0.1). The learning strength is � = 0.005 T , the
temperature is T = 1, the size of the minibatch is fixed to 200 examples, and
the number of epochs is 2000.

Fig. 7. Learning results for the MNIST dataset with unsupervised training
and initialization (9) of the weights. The plots show the pseudo-(log)likelihood
(a) averaged over five different realizations of the learning procedure and the
dreaming time (b) for each of the five repetitions. The initial condition is
the initialization W (0)

μ of the weights given by (9). The learning strength is
� = 0.005 T , the temperature is T = 1, the size of the minibatch is fixed to
200 examples, and the number of epochs is 500.

the dreaming mechanism activity on the number of extracted
features suggests that both the size of the hidden layer and the
initialization of the weights are relevant for the DBM to work
properly (and better w.r.t. the RBM model). For example, let us
focus on the P = 10 case, i.e., the number of features equals
the class cardinality. In this scenario, a very natural network
initialization consists of fixing the weights to the empirical
mean of a given class, i.e.,

W (0)
μ = 1

Mμ

∑
v̄α∈Sμ

v̄α, μ = 1, . . . , 10 (9)

where Sμ is the μth class with Mμ samples. Thus, we repeat
the training experiments for both models and compare
again the results (see Fig. 7): the DBM here works better
(with respect to the random initialization), and its pseudo-
(log)likelihood is always greater than the RBM case [see
Fig. 7(a)]. In particular, the mean initialization of the weights

results in a big jump in the pseudo-(log)likelihood for the
DBM model at a very low learning time. More importantly,
the mean initialization of the weights forces the dreaming time
to increase as the training procedure goes on [see Fig. 7(b)].
This indeed confirms that a good initial condition is crucial
for the dreaming mechanism to be active.

In realistic situations, the number of features to be extracted
does not match the classes cardinality (indeed, generally, the
number of features is much higher than the number of classes
in order to achieve better learning performances, or the number
of classes is unknown). In this case, we cannot prepare the
network weights on the dataset empirical mean, so alternative
routes for realizing good starting conditions have to be found
(see [20]). In agreement with our previous reasoning, we fol-
low another line. Both the models are initialized to a random
starting condition Wiμ ∼ N (0, 0.1). This configuration is near
to a nonoptimal local minimum for the KL divergence. In order
to escape from this well, we pretrain both models with the
usual CD algorithm (4) (this corresponds to set f (t) = 0 for
the DBM during pretraining with the main advantage of a
lower number of operations needed to prepare the model)
at high temperature (for example, T = 10). In this way,
we expect that the system explores a wider configuration
space, thus getting far from the nonoptimal local minimum,
and also realizing a (rough but) structured initial condition.
We stress that this scenario also motivates the choice of t as
a free parameter (rather than to work directly at t → ∞):
indeed, its role is to smoothly interpolate between the RBM
and the DBM models; thus, the minima landscape of the
objective function will be modified in a continuous way.
After the pretraining is over, we remove the constraint on the
dreaming time, and let both models learn according to their
characteristics update rules at T = 1 (this cooling schedule can
be thought of as an extreme version of the simulated annealing
procedure [21] ending at usual learning temperature). In Fig. 8,
we reported the results of this procedure (see Figs. 9 and 10
for further details).

As is clear from the plots in Fig. 8, with this procedure,
the DBM training is very fast and always performs better
than the RBM counterpart. We also checked that, in this
scenario, the pseudo-(log)likelihood, in the temporal window
considered, is always greater than the random initialization
case [see Fig. 8(a) and (b)]. As a further remark, we see that
the dreaming time [see Fig. 8(c) and (d)] tends to reach large
values also for relatively low P , with a big jump in the early
stages of training: the system, thus, escapes a nonoptimal local
minimum, and the dreaming mechanism is active.

V. UNSUPERVISED TRAINING FOR CLASSIFICATION TASKS

We now move to the comparison of RBM and DBM models
in the context of simple classification tasks. Indeed, besides
the usage of both models as feature extractors, it is possible
to train the Boltzmann machines as dimensional reduction
models such that a possible input v̄α in the dataset is repre-
sented by a vector h̄α ∈ R

P corresponding to the hidden layer
activity once the visible one is clamped to that example v̄α.
In order to measure the goodness of the dimensional reduction,
we perform a k-nearest neighbors (kNN) classification. In our
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Fig. 8. Learning results for the MNIST dataset with pretrain. The
plots show the pseudo-(log)likelihood (a) and (b) and the dreaming time
(c) and (d) averaged over five different realizations of the learning procedure
with 20 epochs of pretraining. The pretraining is performed on a subset of
10 000 (randomly extracted) samples from the training dataset with T = 10
and a minibatch size of 50 samples. In the training session, the temperature
is set to T = 1 for 400 epochs using the remaining 50 000 samples of the
dataset with a minibatch size of 200 samples. The learning strength is fixed
to � = 0.005 T in both cases.

Fig. 9. Extracted features for DBM with pretraining for P = 50. The plots
report the representation of the DBM weights after the learning procedure
(with pretraining). The learning parameters are � = 0.005 T with T = 1,
the size of the minibatch is fixed to 200 examples, and the number of
epochs is 400.

Fig. 10. Samples of the data generation from the DBM with pretraining. The
plots show some examples of data generated by the DBM with P = 50 after
the learning procedure (with pretraining). Each sample is generated after ten
updates of the network. The learning strength is � = 0.005 T , the temperature
T = 1, the size of the minibatch is 200, and the number of epochs is 400.

experiments, we will use the MNIST and Fashion-MNIST
datasets [22]. The procedure is given in the following.

1) For the pretraining procedure, the learning strength is
fixed to � = 0.005 T , with T = 10; the whole procedure
consists of 20 epochs with minibatches of 50 examples

TABLE II

CLASSIFICATION ACCURACIES FOR THE kNN CLASSIFIERS. THE RESULTS
OF kNN FINAL ACCURACIES BOTH FOR RBM AND DBM MODELS

FOR VARIOUS P AND k IN THE MNIST AND

FASHION-MNIST DATASETS

randomly chosen in the 104 examples of the pretraining
database section.

2) For the training procedure, the learning strength is fixed
to � = 0.005 T with T = 1; the whole procedure con-
sists of 200 epochs with minibatches of 200 examples
randomly chosen among 4 ·104 examples of the training
database section.

The remaining 104 samples in the training dataset are used
as reference points ĥγ for the kNN classification. Once the
learning procedure is complete, we take each sample v̄α in the
validation dataset and compute its reduced representative h̄α.
We then compute the Euclidean distance h̄α − ĥγ  of this
vector w.r.t. the aforementioned reference points and consider
the k closest candidates. The predicted class of the sample v̄α

is, thus, chosen as the most frequent class in the k closest
reference points (if two classes have the same frequency,
that corresponding to the least distance is chosen). Finally,
we measure the classification accuracy as both k and P vary.
The results are reported in Table II. As it is clear, the DBM
exhibits better dimensional reduction performances in all cases
considered, and especially for P = 50 and k large enough, the
model shows high classification accuracies (around 91% for
the MNIST case and 82% for the Fashion-MNIST dataset).
This suggests that the DBM model is intrinsically better
performing as a feature extractor and dimensional reduction
model than the RBM reference. As a final test, we consider
a classification model made up of a feature extractor (DBM
or RBM) paired with a shallow feedforward neural network.
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Fig. 11. Learning results for the classification network for MNIST dataset.
(a) and (b) Categorical accuracy and (c) and (d) categorical cross-entropy
for the feedforward network for the classification. The red curves refer to
the DBM&FFN case, while the black ones refer to the RBM&FFN one. The
results are averaged over ten different realizations of the procedures.

In this architecture, the feature extractor would also accom-
plish the task of dimensional reduction. The feedforward
network that we used in the experiment consists of a layer of
40 hidden rectified linear units (ReLUs) activation functions
and an output layer of ten soft-max neurons. The two modules
of this network are trained separately: the first one with the
previous pretraining procedure, while the feedforward neural
network according to the backpropagation algorithm [23] with
the cross-entropy loss function and the momentum accelerated
stochastic gradient descent (SGD) [24], [25]. We perform the
network training five times. For each procedure, we randomly
divided the whole MNIST training dataset into three sections,
two with 104 examples and one with 4 · 104, with the former
ones used to pretrain the feature extractor and the training
of the feedforward network, while the latter is used for
learning procedure of the extraction model. The procedure is
summarized as follows.

1) For the pretraining procedure, the learning strength is
fixed to � = 0.005 T with T = 10; the whole procedure
consists of 20 epochs with minibatches of 50 examples
randomly chosen in the 104 examples of the pretraining
database section.

2) For the training procedure, the learning strength is fixed
to � = 0.005 T with T = 1; the whole procedure con-
sists of 200 epochs with minibatches of 200 examples
randomly chosen in the 4 · 104 examples of the training
database section.

3) For the feedforward training procedure, the algorithm
is accelerated momentum SGD with a learning rate
of � = 0.01 and a momentum parameter of q = 0.9;
the whole procedure consists of 500 epochs with mini-
batches of 100 samples in the 104 examples of the
training dataset.

The results of the last procedure are reported in Fig. 11
for the MNIST dataset and in Fig. 12 for the Fashion-MNIST

Fig. 12. Learning results for the classification network for Fashion-MNIST
dataset. (a) and (b) Categorical accuracy and (c) and (d) categorical cross-
entropy for the feedforward network for the classification. The red curves
refer to the DBM&FFN case, while the black ones refer to the RBM&FFN
one. The results are averaged over ten different realizations of the procedures.

TABLE III

FINAL ACCURACY FOR CLASSIFICATION NETWORKS. THE FINAL

TRAINING (T) AND VALIDATION (V) ACCURACY FOR BOTH THE
MODELS RBM + FFN AND DBM + FFN, WHERE THE FEATURE

EXTRACTOR MODELS ARE PRETRAINED. THE RESULTS ARE

AVERAGED OVER FIVE DIFFERENT REALIZATIONS OF THE

TRAINING PROCEDURE BOTH FOR THE MNIST
AND FASHION-MNIST DATASETS

case. As is clear from the plots, the DBM&FFN outperforms
the RBM&FFN counterpart, thus achieving a high level of
classification accuracy (a) and (b). In particular, the prediction
accuracy drastically increases as the hidden features number
grows, reaching, for P = 50, a classification error of ∼0.15
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for the MNIST dataset and ∼0.2 for the Fashion-MNIST
one. This is evident by comparing the DBM results with the
poor performances of the RBM-based architecture, for which
the classification accuracy is very low. The final categorical
accuracy for each P considered is reported in Table III. As a
comparison, the DBM without pretraining for the MNIST
dataset has a final accuracy of at most 76% (more precisely
for P = 50, 0.757±0.014 and 0.760±0.016 are, respectively,
the training and validation accuracies; the same configuration
of the RBM+FFN shows 0.26 ± 0.04 both for training and
validation accuracies).

VI. CONCLUSION AND FURTHER DEVELOPMENTS

In this article, we analyzed an extension of the standard
RBMs, which is based on the duality between learning models
and attractor neural networks. In particular, our model natu-
rally emerges as a machine learning dual of dreaming neural
networks. As a crucial point, this model requires the intro-
duction of intralayer connections between hidden units whose
magnitude is controlled by an additional learning parameter,
the so-called dreaming time. We analyzed the model theoret-
ically and numerically. In particular, from the latter point of
view, we tested the duality in a supervised setting for a random
dataset, and we found agreement with previous results from
statistical mechanics of spin glasses [12]. Furthermore, we also
tested the performances of our model on the MNIST dataset
both in supervised and unsupervised scenarios. In particular,
in the latter case, we found that, by a proper pretraining
procedure, the model outperforms the RBM case in terms of
training performances and representation learning capabilities.
Finally, using the machine as a dimensional reduction model
and pairing it with a shallow feedforward neural network,
we reach a classification accuracy of ∼90% for the MNIST
dataset and ∼82% for the Fashion-MNIST database with a
relatively simple architecture. The results reported in this
article show that the key ingredients of our model allow us to
fasten the learning performances and reach good results even
with relatively low system complexity. The natural extension
of this work would be the introduction of the basic principles
underlying DBMs in more complex neural network models,
especially in deep learning architectures. Admittedly, a weak
point of our model is the number of operations required at
each learning step (in particular, due to the presence of matrix
inverse and rotation operations). However, we argue that a
three-layer representation of the DBM (see [12] and [26])
could easily face this problem.
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