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Abstract. In an era where digital authenticity is frequently compro-
mised by sophisticated synthetic audio technologies, ensuring the in-
tegrity of digital media is crucial. This paper addresses the critical chal-
lenges of catastrophic forgetting and incremental learning within the
domain of audio deepfake detection. We introduce a novel methodology
that synergistically combines the discriminative feature extraction capa-
bilities of SincNet with the computational efficiency of Light CNN. Our
approach is further augmented by integrating Feature Distillation and
Dynamic Class Rebalancing, enhancing the model’s adaptability across
evolving deepfake threats while maintaining high accuracy on previously
encountered data. The models were tested using the ASVspoof 2015,
ASVspoof 2019, and FoR datasets, demonstrating significant improve-
ments in detecting audio deepfakes with reduced computational over-
head. Our results illustrate that the proposed model not only effectively
counters the issue of catastrophic forgetting but also exhibits superior
adaptability through dynamic class rebalancing and feature distillation
techniques.

Keywords: Audio deepfakes - Continual learning - Catastrophic forget-
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1 Introduction

The rapidly evolving landscape of audio deepfake detection has become a critical
area of research, with the advent of sophisticated speech synthesis and voice con-
version technologies. These advancements have led to the generation of highly
realistic audio deepfakes, posing significant threats to individual privacy, se-
curity, and the integrity of information. Consequently, the imperative for the
establishment of robust and adaptable detection mechanisms has been accentu-
ated. The inception of challenges such as the ASVspoof [1] and the Audio Deep
Synthesis Detection (ADD) [2] challenge has propelled the field forward, show-
casing the efficacy of deep neural networks in identifying audio deepfakes. These
competitions have highlighted the crucial role of innovative architectures and
feature extraction techniques in enhancing detection performance. However, the
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continual emergence of new deepfake variants presents a formidable challenge, as
existing models often struggle to maintain their effectiveness against previously
unseen attacks [3].

Convolutional Neural Networks (CNNs) have been a cornerstone in the area
of audio deepfake detection systems, owing to their ability to extract hierarchical
features from spectrograms and raw audio signals [4]. The adaptability and depth
of CNNs make them suitable for capturing the nuances of genuine and fake audio,
thus providing a solid foundation for classification. Despite their strengths, CNNs
face limitations such as vulnerability to adversarial attacks, difficulty in handling
audio’s temporal dynamics, and catastrophic forgetting, where they lose the
ability to detect older threats as they adapt to new ones [5].

Continual learning emerges as a promising solution to the challenges of au-
dio deepfake detection, enabling models to incrementally learn from new data
while retaining knowledge of past learnings [16]. This approach is crucial in
addressing the dynamic nature of audio deepfake threats, where the constant
evolution of attack methods necessitates adaptable models that can evolve over
time without succumbing to catastrophic forgetting. By employing continual
learning strategies, audio deepfake detection systems can maintain their effec-
tiveness against new and evolving threats, ensuring a higher level of security
and integrity in digital scenarios. Regularization-based continual learning meth-
ods offer an alternative approach that eliminates the need for retaining previous
data [10]. These methods impose constraints on the model’s parameters to pre-
vent significant deviations from previously learned weights, thereby preserving
the knowledge acquired from older tasks. Among the regularization-based tech-
niques, the Detecting Fake Without Forgetting (DFWF) framework has been
specifically designed for audio deepfake detection [10]. DFWF employs a reg-
ularization term that penalizes changes to crucial parameters responsible for
detecting previously encountered deepfakes, effectively reducing the forgetting
of past knowledge. While DFWF helps mitigate forgetting, it can struggle with
new attack types due to the constraints it imposes on the model, limiting adapt-
ability. In contrast, fine-tuning allows for better performance on new tasks by
retraining the model without constraints, but this approach risks increased for-
getting of previous tasks.

To address the challenges of catastrophic forgetting and incremental learning
in audio deepfake detection, we propose a novel methodology that combines the
strengths of SincNet [11] and Light CNN [12] with Feature Distillation (FD) and
Dynamic Class Rebalancing (DCR), utilizing the ASVspoof 2015 [13], ASVspoof
2019 [14], and FoR [15] datasets for evaluation. In our framework, SincNet,
renowned for its rich and discriminative feature representations through param-
eterized sinc functions that capture essential speech characteristics, serves as the
teacher model. LightCNN, recognized for its lightweight and efficient architec-
ture, acts as the student model, inheriting distilled knowledge from SincNet to
learn crucial features necessary for accurate audio deepfake detection without the
computational overhead. DCR. further enhances our approach by adapting the
learning strategy to address imbalanced and evolving data distributions, ensur-
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ing a balanced focus between preserving knowledge of previously encountered
deepfakes and adapting to new ones. This integrated methodology effectively
addresses catastrophic forgetting and ensures continuous learning in the face of
evolving audio deepfake threats, as demonstrated by our experiments on the
ASVspoof 2015, ASVspoof 2019, and FoR datasets.

2 Related Works

Recent advancements in continual learning approaches have significantly con-
tributed to the field of audio deepfake detection, particularly in the context of
the ASVspoof dataset. Continual learning aims to address the challenge of learn-
ing new tasks without forgetting previously acquired knowledge, which is crucial
for adapting to evolving audio deepfake techniques. In this section, we review
recent works that have explored various continual learning strategies and other
deep learning architectures for audio deepfake detection using the ASVspoof
datasets and FoR dataset.

H. Ma et. al., [16], introduced Detecting Fake Without Forgetting (DFWF),
a continual learning approach for fake audio detection using the ASVspoof 2019
dataset. DFWF combined Learning Without Forgetting (LwF) with a Positive
Sample Alignment (PSA) constraint and used LFCC features and a Light Convo-
lutional Neural Network (LCNN) for classification. Evaluated with Equal Error
Rate (EER) metrics, DEFWF showed significant improvements over fine-tuning
in sequential training tasks and offered a faster alternative to multi-condition
training without needing previous data access.

X. Zhang et. al., [17] presented Radian Weight Modification (RWM), a con-
tinual learning approach that categorized classes based on feature distribution
similarities and optimized gradient modification directions using a self-attention
mechanism. The Wav2vec 2.0 model and a self-attention convolutional neural
network (S-CNN) were employed for feature extraction and classification, re-
spectively. Performance was evaluated on ASVspoof 2015, ASVspoof 2019 and
In-the-Wild dataset [18] using the Equal Error Rate (EER), with RWM demon-
strating superior ability in mitigating forgetting and acquiring new knowledge
compared to other continual learning methods. In another work, X. Zhang et.
al., [19], introduced Regularized Adaptive Weight Modification (RAWM), that
adaptively modified the weight direction based on the ratio of genuine to fake
utterances and incorporated a regularization constraint to preserve the old fea-
ture distribution of genuine audio. The approach effectively learned new spoofing
attacks incrementally and mitigated catastrophic forgetting.

P. Kawa et. al., [20] investigated the robustness of audio DeepFake detec-
tion models against adversarial attacks and introduced an adaptive adversarial
training method to enhance their robustness. Three models (LCNN, RawNet3,
and SpecRNet) were evaluated on a combined dataset from ASVspoof2021 (DF
subset), FakeAVCeleb, and WaveFake. The adaptive training method improved
the robustness of the LCNN model, reducing the Equal Error Rate (EER) from
0.7870 to 0.1247 and showing improved performance in the transferability bench-
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mark. This approach demonstrated the effectiveness of adaptive training in de-
fending against adversarial attacks in deepfake detection.

J. Khochare et. al., [21] presented a deep learning framework for audio deep-
fake detection using the Fake or Real (FoR) dataset, which contained data gen-
erated by the latest text-to-speech models. Two approaches were adopted: a
feature-based approach using machine learning algorithms (SVM, LGBM, XG-
Boost, KNN, and RF) with various spectral features (Mean Square Energy,
Chroma Features, Spectral Centroid, Spectral Bandwidth, Spectral Rolloff, Zero
Crossing Rate, and MFCCs) and an image-based approach using deep learning
algorithms (Temporal Convolutional Network (TCN) and Spatial Transformer
Network (STN)) with mel-spectrograms as input. TCN model outperformed ma-
chine learning algorithms and STN with a test accuracy of 92%, demonstrating
the effectiveness of deep learning algorithms, particularly TCN, in audio deep-
fake detection.

Building on the state-of-the-art works in continual learning for audio deepfake
detection, we propose a novel methodology that leverages the strengths of Sinc-
Net and Light CNN, complemented by Feature Distillation and Dynamic Class
Rebalancing, to address the challenges of catastrophic forgetting and incremen-
tal learning. In our framework, SincNet serves as the teacher model, providing
rich feature representations for audio data, while Light CNN acts as the student
model, learning efficiently from the distilled knowledge of SincNet. Feature Dis-
tillation ensures that Light CNN inherits the comprehensive knowledge captured
by SincNet, enabling it to learn essential features for accurate audio deepfake
detection. Dynamic Class Rebalancing adapts the learning strategy based on the
similarity of class features across tasks, maintaining a balance between preserving
old knowledge and acquiring new information. This fine-tuned learning process
prevents catastrophic forgetting, allowing the model to continuously learn from
new data without losing previously acquired knowledge, thus offering a robust
and adaptable solution for audio deepfake detection in a continual learning ap-
proach.

3 Proposed Methodology

In this study, we present a novel approach for audio deepfake detection that
combines SincNet as a teacher model with Light CNN as a student model within
a continual learning framework. The process begins with data collection from
three datasets: ASVspoof 2015 (A), ASVspoof 2019 (B1), and FoR (for-original
(B2), for-normalization (B3), for-2second (B4), and for-rerecording (B5). This is
followed by preprocessing steps, including noise reduction, normalization, and si-
lence removal, to prepare the data. SincNet, the teacher model, is trained on this
preprocessed data to extract rich feature representations. These representations
are then distilled into Light CNN through Feature Distillation (FD), enabling
Light CNN to leverage these detailed features along with the MFCC and LFCC
features extracted from the preprocessed data while maintaining computational
efficiency. Light CNN is incrementally trained with the distilled knowledge, and
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Dynamic Class Rebalancing (DCR) is employed to adjust the learning process
based on class similarity, preventing catastrophic forgetting while learning new
data. The model’s performance is continually evaluated, and necessary adap-
tations are made to ensure optimal performance. This cyclical process, with
continual updates as new datasets are introduced, ensures the model remains
robust and accurate over time. The proposed methodology for audio deepfake
detection is illustrated in Figure. 1.

Feature Extraction Initial Training

(LPCCand MFCC) [ of LightCNN ﬁ
" Feature .
SincNet }—pl Distillation LightCNN

Evaluation

Preprocessing

Raw Audio
Waveforms

Fig. 1. Proposed pipeline for the Audio Deepfake Detection: including steps for data
collection from various datasets, preprocessing, feature extraction using LPCC and
MFCQC, initial training of Light CNN, processing of raw audio waveforms through Sinc-
Net, Feature Distillation, Light CNN refinement, dynamic class rebalancing, evaluation,
and adaptation for improved performance.

3.1 Data Preparation and Feature Extraction

The first step involves the collection of a comprehensive dataset comprising both
real and fake audio samples. To ensure the robustness of our models, we include
a diverse range of deepfake datasets, encompassing various techniques used for
audio manipulation. The preprocessing phase includes several key steps, such as
noise reduction to eliminate background noise that could obscure important au-
dio features, normalization to ensure uniform amplitude levels across all samples,
and silence removal to exclude non-informative segments of the audio. These pre-
processing steps are essential for reducing variability in the data and improving
the model’s ability to focus on relevant audio characteristics.

Feature extraction is a pivotal component of the methodology, as it trans-
forms raw audio data into a format that is more suitable for analysis by our deep-
fake detection models. For the SincNet model, we utilize raw audio waveforms
directly, leveraging the model’s capability to learn effective filterbanks from the
data. For Light CNN, we extract two types features, Mel-Frequency Cepstral Co-
efficients (MFCCs) and Linear Frequency Cepstral Coefficients (LFCCs), which
provide a compact representation of the audio’s spectral properties. Finally, we
split the dataset into training, development, and evaluation, ensuring that each



6 Taiba et al.

set contains a stratified distribution of classes. This division is crucial for main-
taining balance between real and fake samples in all subsets of the data, which
helps prevent bias in the model training and evaluation processes.

3.2 Model Setup

In the second step of the methodology, we establish the foundational models for
our audio deepfake detection system. This involves setting up both the teacher
model, which provides a source of rich audio feature representations, and the
student model, which learns from the teacher while adapting to new data in a
continual learning framework.

Teacher Model (SincNet). We selected SincNet as the teacher model due
to its specialized design for processing raw audio waveforms. SincNet employs
parameterized sinc functions to create learnable band-pass filters, which effi-
ciently extract fine-grained speech features directly from the audio input [11].
This capability makes SincNet particularly well-suited for tasks involving speech
and audio analysis, such as deepfake detection.To train the SincNet model, we
use the training set prepared in the step 1. The objective of the training is to
minimize a loss function, typically the cross-entropy loss, which is defined as:

N C
LSincNet = - Z Z Yi,c log(gis,lchNet)
=1 c=1
where N is the number of samples, C' is the number of classes, y; . is the true
label, and (§51<Net) is the predicted probability by the SincNet model for class
¢ of the i — th sample.

Student Model (LightCNN). For the student model, we select Light CNN
due to its lightweight architecture and efficiency in learning. It employs Max-
Feature-Map (MFM) activations instead of traditional ReLU activations, which
helps in reducing the model size while maintaining performance. Compared to
SincNet, Light CNN offers efficient runtime and memory savings. Due to its sim-
pler architecture, Light CNN reduces memory usage by approximately 30-50%
and improve inference speed by 20-40%. These efficiencies make it particularly
suitable for the applications where computational resources are limited. The
Light CNN model undergoes incremental training on new tasks, with the initial
training phase involving knowledge distillation from the SincNet teacher model.
This process allows Light CNN to inherit the rich audio feature representations
learned by SincNet, providing a strong foundation for its subsequent adaptation
to new deepfake types.

3.3 Initial Training on Base Task

In Step 3 , we focus on the initial training of the Light CNN student model
and the transfer of knowledge from the SincNet teacher model through feature
distillation.
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Training Light CNN. The Light CNN model is first trained on an initial dataset
or task, which serves as the base task for the subsequent incremental learning
process. This initial training phase is essential for establishing baseline perfor-
mance and preparing the model for future adaptations. The training objective
for Light CNN is typically to minimize a task-specific loss function, such as cross-
entropy for classification tasks. The cross-entropy loss is defined as:

N C
Liightonn = — Z Z Yic IOg(y“g-:lcghtCNN)

i=1 c=1
where NV is the number of samples, C is the number of classes, y; . is the true
label, and gjﬁicghtCNN is the predicted probability by the Light CNN model for
class ¢ of the i-th sample. This loss function measures the discrepancy between
the predicted class probabilities and the true labels, guiding the model to learn
accurate representations of the audio data.

Feature Distillation. After the initial training of Light CNN, we employ fea-
ture distillation to transfer knowledge from the SincNet teacher model to the
LightCNN student model. This process involves minimizing a distillation loss
that encourages the student model to mimic the feature representations of the
teacher model. The distillation loss can be defined as the mean squared error
(MSE) between the features extracted by the two models:

N
Lo = 5 D GG NN — g gineer 2

i=1
where ¢(-) represents the feature extractor function of the model, and xi‘ightCNN
and x5Net are the features extracted by the Light CNN and SincNet models,
respectively, for the i-th sample. By minimizing this loss, the Light CNN model
learns to produce feature representations that closely resemble those of the Sinc-
Net model, effectively inheriting the teacher model’s knowledge about the audio

data.

3.4 Incremental Learning for New Tasks

In Step 4, we address the challenge of incremental learning for new tasks, en-
abling the Light CNN student model to adapt to emerging deepfake types while
retaining knowledge from previous tasks. This step involves a combination of
Dynamic Class Rebalancing (DCR) mechanism and Feature Distillation.

DCR Mechanism (Class Categorization). DCR is a mechanism that ad-
justs the training process based on the similarity of class features across differ-
ent tasks. Classes with similar features across tasks are grouped together, while
those with distinct features are placed in separate groups. Clustering algorithms
or similarity metrics, such as cosine distance, is used for this purpose:

cosine distance(z,y) =1 — ———
= (llyl
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By identifying classes with similar feature distributions, the model focuses
on preserving knowledge for these classes while adapting more freely to classes
with new or distinct features.

DCR Mechanism (Gradient Modification). Once classes are categorized,
the DCR mechanism adjusts the gradient update strategy during training. For
classes with similar features across tasks, the model minimizes gradient modifi-
cation to prevent the loss of previously learned knowledge. This might include
adopting a lower learning rate or implementing regularization methods for these
classes. Conversely, for classes with dissimilar features, the model updates the
weights by modifying the gradient direction to be orthogonal to the previous
data plane. This orthogonal modification involves projecting the gradient onto
the subspace that is orthogonal to the gradient direction associated with previ-
ously learned tasks. This is mathematically expressed as:

VL Ve
IV Lprev |12

VL is the current gradient and V L;,e, is the gradient from previous tasks.
By ensuring the new gradient is orthogonal, the model can learn new information
without interfering with the knowledge acquired from earlier tasks. The detailed
algorithm for DCR is outlined in Algorithm 1.

The DCR mechanism employs a directional adjustment of gradient vectors,
which is particularly effective in rebalancing the learning process for classes with
imbalanced feature distributions. By orienting gradient vectors towards the de-
cision boundary that separates similar from dissimilar classes, DCR dynamically
corrects the learning trajectory to prioritize underrepresented classes. This ap-
proach enhances the model’s ability to adapt to new data while maintaining
performance on previously learned tasks. This method contrasts with the Ra-
dian Weight Modification (RWM) approach [17], which adjusts gradients based
on a fixed radial angle. The RWM method, while effective, is less responsive to
evolving data topology compared to DCR, potentially limiting its ability to en-
hance class discriminability in the learned feature space. Fig. 2 illustrates these
conceptual differences in continual learning strategies. Fig 2(a) demonstrates the
Dynamic Class Rebalancing (DCR) method, with blue and red vectors indicat-
ing the gradients for classes with similar and dissimilar features, respectively.
The minimal adjustment of similar class gradients and the orthogonal modifi-
cation of dissimilar class gradients help maintain a balanced focus between old
and new information. Fig 2(b) shows the Radian Weight Modification (RWM)
method, where the green vector represents the original gradient and the purple
vector represents its RWM-adjusted direction. The fixed radial angle adjustment
in RWM is less adaptive compared to the dynamic nature of DCR.

P, (VL)=VL VLpiey

Feature Distillation (FD Technique). Throughout the incremental learning
process, the FD technique continues to transfer knowledge from the SincNet
teacher model to the Light CNN student model. This is achieved by minimizing
the distillation loss, which encourages the student model to align its feature
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DCR Method (a) RWM Method (b}

— Similar Class (S) Gradient —— Original Gradient
—— Dissimilar Class (D) Gradient —— Rotated Gradient (R)

Fig. 2. The conceptual representations of Continual Learning strategies. (a) The DCR
method shows how gradients are adjusted based on class feature similarities across
tasks. The blue vector represents the Similar Class (S) Gradient and the red vector
represents the Dissimilar Class (D) Gradient. (b) The RWM method illustrates the
original gradient (green vector) and its rotated counterpart (purple vector) after ap-
plying a self-adaptive rotation.

representations with those of the teacher model. Feature distillation ensures
that the student model retains the rich and nuanced understanding of audio
data provided by the teacher model, even as it learns from new tasks.

3.5 Evaluation and Adaptation

After training the Light CNN model on each new task, we perform a compre-
hensive evaluation to assess its performance. This evaluation includes measuring
detection accuracy on the test sets of all seen tasks and EER%, which provides
insight into the model’s ability to correctly identify real and fake audio samples.
Additionally, we evaluate the extent of catastrophic forgetting by comparing the
model’s performance on previous tasks before and after training on the new
task. This helps us understand how well the model retains knowledge from ear-
lier tasks while learning new information. Based on the evaluation results, we
adapt the Light CNN model to ensure optimal performance. Model adaptation
involves fine-tuning the model parameters, adjusting the learning rate, or revis-
iting the feature distillation process to reinforce the knowledge transfer from the
SincNet teacher model. The goal of this adaptation is to enhance the model’s
performance on new tasks while preserving its accuracy on previously learned
tasks.

Continual Learning Cycle. The process of incremental learning, evaluation,
and adaptation forms a continual learning cycle that is repeated for each new
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Algorithm 1 Dynamic Class Rebalancing (DCR) for Continual Learning

Require: Training data from multiple tasks, {D;}; Learning rate, v; Regularization
constant, \; Task count, t; Feature extractor function of the teacher model, @cach
1: Initialize Light CNN model weights, Wy
2: for each task ¢ in {D;} do

3: for each class c in task ¢t do
4: Compute class mean feature vector using the teacher model, u. =
Dieach (mean(Dy|c]))
5: end for
6: Compute pairwise cosine similarities for all classes, S = {s(c;, ¢;)}
T Categorize classes into groups based on S:
8: Gsim = {c| Ve; in task t,Ve; in task ¢, s(c;, ¢;) > similarity threshold}
9: Gaig = {c| ¢ ¢ Gsim}
10: for each training iteration 7 do
11: Compute the batch loss, L, and its gradient, VL
12: if class of batch in Ggjm then
13: Perform regularized update on W: Wiy1 = W; — yVL + AR(W;)
14: else
15: Compute orthogonal projection of VL onto subspace orthogonal to Ggim,
P, (VL)
16: Perform update using orthogonal gradient: W41 = W; — yP (VL)
17: end if
18: end for
19: Evaluate and adapt model based on the validation set for task ¢
20: end for

21: return adapted Light CNN model weights, W;

task. By continually updating the LightCNN student model, we enable it to
learn from new data without forgetting the knowledge acquired from previous
tasks. This cycle is essential for keeping the model up-to-date and effective in
detecting evolving deepfake techniques. At the end of the learning process, we
conduct a final comprehensive evaluation of the Light CNN student model. This
evaluation assesses the model’s overall performance across all tasks, providing a
comprehensive view of its capabilities in audio deepfake detection.

4 Experimental Setup and Results

4.1 Datasets

We have employed a structured approach to training, evaluation, and devel-
opment using the ASVspoof 2015, ASVspoof 2019, and FoR datasets for au-
dio deepfake detection in a continual learning framework. We begin with the
ASVspoof 2015 dataset, which serves as the initial training set (A). This dataset
lays the foundation for our model, enabling it to learn the essential features of
audio deepfakes. We divide this dataset into training, development, and evalua-
tion subsets to effectively train and validate the model’s performance. Once the
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model is trained on the ASVspoof 2015 dataset, we incrementally introduce the
ASVspoof 2019 dataset (LA senario) (B1) to the training process. This step is
crucial for continual learning, as it allows the model to update its knowledge
with new data while retaining the information learned from the ASVspoof 2015
dataset. We use a subset of the ASVspoof 2019 dataset for training and another
subset for evaluation, ensuring a balanced approach to learning and validation.

Following the incorporation of the ASVspoof 2019 dataset, we further ex-
tend the model’s learning with the FoR dataset. FoR dataset has four different
versions, for-original (B2), for-normalization (B3), for-2seconds (B4) and for-
rerecording (B5). This dataset adds diversity and complexity to the training
process, challenging the model’s ability to adapt and learn incrementally. Simi-
lar to the previous datasets, we divide B2, B3, B4 and B5 datasets into training,
development and evaluation subsets, allowing for continuous assessment of the
model’s performance.

Throughout the training and incremental learning process, we consistently
evaluate the model on separate evaluation sets that are not used during train-
ing. This continuous evaluation is critical for monitoring the model’s ability to
generalize to unseen data. Additionally, we utilize development sets from each
dataset to fine-tune hyperparameters and make informed decisions regarding the
model’s architecture. This structured approach ensures that our model under-
goes a comprehensive and effective continual learning process, addressing the
challenges of catastrophic forgetting and incremental learning in audio deepfake
detection. Table 1 showcases the comprehensive statistics of the datasets used.

Table 1. Comprehensive statistics of datasets with real and fake utterances.

Datasets A B1 B2 B3 B4 B5

Phases |Real |Fake Real |Fake |Real |Fake |Real |Fake |Real |Fake |[Real |Fake

Train  |3,750|12,625 |2,580(22,800(39,254|57,060(26,927|26,941|5,104|5,104/6,978(6,978
Dev 3,497(49,875 [2,548(22,296|14,265(24,262(5,398 |5,400 |1,143|1,101|1,413|1,413
Eval  [9,404|1,84,000|7,355|63,882|24,215|36,485(2,370 (2,264 (408 [408 |544 |544

4.2 Experimental Setup

We deploy a two-tier architecture integrating SincNet as the teacher model for
its feature extraction capabilities from raw audio data and LightCNN as the
student model, optimized for efficiency and performance. We utilize the Adam
optimizer for its adaptive learning rate capabilities, with a batch size of 4 and an
initial learning rate of 0.0001, which is dynamically adjusted based on validation
performance. To enhance the precision and robustness of our model, we have im-
plemented a thorough training strategy, extending over 100 epochs. For Feature
Distillation, weight parameters are tuned to optimize knowledge transfer from
SincNet to Light CNN and DCR parameters are adaptively set based on evolving
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data distributions and class similarity metrics, ensuring effective learning from
both balanced and imbalanced data scenarios.

4.3 Results and Analysis

The initial training phase of our model utilized the ASVspoof 2015 dataset (A).
Table 2, depicts the EER% for the baseline model across various evaluation sets.
It is important to note that these results represent the performance of the base
model trained only on the initial dataset without incremental learning. As shown
in Table 2, while the model demonstrates good performance on the A, a decline
in detection accuracy is observed when applied to other datasets (B1 — B5).
This clearly illustrates the critical challenge of generalization and the need for
incremental learning techniques to maintain performance across diverse audio
datasets.

Table 2. Baseline Equal Error Rate (EER)% across various evaluation sets.

Model A B1 B2 B3 B4 B5
Baseline 1.45 10.56 45.98 35.16 64.78 75.89

Performance with SincNet directly We conducted experiments involving
only SincNet with DCR and FD techniques. Table 3 shows the EER% for using
SincNet directly with different 1 values across various datasets (A, B1, B2, B3,
B4, B5). The parameter n plays a pivotal role in mediating the balance between
FD and DCR. Specifically, n regulates the extent to which the model priori-
tizes the retention of previously distilled features over adapting to novel class
distributions encountered in new datasets.

Table 3. EER% for using SincNet directly with different 7 values across all datasets.

A B1 B2 B3 B4 B5

3.13 4.56 5.50 7.04 7.89 9.06
0.5 2.35 4.45 3.98 5.67 5.21 7.57
1 3.51 4.31 5.11 4.80 6.72 8.61

o3

Table 3 indicates that using SincNet directly in the continual learning process
with DCR and FD techniques leads to performance degradation from dataset
A — Bb5, regardless of the 7 value, as the model encounters more complex and
diverse datasets.
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Performance Using the Proposed Method Table 4 presents the EER%
across evaluation sets for the proposed method under varying n values. An ele-
vated value of 1 emphasizes the conservation of distinct, discriminative feature
representations extracted by SincNet and subsequently distilled into Light CNN.

The varied n values reveal insights into the model’s learning and forgetting
behaviors, as shown in Table 4. A balanced 7 value (0.50) enhances the model’s
performance on both familiar and novel datasets. The experimental results, par-
ticularly in the sequential training from (A — BS5), underscore our method’s
capability to minimize performance degradation across datasets, with n = 0.50
leading to the lowest EERs.

Table 4. EER% under different 1 values. (a), (b), (¢), (d) and (e) detail the training
from dataset A — B,, dataset, with evaluations conducted on both A and the respective
B, dataset. (f) describes the training sequence from A — Bl — B2 — B3 — B4 —
B5, with evaluations performed across all datasets.

(a) (b)
n A B1 n A B2
0 1.41 | 0.63 0 1.63 | 1.23
0.5]0.54 | 0.42 0.5]0.94 |1.02
1 1.32 | 0.54 1 2.63 |1.98
(c) (d)
n A B3 n A B4
0 2.18 | 1.84 0 2.61 |34
0.5(1.63 | 1.21 0.5 |2.23 | 2.19
1 2.25 | 2.41 1 3.65 | 2.32
(e) (f)
n A B5 n A B1 B2 |B3 |B4 |B5
0 3.46 |2.43 0 1.94 | 2.41 |2.01 |3.65 |2.23 | 3.12
0.5(1.90 | 1.46 0.5(1.21|0.98|1.46 |1.23 | 1.84 | 2.22
1 2.83 [3.21 1 2.67 [ 1.86 | 2.25 |3.77 | 3.18 | 3.35

In Table 4(f), EER% represents the performance of the model after incremen-
tal learning. This includes evaluations on the new dataset as well as all previously
seen datasets, ensuring that the model continues to retain knowledge from ini-
tial learning while adapting to new information. The results demonstrate the
effectiveness of our continual learning approach, which mitigates catastrophic
forgetting and maintains high detection accuracy across all tasks.

Comparing Table 4(f) and Table 3 shows that the proposed method con-
sistently outperforms using SincNet directly across all datasets and 7 values.
The proposed method, especially with n = 0.5, demonstrates better adaptability
and robustness in audio deepfake detection, while using SincNet directly results
in higher EERs and less effective handling of evolving threats. This highlights
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the effectiveness of integrating SincNet with Light CNN, FD, and DCR in our
approach.

4.4 Evaluation on ASVspoof 2021 dataset

We also conducted experiments where the model was trained using an incremen-
tal learning approach. The training sequence followed the order of A — B1 —
B2 — B3 — B4 — B5 and was subsequently tested on the ASVspoof 2021
dataset [22]. This approach ensures that the model’s performance, including its
generalizability, is assessed against the latest benchmark in audio deepfake de-
tection, which presents new challenges and variations in deepfake audio.

Table 5. EER% for incremental learning performance tested on ASVspoof 2021.

n Training Datasets Test Dataset EER (%)
0 A — Bl - B2 — B3 — B4 — B5 | ASVspoof 2021 3.04
0.5 A— Bl — B2— B3 — B4 — B ASVspoof 2021 2.67
1 A— Bl — B2— B3 — B4 — B5 ASVspoof 2021 3.16

The results in Table 5 indicate that our proposed methodology effectively
handles new variations and challenges presented by the latest deepfake audio
samples. The model achieves a competitive EER on the ASVspoof 2021 dataset,
with the lowest EER observed at nn = 0.5. This demonstrates the model’s ability
to generalize to unseen data while maintaining robust performance.

4.5 Ablation Study

We conducted the ablation study to evaluate the independent contributions of
the FD and DCR components in our proposed methodology as shown in Table 6.
The study revealed that the full incorporation of both FD and DCR consistently
yielded the lowest EER, signifying their critical roles in enhancing detection ac-
curacy. Specifically, removal of FD generally led to moderate increase in EER,
while exclusion of DCR resulted in more substantial deteriorations, indicating
DCR’s significant impact on maintaining model robustness across varying deep-
fake scenarios. These results underscore the effectiveness of our integrated ap-
proach in reducing error rates and highlight the importance of each component
in fortifying the model against evolving audio deepfake challenges.

4.6 Comparison with state-of-art methods

We have compared our Dynamic Class Rebalancing (DCR) approach against
established state-of-the-art methods in the area of continual learning and au-
dio deepfake detection, as illustrated in Table 7. The benchmarked methods in-
clude Elastic Weight Consolidation (EWC), Learning without Forgetting (LwF),
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Table 6. EER % determined for the evaluation datasets of the ablation studies, (a),
(b), (c), and (d) were trained on the training set according to the sequence A — B,
and evaluated using the evaluation sets for A and B,,. (e) was trained using a sequential
training set structured as A — By — B2 — Bs — B4y — Bs and was assessed using
the corresponding evaluation sets.

(a) (b)

Method A B1 Method A B2
Proposed | 0.08 | 1.69 Proposed | 2.93 | 1.74
-FD 2.21 [1.93 -FD 4.31 |3.29
-DCR 3.68 |4.41 -DCR 3.68 |4.38
(©) (d)
Method A B3 Method A B4
Proposed | 2.18 | 1.84 Proposed | 3.65 | 2.11
-FD 7.81 |6.32 -FD 5.12 | 3.87
-DCR 10.42 | 8.17 -DCR 6.43 | 4.18
(e) (f)
Method A B5 Method A B1 B2 |B3 |B4 |B5
Proposed | 3.41 | 1.98 Proposed | 1.18 | 4.64 | 2.86 | 3.19 | 3.62 | 5.19
-FD 7.13 | 6.43 -FD 3.47 |6.82 | 7.54 |5.32 | 8.55 |6.72
-DCR 9.26 | 5.67 -DCR 6.19 | 7.48 [ 9.56 |4.09 | 7.72 | 8.3

DeepFake WaveForm (DFWF), Orthogonal Weight Modification (OWM), Copy
Weight Regularization (CWR), and Gradient Descent Feature (GDF).

EWC and LwF have shown efficient adaptability, with EERs of 5.97% and
3.14% on dataset A, respectively. DFWF, while superior in mitigating forgetting,
reveals limitations to new dataset conditions, demonstrated by a 2.21% EER
on dataset A which then escalates in dataset B5. OWM, CWR, and GDF also
perform well but show higher EERs compared to our proposed method in several
datasets.

In contrast, our DCR methodology showcases better performance, signif-
icantly lowering the EER across all datasets and demonstrating remarkable
adaptability and memory retention. Specifically, DCR records an EER of 1.21%
on dataset A, outperforming EWC, LwF, DFWF, OWM, CWR, and GDF, and
maintains the lowest EER across datasets B1 through B5. This exemplifies our
method’s efficiency in learning from new datasets while effectively preserving
knowledge from previous datasets, with notable performance on dataset B1 with
an EER of 0.98% and on dataset B5 with an EER of 2.22%.

5 Conclusion

In this paper, we presented a novel methodology combining SincNet’s feature
extraction with Light CNN'’s efficiency, enhanced by Feature Distillation and Dy-
namic Class Rebalancing (DCR), to address audio deepfake detection. Evaluated
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Table 7. Comparative EER% between our proposed and existing methods ( n = 0.5).

Methods A B1 B2 B3 B4 B5

EWC 5.97 4.23 3.18 3.45 4.72 3.01
LwF 3.14 2.46 4.19 4.81 3.10 3.46
DFWF 2.21 1.48 3.32 291 3.65 4.65
OWM 3.78 2.17 2.89 4.11 3.54 3.11
CWR 4.23 2.81 3.72 3.17 2.47 291
GDF 5.39 3.66 2.47 3.67 4.34 3.45
DCR(Ours) 1.21 0.98 1.46 1.23 1.84 2.22

on challenging datasets like ASVspoof 2015, 2019, and FoR, our approach signif-
icantly outperformed state-of-the-art methods by achieving lower Equal Error
Rate (EER) percentages. The strategic use of n for balancing knowledge reten-
tion and adaptation to new data was key to our success, enabling our model to
excel in detecting audio deepfakes while minimizing catastrophic forgetting. This
advancement not only sets a new benchmark in the field but also underscores
the potential of integrating advanced distillation and rebalancing techniques for
enhanced detection accuracy in the ongoing battle against audio deepfakes. Fu-
ture directions could explore the integration of generative adversarial networks
(GANSs) for generating more diverse training data.
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