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Abstract

Robots are already improving our well-being and productivity in different applica-
tions such as industry, health-care and indoor service applications. However, we
are still far from developing (and releasing) a fully functional robotic agent that
can autonomously survive in tasks that require human-level cognitive capabilities.
Robotic systems on the market, in fact, are designed to address specific applications,
and can only run pre-defined behaviors to robustly repeat few tasks (e.g., assembling
objects parts, vacuum cleaning). They internal representation of the world is usually
constrained to the task they are performing, and does not allows for generalization
to other scenarios. Unfortunately, such a paradigm only apply to a very limited set
of domains, where the environment can be assumed to be static, and its dynamics
can be handled before deployment. Additionally, robots configured in this way will
eventually fail if their “handcrafted” representation of the environment does not
match the external world.

Hence, to enable more sophisticated cognitive skills, we investigate how to design
robots to properly represent the environment and behave accordingly. To this end,
we formalize a representation of the environment that enhances the robot spatial
knowledge to explicitly include a representation of its own actions. Spatial knowledge
constitutes the core of the robot understanding of the environment, however it is
not sufficient to represent what the robot is capable to do in it. To overcome such
a limitation, we formalize SK4R, a spatial knowledge representation for robots
which enhances spatial knowledge with a novel and functional point of view that
explicitly models robot actions. To this end, we exploit the concept of affordances,
introduced to express opportunities (actions) that objects offer to an agent. To
encode affordances within SK4R, we define the affordance semantics of actions that
is used to annotate an environment, and to represent to which extent robot actions
support goal-oriented behaviors.

We demonstrate the benefits of a functional representation of the environment
in multiple robotic scenarios that traverse and contribute different research topics
relating to: robot knowledge representations, social robotics, multi-robot systems
and robot learning and planning. We show how a domain-specific representation,
that explicitly encodes affordance semantics, provides the robot with a more concrete
understanding of the environment and of the effects that its actions have on it. The
goal of our work is to design an agent that will no longer execute an action, because
of mere pre-defined routine, rather, it will execute an actions because it “knows”
that the resulting state leads one step closer to success in its task.
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Chapter 1

Introduction

rtificial agents that are able to autonomously decide what to do, when and

how to do it, is one of the most fascinating and appealing challenges, that
humanity is facing in this century. Researchers in the field of Robotics and Artificial
Intelligence (AI) are pursuing such an ultimate goal by analyzing every aspect of
human psychology, locomotion and cognitive capabilities in order to develop agents
that are able to process information and reach human-level performance.

Robotics and Al have succeeded in multiple scenarios, improving our everyday
well-being and productivity in industry [149], health-care [25] and house keeping [218].
However, in nowadays applications, robots usually rely upon “handcrafted knowledge”
and only show pre-defined behaviors in order to reach a satisfactory compromise
between performance and robustness [190]. We refer to handcrafted knowledge as
concepts and facts explicitly modeled by an expert operator in the robotic platform.
Such a type of knowledge tells the robot about specific concepts restricted to the task,
and does not allow for reasoning beyond the task domain. The industrial scenario
is an exemplar case where handcrafted knowledge is used. In this setting, robots
perfectly repeat a restricted set of tasks, without any “understanding” of what they
are doing. Such a paradigm can only be applied in controlled environments and very
limited domains, where it is possible to foresee every event and operate with pre-
defined routines. Despite the optimal and repeatable behaviors, this paradigm cannot
be adopted on robots deployed in uncontrolled and dynamic environments [154]
(e.g., shared workspace with human beings). Unfortunately, generating human level
cognitive capabilities is not trivial due to an uncountable amount of issues spanning
from perception [231] to natural language understanding [148), 221]. Agents must be
able to represent information in a reusable way, in order to allow reasoning at any
point in time [46]. Humans are able to reuse previous information and overcome new
problems, learn from personal experience, learn from natural language dialogues,
react spontaneously to unexpected stimuli, and reason about others’ intentions and
actions. All these skills are possible thanks to the ability of representing the state of
the external world, store meaningful concepts, and generalize this continuous flow of
information to new situations.

In this thesis, we aim at pushing the current state-of-the-art in cognitive robotics
towards these skills by introducing (1) practical approaches to represent environ-
mental knowledge [I55] and (2) novel techniques for decision making and behavior
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generation [I33]. Our goal, in fact, is to construct a representation of both en-
vironmental and task-related knowledge, which can be easily used to shape robot
behaviors. To this end, we introduce SK4R a spatial knowledge representation
for robots, that is designed to encode high-level concepts and support behavior
execution. Throughout this thesis, we present the SK4R architecture and show
how it can be used to express spatial knowledge on multiple robotic platforms in
various applications. Our aim is to demonstrate that semantic spatial knowledge is
key to improve performance in several scenarios where a robots cannot feature only
“automated” behaviors. Hence, the focus of this thesis consists in demonstrating
that

Spatial knowledge representation is an important feature that robots
must have in order to properly perceive and act in the external world.

To this end, we motivate our approach and highlight the contributions to the
current state-of-the-art of this thesis work. Spatial knowledge in a mobile robot
enables and facilitates successful planning and execution of actions in complex
environments. We specifically focus on scenarios involving large-scale, dynamic,
human environments, such as office buildings and homes [I58]. We assume that
a mobile robot is physically capable of sensing the environment using on-board
sensors. This requirement is fundamental for cognitive robots that need to observe
the environment, guarantee autonomous behaviors and update their beliefs while
operating [36].

1.1. Motivations

We motivate our work by (1) discussing the importance of spatial knowledge (with
an example); (2) describing the role that SK4R is expected to play in order to
properly shape robot behaviors; and (3) describing the desired features that a spatial
knowledge representation should have.

1.1.1. Motivating Example

Let us imagine the scenario of a robot with the task to follow a person [92, [I71], as
pictured in Figure While it may seem rather simple, in order to succeed, the
robot has to account for several environmental features, task-related information and
handle dynamic events. In fact, our actions and position change in accordance with
social relationships (e.g. work hierarchies, parenting, a peer), the number of people
we are following, the location of the task (e.g. corridor, open areas), dynamic events
(e.g. people passing by, obstacles, other robots), time constraints, other people
intents [2I]. For a robot, this task is even more difficult due to partial observability
and noise in both the perception and actuation system.

To complete this task, the robot cannot just reason about geometric measurements
and raw sensor data, but it has to abstract its observations and assign to them
a semantic meaning. This allows to relate raw sensor readings to concepts that
characterize the state of the world in a more abstract sense. For example, in order
to support effective decisions, the robot has to feature the possibility to reason
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Figure 1.1. Scenario of a following task. The robot has to maintain a desired distance to
the target while reacting to external stimuli.

about relative positions of a group of people, rather than pixel values retrieved
directly from the camera sensor. This is usually achieved through a domain-specific
representation of the environment that offers the ability to abstract observations
to high-level concepts — explicitly formulated to support robot decision. The goal
of our representation SK4R is indeed, to provide such a level of understanding
of the environment and let the robot operate in it by reasoning about high-level
concepts, and the effects that its actions have on the environment itself. A possible
solution, to generate a high-level description of the world state, can be achieved
by modeling relevant features individually and merge them altogether within a
unique representation, such as a gridcell map. For example, we can (1) localize
people [24], locate doors and obstacles [7], determine safety distances [132], and
detect objects [167]; and then, (2) use these processed information to annotate
areas of the environment accordingly. Figure [I.2] depicts a possible output of this
solution, where the space is characterized as a gridcell map, and each cell has a score
indicating, to which extent, a given area satisfies the task. The output is a probability
distribution, not only of navigable spaces, but also of areas of the environment that
satisfy the different constraints imposed by the task: position of the person to follow
with respect to the arriving point (Figure , obstacles and objects in the scene
(Figure and safety constraints (Figure . Also, such a solution can be
used to account for spatial constraints not directly perceivable by the robot such as
preferred side of a corridor, inter-agent proxemics settings and people intentions [21]
(Figure . Finally, Figure shows the spatial distribution satisfying all the
high-level constraints and that allows the agent to correctly interpret the environment
with respect to its task objective. It is important to remarking that without a spatial
representation encoding these high-level constraints, the robot cannot fulfill the task
requirements and its behavior may result not proper and ineffective. Such a solution
is beneficial for two reasons: firstly it allows to semantic annotation of the space, and
secondly, it provides an explicit representation of how the robot should move within
the environment and select its actions. In contrast, existing spatial representations
do not explicitly relate robot actions to the environment, rather, they address the
problem of knowledge representation and planning separately [232]. In this thesis,
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(a) Target and Destination (b) Obstacles and objects

(c) Safety (d) Social rules

(e) Affordance semantics of the following task

Figure 1.2. Spatial constraints highlighted to support a correct execution of a following
task. To succeed, the robot has to consider the position of the person to follow and
the arriving point (top-left), obstacles and objects (top-left) and safety constraints
(middle-left). Also, service robots have to consider social rules such as preferred side of a
corridor and inter-agents proxemics settings (middle-right). At the bottom the affordance
semantics of the following task that is used to satisfy all the high-level constraints.

we demonstrate that explicitly modeling robot actions and spatial knowledge within
the same representation is crucial to enable cognitive robots capabilities. In fact,
we define SK4R as a functional representation of the environment that can be
implemented and used to annotate the environment, and support decision making.
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1.1.2. Role of a Spatial Knowledge Representation

Referring to the discussion of roles of a knowledge representation in [45] — where
the authors analyze different requirements and features that a representation should
have, and a more specific analysis for spatial knowledge in [I57], we expect SK4R
to assume a set of roles for an autonomous robot:

 a substitution (surrogate) of the world that allows the robot to reason about
actions involving parts of the environment beyond its sensory horizon. The
surrogate is intended to represent the belief [91) 201] about the state of the
world and express what the robot can do to accomplish its task. It is a way
of structuring spatial information so that it is computationally feasible to
perform inferences and action planning. It is important to note that such a
representation is inherently imperfect, i.e. it is incomplete (some aspects of
the world are not represented), inaccurate (captured with uncertainty), and
likely to become invalid (e.g. due to the dynamics of the world);

¢ a definition of relevant aspects of the world, and a specification of the formalism
used to represent and relate them. To this end, the representation defines
the levels of abstraction at which spatial entities (e.g. objects, obstacles, area
topology) exist and the types of relations among them. It is worth noticing
that this significantly affects the ability of the robot to plan and execute
specific actions. Furthermore, the representation does not require to be more
expressive than needed by the robot in order to successfully act. It only has
to represent aspects of the world relevant to characterize the task of the robot,
and to support its actions;

e a medium of communication between the robot and humans. In scenarios
involving human-robot collaboration, spatial knowledge provides a common
ground for communication and knowledge transfer. The representation must
therefore be capable of connecting human spatial concepts to those internal to
the robot.

1.1.3. Desired Properties of the Representation

Having in mind the roles of a representation, practical limitations, and existing
robotic systems [214) [1T6], 132} [79], we now describe desired properties of a spatial
knowledge representation in realistic dynamic environments. Given the robot sensing,
it is useless to represent the environment as accurately as possible. A very accurate
representation is likely to be intractable and requires a substantial effort to be kept
up-to-date. Moreover, its usability remains constrained by robot capabilities. Hence,
the primary property is that the representation should instead be minimal and the
spatial knowledge should be represented only as accurately as required to support
the functionality of the robot.

Planning is a computationally demanding process and its complexity increases
exponentially with the size of the environment and number of considered spatial enti-
ties. However, due to the way real-world environments are structured and limitations
of robot sensors and actuators, decomposing the planning problem can greatly reduce
its complexity while maintaining highly optimal results. The representation, in fact,
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has to be able to provide support for both long-term global plans and short-term
local behaviors [132, [IT, [79]. To this end, a spatial representation should perform
knowledge abstraction, characterizing spatial phenomena of gradually increasing
complexity. This leads to an intuitive representation of the continuous space, which
significantly reduces the number of states for planning [81] and provides a basis for
higher-level conceptualization [232].

Representing uncertainty in the belief state is crucial for the robot to make
informed decisions in the real-world, including planning for epistemic actions and
anticipating future uncertainty. In this context, decision-theoretic planning algo-
rithms rely on probabilistic representations of uncertainty, therefore, it is desirable
for a knowledge representation to also have a probabilistic formulation.

Once the spatial representation is formalized, our goal is to design a robotic agent
able to exploit such a representation and deliberate decisions. The agent, in fact,
must be able to acquire new information, update its beliefs and use such a knowledge
to leverage its actions. We consider such a capability to connect perception to actions
as the central focus of our dissertation, and to be typical of “intelligent robots”.

1.1.4. Desired Robot Capabilities

In this section, we sketch how the behavior of an agent is influenced by the type of
knowledge that it owns [74} [196]. The relation between knowledge representation
and actions, is indeed the one that we pursue in this thesis, and that we investigate
through SK4R. Generally, while robotics mainly focuses on motions and perceptions,
the mission of Al is to interpret observations and map them to actions [I88], in order
to generate goal-oriented behaviors [I1]. In this thesis, we adopt this view and aim
at enabling intelligent behaviors in robotics. Our goal is to provide robots with the
ability to semantically interpret the environment, and with specific abilities that are
needed to overcome everyday challenges and scenarios. We focus on robots that are
expected to handle situations with human-level skills and interpret the world in a
human-compatible manner. Motivated by previous work in the field [46], 56] 232] 93],
we present different skills that we want to analyze and embed in intelligent agents.
A spatial-knowledge aware robot should be able to:

e acquire knowledge during its operation. It is not possible to assume that the
agent can be pre-programmed with all the knowledge that it will need during
its life-time. Hence, instead of attempting to encode this general information,
we have to endow robots with the ability to acquire new knowledge as required;

o reason about experience. This ability is also referred to as “reflection” [22], [131].
It is defined as the ability of the agent to self organize its past experience and
generalize from it to new situations. This is an important skill that enables
the reuse of knowledge and forces the agent to organize it effectively;

e feature multi-modal perception schemes. There is not a single source of
knowledge and we need to enable robots to exploit everything that their
sensors can perceive. A intelligent agent, in fact, has to be able to fuse
information coming from different sources in order to generate a complete
awareness of its surroundings;



1.2 Contributions 7

« anticipate and interpret others actions and intentions in order to cooperate
and coexist. Hence, when planning for its actions, the robot has to both take
into account its objectives and consider other agents;

e interpret the environment in a human compatible manner. This to enable
grounded interactions with humans and other non-homogeneous agents. It
needs to represent the environment and reason at an higher level of abstraction
that allows semantic representation of entities and their relation.

Our aim is to enable effective and practical capabilities through spatial knowledge
and to show that SK4R, indeed, improves the performance of a robotic system in
task execution. Our goal is to contribute in enabling robots to behave in complex
environments and achieve a human-level understanding about the environment and
task related information.

1.2. Contributions

This section describes the main achievements of this thesis and highlights its specific
research contributions:

1. a representation of spatial knowledge designed and implemented to support
decision making for robots. The representation allows the robot to interpret
the environment at different levels of abstraction, thus enabling it to focus on
important aspects of the world and to perform decision-making. Independently
of the scenario of deployment, SK4R allows the robot to deliberate an action
plan by relying on the chosen model to represent the environment;

2. dynamic knowledge acquisition and update based on sensory information. The
SKA4R representation enables the robot to gather new knowledge and integrate
it into the current belief of the agent. This is an important feature which
is usually achieved by updating a world model both in the case of explicit
representations (e.g. grid world of the 2D space, semantic maps) and implicit
representations (e.g. neural networks)ﬂ;

3. in social robotics, robots have to interpret the social context in which they
operate. We investigate how SK4R g can be used to represent such a context,
and which features of the environment are important to represent in order to
socially interact with humans. To this extent, we frame our contribution within
the paradigm of symbiotic autonomy [I83]. We enable SK4R to represent
environmental factors that favor human-robot interactions and contribute to
improve a more natural coexistence.

4. SK4R is a general representation that can be implemented in different robotic
applications. We show-case its effectiveness in different robot coordina-
tion/cooperation task. Multi-robot scenarios are one of the most challenging

!Explicit representations describe the environment through a model which exposes spatial entities
and their features. Implicit representations, conversely, update an internal belief of the environment
which is usually not accessed by external users.
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research area in robotics, where behavior learning and decision-making ap-
proaches are often too specific and overfit the application of deployment. In this
setting, we contribute to a generalization of SK4R to the multi-robot scenario,
which enables distributed robot control. We propose a novel representation
that allows for distributed belief update, world modeling and task assignment
in adversarial and cooperative scenarios [179) [I75];

5. SK4R enables practical robotic planning applications by attacking the “curse-
of-dimensionality” with a combination of Monte Carlo Tree Search (MCTS)
methods and Q-learning. The curse-of-dimensionality, in fact, is a hard
problem that needs to be tackled every time a decision theoretic algorithm
is employed. Such a problem is contributed by several factors that heavily
influence the complexity of used solutions. Those factors — such as the number
of environmental features (landmarks), their dimensionality, the complexity
of the problem and the structure of the environment — exponentially increase
the dimension of the state-space. To alleviate this problem, SK4R enables
robots to learn directly from the interaction with the environment, as well as
to implicitly represent, and act in it [I75, [I77]. Our representation allows for
focused exploration of the search space and permits the robot to (1) iteratively
improve its action policy, and (2) generalize to unseen states of the environment;

6. we extend the formalization of SK4R to perform hierarchical optimistic
planning to address task decomposition, and further alleviate the “curse-of-
dimensionality”. To this extent, our contribution borrows the concept of
Hierarchical Task Networks (HTNs) [60] to generate a hierarchy of robot
actions that is used to (1) guide exploration during policy refinement [35], use
reflection [I31], (3) and improve robot performance in addressing composite
tasks.

7. SK4R contributes to enable deep learning in robotics applications. Deep
learning shows remarkable results in the field of reinforcement learning with
virtual agents [134]. However, since it requires a significant number of training
samples, it remains challenging in robotics. SK4R contributes in this direction
by introducing a novel technique that combines policy improvement and DNN-
based function approximators in order to allow for generalization and learning
of competitive policies with (i) few training samples and (ii) few iterations of
the learning algorithmic;

1.3. Thesis Organization and Publications

The thesis is organized in three main parts: the preliminary Part |I| which introduces
the theoretic background, and the related work upon which we build our research.
Part [[I] which describes SK4R as well as its components and applications, and
the final Part [[TT] which summarizes the thesis, discusses it and points toward new
research directions. Each part is then organized as follows
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1.3.1. Part |Preliminaries|

Chapter |2; |Background

The background chapter introduces and describes the basic theoretic concepts and
notions that we rely on throughout this work. The chapter illustrates basic concepts
about knowledge representation and reasoning, with a particular focus on Markov
Decision Processes. Then, it covers the main notions of robot learning and planning,
in the context of reinforcement learning. Finally, the chapter introduces building
the elements of convolutional neural networks and deep learning.

Chapter |Related Work|

This chapter surveys current state-of-the-art approaches that relate to this thesis.
It presents and categorizes current approaches to spatial knowledge representation
both for single and multi-robot applications. Accordingly, it describes reasoning and
planning methods that exploit such spatial representations. The chapter introduces
state-of-the-art techniques in robot learning and planning, by analyzing their strength
and limitations. Then, it describes recent advances in deep robot learning and
discusses their applicability to robotic scenarios. The chapter details the relation
and connection of the reported literature to SK4R. Part of the approaches reported
in this chapter have been analyzed in published survey papers

e Riccio, F., LAzaArRO, M.T., GEMIGNANI, G. AND NARDI, D., 2015. Multi
Robot Perception and Action: World Modeling and Task Allocation. In RSS
Workshop on Principle of multirobot systems ([I78]).

e Broisi, D.D., NARDI, D., Riccio, F. AND TRAPANI, F., 2016. Context in
robotics and information fusion. In Context-Enhanced Information Fusion (pp.
675-699), Springer ([19]).

1.3.2. Part : ISpatial Knowledge for Robots|

Chapter E}: |SK4R: Spatial Knowledge for Robots|

This aim of this chapter is to introduce SK4R and its components. Its core part is
the description of the adopted spatial representation and the implementation in an
exemplar robotic scenario. The chapter describes the general SK4R representation
along with an evaluation on a people following task. Published papers related to
this chapter are

e Riccio, F., CAPOBIANCO, R., HANHEIDE, M. AND NARDI, D., 2016, June.
STAM: A framework for spatio-temporal affordance maps. In International
Workshop on Modelling and Simulation for Autonomous Systems (pp. 271-280),
Springer ([171]).

« Riccro, F., CAPOBIANCO, R., NARDI, D., Using Spatio- Temporal Affordances
to Represent Robot Action Semantics, In Machine Learning Methods for High-
Level Cognitive Capabilities in Robotics Workshop@IROS 2016 ([L79]).
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Chapter |SK4R for Indoor Robots|

This chapter presents the result of implementing SK4R over an explicit hierarchical
representation. It details the implementation of SK4R in a indoor office environment
by analyzing and evaluating the benefits of SK4R in this complex scenario. Published
papers related to this chapter are

e ProONOBIS, A., Riccio, F. AND Rao, R.P., 2017, June. Deep spatial affor-
dance hierarchy: Spatial knowledge representation for planning in large-scale
environments. In ICAPS 2017 Workshop on Planning and Robotics, Pitts-
burgh, PA, USA ([I58]). The paper has been also presented at the RSS 2017
Workshop on Spatial-Semantic Representations in Robotics, Boston, MA, USA
(IT59]).

Chapter @: |SK4R for Social Interactions|

This chapter presents the results of a user-study where SK4R is used to represent
social environmental features. The goal of this contribution is to highlight social
factors that may, or may, not influence social interactions. Published papers related
to this chapter are

e Riccio, F., VANZO, A., MIRABELLA, V., CATARCI, T. AND NARDI, D.,
Enabling Symbiotic Autonomy in Short-Term Interactions: A User Study, In
Social Robotics - 8th International Conference, ICSR 2016, Kansas City, MO,
USA, November 1-3, 2016, Proceedings, Springer International Publishing, vol.
9979, Kansas City, MO, USA, pp. 796-807, 2016 ([I74]).

e VaANzO, A., Riccio, F., SHARF, M., MIRABELLA, V., CATARCI, T. AND
NARDI, D., Who is Willing to Help Robots? A User Study on Collaboration
Attitude, journal paper submitted, 2018 ([1]).

e« CAPOBIANCO, R., GEMIGNANI, G., ToccHI, L., NarDI, D., Riccio, F.
AND VANZO, A.) 2016, March. Contezts for Symbiotic Autonomy: Semantic
Mapping, Task Teaching and Social Robotics. In AAAI Workshop: Symbiotic
Cognitive Systems ([34]).

Chapter |SK4R for Multi-Robot Search|

In this chapter, we show the implementation of SK4R in very challenging and
complex scenarios, where a team of robots is involved in a active search for an object.
The chapter describes the proposed approaches and reports the results and benefits
of using SK4R to improve the overall performance of a team of robots in both
(1) a cooperative and adversarial setting and (2) a coordination task in an office
environment. Published papers related to this chapter are

e Riccio, F., Borzi, E., GEMIGNANI, G. AND NARDI, D., 2015, July. Context-
based coordination for a multi-robot soccer team. In Robot Soccer World Cup
(pp. 276-289), RoboCup Symposium 2015, Springer ([169]).
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e Riccio, F., Borzi, E., GEMIGNANI, G. AND NARDI, D.; 2016, October.
Multi-robot search for a moving target: Integrating world modeling, task assign-
ment and context. In Intelligent Robots and Systems (IROS), 2016 IEEE/RSJ
International Conference on (pp. 1879-1886), IEEE ([170]).

Chapter |SK4R for Optimistic Planning|

This chapter provides a detailed description of a novel approach for robot planning
in the context of reinforcement learning. The chapter discusses the contribution
to the current state-of-the-art and reports an extensive experimental evaluation in
different robotic tasks and environments. Published papers related to this chapter
are

e Riccio, F., CAPOBIANCO, R. AND NARDI, D., 2016, June. Using monte
carlo search with data aggregation to improve robot soccer policies. In Robot
World Cup (pp. 256-267), RoboCup Symposium 2016, Springer ([173]).

e Riccio, F., CaApOBIANCO, R. AND NARDI, D., 2016, November. Learning
human-robot handovers through w-STAM: Policy improvement with spatio-
temporal affordance maps. In Humanoid Robots (Humanoids), 2016 IEEE-RAS
16th International Conference on (pp. 857-863), IEEE ([172]).

e Riccio, F., CAPOBIANCO, R., NARDI, D. Q-CP: Learning Action Values for
Cooperative Planning, In proceedings of 2018 IEEE International Conference
on Robotics and Automation (ICRA) 2018 ([I75]).

e Riccio, F., CapoBIANCO, R., NARDI, D., DOP: Deep Optimistic Planning
with Approzimate Value Function FEwvaluation, In proceedings of the 2018

International Conference on Autonomous Agents and Multiagent Systems
(AAMAS) 2018 ([I77)).

e Riccio, F., CapoBIiaNCO, R., NARDI, D., LOOP: [terative Learning for
Optimistic Planning on Robots, submitted to journal paper, ([L76]).

Chapter @: |SK4R for Hierarchical Optimistic Planning|

This chapter extends the formulation presented in Chapter [§]to the case of hierarchical
optimistic planning. It describes the building concepts of the proposed algorithm and
reports an experimental evaluation on two robotic applications. Published papers
related to this chapter are

e« CaAPOBIANCO, R., Riccio, F., NaRrDI, D., Hi-Val: Iterative Learning of
Hierarchical Value Functions for Policy Generation, In proceedings of 2018
fifteenth International Conference on Intelligent Autonomous Systems IAS-15,

(135)).
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133 Part [T} Conelusion

This chapter concludes the thesis by summarizing it and recalling its main contribu-
tions and achievements. It then discusses the thesis work and criticize its current
limitations to point out towards new research directions.
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Chapter 2

Background

ifferent research studies, in both the fields of Robotics and AI, contribute to the

background and basic notions of our dissertation. We recall common techniques
to represent and encode knowledge into artificial agents, as well as methodologies and
techniques to specifically encode spatial knowledge into robotic systems. The chapter
then describes models of reasoning by focusing on Markov Decision Processes [163]
both for single and multi-agent configuration. Finally, we recall elements of robot
reinforcement learning, Monte-Carlo Tree Search planning and deep learning.

2.1. Knowledge for Robots

It is important to understand which aspects of the world we want to represent, and
what kind of knowledge the agent has to consider in order to efficiently act [13].
Autonomous robots should be aware of three major aspects, that enable reasoning
about (i) the external world of operation, (ii) mission and task-related information
(iii) and internal status of the agent itself. To better understand these three aspects
of knowledge, let us consider the scenario in which a team of robots has to complete
a coverage task. This is a widely used task in robotics [80], where a team of robots
has to visit every area of a scenario, and update its belief about the environment.
The coverage task can be implemented to address various applications such as
surveillance [195], search [I70] and house-cleaning [218]. To describe a coverage task,
let r = {r; }?:0 be the set of R robots, and g = {Cg}f:o is the set of G cells in which
the environment has been discretized; Figure illustrates the robots (red), their
field of view (yellow), the world representation (black lattice) and the current status
of the task (the gray color represents areas still to be visited). Each cell ¢4 can
be represented by a binary variable being 1 if it has been visited (by at least one
robot), and 0 otherwise. In a basic implementation of the coverage problem, each
cell needs to be visited once, and both dynamics of the world and robot actions are
deterministic.

In this setting, we can highlight the types of knowledge that the team has to
consider to succeed. The teams needs to interpret the environment, detect relevant
features and understand their relations. For example, if the robots are tasked to
cover particular areas, (e.g. bedrooms) then they have to know how to characterize
those areas and their constituting elements (e.g. beds, wardrobe). In other words,

Ezample
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Figure 2.1. Coverage task with a team of aerial robots. The robots are represented as
red dots and their field of view is in yellow. The scenario has been discretized with a
grid-map (black lattice) and the status of the coverage task is highlighted in gray for
cells not visited yet, while white visited ones.

the robots need to know how to represent important features of the environment
and how to relate them.

Moreover, in order to operate efficiently, the robots need to share and update the
current status of the task: which areas are not visited yet; which agent is assigned to
cover an area; which are the operational constraints and requirements of the mission
(e.g. timing, number of agents, communication overload). This is key to formalize
information related to the ongoing task, and to guarantees an effective and correct
advancement towards its completion.

Each robot has to be able to analyze itself and understand how to behave in
accordance with its internal state (e.g. battery level, malfunctioning). For example,
if a robot is running out of charge, it has to notify the rest of the team. In this way,
the teammates can reassemble their formation and adapt to the new scenario.

These three knowledge perspectives are crucially important for an autonomous
robot and have to considered to enable effective and efficient behaviors. In fact,
this is a well-known categorization of knowledge, introduced in the late ’90s by
Turner [219], which describes contextual knowledge as the sum of environmental,
task-related and self-knowledge:

- Environmental knowledge. This kind of contextual information formalizes
data that is environment-dependent and that does not directly depend on the
robot actions. The robot perceives the world through its sensors and it infers
the current status of the scenario (e.g., presence of obstacles or people). In a
navigation system, for example, the robot can tune its parameters depending
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on the terrain conditions. Equivalently, the information about the illumination
conditions can be used to improve the perception or to discern the saliency of
information as related to the task. In the case of a coordinated team of robots
— such as unmanned aerial vehicles (UAVs) [195] — performing a coverage task,
the robots may adapt their navigation parameters according to the detected
conditions of the environment (e.g., terrain type).

Task-related knowledge. Task-related information is generally defined by
the mission specifications. Depending on the operating conditions and on the
task constraints (e.g., time constraints, priorities, and locations), the robot
adapts its execution plan in order to increase robustness and efficiency. It is
worth noting that the knowledge about a task does not modify its outcome or
requirements, but it is exploited to influence the execution of the task with
the aim of improving the performance. Using the previous example, the team
of robots can accomplish its mission in different modalities by considering: (i)
the current day time; (ii) the location to cover; (iii) the information processed
by teammates; (iv) additional information gathered during the mission (e.g.,
paused teammates or already visited areas).

- Self-knowledge. In this case the robot infers context knowledge by relying
on its own status and on the internal representation of the surrounding envi-
ronment. This type of knowledge is fundamental to provide the robot with
the ability of self analyzing its performance, and dyagnose its components.
In our example, one of the teammates could self recognize a malfunctioning
and communicate its status to the team. Consequently, the team can consider
unreliable the information coming from that particular robot. It is worth
noting that, discarding information coming from a malfunctioning robot can
prevent the system from poor performance, or even to fail in completing the
task (e.g. areas not covered by any teammate).

In accordance with this taxonomy, knowledge can be categorized in three classes
that cover different aspects required by a cognitive robot to demonstrate “awareness’
about environmental, task-related and self- knowledge. Once contextual knowledge is
gathered, a common representation is usually employed to reason about the collected
knowledge. A context representation has to provide a uniform view of the collected
data and a robust reasoning process for state estimations, behaviors specialization,
and task execution evaluations. We analyze existing approaches by emphasizing
the differences between representation criteria by grouping them into three classes:
Embedded, Logic, Probabilistic.

Systems using Embedded Context Representation represent context as sets of
meaningful sensory features that characterize particular situations and trigger par-
ticular routines of the system. Context classification with different sets of features
is used for robots relying on visual perception such as scouting robots, and more
generally, on systems performing visual recognition. Narayanan et al. [138] model
reactive behaviors for a mobile robot according to a set of scenarios — each of which,
consists of traces of visual frames with the respective desired movements. During the
execution of its tasks, the robot scans the environment and tries to build correlations
between the sensed world and the demonstrated scenario frames. Once a correlation
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is established, the current situation is identified and the robot actuators execute the
requested motion law. When image classification (or scene recognition) techniques
are involved, a priori knowledge about the geometrical and visual properties of
known classes of objects can be gathered and used to direct the recognition process
more efficiently [123]. These properties can be encoded explicitly as desired values
for functions representing particular visual features; or implicitly, as collections of
frames displaying the desired features. Similarly, Buch et al. [27] and Costante et al.
[44] exploit specific features in the image reference frame to evaluate the alignment
pose between objects in an image [27], and to define a visual classifier that clusters
a target image with a normalized-cut based approach [44]. In order to increase the
efficiency of the system, a measure of similarity with respect to the other previously
labeled sets of images is computed before the classification step. Here, contextual
information is represented as a set of labeled images, without any further abstraction
about the classes they symbolize.

In some of these systems, causal relationship between current context and con-
sequent behavior is modeled with rules in simple declarative formalisms. In these
cases, the classification is performed through inference rules. These rules mostly
represent fixed geometrical or physical constraints, and are not expanded by any
cognitive learning process. Therefore, this solution can be assumed as a compromise
between strategies based on symbolic knowledge approaches and the methodologies
based on raw sensory data [124].

The most common choice in modeling contextual information is the use of
declarative knowledge representation languages. Logic-based representations range
from rule-based ontologies to first order logic. The main advantage in using such a
representation is that a symbolic framework implicitly provides inference tools, which
supports planning and reasoning. In Laird and Mohan [I1§] cognitive architectures
integrate sensory data and descriptive knowledge with contextual rules, directly into
the decision making process of the system. The decision procedure aims at modeling
the current symbolic knowledge of the system, named symbolic working memory.
The Symbolic Working Memory communicates to the perception layer and to the
permanent memory modules, and it provides relational representations of recent
sensory data, current goals, and long term memories. Contextual information is
structurally defined within the permanent memory modules.

The challenging problem for this type of architectures is to develop context
modules able to dynamically update and increment their knowledge. Indeed, turning
experience into structured logical assertions requires a high level of abstraction,
which is often difficult to achieve. Logic-based models need an accurate grounding
of semantics into the sensed world. Karapinar and Sariel [99] describe a learning
method for expanding and correcting contextual knowledge in robotics systems.
The authors represent knowledge by means of linear temporal logic formulas, which
allow the system to analyze episodes of failures occurred in past experiences and
to adjust its internal knowledge. Whenever a failure occurs, the system identifies
the related configuration of risks of failures. Therefore, the system learns how to
connect possible failures to a risk of failure scenario, which can anticipate the failure
itself. A system based on formal representation languages can be easily understood
by human operators, which is the main advantage. Nonetheless, these techniques,
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require a high level of abstraction of raw observations. Scalmato et al. [I91] exploit
human users to easy this task and provide a system with situation awareness. The
use the human input to represent Concepts in the form of T-Boxes, while contingent
knowledge (A-Boxes) is gathered during operation. This kind of representation
is highly flexible, since a knowledge base building upon representation languages
does not depend neither on the internal structure of the system nor on its domain.
Therefore, it can be shared and adapted in different systems.

A robotic system is affected at all levels by uncertainty in the agent observa-
tion and action execution. Hence, several approaches exploit probabilistic-based
representations (e.g. Bayesian Networks) to address non determinism and dynamic
settings. Witzig et al. [230] describe a collaborative human-robot system that pro-
vides contextual knowledge to enable more effective robotic manipulation. Contexts
are represented by probability density functions, covering task specifications, known
object properties or manipulator poses. The contextual knowledge is then used
to assess the internal Bayesian Network, in order to model the grasp poses of the
manipulator. Differently, Held et al. [82] exploit a probabilistic representation for
object classification. To recognize other cars on the roadway, they allow the system
to estimate the likelihood of membership of a particular element with respect to
each category present in the learning process.

Knowledge representation methods strongly influence the architecture of the
robotic system, and more in particular, reasoning and execution of actions. Indeed,
each approach has its own strengths and weaknesses and multiple approaches can
be combined to improve performance. Logic and probabilistic representations both
supply effective structures for describing characteristics of environments, the former
focusing on the expressiveness of the language and the latter on the reliability of
the estimates. However, logic representations alone are not efficient to scale to huge
state-spaces. On the other hand, a probabilistic encoding lacks descriptive power
for modeling complex environments. Embedded representations, instead, rely on
sub-symbolic structures for an effective mapping between the sensory data in input
and the estimates for the contextual variables, but do not represent knowledge in a
easily interpretable manner.

The research challenge objective in developing knowledge-based systems is, in
fact, to design a framework and a suitable representation able to cover all the benefits
that proposed approaches carry. Accordingly, our goal is to generate a knowledge
representation able to provide a robotic platform with meaningful information and
support action execution. To this end, in robotic settings, spatial knowledge is
mandatory in order to represent and store world observations and reason about
them. Different approaches exists to represent spatial knowledge at different levels
of abstractions, each of which, focused on formalizing particular aspects of the
environments.

In fact, for an autonomous robot, spatial knowledge is the core of a knowledge
representation and its correct formalization is the primary problem to be tackled in
order to enable robots to behave. In fact, depending on its formalization, spatial
knowledge can encode (1) environmental features [70]; (2) task-related informa-
tion [79]; and (3) self-awareness [I58]. In line with this perspective, throughout our
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Figure 2.2. 2D metric map of the Deutsches Museum.

work we aim at designing a spatial knowledge representation that details meaningful
aspects of the world which are key to support task execution.

2.2. Spatial Knowledge Representation

Representing the environment as a proxy to encode task-related information and
self-knowledge, is a key issue to develop autonomous robots. In fact, in order to
enable effective planning, the model of the environment is key to reason at different
levels of abstraction: from long-term (more abstract) plans to short-term (more
reactive) local behaviors. Existing techniques represent different aspects of spatial
knowledge that can be arranged over three layers of spatial abstraction: metric,
topologic and semantic.

Within the metric layer, the objective is to represent the environment by means
of its geometry and accurate measurements. The first effort towards autonomy
was centered in enabling the agent to represent the space of the environment by
annotating navigable areas. These are usually modeled as grid-maps [76] that are
obtained by relying on the on-board sensors of the robotic platform. A grid-map is
a flexible representation adopted to model the environment as accurate as needed.
Most importantly, it can represent any environment without any assumption on its
structure (see Figure . More recently, the research in this areas, is focusing on
more complex and accurate representations that allow to model the 3D nature of
the environment. The most common approach is to represent the space as a dense
cloud of points (Figure that are able to capture every geometrical aspect of the
environment [193].

These approaches, however, bound the spatial knowledge to geometrical fea-
tures and mainly focus on representing the environment as accurately as possible.
Nonetheless, reasoning at this layer of abstraction is difficult and computationally
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Figure 2.4. Topological map of an indoor office environments. The graph represents the
topology of the building while node colors different areas (image from [I61]).

expensive. Unfortunately, these representations do not provide any structure to
support decision making. For this reasons, spatial knowledge has been enhanced
to better understand the general topology and structure of the environment — and
express it in a compact manner. This is generally referred to as a topological map
of the space. Topological maps allow to represent the connectivity of areas and
their relations (i.e. space topology). Generally, such a representation is built on
top of the metric layer in order to ground areas to sensory observations, Figure
Given a metric representation of the environment, a node of the topological map
can be added according to preferred criteria — usually navigability and relevance
— and edges can be added to highlight traversability between nodes [I58]. Such a
layer of abstraction encodes sufficient information to accomplish different tasks. For
instance, nodes can be placed to highlight objects locations to address fetching
and finding tasks, and edges can depend on the actual embodiment of the robot in

Topological layer
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Figure 2.5. Semantic map of and indoor office. Objects have been labeled and anchored in
the metric representation of the environment (image from [33])

order to encode the affordability of an action with respect to the platform used —
traversability may vary depending the robot deployed.

Topological maps can be generated offline given a metric map as input [112} 3§],
or they can be generated by the robot during exploration [I58]. This latter setting
is however more appealing for an autonomous robot. In fact, even though it requires
to simultaneously handle (1) incoming sensory information, (2) determine robot
movements and (3) managing the state of the current topological graph, it allows
to have an adaptable representation of spatial knowledge that can be structured in
order to support the current mission.

This layer provides a better model of the structure of the environment but
still, it remains related to the topology of the space, which mainly supports robot
motions and task-oriented navigation. Hence, to provide a “human-compatible”
understanding of the space, robots need to ground high-level semantic concept to
their sensory observations and annotate spatial knowledge with a more rich meaning.
This is generally referred to as the problem of semantic mapping. The semantic
layer is key to enable robots to operate in human populated environment. It provides
the information needed to understand and interact with humans. Such a layer
is usually used to semantically label spatial entities (e.g. objects) and to express
their attributes and relations. Different approaches provide various solutions to
the semantic mapping problem. For instance, many techniques exploit ontologies
to represent high-level concepts [168] 213]. Generally, these approaches are robust
and reliable, but it is difficult to use them when there is not a complete knowledge
about the environment before robot deployment. Differently, other approaches
automatically discover such semantic properties at running time, either by relying
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Figure 2.6. A hierarchical representation of spatial knowledge in an indoor environment.
The representation spans different layers of abstractions and highlights relations among
objects and places (image from [155]).

upon on-board sensors [I8] or by assuming the so-called “man-in-the-loop” [70].
Nevertheless, despite the methodology to acquire new knowledge, such a layer is
generally build on top the metric and topological ones. Thus, even if it provides
human-level understanding of spatial knowledge, the first issue to be tackled is
to ground and anchor semantic concepts back to the lower layers. For example,
Figure [2.5] illustrates the result of back-projecting semantic labels of objects to a
point cloud collected with robot sensors.

2.2.1. SK4R Representation Goal

Our contribution to spatial knowledge representation is to push towards a more
holistic model of the environment, that is able to abstract perceptions into high-
level semantic information, and to ground knowledge directly into the physical
world [15], [1611 [79]. Generally, existing frameworks represent the environment on a
hierarchical structure that exposes the level of abstraction where the focus is [49, [155].
The goal, thus, is to build a general purpose multi-layered representation of knowledge
that is expected to be used during mission by the agent. In [I55] (see Figure, for
example, the authors propose a four layers architecture, whose layers can be exploited
to perform navigation, recognition and reasoning about entities and their relations.
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The hierarchy analyzes the raw sensory information on the lower layer which detects
important landmarks and ensure safe navigation. Higher in the hierarchy, the place
and categorical layers support reasoning about object instances and how to navigate
within the environment. Then, the top is represented by the conceptual layer that
associates object instances, attributes and relations to the environment. Such a
layer represent objects relations probabilistically in order to deal with uncertainty
and partial observability. This structure is designed to enable robots to interpret
the environment as humans do, in order to enable similar behaviors. However, the
aim of such a representation is to represent the environment as it is, rather than
modeling spatial knowledge to explicitly support robot actions.

Our approach follows this holistic view of spatial knowledge, but rather than
focusing on modeling every aspect of the environment, we want to achieve a more
compact and practical representation that is specifically designed to support decision
making for robots in complex environments. Hence, as described in Chapter [4] we
define the SK4R representation to demonstrate how an explicit representation of
robot actions can improve performance in accomplishing various tasks.

2.3. Reasoning and Decision Making

An autonomous robot has to interpret the stream of sensory data, update its world
representation, and behave in accordance with its goal specification. To this end,
many researchers focus on the problem of generating complex behaviors by relaying
on the current belief of robot. Often, this is achieved by employing graphical models
for behavior generation. Depending on the problem requirements and environment
characteristics, different models can be used to guarantee system performance. For
example, finite state machines [64] have been largely used to model behaviors in
environment with low uncertainty and relatively small state-spaces. However, in
robotics this is a hard condition to satisfy, and the approach is rather based upon
probabilistic models of reasoning, and lately, with models learned directly from
robot experience. In particular, in the following chapters of this thesis, we rely upon
the theoretical background of a specific graphical model, namely Markov Decision
Processes (MDPs).

2.3.1. Markov Decision Processes

MDPs are a widely used mathematical framework designed to support planning
and decision making. They are used to model processes where each state of the
environment is the result of the dynamics of the environment itself, and the effect
of robot actions. Within such a framework, agents behaviors are represented as a
graph whose nodes are states of the system, and edges denote the agents’ actions.
MDPs exploit an important property referred to as the Markov assumption. Such an
assumption formalizes the next state of the system s’ to depend only on the current
state s and the action a performed by the agent — and not an history of actions
and states. The model is completed by associating to each state and action both a
reward signal r(s,a) and a transition model 7. The former is used to quantify the
“goodness” of performing an action a in s, while the latter determines the effects of
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applying a in s. Formally, and MDP is a tuple of six elements
MDP = (S,A, R, T,v), (2.1)
where:

S denotes the state space that includes each possible state of the systems s
such as s € 5;

- A is the set of discrete actions that includes all the actions a that the robot
can perform such as a € A;

- R(-) € R is the reward function which can be usually implemented in three
configurations depending on the desired reward signal. Namely, the reward
value r (or return) can be computed by considering only the current state
R(s), the current state and the action performed R(s,a) (most common use),
and the complete transition R(s, a, s’) with s’ representing the next state;

- T is the transition model governing the dynamics of the agent environment.
It is usually expressed as a function 7 : S x A x S — [0, 1] representing the
probability of a given transition to happen;

7 is the the discount factor taking values in vy € (0, 1].

Moreover, rewards are also Markovian as they do not depend on the history of
states traversed by the agent, and the selection of an action is taken in accordance
with a action policy 7, that is represented as a function 7 : S — A mapping states to
actions. In this thesis, we rely on stochastic policies that, given a state s, they generate
the probability distribution over actions in s such that 7(a | s) € [0,1], Va € A.
To characterize such a distribution, we let the agent explore its state-space and
to generate a dataset of state-action pairs { = (s, at)fzo, where T' is the timestep
horizon of each episode. Then the cumulative reward collected for each episode it
defined as R(¢) = 31 7*R(s¢, a;) representing the sum of rewards that the agent
collects by executing a sequence of actions. The discounted policy 7 is then computed
as the function that, given a distribution of states, finds the sequence of actions
that maximizes the expected cumulative reward E¢r[R(C)] over T'. Accordingly, the
state-value function is formalized to represent this problem as:

[o.¢]
VT(st) = re4+vy-re1 + Y orga ... = nyz STkl (2.2)
i=0

where r is the reward collected at each visited state and the ~ is the discount factor
as previously introduced. The discount factor weights the importance of future
rewards when evaluating the the current state of the system s at time ¢. Intuitively,
when v / 1 then future rewards weights equally as the immediate reward while, in
the case v = 0, only the immediate reward significantly influences the value function
V™ at t. The value is used to evaluate the “goodness” of states traversed by the
agent when executing an action policy w. Eq. [2.3] in fact, explicitly expresses the
value function to depend on both the current policy and the transition model of
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the environment. It represents the state-value as the return of the state s and the
expected value of the next state s’ reached by following the policy =

VT(s) = Zw(a | s){R(s,a)+ fyZT(s, a,s\V™(s')} (2.3)

a s

Such equation exposes the action policy and allows us to compute the optimal
action policy as the one that greedily maximizes the state-value function such as

= arginax{R(s, a) + ’yz T(s,a,s)\V(s')} (2.4)

8/

2.3.2. Action-state Value Function

The goal of the agent is, therefore, to learn an optimal mapping from states to
actions. This, however, is a very difficult problem because the environment does not
provide state-action pairs (s,a) to the agent, but rather rewards it with a return
signal of the form r, = R(s;, a;). Hence, it is easier to learn a probability distribution
in the joint state-action space and generate an optimal policy from it. To this end,
the @) action-value function is defined so that its value depends on the cumulative
reward obtained by applying action a in a state s and the discounted value of the
next state, such as

Q(s,a) = R(s,a) + 7> _T(s,a,s")\V(s)

where s’ is the state reached by executing a in s, according to the transition model 7.
It is important to notice that the action-value faction has the same form of Eq.
which, by solving their Bellman optimality equations [207], allows us to express the
value function in terms of the action function as

V*(s) = mgX{R(s, a) + ’yz T(s,a,sV*(s')} = mC?JX{Q*(S, a)}, (2.5)

Q*(s,a) =R(s,a) + 'yz T(s,a,s)Q*(s',d") (2.6)

and find the optimal policy by means of the action-value function
7" = argmax{Q*(s,a)} (2.7)
a

Eq. enables the agent to choose among actions and not states. Intuitively, this is
crucially important since the agent cannot decide in which state to be — especially in
stochastic settings — while it can always deliberate which action to perform. In fact,
such an equation makes possible to learn a policy 7w even if there is no knowledge
about the transition model, and only the reward signal is available.

Partially Observable Markov Decision Process

In countless applications, especially in robotics, it is not possible to fully observe the
true state of the world and the agent needs to behave by considering state-dependent
observations. As an extension of the MDP, Partially Observable Markov Decision
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Processes POMDPs are used to model partially observable environments so defined
when a complete knowledge of the state of the world is not available. Similarly to
Eq. POMDPs are defined as a 8 element tuple

(S,A,0,R,T,Z,7), (2.8)

where S, A,R,T,~ are defined as in Eq. while O is the set of observations, and
Z is the set of observation dynamics that model the probability of observing o € O
in a given state s € S. It is worth remarking that under the assumptions of partial
observability the agent cannot have a complete understanding of the state of the
environment. Thus this framework needs to exploit the notion of belief state and
belief space. The former is a probability distribution over a set of states b(s), while
the latter is the set of all possible distributions. On the one hand, such a formulation
allows to take into account the error and uncertainty in perceiving the current state
of the world — which is a mandatory in robotic settings. While on the other hand,
the problem to solve is more difficult as the belief space is significantly larger. The
agent updates its beliefs as

V(s) =nZ(s,0) Z’T(s,a, s")b'(s) (2.9)

s

where 7 is the normalization factor, Z(s,0) is the observation update rule and
T (s,a,s" )V (s) is the action update rule.

Stochastic Multi-agent Games

Throughout this thesis we will present different environments and applications where
more than one robot have to cooperate and coordinate to achieve a common goal.
To this end, we recall the mathematical framework of the stochastic game as an
extension of Markov Decision Processes to the multi-agent scenario. A stochastic
game is a tuple

<n7 87 All’l’thiTwTa ’Y> (210)

where n is the number of agents, S is the set of states of the environment, A;
represents the set of discrete actions of agent j, 7 : Sx AxS — [0, 1] is the stochastic
transition function that models the probabilities of transitioning from state s € S
to s/ € 8 when an action is taken from the joint action space A : A; x -+ X A,
and R; : § x A — R is the reward function of agent 4. In this setting, decisions are
represented through agent policies 7, that define the behavior of each agent j by
mapping states to actions. Given a stochastic game, the goal of each agent consists
in finding a policy 7;(s) that maximizes its future reward with a discount factor -,
along the collective cumulative reward of the team. The agents in fact, collectively
attempt to learn a policy that allows to converge to the Nash equilibrium [139]. This
is an important concept whose applicability span different research fields. The Nash
equilibrium is named after John Nash who, in one of his economics study introduces
it as the configuration of the agents strategies such that, each agent has not incentive
to change its policy regardless the actions of the other agents in the environment.



28 2. Background

iteration i

propagation

Different rollouts are

The selection function is One or more nodes Each rollout result is
applied recursively until a are created from the ran from the backpropagated
leaf node is reached selected ones expanded nodes in the tree

Figure 2.7. Four phases of the Monte-Carlo Tree search algorithm: (1) selection, (2)
expansion, (3) simulation (rollout) and (4) backpropagation.

2.3.3. Monte-Carlo Tree Search Planning

Due to the complexity and the dimensionality of various applications, it is not always
possible to address a decision problem by solving the optimality Bellman equation.
For these reasons, several approaches that approximate state-action values with
random sampling have been introduced. Among them, we report the Monte-Carlo
Tree Search (MCTS) methods due to their recent successes in addressing decision
theoretical planning in huge state-spaces [199].

MCTS methods work by iteratively construct a partial search tree whose estimates
are improved after each visit. At each iteration, the algorithm goes through four
phases that expand and evaluate each branch of the search tree. Figure illustrates
each of the algorithmic steps which are summarized as

1. Selection. In accordance with a selection policy, the agent decides which
action to execute at each level of the tree, starting from the root until a leaf is
reached.

2. Expansion. Each time a leaf node is reach, the algorithm has to check whether
the leaf represents a terminal state. If it is the case, the algorithm does not
expand that branch any deeper. Conversely, if the leaf is non-terminal then,
it is expanded by evaluating all the actions that can be applied in that state,
and by selecting one of them.

3. Rollout. During this phase, the algorithm follows a rollout policy that evolves
the state of system until a termination condition is met. It is important to
notice that such a policy can be arbitrarily chosen to balance exploration and
exploitation.

4. Backpropagation. When a rollout policy reaches an ending state it is possible
to evaluate the path followed by agent and the set of visited states along with.
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This is done by collecting the outcome of the ending state, and propagating
it back to the root by retracing the followed path. To guarantee statistical
significance, the rollout and backpropagation steps can be executed a several
times.

Iteratively, the MCTS algorithm builds a tree that is balanced toward nodes that
backpropagate the best values up to the root. This allows the algorithm to explore
portion of the state-space that are expected to lead towards more rewarding states
and improve exploration [26]. Eventually, the algorithm performance depends upon
how the nodes outcome are evaluated, and how they are propagated throughout the
tree. In this thesis, we exploit a particular MCTS algorithm, the Upper Confidence
Bound for Trees (UCT), that applies the UCB1 rule in the backpropagation phase.
In detail, the UCBI1 rule computes — for each action applicable in a given state —
the lower and the upper bound of expected reward. It is important to notice that,
the UCBI rule supports optimistic planning [28], since the algorithms only the
actions with the best expected return to be expanded. Every time UCT finishes
the backpropagation phase, it pairs an action to the current state which is used to
update UCBI values. UCB1 defines the confidence bound strategy [9] by balancing
between exploration and exploitation. For each step h € [1, H] of the algorithm, and
until the horizon is met, the algorithm selects the best action a* to execute in the
state s, by means of the following equation

_ . Jlog ¥, n(sn,a)
E=c \/ - (2.11)
a; = argmax Q(sp,a) + E (2.12)

where ¢ is a constant controlling the exploration term, n(sp, a) is a function counting
the number of times the action a has been selected in the state s and Q(sp,a) is
the action value function. Intuitively, the exploration term promotes action that
have been recently evaluated s; while the () value estimate favors actions that have
backpropagated “good” estimates.

2.3.4. Deep learning

Recent advances in hardware technology have promoted and enabled a broad use
neural networks, whose computational costs were earlier a prohibitive condition
for any application. The improved scenario allowed for the development of a novel
architecture able to capture and use a huge amount of information altogether, the so-
called Convolutional Neural Network (CNN) or Deep Neural Network (DNN). DNNs
represent a major breakthrough that significantly improved the overall performance
of state-of-the-art techniques in the field computer vision and image processing [21T],
114]. Lately, DNNs has been adopted in the field of reinforcement learning and
decision making [134], by demonstrating a remarkable improvement in different
applications.

In this thesis, we exploit such a methodology and to generate action policies for
different robotic applications. Thus, the following section recalls and summarizes its
theoretical basis and introduces its formalization to address reinforcement learning
settings.

UCT algorithm

UCB1 update rule
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Figure 2.8. White squares detector with a handcrafted 2D convolutional filter. The filter
is convolved through the image to detect white squares in the image. The out put is a
distribution over the image highlighting sections where the filter fired.

Elements of Deep Neural Networks

CNNs are able to extract information contained in an image and to elaborate features
at different levels of abstraction. CNNs are represented as a hierarchical structure
whose layers perform different mathematical operations on the input image. CNNs
rely upon the concept of convolving a set of 2D filters over the image whose outputs
are stacked and passed out to next layers of the network. To better understand
how CNNs process images, let us consider the following example. Imagine that our
goal is to spot white squares in a black image, Figure 2.8a] We can achieve such a
goal, by manually tuning a convolutional 2D filter as in Figure [2.8b| — where gray
weights allow for uncertainty in the detection. Then, if we convolve the filter over
the image (Figure 7 we can spot white squares in the image (Figure . What
a CNN does is to learn those weights within the filters in a hierarchical manner. In
particular, CNNs encode information with a more abstract meaning as in-depth the
networks grows. For example, if a three layers network is used so solve the square
example, it first leans how to detect simple descriptors at layer 0, such as edges,
corners, plain colors (Figure . Then it will use the output of the first layer to
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Figure 2.9. Features detected at different layers of the DNN. Lower layers detect more
simple features of the image (e.g. colors, edges), while top layers can detect complex
features with a significant semantic meaning (e.g. complete squares).

learn, at layer 1, specific spatial relations of descriptors extracted by the previous
layer (e.g. relations among edges and corners, Figure . In the last layer, it will
receive these descriptors (corners and edge) and learn spatial relations of those. For
example, as shown in Figure [2.9d it might learn a filter that fires only when a set
of four descriptors are paired and symmetrically displaced. This particular filter is
highlighted with a blue square in the figure.

CNNSs learn these features by analyzing a gigantic amount of data. They grow
in depth to add more and more semantic meaning to features, and to be able to
improve their generalization capabilities. Since CNNs can grow very rapidly, they
are not solely composed of convoltutional layers, but also by pooling and non-linear
activation layers. The former is used to reduce image dimensionality and limit the
number of filters used, as long as the network grows in depth. The latter instead, is
used to model non linearity of the dataset, usually implemented as a ReLu activation
functions. Finally, each CNN terminates with a fully connected layer that performs
the actual classification by receiving as input the output of the last “deep layer”,
which encodes the highest level of semantic knowledge extracted by the network. To
learn the weights of the convolutional filters a backpropagation algorithm is generally
used. The algorithm propagates the gradient error in classification from the output
layer back to the input one, and adjusts weights of the network iteratively.

Deep Reinforcement Learning

Lately, the reinforcement learning community adopted CNNs to deal with pro-
hibitively large state-spaces and solve many complex tasks. It this setting, the first
success of deep reinforcement learning (DRL) is owned by DQN, a deep learning
architecture introduced by Mnih et al. [134], in DeepMind research group ﬂ The
authors first challenged their approach on different Atari-2600 games (Figure
illustrates the structure of the network used), and then implemented a CNN to
challenge the human expert of — what is known as — the most difficult game ever

"https://deepmind.com/
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Figure 2.10. A visual representation of the DQN used to learn an action policy in an
Atari-2600 game, image from [134].

distance to the
goal state

Figure 2.11. The goal is to overlap the filter with one of the squares in the image. The
system can observe the current state (i.e., distance to the target square), and the reward
signal with respect to the current state.

invented by humans, the game of GO. This was a huge achievement where the deep
agent shown, for the first time, the ability to reason about next moves, and not just
to select an action among a set of available ones. In this context, the input of CNNs
as in the image classification scenario, but instead of classifying objects in an image,
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their goal is to determine which action to perform in order to maximize a cumulative
reward (Eq. . To better frame this shift in the objective, let us recall the previous
example of finding the square in an image. This time the error is produced by the
“distance” from the current state to the goal state in the form of a reward signal. For
instance, if the task of the agent is to overlap its reference frame to the square (e.g.
a tracking task), then we can express the distance to the goal state as an Euclidean
distance in the image reference frame, see Figure [2.11] The goal of the agent is to
select an action that maximizes the reward signal by reducing the current distance to
the goal. At learning time, if an action is wrongly chosen then, the error computed
with the reward signal is propagated throughout the network to update the weights
and penalize that action for next learning episodes.

DRL represents one of the most promising techniques that can handle huge
state-spaces and solve complex tasks. However, different research questions still
need to be better understood, and approaches have to be improved in order to
guarantee satisfactory performance in robotic settings. In this thesis, we address
these problems and attempt to push the current research toward the realization of
a framework that can exploit CNNs in a practical way and that enables robots to
take advantage of it.
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Chapter 3

Related Work

anifold approaches contribute to the state-of-the-art to advance our understand-
M ing in knowledge representation and robot behavior generation. In this chapter,
we analyze existing techniques by discussing their strength and limitations. Sec-
tion introduces existing frameworks to knowledge representation for autonomous
robots. Then, Section details approaches to behavior generation in the settings
of both robot planning and learning. The section presents recent advances in deep
reinforcement learning and introduces approaches in the field of multi-robot systems,
which represent one of the major target application of this thesis. Finally, Section
relates our work to existing approaches, motivates our approach and highlights our
contribution to the current state-of-the-art. It is important highlighting that this
chapter serves to provide a global view of the research fields investigated through
our dissertation. Then, for each of the research topics addressed in Part [T} each
chapter discusses state-of-the-art approaches more in detail.

3.1. Knowledge Representation

The goal of an effective “representation” is to play a set of roles (Section [1.1.2) to
enable reasoning and action execution. We discuss method considering knowledge rep-
resentation techniques and focus more on holistic frameworks attempting to provide
the robot with general knowledge comprehending different spatial abstractions.

3.1.1. Spatial Representation in Robotics

We recognize the representation of spatial knowledge as one of the primary problem
to tackle when developing a cognitive robot. In fact, these representation (1)
inherently characterize the environment [70], (2) can be designed to encode task-
related information [79], and (3) encode self-awareness [I58]. Existing approaches
detail the environment at different levels of spatial abstraction, by exposing important
features (i.e. landmarks) that are key to aid the robot in different tasks. It is
important remarking that different levels of abstraction extract features to support
tasks requiring different cognition skills — spanning from localization to complex
service tasks [38]. We categorize existing approaches to spatial representation in
three major classes with different spatial scope: metric, topological and semantic.
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When designing an autonomous mobile robot, the first issue to consider is how to
represent navigable space and obstacles. Intuitively, this problem has been addressed
by proving accurate measurements and geometry of the space. First by engineering
the representation of the space with respect to navigable areas — in a 2D setting —
and then, by enhancing these representations to the 3D nature of the environment.
This to allow the deployment of more complex robots such as aerial ones, and robot
with the ability to manipulate objects. The problem of metrically mapping the
environment and localizing in it, is known Simultaneous Localization and Mapping
(SLAM). The SLAM problem is usually approached using a probabilistic formulation,
due to the different sources of errors present in the sensors used during the map
acquisition process — e.g. distortion errors in the camera sensor [50]. Over the
years, different techniques have been proposed in the framework of Bayesian filtering,
such as Extended Kalman Filters (EKFs), Extended Information Filters (EIFs) and
Particle Filters leading to different kind of maps, from feature-based stochastic maps
to dense maps like occupancy grid maps [216] [10]. To allow real-time execution of
mapping algorithms, several methods rely on the early study of Lu and Milios [126)]
to represent the SLAM problem as a graph of spatial relationships between poses
(i.e., nodes) of the complete robot trajectory [96l 117, 193].

A topological spatial representation provides a more direct understanding on the
structure of the environments, it highlights important areas and their connectivity.
Specifically, topological maps provide a more coarse discretization of the continuous
space that alleviates the computational and space demand of approaches employing
metric maps. These maps allows for a more compact representation of spatial
knowledge that can be more easily used to reason about navigation on global paths
and local movements [215]. To generate topological maps, existing techniques rely
upon a metric representation of the environment [122]. Usually, these approaches
extract a Voronoi diagram encoding distance measurements from obstacles, both
in the 2D and 3D settings [20]. However, as recent advances moved the focus on
a more robot-centric point of view, the generation of topological maps is not only
depending on the structure of the map itself, but also on robot perceptions. More
recent approaches, in fact, focus on placing nodes of the graph in accordance with
important landmarks determined from images of the robot camera [65, 222]. An
important advantage of using topological maps is the possibility to bridge abstract
concepts to nodes anchored in the metric world. This allows to support more
complex behaviors and action planning, as well as reasoning about presence of
objects, navigability, unexplored areas of the environment [I58]. For example, Chung
et al. [38] present a service robot capable of storing past observations into a pre-
computed topological map in order to answer questions like “Is there pizza in the
kitchen?” and “Is the professor in his office?”. Alternatively, in Zheng et al. [234]
the authors learn the structure of the environment directly from its topology and
robot observation. This allows the robot to generate a suitable representation built
upon direct experience.

However, in order to build a functional robot systems able to operate and share
environments designed for humans, we need to provide them with the ability to
represent high-level spatial semantic concepts. This is known as the semantic
mapping problem [I13]. The semantic map serves to ground high-level semantic
concepts into robot perceptions. To this end, existing frameworks span several spatial
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abstractions [66] to formalize semantic knowledge and generate semantic maps [142].
In literature, two approaches are mainly employed: fully automatic and user supported
map generation. The former solely relies on information extracted from robot sensors.
The latter, also known as human augmented semantic mapping, exploits information
from external users that actively supports the robot in acquiring knowledge about
the environment. Even though the robot is able to autonomously recognize objects,
the user help is exploited in grounding the corresponding symbols [I5]. For example,
the work by Zender et al. [232] proposes a system which is able to create conceptual
representations of indoor environments. They consider a robotic platform which
owns a built-in knowledge. In this case, the user role is to support the robot in
place labeling. In [I55], a multi-layered semantic mapping algorithm is presented.
The algorithm combines information about the presence of objects and semantic
properties related to the space, such as room size, shape and appearance. Whenever
an user input is provided, it is combined as additional property about existing objects
into the system. Differently, approaches that are explicitly supported by the user
input have to feature multi-modal interaction scheme to conduct the interaction. In
example, Kruijff et al. [I15] present a system that aims at improving the mapping
process by clarification dialogues between human and robot using natural language is
introduced. Similarly, Gemignani et al. [70] introduce a system to generate semantic
maps through multi-modal interactions. In this scenario, they use spoken languages
to command the robot, and a vision system to enable the robot to perceive the objects
that the user wants to identify, and label. They formalize the acquired environmental
knowledge for enabling robots to ground high-level motion and navigation commands
to a structured representation of a metric map enriched with user specifications [32].

Affordance-based Representation

Despite the particular spatial scope that the aforementioned representations have,
their goal is to represent the environment in order to be compliant with how
humans perceive space and act in it. However, for an autonomous robot these
representation may result incomplete as they do not explicitly aid action planning.
To “complete” these representations, we assume, and add, a different perspective to
spatial knowledge. Our goal is to encode in a spatial representation what an agent
can do with a spatial entity (e.g. open areas, objects), rather then the entity itself.
In other words, its affordance.

Affordances have been originally defined as action opportunities that objects
offer to agents [73] and, in robotics, they have been adopted to better represent
objects and their related actions. This concept has also been recently extended
to describe environments as a combination of spatial affordances to adapt robot
behaviors. For example, in [59] and [127], the authors use spatial affordances to
support robot movements in a navigation task and to improve the performance of a
tracking system respectively. In Kapadia et al. [97] affordances are used for collision
avoidance, while in Diego and Arras [53] they are used to navigate in crowded areas.
However, these contributions only represent spatial affordances to improve robot
navigation skills. Their approach cannot be generalized to action planning in a more
broad sense nor implemented to support different tasks.

Moreover, the idea of improving robot policies based on object affordances [125),
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100], or discovering object affordances given an initial policy [226] has been already
investigated in recent works. For example, in [226] the authors exploit a simple
policy to learn the affordance of an object to be pushed. In [125] and [I00], instead,
affordances have been respectively exploited to learn action primitives for the imi-
tation of humans and for autonomous pile manipulation. Still, spatial knowledge
representations in robotic either are focused on a detail representation of the envi-
ronment, or, they are chained to aid the execution of specific target task. Motivated
by this discussion, and by the need of a spatial knowledge representation to support
general action planning, our goal is to design SK4R (Chapter [4]) to overcome these
limitations. We formalize SK4R to represent spatial concepts — traversing different
levels of abstraction — along with spatial affordances in order to support general
action planning. This is indeed our goal, we improve the formalization of spatio-
temporal affordances proposed in Riccio et al. [I71] in order to support general action
planning [170], and policy improvement in various robotic applications [172] [177].

Akin to our use of affordance representation, Semantic labeling techniques [67]
have the goal of annotating sensor images representing the environment. Usually,
the output of these techniques is a segmented image, in which, each pixel has been
assigned to a given semantic class [110} 42} 236]. For example, in the case of self-
driven cars these classes can be road, building, car, etc. However, these methods are
solely focused on representing spatial entities in the environment, and, they do not
couple the representation of the external world with an explicit representation of
the robot actions. Conversely, such a combined representation is the goal of SK4R
and constitutes one of the main contributions of this thesis.

3.2. Robot Planning and Learning

A large body of work has been developed in the research field of decision making and
behavior generation. The goal is to create an agent able to deliberate the right action
in the right moment in accordance with its current belief of the world. Depending on
the application and the task requirements, different techniques have been proposed
to shape robot behaviors. In our setting, robot policy generation becomes a much
harder problem to deal with, due to uncertainty, partial observability and dynamic
environments [55]. Several works have been proposed that rely upon a probabilistic
model of the robot acting in the environment. For example, Simmons and Koenig
[201] address the problem of indoor corridor navigation by modeling an MDP in
a partially observable setting, while in [202], the authors challenge a small team
of robots, to perform a cooperative exploration by relying on spatial probability
distributions mapped into the environment with the aid of a fine-granularity grid
map. Alternatively, Raza et al. [I65] provide a framework to model robot behaviors
with First Order Bayesian Networks in order to deliberate robot decisions in a
cooperative scenario. However, this class of approaches models specific dynamics and
addresses particular robot applications with a “bounded” state-space dimensionality.

For these reasons, Monte-Carlo Tree Search methods [26] have been investigated to
exploit model-based planning and learning in more complex scenarios [197, 199} [140].
In an exemplar application, Karaman et al. [98] introduce RRT* to improve the
quality of the solution found by standard RRT algorithm in motion planning tasks.
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In a different setting, Nguyen et al. [I40] exploit MCTS to localize sources of sound
and guide the robot throughout the environment. The work by Gelly and Silver
[69] represents the first success in the challenging game of Go. These approaches
have proven to be able to achieve remarkable results in modeling challenging tasks
and perform effective planning [199]. However, MCTS has to visit each node of the
partial search tree a significant number of times in order to iteratively generate action
policies. Unfortunately, in robotics this is not a condition that can be always satisfied.
Especially in large, complex scenarios characterized by a huge state-dimensionality,
e.g. multi-robot scenarios. In fact, even though MCTS methods can be used to
encode prior-knowledge [145, [61], they lack generalization capabilities as they are
not able to relate similar nodes of the search tree.

Reinforcement learning approaches show a much more effective generalization
capability [95] in robotic applications [106, 14]. In this setting, unstructured envi-
ronments and uncertain dynamics [224] are difficult to handle through handcrafted
policies, that typically fail or must be refined [I08]. Although designing effective
policies is impractical in most of these scenarios, and learning techniques are typically
demanding and time consuming [106] for problems with large state spaces. The
computational demand can be alleviated by initializing a policy with expert demon-
strations, that restrict the learning process to a promising hypothesis space [185].
For example, Kober and Peters [105] learn a ball-in-a-cup task by first initializing
motion primitives through imitation, and then improving robot policies via episodic
learning. Similarly, Argall et al. [§] take advantage of user tactile feedbacks to
influence the learning process and refine a demonstrated policy. Konidaris et al. [109]
initialize skill trees from human demonstrations, improving them over time through
different learning episodes. Nikolaidis et al. [I41] use model-based reinforcement
learning and expert demonstrations to enable robots and humans to collaborate in a
different object manipulation tasks. The robot shapes its policy in accordance with
person characteristics in order to maximize their reward in the collaborative task.
Kim and Pineau [102] propose an inverse reinforcement learning approach to learn
soctally-acceptable navigation skills of a robot in human crowds. The goal of their
agent, is not to minimize the traveled distance, rather to increase humans’ comfort
when robot is reaching its destination. In a different scenario, Jun and Kenji [94]
apply policy learning to solve a 2-DOF stand-up task for a robotic arm. They exploit
Q-learning and actor-critic methods to learn both task decompositions and local
trajectories that solve specific sub-tasks. However, also their procedure is not easily
scalable to more complex scenarios. To apply these learning techniques in complex
domains, a large dataset of good-quality expert demonstrations is generally required,
that has to be efficiently mapped to the agent’s action space. Unfortunately, this
is not always possible due to the lack of (1) domain experts, (2) practical ways
of providing demonstrations, and (3) action mappings from experts to agents (e.g.
hyper-redundant robots).

Recent trends in reinforcement learning have shown improved generalization ca-
pabilities, by exploiting deep reinforcement learning (DRL) techniques. We recognize
the first remarkable contribution of these techniques in the work of Mnih et al. [134].
The authors use a deep @-network to learn directly from high-dimensional visual
sensory inputs on Atari 2600 games. Similarly, Silver et al. [200] use deep value
networks and policy networks to respectively evaluate board positions and select

Robot Learning

Deep RL
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moves to achieve “superhuman” performance in Go. In [I35], instead, the authors
execute multiple agents in parallel, on several instances of the same environment,
to learn a variety of tasks using actor-critic with asynchronous gradient descent.
Similar advancements have been shown in the robotics domain. For instance, Levine
et al. [120] represent policies through deep convolutional neural networks, and train
them using a partially observed guided policy search method on real-world ma-
nipulation tasks. Moreover, Rusu et al. [I89] use deep learning in simulation, and
propose progressive networks to bridge the reality gap and transfer learned policies
from simulation to the real world. Currently, DRL methods represent the most
promising technique in addressing complex applications with sparse rewards where
state-of-the-art methods have been struggling in the past years. In this thesis, we
exploit deep learning to make the robot able to generalize its behaviors to unseen
and new situations. Unfortunately, planning and learning with deep networks is
computationally demanding as it requires a huge number of heavy simulations.
Hence, in order to apply such a technique to our scenarios, we contribute a novel
approach to address such a limitation, and present a more practical approach in
robotic settings.

3.2.1. Multi-Robot Cooperation and Coordination

When deploying a robot in general purpose applications (especially the ones con-
sidered here, e.g. domestic, industrial, health-care), we cannot assume that it will
not communicate and interact with others — both humans and robots. Moreover,
a carefully engineered cooperation among multiple operating agents has proven to
improve both performance and success guarantees [233] [I70]. For this reason, we
consider the investigation of new techniques involving multiple agents to be crucial
for future robot generations. Thus, we consider multi-robot scenarios one of the
major target application of this thesis.

Such applications, however, constitute a complex scenario where multiple robots
may exponentially increase the state space. In this thesis, we often refer to multi-
robot domains as a complex environment, that represents a difficult challenge for
existing techniques. Proposed approaches to Multi-Robot Systems (MRSs) have
been analyzed in different survey papers. For instance, Dudek et al. [57] give a first
taxonomy based on communication and computation aspects. Cao et al. [30] provide
a categorization of multi-robot coordination frameworks. Following, Parker et al.
[147] highlights the issues and research topics related to MRS systems, while Stone
and Veloso [204] discuss the relation of MRSs and machine learning techniques.
In [62] the authors provide a classification of multi-robot approaches focusing on
coordination issues of a MRS, while in [I70] the authors highlight differences in
current MRS approaches from a new point of view. They categorize existing work in
accordance with their assumptions on Distributed World Modeling and Distributed
Task Assignment. We refer at distributed world model reconstruction (DWM), when
the focus is on exchanging information that allows for building a global model of
the world that integrates information that cannot be acquired locally by each robot
(e.g. reconstructing a map of the environment). While, we refer at distributed task
allocation (DTA), when the application is focusing on generating and optimizing the
coordination criteria governing the team of robots.
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Approaches to distributed world modeling, typically rely on a metric representa-
tion of the surrounding scenario. For example, Zhou and Roumeliotis [235] match
relative reconstructed maps with an EKF-based SLAM approach. Howard [90)]
employs particle filters to merge several maps carried out by each unit in the team.
Roumeliotis and Bekey [I87] consider a multi-robot localization scenario, where
agents update their world state through mutual detection. Differently, Pereira et al.
[152] exploit a team of robots to perform efficient exploration by representing the
environment as a topological map. Similarly, in [80] the authors accomplish a coop-
erative coverage task by using a stochastic multi-objective optimization algorithm in
an industrial setting.

The problem of distributed task allocation is expressed as the problem of relating
a set of tasks to a set of robots. Many approaches in the literature consider the world
model as “given” and suitably represented to run and evaluate the coordination
algorithm. For instance, both in Okamoto et al. [I44] and Corréa [43], the authors
use distributed constraint optimization methods to coordinate a team of robots in
simulated grid world. Different approaches make use of decentralized POMDPs to
accomplish cooperative navigation in simple grid worlds [4} [77], the two agent-tiger
and a box pushing problems [I7], and prey vs. predator games [162]. Similarly,
Capitan et al. [31] formalize decentralized POMDP based on auctions in order to
perform cooperative surveillance. Furthermore, Market-based techniques are well
established approaches to optimize coordination algorithms, even without an explicit
formalization of the surrounding world. Dias et al. [51], in fact, enable a team
of robots to bid for a given set of tasks in a fully distributed way without any
representation of the environment of the robots. The team of robots self-organizes
in sub-groups and bids for resources. More recently, Luo et al. [128] introduce an
iterative greedy auction algorithm to allocate task among the team. MacAlpine
et al. [129] adopt market-based utility estimation to coordinate a team of robots in
a cooperative-adversarial scenario. In a similar configuration, [194] adopt a path
planning algorithm to preserve team formation among different teams of robots. The
goal of the teams is to go through each other by maintain their respective formation
and minimizing the risk of being damaged.

Multi-robot scenarios represent a complex environment where to challenge robotic
systems. To this extent, we propose a complete coordination system [I70], that
distributively reconstructs the DWM, and adapts the coordination strategy to the
current objective of the team with a DTA approach.

3.3. Contributions to the state-of-the-art

Generating effective robot policies in end-to-end systems is a challenging problem
that requires knowledge and expertise in various research fields. In this work, we aim
at presenting a spatial knowledge representation for robots, SK4R, that is designed to
adhere different important features required to implement an efficient robotic system.

SK4R provides a semantic abstraction of spatial entities to support decision
making. Many of the existing frameworks do not explicitly support action planning
and focus on a detailed representation of the environment — decoupled from the
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robotic agent. We recognize the importance of representing spatial entities at dif-
ferent levels of abstractions [70, 155], and we build on top of existing frameworks
to add a different perspective which exposes spatial affordances of the environment.
Our contribution introduces a more “functional” point of view in representing the
environment. Our work mostly relates to affordance-based representation of the
space [97], however, we enhance proposed architecture by introducing a spatial
representation intended to aid general task formalization and execution.

In multi-robot system (MRS), approaches can be grouped in two classes with
different scopes: approaches to improve accuracy world modeling € reconstruction
and efficiency in agents behavior coordination. Within the scope of the former, MRSs
are used to improve efficiency in collecting data and modeling the environment where
the robots are operating [I87]. This class of MRS applications often is deployed
either with an implicit coordination protocols, or robots perform independent tasks
by neglecting teammates. Within the latter class of MRSs, research contributes in
developing coordination algorithm and optimize the collective coexistence of the
whole system [I144]. Conversely, these methods usually assume the world model
to be static and/or fully known to the agents. In this context, we combine a
dynamic distributed world model with a distributed market-based techniques for
role assignment to improve the overall performance of the team. We also rely on
a distributed world model, but we adopt a more abstract representation of the
environment which is adapted according to the robotic application, thus offering a
much lighter and generalizable level of environmental representation. We exploit
such a representation to adapt the coordination system to the current situation
and select the best team strategy. We contribute state-of-the-art approaches by
proposing a flexible framework for robot coordination based upon dynamic and
distributed world modeling. We formalize contextual knowledge through SK4R, in
order to enable robots to recognize configurations of the environment as context and
respond to them adaptively.

In addressing the problem of policy generation in robotics, generalization is
typically addressed with function approximators [8] (e.g. gaussian mixture models,
non-linear approximators). However, they do not allow for the use of prior knowledge,
which can be inefficient and lead to dangerous situations. To overcome this issue,
decision theoretical planning techniques, such as Monte-Carlo tree search, have been
used to embed prior knowledge in learning problems. Nevertheless, they show diffi-
culties in relating similar states [69] (i.e. nodes of the search tree). To this extent, we
contribute by proposing a novel methodology that attacks the generalization problem
in policy generation by enhancing the Upper Confidence Tree (UCT) algorithm with
an external action-value function approximator that, is learned over-time and, selects
admissible actions. While the UCT algorithm drives the robot in the exploration of
the state-space, the external action-value function aids UCT in expanding only states
with a significant return. After each UCT iteration, new training samples are used
to update both the UCB1 values of the search tree and action-value estimates. We
contribute by introducing such an algorithm which improves tractability of planning
techniques in robotic settings.
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Task decomposition and hierarchical planning is key to enable efficient robot
behaviors. Especially, in complex scenarios, where unpredictabilities and environ-
ment constraints prevent the generation of a satisfactory action policy due to a
large state-space. To tackle this issue, we contribute a novel hierarchical optimistic
planning approach to improve the exploration of the state-space at learning time,
and alleviate the “curse-of-dimensionality”. The proposed approach borrows the
concept of Hierarchical Task Networks (HTNs) [60] to learn, and exploit, high-level
representation of the robot actions, that are used to perform focused exploration
during the expansion phase of the UCT algorithm (see Section in Chapter
for major detail about the UCT algorithm).

As recently proposed methods in the field of DRL show remarkable results, our
goal is to favor the implementation of Deep RL techniques in robotic applications [135].
In this setting DRL techniques still have a limited application as they require
considerable number of iterations and a big number of “good” training samples [200].
We propose a method to overcome this issue by means of a focused exploration that
allows the agent to achieve competitive policies since first iterations of the algorithm.
In particular, we combine DNNs with model-based planning techniques — which have
shown the best results in field of robotics [61]. Similarly to existing methods, we
capture the state of the environment as an image which is then used as input of the
DNNs. However, we use those states to also construct a Monte-Carlo search tree
that is used to generate model-based exploration of the state-space.

Contribution to
robot hierarchical
planning

Contribution to
Deep RL
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Chapter 4

SK4R: Spatial Knowledge for
Robots

fundamental cognitive skill that robots must have is the ability to interpret

and represent the environment in order react to its stimuli and achieve their
objective(s). However, this is a very complex problem that exploits the efforts of
research communities both in the field of robotics and AI. The theoretical background
of these research areas, as well as, the survey of related work in this thesis, give as an
understanding of promising research directions — that have to be further investigated
—and open our minds to new perspectives in representing the physical world of the
robot. In fact, we assume a novel point of view in robot knowledge representation
that enables effective planning by relying on a functional representation of the robot
environment. Such a representation is designed to explicitly encode robot actions,
support their execution and goal-oriented behaviors. To this end, we present SK4R
by introducing its building concepts and key components (Section . Section
illustrates how SK4R can be implemented to learn the spatial representation of
a following tasks and guide a robot in planning next moves. Finally, Section
analyzes and discusses the benefits of the SK4R representation.

4.1. Spatial Knowledge for Robots

Given a configuration of the environment, robots should have the ability to un-
derstand which actions can be performed and, most importantly, to which extent
they can lead toward task completion. In other words, autonomous robots have
to feature the ability to interpret the scenario also with respect to what it offers,
rather than just what it ¢s. Humans, subconsciously exploit this ability every time
they plan for their actions. For example, a cup can be held differently depending on
whether it is filled or not. Equivalently, in order to walk through a door, we place
ourselves differently depending on (i) where the handle is, (ii) which side the door
opens, (iii) if there is anybody traversing in the opposite direction. We shape our
behavior in accordance with the state of the environment in order to understand
which is the action that allows for task completion and that best supports the
current configuration of the environment. This way of perceiving the external world
gives the possibility to interpret the environment with respect to its functionality
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rather that just represent its features as static entities.

In literature, this concept has been introduced in a psychological study by Gibson
[73] as the affordance that objects carry with and provide to agents. To quote
Gibson’s work

“The affordances of the environment are what it offers the animal, what it provides
or furnishes, either for good or ill. The verb to afford is found in the dictionary, the
noun affordance is not. I have made it up. I mean by it something that refers to
both the environment and the animal in a way that no existing term does. It implies
the complementarity of the animal and the environment — Gibson,’79.”

In his study, Gibson proposes a new point of view in perceiving objects and the
environments itself. His goal is to describe the environment through functionally
meaningful features that detail the opportunities that it offers to an agent. This
notion has been accordingly adopted in robotics to provide a new representation of
objects and the actions that they enable [103] 111 [I46]. However, when considering
the affordances of an environment, methods proposed in literature cannot be directly
applied. Differently from normal objects, the state of the environment is highly
dynamic and contains the state of the robot and other dynamic entities, such as
humans. This inevitably leads to a more complex problem that requires a more
flexible representation to support general action execution. To tackle this problem,
we extend the concept of object affordance, to the case in which the entity to
characterize is the environment itself. The goal is to provide the robot with an
efficient representation that connects actions — and their affordances — directly to
the operational environment. To this end, we exploit spatial knowledge (SK) to
which we refer to as a functional representation of the environment of the robot.
SK, in fact, is used to (i) provide an understanding about important aspects of the
environment and (ii) the definition of particular configurations of it that support
action execution and planning.

In the literature, several approaches address separately the formalization of
accurate environmental representations [70}, [115] and the generation of robot behav-
iors [59] 226, 55]. Conversely, by adopting Gibson’s view [73], we assume a novel
point of view in spatial knowledge representation. In fact, we enable the robot to
posses a functional representation of the environment by means of affordances, which
is explicitly intended to support effective planning. The spatial knowledge represen-
tation that we propose is designed to explicitly encode robot actions and support
both their local execution and goal-oriented behaviors. To this end, we present
SK4R, a spatial knowledge representation for robots operating in complex scenarios.
Precisely, the goal of SK4R is two-fold: (1) it has to provide a representation of
meaningful landmarks of the operational environment and (2) explicitly represent
spatial affordances of robot actions in order to support action planning. Such features
are key to the goal of this thesis, and to define SK4R as a representation of spatial
knowledge that can be learned, updated and used by an autonomous agent to modify
its own behavior.

In order for SK4R to feature these capabilities, we design it to collect (as input)
observations from the environment E — or a representation of them — and generate
affordance semantics (AS) of robot actions. Precisely, we define the affordance
semantics of an action a as a representation of the environment, that highlights areas
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of E affording the execution of a. In general, a representation of an environment
inherently imposes constraints on important features of ££. The domain in which
these features take values is referred to the state-space S of E. Then, we define more
formally affordance semantics of a as portions of the state-space S that afford the
execution of a in E. Where S has to necessarily belong to the complete state-space
S of the robot application as S C S. Throughout this thesis we refer as to AS as
introduced by Definition (.1}

Definition 4.1. Affodance Semantics (AS) of an action a is defined as areas
of the environment E that support the execution of a. Given a representation of the
state of the environment s € S and S its state-space, AS defines particular values of
s, S C S, that enable the execution of a and allow for the completion of a task T.

ASs are designed to annotate the environment and ground spatial knowledge
directly into the workspace of the robot. To this end, we need to define a mapping
that, receiving the current state of environment s; at time ¢, can generate the ASs of
robot actions — or a composition of them. Hence, we define the affordance function
K, as a function that maps observations about the state of the environment s; to
ASs of robot actions. However, in order to let the robot learn, or simply influence,
how affordance functions shape AS in E, we need to expose structural parameters
of these k-functions that can be used to directly influence their output. We refer to
these fundamental parameters as the x-function parameters 8 € © taking value in
the parameters space ©, which depends of the specific implementation of k. These
parameters are considered as an input of the x-functions as their configuration
actively influences the affordance semantics of a robot actions, and their study is an
important contribution of this thesis. We define affordance functions as follows

Definition 4.2. k is a function
Kar @S X 0O = AS, ;. (4.1)

Ka,r depends on the environment E, an action a and a task 7y to be performed at
time t. It takes as input a current observation of the state of the environment s; € S,
and a set of structural parameters @ € © characterizing the function. It outputs a
representation of affordance semantics AS,r that evaluates the likelihood of each
area of E to afford a to complete 14 in s;.

The function k. characterizes affordance semantics by evaluating areas of £
where the tasks 7 can be afforded. It generates, at each time ¢, a spatial distribution
of AS that supports the completion of 7. Throughout this thesis, we often write
k to intend the general mapping from observation to AS for a given action a and
task 7, K to express the AS of the complete task and k, to intend the output of a
function K, ; related to a particular action a

Figure [4.] illustrates the SK4R representation. In blue, it highlights the set
of parameters 0 while in red, the state of the environment s € S. In green, the
illustration of the s-functions. Each x, takes as input the state of the environment
and its set of parameters in order to generate an AS, for a particular action a. The
representation composes a series of k, to highlight the individual contribution of an
action to the task completion. Accordingly, the k. function defining the AS of the
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Figure 4.1. A representation for spatial knowledge for robots — SK4R.

complete task 7, is generated by considering the output of the different x-functions
unified by means of a function ¥. The ¥ function, accordingly, assumes as input a
set of AS,, one for each x, function, and generates the AS; of the complete task that
is expected to satisfy all its constraints and support its execution. The ¥ function
can be chosen according to the specific of the application, nevertheless it has to
ensure a mapping from a set of {AS,}/, to the affordance semantics in E of the
whole task 7 (where A defines the set of actions considered for a robotic platform).

It is important to highlight that we explicitly assume SK4R inputs to be
(sub)modules of the representation as they are subjects of study of this thesis.
Specifically, we refer to the module providing the current state of the environment
as the SK4R environmental module (SK4Rg), and to the module maintaining
the parameters of the affordance functions as the k-function parameters module
(SK4Rp). Their implementation — and adaptation to different scenarios — is for-
malized and detailed in following chapters of this dissertation. The study of these
modules is fundamental to our aims. In fact, SK4Rp is key to investigate how
to structure the state of the environment and generate effective domain specific
representations. SK4R p, instead, represents the most direct way of influencing the
affordance semantics. By explicitly connecting the generation of AS to structural
parameters of k-functions (i.e. ), the agent can use them to learn and update
affordance semantics, and to support the execution of its actions.

An important feature of a k-agent is the ability to recognize particular states of
the environment, and reuse acquired knowledge to address new, similar and more
complex tasks — in the literature this is known as the ability of the agent to use
“reflection” [22], [I3T]. We refer as to a k-agent as an agent (e.g. a robot) that adopts
the SK4R representation.

The modular representation of affordance semantics of SK4R inherently provides
the possibility to do reflection. In fact, each individual k, function can be hierar-
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Figure 4.2. A representation for spatial knowledge for robots — SK4R. The representation
is expanded to highlight its possibility to address complex task composition and reuse
action semantics in different tasks.

chically represented by means of other k-functions. Figure frames this concept
by visualizing the hierarchical representation of SK4R. Note that for each layer of
SK4R the scheme is preserved, being the state representation and the parameters
of the k-function the inputs of the representation. It is worth remarking that this
structure resembles the representation of Hierarchical Task Networks (HTNs) [60],
where a task is arranged over a hierarchical structure, where, each layer represents
the task at a different level of abstraction. From a more general representation of
the task (top layers) to primitive actions (bottom layers). In HTN, at each layer,
each action can be represented either as an high-level action (a set of primitive
actions and other high-level actions) or a primitive action which enables to address
re-usability and reflection. This property is key to our objectives and allows a
k-agent to rearrange and reuse x-functions to generate composite tasks and their
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Figure 4.3. SK4R representation for a maze task.

Kamaze:
executable
and task-oriented

rest move right
executable
not-executable
T-junction double-bend

Figure 4.4. Spatial affordance semantics generate by SK4R to address the maze task.
Each (sub-)figure highlights the output of each individual s-function. In order from
top to bottom and left to right, actions are rest, move (forward and backward), left,
right, traverse-T-junction, traverse-dobule-bends.

affordance semantics.

To better understand how learned AS can be rearranged through the hierarchy,
let us imagine a k-agent that has to navigate a maze from Start (S) to Finish (F),
as illustrated in Figure [{.3h. Let us also assume that the set of agent primitives
is composed by motor torques that allow to turn left and right, move forwards
and backwards, and stay still. As shown in Figure [£.3p, the environment features
left and right corners as well as T-junctions and double-bends. Note that each
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state in Figure represents all the states in the scenario where a particular
action can be executed. For example, the state s illustrating a right corner (left
most state in figure) is pointing toward est, but it is used to also represent right
corners pointing to north, south, and west. Equivalently, the other states represent
all the configurations of F where their pattern can be recognized. This example
allows us to highlight how x-functions can be composed to address more complex
actions. For example, both T-junctions and double-bends configurations can be
addressed by composing the left and right actions. Accordingly, Figure [4.3c shows
how primitives can be composed through the SK4R representation to generate
composite actions and their ASs. The lower layer contains only the left and right
actions that are necessary to compose both the traverse-T-junction (green) and
traverse-dobule-bends (yellow). The top layer, instead, features the complete set
of primitive actions plus the two composite actions generated from the low level.
Such a structure allows to generate more complex actions whose execution can result
to be more effective given the current state of the environment, and thus being a
preferable option. Figure 4.4] conversely, shows the output of the six k-function
designed for this task. The top row highlights the AS of the rest, move-straight
(forward and backward) and turn-right actions, while the bottom row the AS
of the turn-left, traverse-T-junction andtraverse-dobule-bends. The figure
uses different colors to indicate through the AS where a particular state s of the
environment E (in this case a grid of the maze) supports the execution of an action
a — green if it does blue otherwise. Moreover, the AS supporting the execution
of the navigation task is colored in yellow to explicitly highlight portions of the
state-space where the execution of the action a leads to task completion. Finally, the
r-agent can exploit AS; to navigate the environment and perform situated decisions
in accordance to the current state of the task, e.g. whether it is facing a right turn
or a double-bend.

4.1.1. Generating Affordance Semantics

SK4R generates AS a representation of the operational environment that evaluates
FE with respect to the current state of the world and encodes areas of E where a
particular task can be afforded. For instance, in the previous example, where the
environment is represented as a grid-map, AS; encodes in each cell the likelihood of
a given area to afford an action Figure Nevertheless, according to Definition
the generation of AS; directly depends on a set of parameters 8 that modify how the
k-functions model the space. Hence, 8 constitute the main vehicle to shape spatial
affordance semantics, and need to be carefully “designed” or “learned”. In the first
case, accurate understanding of environment and the task to address is required
to shape the robot behaviors. While this approach is more direct and guarantees
immediate performances in more constrained scenarios, it requires knowledge of
a domain expert and the possibility to pre-schedule events of the environment.
Conversely in the latter case, parameters of the x-functions can be learned directly
from observation. This is a more challenging scenario for general purpose applications,
but it guarantees that the generated affordance semantics is shaped over the robot
actions and characterized by direct experience with the environment.

The definition of AS and the way in which SK4R generates and exploits them



54 4. SK4R: Spatial Knowledge for Robots

connects to the concept of semantic-driven action selection (SDAS) [3]. However, the
semantic content exploited in existing SDAS techniques is not explicitly represented,
and it remains hidden in latent variables of the system [I84]. Moreover, semantic
priors are usually defined before robot deployment and, they are not updated (nor
improved) once given to the system [229]. Instead, SK4R features @ to overcome this
issue and allows the robotic agent to improve semantic representations over-time and
through direct interaction with the environment. Chapter [§]illustrates how affordance
semantics representations (ASs) can be learned and improved during robot operation.
Throughout the following chapters, moreover, we analyze several approaches that
differently implement the SK4R modules as well as various methodologies to design
and learn the parameters of 8 the k-functions.

In order to illustrate the benefits of the SK4R g representation, next section
details its implementation to address a following task (motivated in Chapter [1)): an
implementation of a generic k. function that has to learn the AS of a following task.

4.2. Following Task

Despite the simplicity that it may suggest, a following task is a complex challenge
to tackle where different environmental features have to be taken into consideration.
In robotics such a task is used in different applications such as guidance [93],
escorting [I6] and support [83]. To correctly interpret such a task, the research
community focuses on improving the detection of the target [12], or in generating
recovering-behaviors in case of missing target [84], by preserving a safety distance
when target is localized and tracked. In contrast, we propose to shape the robot
behavior through AS; in accordance with the requirements of the task 7 and the
observation of the environment s; at time ¢.

Hence, we perform an analysis of the learned AS to show the ability of SK4R
to generate desired behaviors and influence them in accordance with s;. In this
exemplar case, we use expert demonstrations to teach a robot how to correctly
interpret the environment. We evaluate the learned model by implementing the
Kfollow function as a regression function, and by reporting the generated spatial
action semantics of the following task ASyq0,. Here, we consider two important
aspects to characterize the environment, such as (i) the position of the person to
follow and (ii) risk areas, i.e. areas near obstacles or behind a door. According to
the representation of SK4R and Definition we can generate ASfoyoy as the
composition of two x-functions. These functions first generate the AS of the two
sub-tasks, namely keep a desired distance from the target and stay away from risk
ares, and then, contribute to the generation of ASfy0, by means of the ¥ function.
In this scenario, we choose to implement W as an intersection operator that includes
in ASoii0w only portions of £ that simultaneously support the two sub-tasks.

We encode in the state s; the pose of the target to follow and the position of the
nearest risk area. We use Gaussian Mixture Models (GMMs) and Gaussian Mixture
Regression to represent and implement the function x. The set of parameters 8 of
the function is hence composed as a tuple 8 = (71, 1,21, ..., TN, pN, 2N ), Where
m; is the prior, u; the mean vector and ¥; the covariance matrix of a mixture of N
Gaussians.
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Figure 4.5. AS of a following task learned with increasing number of expert demonstrations.
From top to bottom, the figures represent the side and top view of the model after
the first, second and third demonstration. The target is located at the origin and the
plots represent the probability density function of a pose to afford the task. The plots,
whose coordinates are expressed in meters, show that the model is able to represent
both minimum and maximum distances from the target, in accordance with the data
provided as demonstrations.

The 6 is learned from demonstration of different experts. To collect expert data
we setup two robots in a simulated environment — one randomly navigates, the
other is controlled by an expert through a joystick and follows the target robot
by always moving between a minimum and maximum distance from it. During
these sessions, the state s;, as defined above, is recorded at each time instant
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Figure 4.6. Spatial affordance semantics of two x-functions to satisfy the task constraints.

together with the pose (zr,yr,ar) of the follower. The collected measurements
are provided as input to the GMM and, by using Expectation Maximization, the
tuple @ = (71, u1, %1, ..., 7N, N, L) that best fits the data is determined. In our
experiments, prior to Expectation Maximization, the model has been initialized
with k-means and a set of candidate GMMSs has been computed with up to 8
components; the number of components has then been selected to minimize the
Bayesian Information Criterion.

The learned model is used by the follower to determine, through Gaussian
Mixture Regression, areas of F that enable the robot to execute the task and, hence,
to generate AS}q0w. In particular, the output of the regression consists of a mean
vector and covariance matrix that enable us to infer the probability distribution
(shown in Figure of the follower pose, given the task 7. In this example, the
k-agent places itself to the desired distance while preserving a safe distance to risk
areas, as required from task specifications. As shown in Figure the AS} 0w
distribution explicitly captures the desired behavior that we want the robot to
acquire. In fact, the distribution promotes areas that are behind the target to follow,
and penalizes areas right behind a closed door which forbids the robot to navigate
them. The learned model also encodes the preference of the expert demonstrations
to follow a target from behind and on its left side (see Figure [4.5p-f). This is worth
mentioning as it highlights also the possibility to embed prior knowledge into the
design of the s-function by relying upon social clues.

Finally, we report an analysis of the prediction error of the model generated by
SK4R. To this end, we use expert data collected in three different demonstrations in
an incremental fashion — after each demonstration we append new training examples
to the previous dataset [I85]. Then, we generate the model by splitting the dataset
into two distinct parts. One is used to learn the x-function, while the other is used
to compute the error of the best pose, selected according to the learned model —
against the expert behavior (i.e., the ground-truth). To evaluate our model, we ran
the experiment 20 times. Figure [£.7] shows the mean and standard deviation of the
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Figure 4.7. Error of the best pose, selected according to the learned model, against the
expert behavior. On the left we report (a) the mean and standard deviation of relative
distance error between the follower and the target, while on the right (b) the mean and
standard deviation of the relative orientation error are shown. These values have been
obtained by running 20 experiments and incrementally using three expert demonstrations
(arranged on the x-axis).

prediction errors of the relative distance Figure and orientation Figure [L.7b
between the target and the follower position. It is worth remarking that, as soon
as the model becomes more accurate (Figure , the prediction errors of both the
distance and orientation decay.

4.3. Discussion

In the context of this thesis, we introduced spatial knowledge and defined affordance
semantics (AS). We base our work upon these two concepts that we use to formalize
SK4R, a novel representation for autonomous robots that are aware of their sur-
roundings from a functional point of view. In fact, we design SK4R to preserve a
canonical representations of the environment (e.g. metric, topological and semantic),
but, we enhance such representations with knowledge about the functionality that
characterizes the environment itself. This is a significant new perspective for an
autonomous robot. In fact, by providing a connection between the environment and
its functionality, spatial knowledge leads to a proper interpretation of it, and thus,
to more efficiency in accomplishing a robotic task. To confirm the ability of SK4R
to capture affordance semantics, we show-cased its implementation in a following
task and validate the learned k-function in terms of pose accuracy of the following
robot. We set up a simulated environment where human experts could teach the
robot how to correctly interpret the environment when performing a the task. After
training, we let our system infer the best position to be with respect to the target
and risk areas. Results show that (1) the mapping between the space and its AS is
qualitatively valid and (2) the error generated by the use of our model decreases
through the use of a larger number of expert demonstrations.

However, despite the promising results in the following task, different research
aspects are left to be addressed during the description of SK4R. SK4R is intended
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Figure 4.8. A representation for spatial knowledge for robots — SK4R. The working
domain of each of the technical chapters is highlighted with different balloons and colors.
References to chapters and related publications are added to provide a classification of
the work of this thesis.

to be and end-to-end representation to support general action execution. Thus, its
representation allows to traverse different research areas relating to robotics. In fact,
as a result of the analysis and the formalization of our work, we focus our efforts on
the realization of a working implementation of SK4R and its components. To this
end, we face the realization of SK4R by highlight the benefits of a domain-specific
representation capable of supporting action planning. Hence, we recognize the
following set of research questions to be key to the implementation of SK4R:

1. Is it possible to define a domain-specific representation of the environment
that allows the robot to encode affordance semantics at different levels of
abstraction of spatial knowledge?

2. Can we use SK4R g to characterize social configurations of E? Robots operat-
ing in human-populated environments have to feature the ability to represent
features not directly observable through robot sensors. Hence, it is often
necessary to investigate how to formalize such social configurations.

3. The robot behavior is actively adapted to the state of E, however, is it
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possible that the robot behavior influences how the state of the environment is
generated? How can such a mutual dependency be implemented in a robotic
system? Is it possible, for the robotic system, to feature an active interaction
of the SK4R g and SK4R p components?

4. Given a representation of the state of the environment, can the robot improve
its behavior over-time? In other words, is it possible to update (or learn) 0
parameters to improve the expressiveness of the AS representations?

5. We illustrated how SK4R can hierarchical define s-functions to address reflec-
tion [I31]. This lead us to investigate whether it is possible to learn hierarchies
of k-functions to support task decomposition by reusing ASs of primitive
actions?

Each of the following chapters takes over one of these questions, and thus, it
focuses on a particular research aspect related to the implementation of SK4R.
Figure associates each chapter — thus each of the previous questions — to its
working domain within the SK4R representation. Additionally, the figure also
highlights our individual contributions related to each chapter. Note that the
interaction among SK4R g and the s-functions excludes the SK4R p module. Thus,
we consider that interaction to be out of the scope of this dissertation. In fact, without
the @ parameters the robot is not able to influence affordance semantics. Conversely,
the study of the k-functions can be interesting to understand the scalability of
SKA4R to different numbers of affordance functions and/or size of the state-space
of the robot application. However, while we consider such a problem to be worth
investigating, it is not key to a first formalization of SK4R. Hence, we remind its
study to future work.

Nevertheless, despite the different research questions addressed by each chap-
ter, our mission is to demonstrate the flexibility of SK4R in various and different
applications. In fact, each of the following applications implement both the environ-
mental module and the k-function parameters module depending on the scenario
requirements. Our goal is to demonstrate that an accurate connection between
spatial knowledge and robot actions can improve the efficiency of a robotic system,
and thus, push the current state-of-the-art towards more sophisticated skills for
autonomous robots.
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Chapter 5

SK4R for Indoor Robots

n this chapter, we investigate how to define a domain-specific state representations

that allows to encode affordance semantics at different levels of spatial knowledge
abstraction. An efficient state representation is a fundamental component for an
autonomous robot to enable planning in unstructured human environments. In
case of mobile robots, moreover, spatial knowledge that constitutes the core of
the state, and directly affects the performance of the planning algorithm. In this
chapter, we describe a spatial hierarchy to formalize the environmental module
of SK4R (SK4Rpg), which is used to provide the robot with the state of the
environment s; € S. In particular, we propose, a probabilistic representation
of spatial knowledge, spanning multiple levels of abstraction from geometry and
appearance to semantics, and leveraging a deep model of generic spatial concepts.
We design the implementation of SK4Rpg in order to represent space from the
perspective of a mobile robot executing complex behaviors in the environment. In
Section [5.1] we explain the principles behind this domain-specific implementation
for indoor robots, and present its initial realization for a robot equipped with
laser-range sensor (Section . Finally, Section validates our implementation
and demonstrates that SK4R g successfully builds a representation of large-scale
environments, and leverages the deep model of generic spatial concepts to infer latent
and missing information at all abstraction levels. [

5.1. Spatial Representation for Indoor Environments

Recent advancements in robotics have been driven by the ultimate goal of creating
artificial agents able to perform service tasks in real environments in collaboration
with humans [I1, [79]. While significant progress has been made in the area of
robot control, also thanks to the success of deep learning [120], we are still far
from solving more complex scenarios that require forming plans spanning over large
spatio-temporal horizons.

In such scenarios, domain-specific state representations play a crucial role in
determining the capabilities of the agent and the tractability of the solution of

!The work contained in this chapter has been subject of study during my visiting period abroad
at the University of Washington, Seattle (WA), USA.
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Figure 5.1. SK4R environmental module - SK4R g.

planning algorithm. In fact, in case of mobile robots operating in large-scale environ-
ments, the way in which spatial knowledge is represented directly affects the actions
the robot can plan for, the performance of the planning algorithm, and ultimately,
the ability of the robot to successfully reach the goal. For complex tasks involving
interaction with humans, the relevant spatial knowledge spans multiple levels of
abstraction and spatial resolutions, including detailed geometry and appearance,
global environment structure, and high-level semantic concepts. Representing such
knowledge is a difficult task given uncertainty and partial observability governing
real applications in human environments.

We propose a domain-specific implementation of SK4R g for an autonomous
robot operating in an indoor scenario. Figurel[5.1|recalls the overall SK4R scheme and
highlights (in red) the subject of study of this chapter - SK4Rg. In detail, we propose
a probabilistic representation of spatial knowledge designed to provide practical
access to the world state s; € .S and to facilitate planning and execution of complex
behaviors. Thus, SK4R g encodes the belief about the state of the world. However,
more importantly, it also provides the feature to store and maintain information
about spatial affordances. It does so by leveraging a hierarchy of sub-representations
(layers) where, each layer, represents multiple spatial knowledge abstractions (from
geometry and appearance to semantic concepts), using different spatial resolutions
(from voxels to places), frames of reference (allo- or ego-centric), and spatial scopes
(from local to global). The goal is to represent the environment — in accordance
with Definition —in a way that directly corresponds to how it will be utilized
by the robot and its planning algorithms. The complete representation of SK4R g
for indoor autonomous robots is illustrated in Figure Specifically, SK4R g for
indoor large environments is arrange on a four layers architecture. The perceptual
layer is the lower layer of the representation and elaborates sensors readings. The
peripersonal layer represents spatial landmark information and affordances in the
space immediately surrounding the robot. The topological layer builds upon the
previous two layers and is used to represent global topology of the environment and
navigation-related affordance semantics. Finally, the semantic layer relates instance
knowledge, processed through the lower layers, to human semantic concepts. Finally,
the four layers communicate by means of the probabilistic deep default knowledge
model (shaded purple columns), which provides definitions of generic spatial concepts
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Figure 5.2. Multi-layered architecture of SK4Rg. The perceptual layer integrates per-
ceptual information from the robot sensors. The peripersonal layer represents object
and landmark information and affordances in the space immediately surrounding the
robot. The topological layer encodes global topology and coarse geometry and navigation
action affordances. Finally, the semantic layer relates the internal instance knowledge
to human semantic concepts. The four layers are connected by the probabilistic deep
default knowledge model (shaded purple columns), which provides definitions of generic
spatial concepts and their relations across all levels of abstraction.

and their relations across all levels of abstraction.

SK4R g comprises both instance knowledge — knowledge about a specific environ-
ment (e.g. there are two tables in this kitchen) — as well as, default knowledge about
generic human environments (e.g. the kitchen is used to cook food). The latter is
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modeled using a recently proposed Deep Generative Spatial Model (DGSM) [160].
Specifically, DGSM leverages recent developments in deep learning, by providing
fully probabilistic, generative model of spatial concepts learned directly from raw
sensory data. DGSM connects the layers of our representation, enabling upwards and
downwards inferences about spatial concepts defined at different levels of abstraction.
For example, in the following sections, we show-case how the DGSM connects the
different layers of SK4R g to infer the room type of a large indoor environments
directly from sensor readings. Vice versa, we also show how such a connection is
bi-directional and can be used to infer missing information from semantic labels
of objects. In fact, such an implementation of SK4R g is designed to explicitly
represent and fill gaps in spatial knowledge due to uncertainty, unknown concepts,
missing observations or unexplored space. This brings the possibility of using the
representation in open-world scenarios, involving active exploration and learning.

In this chapter, we first describe the general architecture of the SK4R g and
present a realization of it for a mobile robot equipped with a laser range sensor. We
then perform a series of experiments demonstrating the ability of the representation to
perform different types of inferences, including bottom-up inferences about semantic
spatial concepts and top-down inferences about geometry of the environment. We
showcase its ability to build semantic representations of large-scale environments
(e.g. floors of an office building).

5.1.1. Domain-specific Representation for Indoor Scenarios

Figure illustrates the general overview of the SK4R g architecture. It represents
the robot environment using four sub-representations (layers) focusing on different
aspects of the world, encoding knowledge at different levels of abstraction and spatial
resolutions as well as in different frames of reference of different spatial scope. The
characteristics of the layers were chosen to simultaneously support both action
planning and spatial understanding for the purpose of localization and human-robot
interaction. In particular, the former objective is realized by directly encode spatial
affordances.

SK4R g is organized as a hierarchy of spatial concepts, with higher-level layers
providing a coarse, global representation comprised of more abstract symbols, and
lower-level layers providing a more fine-grained representation of parts of the envi-
ronment anchored to the higher-level entities. The layers are connected by a crucial
component of the representation, the probabilistic deep default knowledge model
(highlighted in purple in Figure , which provides definitions of generic spatial
concepts and their relations across all levels of abstraction. The aim of SK4Rg
is to provide a practical representation of the world state that can be exploited
to support robot operation. Therefore, it is worth highlighting that the hierarchy
directly relates to a similar, hierarchical decomposition of the planning problem.
A global planner can derive a navigation plan relying only on the top layers for
representing its beliefs, a local planner can be used to plan specific manipulation
actions using intermediate layers, with a controller realizing them base on knowledge
in the lowest-level representation. Following a description of each component of

e Perceptual Layer. The layer maintains an accurate representation of the
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geometry and appearance of the local environment obtained by short-term
spatio-temporal integration of perceptual information from sensors with finite
horizon. Spatial information in perceptual layer is represented in an metric
reference frame, which facilitates integration of perception from multiple
viewpoints and sensors. However, the representation is always centered at
the current location of the robot, and its range depends on the robot sensors
(essentially a sliding window). Information outside the spatial scope is forgotten,
which makes the layer akin to a working memory, and enables consistent large-
scale higher-level representations without the need to maintain low-level global
consistency. The layer provides a more complete input for further abstractions.

e Peripersonal Layer. Above the perceptual layer is the peripersonal layer,
which captures spatial information related to object and landmark instances
from the perspective of the robot. To support planning, the layer represents
object affordances related to actions that can be performed by the robot.
This includes manipulation (e.g. possibility of reaching/grasping an object
or pressing a button), interaction in relation to objects (e.g. possibility of
pointing to objects), and epistemic affordances (e.g. possibility of observing
an object). Furthermore, the layer serves as an intermediate layer of the deep
default knowledge model, used to generate descriptions of locations in terms
of higher-level concepts (e.g. room categories or place affordances). While
recent results from neuropsychology suggest existence of local, body-centered
representations in animals and humans [88], our motivation for such a layer is
to provide the robot with the ability to reason about its immediate surrounding
and support local behaviors.

e Topological Layer. The topological layer provides an efficient representation
of large-scale space, including coarse geometry and topology, and serves several
key roles in SK4R . First, it provides a way to express the global pose of
the robot. Second, it captures navigation and exploration action affordances
associated with locations in the environment. Third, it is a global counterpart
to the local peripersonal representations and anchors them in the large-scale
space. Finally, it captures internal descriptors of places and serves as an
intermediate layer of the deep default knowledge model used to derive semantic
place descriptions. To this end, the layer performs a bottom-up discretization
of continuous space into a set of locations called places. Places correspond to
locations in the environment previously visited by the robot, and are meant to
represent space at a resolution sufficient for action execution, while maintaining
efficiency and robustness to dynamic changes. In other words, the resolution
is selected to ensure that high-level navigation can be planned using the
topological layer only, with local behaviors planned using the knowledge in
the peripersonal layer at the destination. Places are spatially related to other,
neighboring places, which encodes coarse global geometry of the environment
and allows for path integration. For each place, the topological layer maintains
a set of discrete headings, called views. Together with places, views can be
used to represent a coarse pose of the robot — both topological positions and
headings. Besides places and views, the layer also defines paths connecting
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neighboring places into a topological graph. The semantics of a path between
two places is the possibility of navigating directly from one place to the other
(i.e. affordance semantics of navigation actions). Existence of a path in the
graph, however, does not necessarily imply that it has previously been traveled
by the robot. In fact, a path can indicate the possibility of navigating towards
unexplored space. To this end, the topological layer utilizes the concept of
“placeholders” [157], which can be seen as candidate places, and are used
to explicitly represent unexplored space. As a result, paths that lead to
placeholders express the possibility of epistemic exploration actions. This
can be used to address open world problems [79] in the continual planning
paradigm [143].

Semantic Layer. On top of SK4R g is the semantic layer, a probabilistic
relational representation relating the spatial entities in the other layers to
human semantic spatial concepts defined in the deep default knowledge model.
This includes such concepts as object categories and attributes, place attributes,
room categories, or the concept of a room itself. It is the semantic layer that
captures the knowledge that an object is likely to be a cup, or that certain
places are likely to be located in a kitchen. Furthermore, the layer plays an
important role in planning complex tasks, by representing place affordances
related to human interaction as well as actions characterized in terms of human
concepts. For instance, it is the sensory layer that defines the affordance
expressing the possibility of asking a person for help with making coffee or
the possibility of finding a cup at a certain place. Finally, the layer enables
transfer of knowledge from humans to the robot (e.g. capturing object category
information provided by the user). Such knowledge can be utilized by the
default knowledge model to generate lower-level information stored in other
layers.

Deep Default Knowledge. The four layers representing knowledge about
the specific robot environment are linked by the deep default knowledge model.
The model provides definitions of generic spatial concepts, valid for typical
human environments, and their relations across all levels of abstraction (from
sensory input to high-level concepts). This includes robot-internal models
of objects in terms of low-level perception, places in terms of objects, place
and object affordances, or models of semantic categories and attributes of
objects and places. In other words, the four layers can be seen as defining
the traditional ABox of our spatial knowledge base, while the deep default
knowledge model represents its TBox. The role of the default knowledge model
is to permit inferences about missing or latent aspects of the environment in
each layer, based on the knowledge available in other layers. This includes
bottom-up inferences (e.g. about semantic descriptions based on perception)
and top-down inferences (e.g. about object presence or place affordances based
on semantic descriptions). The resulting knowledge base constitutes a more
complete (albeit uncertain) belief state for the planner. In this work, we
implement this component using a deep generative probabilistic model based
on Sum-Product Networks (see Section [5.2.5).
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Figure 5.3. Visualization of spatial knowledge represented in the peripersonal layer for
sample places of different semantic categories, expressed as both Cartesian and polar
occupancy grids.

5.2. Implementation of SK4Ry for Laser-Range Data

In order to evaluate the architecture of SK4R g in practice, we provide its initial real-
ization for a mobile robot equipped with a laser-range sensor. We utilize laser-range
data to simplify the initial implementation, however the proposed representation
can be easily extended to include 3D and visual information.

5.2.1. Perceptual Layer

To integrate local laser-range observations in the perceptual layer, we use a common
occupancy grid representation. Specifically, we utilized a grid mapping approach
based on Rao-Blackwellized particle filters [76]. We crop the resulting grid map to
only retain a rectangular fragment of size 10x10m, centered at the current position
of the robot. Consequently, we do not require global consistency of the grid map,
as long as the local environment is mapped correctly. This will still result in
partial maps (especially when the robot enters a new room), but it will help to
accumulate observations over time. During our experiments, the robot was exploring
the environment driving with a constant speed, while continuously gathering data
and performing inferences based on the current state of the perceptual layer.
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5.2.2. Peripersonal Layer

The peripersonal representation for each place is constructed from the current local
occupancy grid in the perceptual layer. However, since the scope of the peripersonal
representation is limited to the space immediately surrounding the robot and relevant
context, we only retain information about the parts of the environment visible from
the robot (e.g. grid cells that can be raytraced from the robot location). As a result,
walls occlude the view and the resulting occupancy grid will mostly contain objects
present in a single room. Examples of such local occupancy grids can be seen in
Figure |5.3

Next, every local grid map is transformed into an ego-centric polar representation
(compare polar and Cartesian grids in Figure . This encodes high-resolution
information about the geometry and objects nearby, and complements it with less-
detailed context further away from the robot. Encoding spatial knowledge closer
to the robot in more detail is important for understanding the semantics of the
exact robot location (for instance when the robot is in a doorway). However, it also
relates to how spatial information is used by a robot when planning and executing
actions. It is in the vicinity of the robot that higher accuracy of spatial information
is required. The polar grids in our implementation assumed radius of 5m, with angle
step of 6.4 degrees and resolution decreasing with the distance from the robot.

5.2.3. Topological Layer

The topological layer is maintained by a mapping algorithm discretizing continuous
space into sets of places, placeholders, views, and paths. The goal is to generate
an efficient discretization, which supports all the roles of the topological layer,
including expression of the global robot pose, representation of affordances related
to navigation and exploration, and anchoring of local spatial knowledge to the global
space.

The mapping algorithm expands the topological layer incrementally, adding
placeholders at neighboring unexplored locations, and connecting them with paths
to existing places. Then, once the robot performs an exploration action associated
with a specific path, a new place is generated to which a peripersonal representation,
as well as place and view descriptors are anchored. At this point, the path between
the two places signifies navigation affordance, and is associated with probability
based on current, up-to-date information. In order to choose the location for a new
placeholder, the algorithm relies upon information contained in the perceptual layer,
including detailed local geometry and obstacles.

Similarly to [38], we formulate the problem of finding placeholder locations using a
probability distribution that models their relevance and suitability. However, instead
of sampling locations of all places in the environment at once, we incrementally add
placeholders as the robot explores the environment, within the scope of the perceptual
layer. Specifically, the probability distribution is modeled as a combination of two
components:

P(E| Q) = 5 [To(Eon), (51)
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where E; € {0, 1} determines the existence of a place at a location i in the perceptual
layer, G is the perceptual occupancy grid, and £ is a set of locations of all existing
places within the scope of the perceptual representation.

The potential function ¢; models suitability of a specific location, and is defined
in terms of three potentials calculated from G:

o1(Ei) = do(Ei)(pv(E:) + op(E:i) — ov(Ei)pp(E:)), (5.2)

where:

e ¢o ensures that placeholders are created in areas that are safe from collisions
with obstacles. It depends on the distance d, to the nearest obstacle and
is calculated similarly to the cost map used on our robot for obstacle avoid-
ance [132]. ¢, equals 0 for distance smaller than the radius r of the robot base
and 1 — exp(—a(d, — r)) otherwise.

o ¢y = exp(—~d.) depends on the distance d. to the nearest node of a Voronoi
graph of the 2D map. This promotes centrally located places that are often
preferred for navigation.

o ¢p promotes places inside narrow passages (e.g. doors). The potential is
generated by convolving the local map with a circular 2D filter of a radius
corresponding to an average width of a door.

Overall, ¢ ensures that placeholders are located only in areas that are safe and
preferred for navigation, and constitute useful anchors for information stored in
other layers of the representation. The potential ¢y, models the neighborhood of a
place and guarantees that places are evenly spread throughout the environment. To
this end, the potential function promotes positions at a certain distance d,, from

existing places:
_ (d(i,p)—dn)?

oN(E;) = Z € 202
peE
where d(i, p) is a Euclidean distance between the potential new place and an existing
place.

Final location of new placeholders is chosen through MPE inference in P(E | G).
However, before adding a new placeholder to the map it is important to verify
whether the robot will be able to navigate to it. To this end, we perform an A*
search directly over the potential function, and quantify the navigability based
on the accumulated potential. Only then, a path is created between an existing
place and a placeholder. Similarly, the accumulated potential is used to quantify
navigability of paths between existing places. In order to incorporate knowledge
about coarse global geometry into the topological representation, we further relate
placeholders and places to a global low-resolution lattice (0.8m distance between
points in our experiments), as illustrated in Figure As the robot moves through
the environment, the lattice is extended, while preserving consistency with existing
points. We assume that a place must be associated with a point of the lattice,
and each lattice point can be associated with only one place. As a result, when
performing MPE inference using P(E | G), we assume that only one place might
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Figure 5.4. Visualization of generated places and paths on top of the knowledge in the
perceptual layer. The highlighted region corresponds to the spatial scope of the perceptual
representation and displays the value of the potential ¢;. The low-resolution lattice is
illustrated using yellow points, and red points indicate the final, optimized locations of
places. Paths highlighted in green afford navigability throughout the environment.

exist in a cell of a Voronoi tessellation established by the points of the lattice. The
resulting set of placeholders (and eventually places) will uniquely correspond to
lattice points, yet be created only in locations which are suitable, and can serve as
navigation goals for the lower-level controller. For each place that is created from a
placeholder, we generate a set of eight views. The views are a discrete representation
of the heading of the robot when located at a place, and are assumed to be vectors
pointing from a point of the lattice to the eight immediately neighboring points.
Since, places are associated uniquely with lattice points, each view will naturally
point in the direction of only one neighboring place. As a result, each path connecting
a place to another place or placeholder will be associated with a specific view.

5.2.4. Semantic Layer

In our initial implementation, the semantic layer captures the information about
semantic categories of places in the topological map. This includes categories
of rooms in which places are located, such as an office or a corridor, but also a
functional place category corresponding to places located in a doorway. The layer
is implemented as a simple relational data structure assigning place instances to
semantic categories in the ontology of the deep default knowledge model. Each such
relation is associated with probability value. Additionally, for each place, the layer
captures the likelihood of the peripersonal representation of the place being observed
for any of the semantic categories. That likelihood is used to detect and explicitly
represent that a place belongs to a novel category, i.e. one that is not recognized by
the default knowledge model.
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5.2.5. Representing Default Knowledge

In our implementation, default knowledge is modeled using a recently proposed
Deep Generative Spatial Model (DGSM) [I59], a probabilistic deep model which
learns a joint distribution over spatial knowledge represented at multiple levels of
abstraction For example, DGSM represents the likelihood to associate a table to a
kitchen (within the topological layer), or equivalently, the likelihood of a table to
have particular geometrical features characterizing a table as a category of objects
(within the perceptual layer). We apply the deep model to capture generic spatial
concepts and relations between knowledge represented in peripersonal, topological,
and semantic layers. Once learned, it enables a wide range of probabilistic inferences.
First, based on the knowledge in the peripersonal layer, it can infer descriptors of
views and places, as well as semantic categories of places. Moreover, it can detect
that a place belongs to a novel category, not known during training. Inference
can also be performed over the contents of the peripersonal representation. The
model can infer missing geometry information resulting from partial observations and
generate prototypical peripersonal representations based on semantic information.

To this end, DGSM leverages Sum-Product Networks (SPNs), a novel probabilistic
deep architecture [I53, 150], and a unique structure matching the hierarchy of
representations in SK4R . Below, we give a primer on Sum-Product Networks and
describe the details of the architecture of the DGSM model.

Sum-Product Networks

Sum-product networks are a recently proposed probabilistic deep architecture with
several appealing properties and solid theoretical foundations [I50] [153], [71]. SPNs
represent probability distributions with partition functions that are guaranteed
to be tractable, involve a polynomial number of sums and product operations,
permitting exact inference. While not all probability distributions can be encoded
by polynomial-sized SPNs, recent experiments in several domains show that the
class of distributions modeled by SPNs is sufficient for many real-world problems,
offering real-time efficiency.

SPNs model a joint or conditional probability distribution and can be learned
both generatively [I53] and discriminatively [71] using Expectation Maximization
(EM) or gradient descent. They are a deep, hierarchical representation, capable
of representing context-specific independence. As shown in Figure [5.5] on a simple
example of a naive Bayes mixture model, the network is a generalized directed
acyclic graph of alternating layers of weighted sum and product nodes. The sum
nodes can be seen as mixture models, over components defined using product nodes,
with weights of each sum representing mixture priors. The latent variables of such
mixtures can be made explicit and their values inferred. This technique is often used
for classification models, where the root sum is a mixture of sub-SPNs representing
multiple classes. The bottom layers effectively define features reacting to certain
values of indicators for the input variables. Not all possible architectures consisting of
sums and products will result in a valid probability distribution. However, following
simple constraints on the structure of an SPN will guarantee validity (see [153} [150]
for details).

Inference in SPNs is accomplished by an upward pass through the network.
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Figure 5.5. An SPN for a naive Bayes mixture model P(X;, X3), with three components
over two binary variables. The bottom layer consists of indicators for each of the two
variables. Weights are attached to inputs of sums. Y; represents a latent variable
marginalized out by the top sum node.

Once the indicators are set to represent the evidence, the upward pass will yield
the probability of the evidence as the value of the root node. Partial evidence (or
missing data) can easily be expressed by setting all indicators for a variable to 1.
Moreover, it can be shown [I53] that MPE inference can be performed by replacing
all sum nodes with max nodes. Then, the indicators of the variables for which the
MPE state is inferred are all set to 1 and a standard upward pass is performed. A
downward pass then follows which recursively selects the highest valued child of each
sum (max) node, and all children of a product node. The indicators selected by this
process indicate the MPE state of the variables.

In this work, we learn the SPN using hard EM, which was shown to work well for
generative learning [153] and overcomes the diminishing gradient problem. Major
details of the learning procedure are provided in [I59].

Architecture of DGSM

The architecture of DGSM is based on a generative SPN illustrated in Figure[5.6] The
model learns a probability distribution P(C, D, ..., Dﬁp, DYl, e DK?U v X1, XN, ),
where C represents the semantic category of a place, D{D yenn ,Dﬁp constitute an

internal descriptor of the place, DY Lo, DX}l are descriptors of eight views, and
X1,...,Xc are input variables representing the occupancy in each cell of the polar
grid of the peripersonal layer. Each occupancy cell is represented by three indicators
in the SPN (for empty, occupied and unknown space). These indicators constitute
the bottom of the network (orange nodes).

The structure of the model, as in [I60] is randomly generated with a random
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Figure 5.6. The structure of the SPN implementing our spatial model. The bottom images
illustrate a robot in an environment and a robocentric polar grid formed around the
robot. The SPN is built on top of the variables representing the occupancy in the polar
grid.
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forest approach. The advantage of such an approach is its ability to represent a
remarkable number of probability distributions. In particular, the random structure
is generated by recursively re-partitioning the random variables, and associating new
partitions to nodes of the SPN. The process ends when each partition contains only
a single variable. Moreover, to simplify the SPN structure, if randomly generated
branches are not meaningful to the modeled distribution, they can be pruned after
parameters learning.

In this work, the resulting model is a single SPN, which is assembled from three
levels of sub-SPNs. First, we begin by splitting the polar grid of the peripersonal
layer equally into eight 45 degree parts, corresponding to the wiews defined in
the topological layer. For each view, we randomly generate a sub-SPN over the
subset of X; representing the occupancy within the view, as well as latent variables
DYZ', .. ,DX}'U serving as an internal view descriptor. The sub-SPN can be seen as a
mixture model consisting of 14 components in our implementation. In the second
level, we use the distributions defining the components from each view (8% 14 in total)
as inputs, and generate random SPNs representing each of the semantic place classes
in the ontology. Each of such SPNs is itself a mixture model with the latent variable
DY being part of the place descriptor. Finally, in the third level, the sub-SPNs for
place classes are combined by a sum node (mixture) forming the root of the whole
network. The latent variable associated with the root node is C and is set to the
appropriate class label during learning. Overall, such decomposition allows us to use
networks of different complexity for representing lower-level features of each view
and for modeling the top composition of views into place classes.

5.3. Experimental Evaluation

Our experimental evaluation consists of two parts. First, we evaluated the ability
of the deep default knowledge model implemented with DGSM to perform both
top-down and bottom-up inferences across the layers of the representation. Then, we
deployed our complete implementation of SK4R g in order to build representations
of large-scale environments.

5.3.1. Experimental Setup

Our experiments were performed on laser range data from the COLD-Stockholm
database [I55]. The database contains multiple data sequences captured using a
mobile robot navigating with constant speed through four different floors of an office
building. On each floor, the robot navigates through rooms of different semantic
categories. Four of the room categories contain multiple room instances, evenly
distributed across floors. There are 9 different large offices, 8 different small offices, 4
long corridors (1 per floor, with varying appearance in different parts), and multiple
examples of observations captured when the robot was moving through doorways.
The dataset features several other room categories: an elevator, a living room, a
meeting room, a large meeting room, and a kitchen. However, with only one or
two room instances in each. Therefore, we decided to use the four categories with
multiple room instances for the majority of the experiments and designated the
remaining classes as novel when testing novelty detection.
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Figure 5.7. Results of experiments with bottom-up inference: (a) normalized confusion
matrices for semantic place categorization; (b) ROC curves for novelty detection (inliers
are considered positive, while novel samples are negative).

To ensure variability between the training and testing sets, we split the samples
from the four room categories four times, each time training the model on samples
from three floors and leaving one floor out for testing. The presented results are
averaged over the four splits.

5.3.2. Bottom-up Inference

First, we evaluated the ability of DGSM to infer semantic place categories given
information in the peripersonal layer. As a comparison, we used a well-established
model based on an SVM and geometric features [I36], 156]. The features were
extracted from laser scans raytraced in the same local Cartesian grid maps used to
form polar grids of the peripersonal layer. We raytraced the scans in high-resolution
maps (2cm/pixel), to obtain 362 beams around the robot. To ensure the best SVM
result, we used an RBF kernel and selected the kernel and learning parameters
directly on the test sets. The models were trained with peripersonal representations
obtained for locations on three floors in places belonging to four place categories,
and evaluated on the fourth floor or using data from rooms designated as novel. The
classification rate averaged over all classes (giving equal importance to each class)
and data splits was 85.9% + 5.4 for SVM and 92.7% =+ 6.2 for DGSM, with DGSM
outperforming SVM for every split. The normalized confusion matrix for DGSM
is shown in Figure Most of the confusion exists between the small and large
office classes. Offices in the dataset often have complex geometry that varies greatly
between room instances.

Additionally, we evaluated the quality of the uncertainty measure produced by
DGSM and its applicability to detecting novel concepts. To this end, we thresholded
the likelihood of the test peripersonal representations produced by DGSM to decide
whether the robot is located in a place belonging to a class known during training.
We compared to a one-class SVM with an RBF kernel trained on the geometric
features. The cumulative ROC curve for the novelty detection experiments over all
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Figure 5.8. Prototypical peripersonal representations inferred from semantic place category.
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Figure 5.9. Examples of completions of peripersonal representations with missing data
grouped by true semantic category.

data splits is shown in Figure [5.70] We see that DGSM offers a significantly more
reliable novelty signal, with AUC of 0.81 compared to 0.76 for SVM.

5.3.3. Top-down Inference

In the second experiment, we used DGSM to perform inference in the opposite
direction, and infer values of cells in the peripersonal representation. First, we
inferred complete, prototypical peripersonal representations of places knowing only
place semantic categories. The generated polar occupancy grids are shown in
Figure [5.8h-d. We can compare the plots to the true examples depicted in Figure
We can see that each polar grid is very characteristic of the class from which it was
generated. The corridor is an elongated structure with walls on either side, and the
doorway is depicted as a narrow structure with empty space on both sides. Despite
the fact that, as shown in Figure [5.3] large variability exists between the instances
of offices within the same category, the generated observations of small and large
offices clearly indicate a distinctive size and shape.

Then, we used DGSM to generate missing values in partial observations of
places. To this end, we masked a random 90-degree view in each test polar grid
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Figure 5.10. Contents of the topological and semantic layers after two different runs over
5-th floor. Gray nodes represent placeholders, while blank nodes indicate places detected
as belonging to novel categories. Colors indicate recognized semantic place categories:
blue for a corridor, green for a doorway, yellow for a small office, and magenta for a
large office. The two large bottom rooms belong to a novel category: “meeting room”.

(25% of the grid cells). All indicators for the masked polar cells were set to 1 to
indicate missing evidence and MPE inference followed. Figure shows examples
of peripersonal representations filled with predicted information to replace the
missing values. Overall, when averaged over all test examples and data splits,
DGSM correctly reconstructed 77.14% =+ 1.04 of masked cells. This demonstrates its
generative potential.

5.3.4. Representing Large-Scale Space

In our final experiment, we deployed the complete implementation of SK4R g and
evaluated its ability to build comprehensive, multi-layered representations of large-
scale space. Specifically, we tasked it with representing the 5-th and 7-th floor of
the office building in the COLD-dataset, which measure respectively 298 and 435
square meters. In each case, we incrementally built the representation based on
the sensory data captured as the robot navigated through the environment. We
relied on the perceptual layer to perform low-level integration of observed laser scans,
on peripersonal layer to capture local place information, the topological layer to
maintain a consistent topological graph expressing navigability and knowledge gaps
related to unexplored space, and finally on the semantic layer to encode information
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Figure 5.11. Contents of the topological and semantic layers after a single run over the
7-th floor. Gray nodes represent placeholders, while blank nodes indicate places detected
as belonging to novel categories. Colors indicate recognized semantic place categories:
blue for a corridor, green for a doorway, yellow for a small office, and magenta for a large
office. The rooms marked with letters A and B belong to novel categories: “living-room”
and “elevator”.

about semantic categories of places, including detections of novel semantic categories.

Figure illustrates the state of the representation after two completed runs
over the 5-th floor. The figure presents the final topological graph of places visited
by the robot, paths expressing navigability between them, as well as paths leading
to placeholders representing possibility of further exploration. For each place, we
use color to illustrate the inferred semantic category, or detection of a novel category.
First, we can observe that places are evenly distributed across the environment
and exist in locations which are relevant for navigation or significant due to their
semantics (e.g. in doorways). Moreover, the graphs created during different runs
are similar and largely consistent. Second, the semantic place categories inferred by
DGSM agree with the ground truth when the category of the place was recognized as
known. To detect novel classes, we again thresholded the estimates of the likelihood
of the peripersonal representations provided by DGSM. On the 5-th floor, the novel
category was “meeting room” and two meeting rooms are shown in the bottom part
of the map. Although both false positives and false negatives exist, places in both
meeting rooms are largely correctly classified as belonging to novel categories.

Figure shows results for a different environment, the 7-th floor. Similar
observations can be made as for the 5-th floor. However, here the novelty detection
is less accurate. DGSM correctly detects the places in the elevator as novel (marked
with “B” in the figure), but it fails to detect novelty in the living room (“A” in
the figure), which instead is misclassified as “large office”. While not a desirable
outcome, it is not surprising, given the similarity between the living room and large
offices in the dataset when observed solely using laser range sensors.
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5.4. Concluding Remarks

We center the study in this chapter around an important aspect of the SK4R
representation. We investigated whether it is possible to formalize SK4R g to
support action planning by taking in exam the following question

1. Is it possible to define a domain-specific representation of the environment that
allows the robot to encode affordance semantics at different levels of abstraction
of spatial knowledge?

Our solution gave us the opportunity to better understand how to structure
the state of complex environments for an autonomous robot. A suitable state
representation is crucial to make the robot aware of its physical surroundings and
guarantee task completion. Hence, we formalized SK4R g to provide a practical
state of the operational environmental s; to the robot, by representing meaningful
spatial landmarks across different levels of abstractions.

To this end, we designed SK4R g specifically to represent the belief about the state
of the world and encode spatial affordances on a mobile robot. We demonstrated that
an implementation following the principles described in this chapter can successfully
represent general spatial concepts at multiple levels of abstraction, and utilize them
to obtain a complete and comprehensive model of the robot environment E — even for
a relatively simple sensory input. The experimental evaluation shows that SK4R g
can effectively label particular areas of the environment and infer missing knowledge
by performing top-down inference. Then, it is able to encode the state of large
environments in order to support action execution of indoor service robots. It is
important remarking that the SK4R g architecture supports planning at different
levels. It enables long-term action planning and epistemic actions, and also, more
reactive behaviors in the peripersonal domain of the robot.

Finally, the current implementation of SK4R g can be further improved in
different ways. For example, we can include more complex perceptions provided
by visual and depth sensors. Additionally, we can train the deep model of default
knowledge to directly predict complex place affordances related to human-robot
interaction.
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Chapter 6

SK4R for Social Interactions

perating in human-populated environments is a key and a very challenging task

for robots. They, in fact, have to understand and interpret social cues in a
human compatible manner. On the one hand, social behaviors are mandatory to
enable human-robot cooperation. The social configuration of the environment is
an important component of the state of the robot. This is especially important in
applications running in the context of service robotics, education and health-care.
On the other hand, the “social state” of the environment is not usually observable
through robot sensors and needs to be encoded in an initial representation of the robot
beliefs. To this end, we dedicate this chapter to the study of environmental factors
enabling a more natural social interaction among human and robots. In particular,
we investigate (i) how to represent social features in SK4Rp, (ii) how to design
those features and discuss (iii) how the robot should behave accordingly. Section
contextualizes our work and formalizes its underlying concepts. Then, Section [6.2
analyzes the methodology used to collect knowledge about social components of the
environment and reports the experimental evaluation of two user studies conducted
in our department. Finally, Section summarizes the chapter and discusses its
findings.

6.1. SK4Rpg for Social Interactions

In social scenarios, robots are expected to cooperate with humans and, therefore,
to interact with them by showing safe and acceptable behaviors [101], [164]. Hence,
as an active component of the state of the environment s; € S, robots have to be
able to understand their social working context. Our goal, in this chapter, is to
include social factors into the robot understanding of the world, and then let it
shape its behaviors upon selected social cues. More precisely, we extend the problem
of characterizing the state of the environment s; € S, for a k-agent, to include
social components in its belief. As in the previous chapter, we focus on SK4R g,
the environmental module of SK4R, (see Figure Page , and we extend the
state of the environment to include social factors that we analyze through two user
studies.

In particular, we study social factors in human-robot interactions where the
embodiment of the robot is not sufficient to execute tasks usually carried out by
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humans. For example, as a variety of robots (especially low-cost mobile robots) do
not feature a manipulator, they are not able to grasp an object, open a door or simply
push a button. In literature, to overcome limitations due to the robot embodiment
(and succeed in these kind of tasks), the research community has introduced and
investigated the concept of Symbiotic Autonomy [183] or Symbiotic Robotics [41],
where robots perform service tasks for humans, while humans help them to achieve
their goals. Generally in Human-Robot Interaction (HRI) studies, research addresses
the case of humans asking for help [63, 141]. In such a scenario, interactions are
triggered by humans in order to take advantage of robots’ services. Instead, we
study the configuration of a different social context, that wants to evaluate which are
the component of s; that (1) allow the robot to ask humans’ help and (2) maximize
its likelihood to be helped. By relying upon previous work [I74, [I], we study this
particular configuration of the Symbiotic Autonomy through two user studies. Such
an evaluation of social components — that extend the social understanding of s; of the
robot — constitute the major contribution of this chapter. In particular, we analyze
which factors influence human attitude to help the robot. We hypothesize that
such attitude has not a constant value as it depends on several factors imposed by
human physiology and by the context in which they are currently in — i.e. elements
of s¢. To this end, we introduce the novel concept of Collaboration Attitude (CA)
as a quantitative measure to characterize such an inclination. To evaluate CA, we
conduct two independent user studies with the aim to socially characterize the state
of the environment, and thus, to generate behavioral guidelines for social robots.
In both user studies, we take into exam specific environmental components that
influence CA. In the former study we analyze “Proxemics” (i.e., relative pose of the
interactive partners), “Gender” and “Height” of the experimenters and “Context”
(i.e., operational environment of the interaction). While, in the latter, we investigate
how the effects of the “Activity” that the experimenter is performing, influences
their attitude in helping the robot.

Throughout this chapter we provide a formalization of Collaboration Attitude
and define our working hypotheses for the two user studies. Then, we present (i)
our system, (ii) the setup of the experiments and (iii) the statistical evaluation of
the collected results. Finally, we conclude the chapter by discussing the findings
of our study and proposing new factors that might aid the representation of social
environmental features into the state of SK4R.

6.2. Collaboration Attitude

In order to highlight important components of the environment state s; € S that
can influence the behavior of the robot, we propose the study and evaluation of
the Collaboration Attitude (CA). CA, in fact, framed in the context of Symbiotic
Autonomy [I82], aims at highlighting environmental social components of the en-
vironment to be included in the state of SK4Rs;. In particular, we characterize
features of s; that may or may not favor humans’ attitude in helping the robot.
Hence, to study the collaborative inclination of humans toward robots, we need
a quantitative measure that captures the concept of Collaboration Attitude. To
this end, the Collaboration Attitude has been modeled as a N-point Likert scale as
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Figure 6.1. Social factor analyzed to contextualize the social configuration of the state
of the environment. Top to bottom and from left to right, the factors are “Proxemics
Settings”(a), “Gender”(b), “Height”(c), “Context”(d) and “Activity”(e).

follows:

Definition 6.1 (Collaboration Attitude). The Collaboration Attitude measures
the attitude of humans toward the requests for help of the robot in a Symbiotic
Autonomy framework. Formally, it is quantified according to metrics defined on a
scale of N points, where N is the number of tasks that the human is requested to
accomplish. Precisely, the Collaboration Attitude assumes values in [0,..., N — 1],
where O represents lowest level of collaboration, i.e., the human is not willing to help
at all, while N — 1 represents the highest one, i.e., the human is willing to help the
robot in all the tasks.

Accordingly, we formalize our working hypotheses of the two user studies. The
hypotheses are formalized in order to highlight possible factors (i.e. components of
s¢ € S illustrated in Figure that influence the CA of humans when a human-robot
social interaction is conducted. In particular, we focus on “Proxemics Settings”(a),
“Gender”(b), “Height”(c), “Context”(d) and “Activity”(e). “Proxemics Settings”
models the relative distance and orientation of the two interactive partners. “Gender”
and “Height”, instead, are attributes of the experimenters. Conversely, “Context”
and “Activity” model factors relating to the situation in which the interaction happen.
The former highlights the type the scenario of interaction, whether it is carried out in
a relaxing or working context (e.g. vending machine vs. library). The latter, instead,
pinpoints the activity performed by the user before robot interruption. Whether the
user was standing and drinking a coffee or sitting studying for a class/exam.

6.2.1. User Study 1: Proxemics, Gender, Height and Context

In this user study, the robot asks people for help in different Contexts (namely,
Relazing and Working), with different Proxemics settings (namely, Intimate, Personal
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and Social). The analysis of such factors generates a model of interaction that defines:
(i) whether they actually influence the Collaboration Attitude, and (ii) the values
that maximize it. In particular, we analyze four hypotheses which relate to the
factors illustrated in Figure [6.1

Definition 6.2. Collaboration Attitude is subject to different Proxemics settings

It is well known that among humans and robots, Proxemics has a key role in the
interaction. Therefore, experiments aim at highlighting the importance of respecting
the personal space in social interactions, even in the case where the interactive
partner is a robot. Specifically, we want to estimate whether different settings of
Proxemics (see Figure [6.1h) might vary the Collaboration Attitude that the human
shows, ranging from an intimate distance to a social one.

Definition 6.3. Collaboration Attitude is subject to the gender of the human

Humans’ physical and social characteristics affect how they behave in different
situations. Gender is one of the major features to be considered. Such factor is
usually considered in HRI studies, as males and females show different responses to
equal stimuli.

Definition 6.4. Collaboration Attitude is subject to the height of the human

Robot appearance — and more precisely, humans’ perception of the robot —
constitutes a key factor to be investigated, when studying humans response to robot
behaviors. Our intuition is that shorter people perceive the robot differently than
taller people and their Collaboration Attitude varies depending on such a perception.
The outcomes of the statistical analysis over the collected data confirm that the
Collaboration Attitude has a not constant value when different factors are changing.

Definition 6.5. Collaboration Attitude is subject to different Contexts

The environmental context of the interaction plays a central part in social
interactions. Humans behave differently, depending on where they are and the
contexts they are in. Consequently, a robot needs to consider these social elements.

6.2.2. User Study 2: Human Activity

In this second user study, we setup a robot that interrupts people and asks for help.
The agent approaches people that are involved in different activities and thus might
respond to the evaluation differently. We are interested in analyzing the following
hypothesis.

Definition 6.6. Collaboration Attitude is subject to different human activities

The activity in which the person is involved when the robot asks for help affects
the level of collaboration toward the human. Specifically, we consider users to be in a
Standing activity, if they stand at a location or are walking — for example, whenever
they are going to a meeting or attending a class, or equivalently, if they are having
a coffee. We consider users to be in the Sitting activity, instead, if they are sitting
in the open areas, for example taking a break, having lunch or studying.
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Figure 6.2. Modified Turtlebot robot. The platform deployed is higher than the standart
version, and features a tablet which is used to carry out interactions with users.

6.2.3. User Study Methodology

The degree of Collaboration Attitude in changes to the dependent factors has been
analyzed through two subsequent user studies. Moreover, to guarantee validity of
the experimental evaluation, the subjects selection policy, apparatus, procedure and
questionnaire have been preserved. For each user study, we executed different runs
of the same experiment by interrupting users in different contexts and activities by
varying our population according to the studied factors. This section (1) introduces
our subject population, and (2) provides a detailed description of the tools and the
procedure used into the experimentation. Accordingly, it presents the questionnaire
used to collect users’ data.

Subjects

All the experiments have been conducted in a department of our university. In such
an environment, the users have been randomly selected from a set of students with
homogeneous characteristics, all of them between 20 and 30 years old. Moreover, in
both user studies, the experiment is completed in a “between group” design, so that
every user participated only once and the data collected is not biased by repetitions
of the experiments by the same user. Participants have not been compensated, nor
have they provided any consensus for taking part to the experiment. Otherwise,
either a consensus or a reward, would have biased the attitude of the users and
invalidate the whole experiment.
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Apparatus

In both user studies, the deployed the same modified version of the Turtlebot Robot
(see Figure . While the base remains unaltered, the structure on top of it has
been customized, in order to make the robot taller with respect to the standard
version. In fact, it is 98 c¢m high and it features a tablet on top as an interface for
spoken interactions. We allow users to have short-term dialogues with the robot, to
support the estimation of the attitude of the human to help the robot in performing
its tasks. Our short-term dialogue system is composed of two main modules: (i)
an Automatic Speech Recognizer (ASR), that processes the acoustic signal of the
users’ speech and generates a set of possible transcriptions; (i) a Dialogue Manager
(DM) that manages the dialogic interaction. The ASR module has been realized
through the Google Speech APIs, available within the Android environment, in an
ad-hoc mobile application. The app is also in charge of managing the questionnaire
presented to the user at the end of the interaction, through a touch-based Graphical
User Interface (GUI). The dialogue flow is managed through an Artificial Intelligence
Markup Language (AIML) Knowledge Base.

Procedure

We conducted our studies both in closed and open areas of a department in our
university, where the heterogeneity of both environment and population gives the
opportunity to collect data for each value of the considered factors. The whole
experiment is conducted in a Wizard-of-Oz fashion [I80] and includes a predefined set
of four phases, namely Approach, Dialogue, Questionnaire and Homing. During the
Approach phase, the robot approaches the user that is not aware of being involved in
the study until the questionnaire is displayed. Given the purpose of the study, only
this phase slightly differs depending on the factors and their value. In fact, once we
select the next user, we let the robot notify its presence and seek for help. The robot
asks the experimenter to keep his/her position. Afterwards, the robot approaches
the user within the “Personal” Proxemics setting — kept constant for each user. We
did not vary the orientation of the robot during the experiments, as other works
[104], 217 focused on the relative orientation of the robot with respect to the user.
In the case of the sitting activity, the robot goes towards the user by respecting the
same social distance [78] 217], while in the standing setting, it intercepts the human
which is passing by or standing still. After that the user attention is gained, the
Dialogue phase is triggered and the robot asks to be helped in a particular task.
After this short interaction, the robot displays the Questionnaire on the table aiming
at completing the evaluation of CA and collecting users’ information. Once the
questionnaire has been completely filled in, the Homing phase is executed, where
the robot thanks the user and is guided toward its original position. It is worth
emphasizing that the chosen characterizations of Context and Activity are done by
taking into account the actual abilities of the robot perception.

Questionnaire

During the two user studies, we collected, with the same methodology, data by asking
the user to fill in a questionnaire that the robot displays on the tablet. We divided
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Dialogue

Questionnaire

My batteries are
running low. Can

Once | will be fully
charged, would

And then, would
you help me to

yes: 21

and if I need it,
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you please plug you unplugmy || get off the stairs? C o | yes:4
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study. Users’answers are highlighted in the figure.
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Figure 6.3. Collaboration Attitude estimation through questionnaire for the first User
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Figure 6.4. Collaboration Attitude estimation through questionnaire for the second User
study. Users’answers are highlighted in the figure.

the questionnaire into two sections aiming at (i) quantifying the Collaboration
Attitude, and (ii) collecting information about the user. Specifically, we characterize
users by gathering information about gender, height and acquaintance toward
robotics. The Collaboration Attitude is mapped into a 5-point scale, measuring the
amount of positive responses of the experimenters to the robot requests, according to
Definition Hence, if we consider also the initial request (in the Dialogue phase),
this variable takes values in {0, ...,4}, where 0 is the case where the human is not
willing to help the robot in any task and 4 the opposite situation. Figure[6.3|and
Figure [6.4] show the requests posed to the experimenters. While the first request is
part of the dialogic interaction, the remaining three are both uttered by the robot
and displayed as part of the questionnaire. In both figures, the number on each
edge refers to the occurrences of a particular answer of the second user study, i.e.,
yes or no. In particular, arcs labelled with no represent users giving up in helping
the robot at a particular CA request, while arcs labelled with yes count users that
advanced through the different questions. For instance, in the second user study, the
31 users neglecting the initial request achieved a CA of 0, while the 81 users — that
satisfied all the robot requests — obtained a CA score of 4. As one might expect,
in both user studies, the engagement decreases as the requests become more and
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Figure 6.5. Collaboration Attitude means and standard errors of the first user study [I74]

more demanding. In fact, while in the second study, at each question (except for the
fourth request), 36 users on average abandoned the robot, for the first user study
this is even more remarked. In fact, only 4 users positively reached the last stage.

6.2.4. User Study 1: Experimental Results

This section reports the results obtained in the first user study [I74]. In Figure
the Collaboration Attitude means and standard errors are plotted.

The Proxemics setting that maximizes the Collaboration Attitude is when the
robot approaches the human with a Personal distance (Figure . This result is in
line with other user studies conducted in Human-Robot Proxemics [212, 137, 133],
stating that humans’ comfort is maximized within the Personal setting. The Intimate
and Social distances give lower values of Collaboration Attitude.

When looking at the gender of the experimenters (Figure , the mean of the
Collaboration Attitude obtained by females is strikingly higher than the males’ one.
This represents a first indication that females are more inclined to help robots than
males. The study of this factor is interesting, as it is known that males and females
have different social behaviors.

Conversely, Figure shows statistics of the Collaboration Attitude means to
changes in height of the experimenters. It seems that shorter experimenters are
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more inclined in collaborating with respect to taller ones.

Despite the Relaxing context seems to maximize the collaborative intentions of
the experimenters (Figure , the Collaboration Attitude is rather stable when
different contexts are tested. As a consequence, the Context does not appear to be
a perturbing factor for the Collaboration Attitude.

In order to search for significant variations and test our operational hypotheses,
we performed One-Way ANOVA over the different datasets. In the left part of
Table a sketch of the sample under consideration is shown. The populations of
Proxemics and Context factors are completely balanced, with a population of 26
elements for each Proxemics setting and 39 experimenters for both the Relaxing
and Working groups. Conversely, the samples of the Gender factor are not balanced,
with a majority of males with respect to females, i.e., 62% vs. 38% and a prevalence
of shorter experimenters, i.e., 56% shorter vs. 44% taller.

Table 6.1. One-Way ANOVA results

Groups Count Sum  Avg Var
Intimate 26 37 142 0.49
Personal 26 81 3.12 0.83
Social 26 37 1.42 041
Male 48 69 1.44 0.59
Female 30 86 2.87 0.95
Taller 1.75m 34 57 1.68 1.13
Shorter 1.75m 44 98 2.23 1.16
Relaxing 39 81 2.08 0.97
Working 39 74 1.9 1.46
Src of Var SS df MS F p-val F crit
Proxemics

Btw. Groups  49.64 2 2482 4295 3.71.10713 3.12
Win. Groups 43.35 75 0.58
Total 9299 77

Gender
Btw. Groups 37.71 1 3771 51.84 371002  3.967
Win. Groups 55.28 76  0.73

Total 9299 77
Height
Btw. Groups 5.82 1 5.82  5.07 0.027 3.97
Win. Groups 87.17 76 1.15
Total 92.99 77
Context
Btw. Groups 0.63 1 0.63  0.52 0.47 3.97
Wtn. Groups 92.36 76 1.22
Total 92.99 77

The right part of Table shows the ANOVA results by reporting the P-value,
the sum of squares (SS), the degrees of freedom (df), the mean squares (MS), the
ratio of the two mean squares values (F') and the F' critical value (F crit). The
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Figure 6.6. Collaboration Attitude analysis of the second user study

Collaboration Attitude depends on the Proxemics setting chosen for the experiment
(p-value < 0.05). In order to confirm the ANOVA results, we performed a post-hoc
test through three t-tests, aimed at comparing each pair of groups. Table shows

Table 6.2. t-Test: Two-Sample Assuming Equal Variances
Intimate vs. Personal ‘ Intimate vs. Social ‘ Personal vs Social

df 50 50 50
P(T<=t) two-tail 9.6-1010 1 4.1-10710

the result of this additional analysis. As suggested by the means histogram, in the
Personal distance humans act differently w.r.t. Intimate and Social settings (the
two-tailed p values are lower than 0.05), whereas users seem to behave similarly in
their Intimate and Social spaces. Also the Gender seems to be a significant factor
for the Collaboration Attitude. In fact, in the right part, the One-Way ANOVA
results allow to reject the null hypothesis (p-value < 0.05). By looking at the results,
there is a significant variation among the different clusters of Height. In fact, the
p-value is lower than 0.05 and we reject the null hypothesis with 95% of confidence.
Regarding the Context, the outcomes confirm our previous observations, with a
p-value significantly greater than 0.05.

6.2.5. User Study 2: Experimental Results

In this section, we report and discuss the results of the second user study. Again, in
order to analyze the collected data, we performed a One-Way ANOVA test. Here we
focus on a more fine-grained discretization of the “Activity” that users are performing
at the moment of the interaction.

Figure shows the number of users grouped with respect to the CA value
that they achieve and divided according to the two values of the activity factor.
Figure[6.6D] instead, reports means and standard errors of the Collaboration Attitude.
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Table 6.3. Activity: One-Way ANOVA results

Groups Count Sum Avg Var

Sitting 103 237 2.30 1.54
Standing 103 252 245 1.49

Src of Var SS af  MS F p-val F crit
Activity

Btw. Groups 1 1.09 1.09 047 049 3.89

Win. Groups 204 473.13 2.32

Total 205 474.22

Interestingly, the plots show that “standing” users are slightly more inclined in
collaborating with the robot, even though the statistical analysis (Table confirms
that the CA values are firmly stable, when different activities are compared. Thus,
the Activity performed by the human does not appear to be a perturbing factor.
The populations for the two values of the activity factor are balanced as 103 users
participated for each of the configuration.

Right block of Table reports the ANOVA results by highlighting the p-value,
the ratio of the two mean squares values (F) and the critical value (F crit), the sum
of squares (SS), the degrees of freedom (df) and the mean square (MS) for the given
experiment. Instead, Table reports on the left for each of the considered settings,
the number of users, the sum of CA values, its average and variance.

6.3. Concluding Remarks

The aim of this chapter is to study how to include in SK4R g characteristics of
the environment which are not directly observable through robot sensors. More
precisely,

2. Can we use SK4R g to characterize social configurations of E? Robots operating
in human-populated environments have to feature the ability to represent features
not directly observable through robot sensors. Hence, it is often necessary to
investigate how to formalize such social configurations.

Our response is positive and gives us the opportunity to asses that, the social
configuration in which the robot is operating matters, and can significantly affect
the robot chances to accomplish a task. Hence, it is important to provide the robot
with the ability to recognize its social context and act accordingly.

In particular, our investigation identified which factors may influence the interac-
tion between robot and human in the context of Symbiotic Autonomy, namely when
is the robot that approaches the human to ask for help. We have characterized the
Collaboration Attitude and performed two user studies to identify which factors may
help the robot in improving its social skills and be included as “social landmarks”
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in the robot state of the environment s; € S. These landmarks, for instance, can
be maintained in a knowledge based, and can trigger particular robot behaviors
anytime they are recognized in the current configuration of the environment.

Not surprisingly, and in line with the findings of several works that address
proxemics as a key factor in human robot interaction, proxemics indeed plays a role.
More specifically, this finding could be explained by two elements: the control that
humans exercise in their Intimate space and the robot size. In fact, the presence
of the robot seems to be not relevant, when the interaction takes place at longer
distances. These results are particularly interesting in the framework of Symbiotic
Autonomy: they suggest that a robot asking for help should approach the user in
his personal space, as this distance seems to be the most comfortable for humans.

The results obtained over the Gender factor are supported by the work in [I37].
In their user study, in fact, male users are more diffident and place themselves
significantly further from the robot than females. These results are also confirmed in
the work in [209]. Specifically, they report a considerable difference of the comfort
level within the intimate area when varying the gender of the users. Their results
support that males impose a dominant territory that the robot is violating, if it
is positioned in their intimate areas. In Human-Human interactions, manifold
psychological studies address this particular behavior. For instance, the difference
in cooperating between males and females has been pointed out in [58], where this
evaluation is made upon the well known Dictator Game. A further confirmation is
provided by [203], where the gender dimension is analyzed within an experimental
study of team performance. In conclusion, our results in the setting of Symbiotic
Autonomy report that female experimenters show more interest in exploring a
new collaboration with a robotic partner. Therefore, the robot behavior could be
leveraged by allowing the robot to seek for help first by female subjects.

The height of the experimenters is another interesting feature that deserves
a better investigation. In fact, few works consider the height of the robot as a
dependent variable in their controlled studies [212, [225]. However, they do not state
or highlight any empirical result on the influence of relative heights of the robot
and users onto the interaction. Conversely, in our work, we noticed an interesting
behavior, when classifying our users by their heights. Such a categorization has
been made by considering the average among the subjects’ height of our population
and the 1.75m value has been chosen as unbiased discriminant factor. However, the
outcomes of such analysis (right part of Table could be influenced by the females
which are usually shorter than males, and much more inclined to a human-robot
collaboration. In fact, in our population, 70% of the female experimenters are shorter
than 1.75m, while the remaining 30% are taller than 1.75m. Conversely, the male
population is almost completely balanced. Hence, with the available data we are
not able to clearly state whether the height of the experimenters plays a key role
in a human-robot collaboration. In our opinion, this particular aspect deserves an
additional analysis, by increasing the variability and the size of the sample, as well
as the height of the robot.

While this is an interesting confirmation that space and physical approach of the
robot must be carefully considered in designing also symbiotic robots, our aim was
also to understand whether what the user is doing is also relevant. In other words, we
intended to test whether it is worth trying to characterize the situations where it is
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more effective for the robot to ask humans for help. In our first study, we studied the
Context (Working vs. Relaxing) and our initial hypothesis relied upon the intuition
that humans in a relaxing context are more inclined to a collaborative behavior. The
results of the experiment show that there are not statistically significant differences
when changing the operational context. This finding could be explained by a strong
focus on the social interaction with other humans in a relaxing domain and it may
suggest that robots are not yet considered “social” partners. This factor trades off
the nature of the working context, where people are usually busy in their tasks.

As our first user study did not provide a clear answer to our question, we
implemented a second user study trying to provide a better characterization of the
situation in terms of the activity performed by the human (Standing vs Sitting).
However, somewhat unexpectedly, the analysis of the data collected in the experiment
indicates that humans do not show a different attitude depending upon the activity
variable. As a consequence, it seems that the analysis of the situation where the
symbiotic interaction takes place, does not have a significant impact on the design of
robots’ behavior when asking humans for help. It is worth remarking that “activities”
have been determined in accordance with elements that are recognizable through
robot perception capabilities. In other words, we identified activities that the robot
will be able to detect through its own sensors. Such an outcome can have several
justifications that we address in the following. First, the embodiment of the robot
prevents the establishment of an interaction between the robot and the user at the
emphatic level. Second, as a direct consequence of the previous remark, robots are
not yet considered as social partners and their presence within the environment is
still seen as a novelty factor. Finally, humans may consider the robot requests not
plausible as they were expecting to act as operators commanding the robot. In fact,
the way humans interact is strongly related to how the social partner is considered
and perceived. This seems to strongly bias interactions and collaborations [47]
and surely needs to be the subject of further investigation. However, by looking
at our findings, we still consider that Collaboration Attitude needs to be better
evaluated, including additional elements that will become available to the robot as
its perception capabilities improve. Discovering new enabling factors for CA will
help increasing robot’s chances to be considered a social partner, when shaping social
behaviors in everyday scenarios spanning from guidance in museums to assistance in
shopping malls. In fact, as soon as robots will operate more frequently in human
populated environments, symbiotic autonomy will play a key role in achieving a
productive coexistence and thus, collaboration will become essential.

Nevertheless, we believe that a vast plethora of other factors are expected to
trigger an impact on the Collaboration Attitude of the robot and influence the robot
perception of social environmental features. This is an important concept and it is
mandatory to be included in the robot state of the world in order to support its
action planning and execution. This is key, not only from an efficiency and safety
perspective, but also, to show socially acceptable behaviors in different working
applications.






95

Chapter 7

SK4R for Multi-Robot Search

obots exploit domain-specific representation to support action execution and

long-term behaviors. Especially in multi-robot domains, such representations
are fundamental as they implicitly encode a communication protocol among team-
mates. This chapter provides an implementation of SK4R to address multi-robot
cooperation. To this end, we focus on both the implementation of environmental
module SK4R g, and the k-function parameter module SK4R p. In particular, the
former is implemented as a distributed world model, while the latter as a set of
parameters of the coordination system “designed” by an expert. We evaluate SK4R
by addressing the problem of coordination within a team of cooperative autonomous
robots that need to accomplish a common goal. We show how the state of the team
can be distributively reconstructed, and how the parameters of the coordination
system can be designed to generate collective and individual behaviors. Section
introduces and describes the proposed coordination approach based on the skar
representation. Section formalizes the used methodology and describes the
implementation of SK4R in two application scenarios (Section by reporting
the obtained results in RoboCup soccer competitions [169] and in a indoor office
application [I70]. Finally, Section summarizes the proposed approach and its
contributions.

7.1. Multi-Robot Search for a Moving Target

Multi-Robot System (MRS) have been deeply studied during the past few years to
develop effective solutions for multi-robot task execution, distributed world repre-
sentation, and robust coordination. Such techniques for Multi-Robot Systems have
shown to successfully handle several requirements in different environmental setups.
Moreover, proposed approaches have been evaluated against varying conditions
(e.g. communication bandwidth) and shown to be scalable and possibly adaptive.
However, there are specific configurations of the environment (5' C S, as defined in
Definition in which the team strategy needs to be to dramatically adapted to
the current world state s;. In this chapter, we address the problem of multi-robot
coordination by proposing a distributed domain-specific implementation of SK4R.
We realize the environmental module (SK4Rg) by designing a distributed world
modeling (DWM) approach updated through exchanged information among the
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Figure 7.1. SK4R components formalized and implemented to address Multi-Robot search
for a non-adversarial target.

teammates. Then, through the x-function parameter module (SK4Rp), we expose
some of the parameters of the coordination system that are designed to influence
the distributed task assignment (DTA). Figure recalls the overall SK4R scheme
and highlights (in purple) the two modules of SK4R which are active subject of
study of this chapter.

Specifically, we propose a novel approach to distributed multi-robot search which
(1) reconstructs the state of the environment s; by relying upon individual robot
perceptions, and (2) influences the team task assignment process by means of
algorithmic parameters. To this end, we enable the team to recognize contexts of
operation used to select particular values of the x-function parameters (k-parameters
for short) and influence the team actions depending on the current task 7. Our
analysis of the literature shows that the proposed approaches to coordination are
developed along two main directions [62] 205]. On the one hand, there is a significant
body of work that can be characterized as distributed world modeling, where the
aim is to share information so that each robot can make decisions on which action
to take, based on a world model that is built through the exchange of the local
views of each robot in the team [90, 235] I87]. On the other hand, methods such as
distributed task assignment exchange information (i.e. utilities [129]) to allow each
robot to choose the task that is most appropriate, considering the preferences of the
teammates [144) [128] [31].

While there are sometimes applications where sharing the world model is not
advisable, either because of communication constraints or because of implementation
requirements [87], a suitable approach to distributed world modeling can substantially
improve the coordination via task assignment. Hence, we design SK4Rpg as a
distributed world model, that is specific to the chosen application domain, and is
updated based on the information received by the teammates. In order to avoid
heavy requirements on the network, our SK4R g relies upon (1) an domain-specific
representation of the environment, and (2) a limited exchange of information. Taking
into account the distributed world model, the system assigns the set of active tasks
and coordinates the robots via distributed task assignment by highlighting areas of
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Figure 7.2. Picture of the Turtlebot, Erratic and Nao robots coordinated with the proposed
approach.

the environment where a particular collective (and individual) behavior supports
the accomplishment of a collective task goal.

To handle the changes in the environment that might require a complete change
in the strategy, we categorize any identifiable configuration of the environment as
contexts. More specifically, we allow robots to detect events which are used to
determine contexts. Such events can be received from the network, or perceived by
the robots. Then, we exploit the high level representation of their distributed world
model to encode contextual information, and adapt the team strategy dynamically
by means of the k-parameters. We represent contexts as a combination of two
components, namely environmental and task-related knowledge [219]. Contexts can
be triggered by specific events related to the operational environment and support
the selection of the best team strategy. A distinguishing feature of the proposed
approach, is the explicit modeling of contexts, which allows for a context switching
depending on the environment monitoring (e.g. network bandwidth)

The result of this implementation of SK4R is a coordination algorithm that
contributes in (1) combining a dynamic distributed world model with a distributed
market-based techniques for role assignment, (2) integrating Contextual Knowledge
in a multi-robot system to improve the overall performance of the team. We
deploy the coordination system in two different case studies for locating a moving,
non-adversarial target: we consider the problem of locating an unseen ball in a
RoboCup soccer game [I169] and the problem of finding a moving person in an office
environment [I70]. The system has been deployed on several simulated and real
robots, including a team of Turtlebot and Erratic robots and a team of humanoid
NAOs. Figure shows a picture of the robots coordinated through our proposed
technique. We carried out a substantial set of experiments in a simulated environment
that show the effectiveness of our approach.
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7.2. Distributed Implementation of SK4R

In this section, we describe our approach to multi-robot coordination combining
Distributed Task Assignment and Distributed World Modeling through SK4R.. The
idea is to simultaneously exploit the robustness of DWM approaches and the effi-
ciency of DTA techniques. Here, we use the former to implement SK4R g and to
distributively reconstruct the state of the environment s; € .S, while the latter to
coordinate robots in order to achieve a task objective. The coordination approach
is then enhanced by leveraging the contextual-knowledge of the scenario. In this
section, we provide a formal setting which embraces all these elements.

7.2.1. Task Assignment

The core of our coordination algorithm relies upon a Distributed Task Assignment
(DTA), based on utility estimations. DTA is an instance of market-based coordi-
nation [52]: at each step, the algorithm evaluates the possibility of a given robot
to perform a given task according to its wtility value. Given a set of M tasks
T ={m1,72, ..., 7} for a team of N robots R = {ry,r2,...,m,}, a utility estimation
vector (UEV) can be seen as the estimation of “how good” a particular robot is for
each task 7; at a given time t. If one denotes, with b; ;(t), the estimation that the
robot 7; computes for the task 7; at time ¢, its UEV can be expressed as:

UEVi(t) = [bn)(8), - » b ()] with by € R (7.1)

The wutility estimation matriz (UEM) represents the utilities of all the members
in the team, since each row ¢ is the UEV corresponding to each robot r;. This matrix
is computed individually by each robot and it is built by gathering the vectors sent
by the teammates and transposing them:

UEM;(t) = [UEVi(t), ... , UEV,()]". (7.2)

Given such a representation, the task assignment can be computed by evaluating
each task of the UEM (t) column-wise. Thus, by considering the scores of each
robot r;, we assign to a given task 7; the robot with the highest score b; ;y(t). This
mapping is performed by the coordination mapping function ®; of the robot i-th:

,:R—T. (7.3)

7.2.2. Distributed SK4R g

Since we want to exploit the high level formalization of the surrounding scenario
modeled through domain-specific SK4R g implementation, we allow the UEM to be
modified based on a distributed world model. In order to build a reliable distributed
representation of the current world state sy, we need to synchronize our robots on a
common representation of the environment and keep it updated over time. Hence,
we define our distributed world model (DWM), which represents the knowledge of the
world reconstructed from a set of partial local models. We refer to the DW M as the
distributed world model locally reconstructed by the robot j-th. In our case studies
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a robot’s local model represents the probability of finding the target in a specific
section of the environment, estimated through a limited and partial knowledge of
the scenario. More in detail, in this distributed setting, we refer as to the state of
the environment s; as the state reconstructed from the local perception of the j-th
robot and information about local models received from teammates, i.e. DWM;.

Given a set of robots R = {ry,r9,...,m,} and their corresponding local models
LM;j(t) at a given time t, we are able to reconstruct the distributed world model for
the robot j-th as

DW M;(t) = f(LM, 1) (7.4)

where f is a specific distributed model update function and LM represents the set
of all the local models {LMj}éyzl. The function f needs to be specified for each
case scenario, as we will see in Section To successfully apply Eq[7.4 SK4R g
has to rely on a robust algorithm for reconstructing the DWM. Hence, we adopt
an event-based system to efficiently manage the robot internal representations of
the world. This system is based on the notion of event. These events can be either
sensed by a single robot or they can be told by an external agent to the entire team.
For example, an event may be represented by a door being opened or by a person
telling the team that the target was previously seen in a particular location of the
environment. We use these events to change the world representation. Formally, we
define model update a function I' that takes in input an event e € Ev and a local
model LM;(t) and outputs a modified local representation of the world. Thus, the
local model of each robot will be modified in the following way:

LN (1) = T(e(t), LM;(1)). (7.5)

When the model update function and the event system are implemented and
initialized in the same way on all the robots, they can share only local events,
instead of communicating their entire local model. This considerably reduces the
communication overhead. Finally, the distributed state of the environment s; —
generated by this implementation of SK4R g — is the DW M; which is defined as
a collection of N local models LM (t) reconstructed in accordance with Eq. [7.5
The algorithmic formalization of the distributed model update and dynamic task
assignment is shown at the end of the next section.

7.2.3. Implementation of SK4Rp — Context System

We provide an implementation of the SK4R k-function parameter module (SK4Rp)
as a contextual system. Accordingly, we show how contextual knowledge can increase
the robot performance in the tasks to be accomplished. In fact, by detecting the
current configuration of the environment, we can dynamically change the team
strategy. In our approach, we use contexts to allow the robots to represent situations
that require a different coordination strategy The Context System gathers contextual
knowledge and outputs the best strategy to adopt during the execution of the team
mission. Such strategy carries out high-level information directly represented as
k-parameters © of the underlying coordination system. These parameters are used
to select the proper strategy. Formally, we characterize SK4R p as a function CS
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Figure 7.3. Sketch of our coordination system. The contextual system informs the team
about the current context formalizing the most suitable strategy. The coordination
system coordinates the robots based on the contextual information: it first updates
the local models through I', then reconstructs the distributed world model through f.
Finally, it computes the UEM outputting a mapping from robots to tasks.

which takes as input the set of sensory data D and external input events I, and,
generates a coordination strategy © for each different context:

CS: D x1]—0 (7.6)

The information flow of our framework is shown in Figure The context
system influences the regular execution of the coordination system by means of
different strategies encoded in © parameters. More formally, at any given time
t, the coordination strategy influences the mapping function expressed by Eq.
by modifying the structure of the utility matrix and/or the utility estimations of
the UEM;(t) (Eq. . We refer as UEM,; to the utility matrix which has been
dynamically adapted to through ©. As shown in Section [7.3] the adaptation of the
utility function is extremely effective, when the requirements of operational scenario
are substantially changing.

The overall coordination protocol locally run by the single robot is reported in
Algorithm [T} Specifically, the robot i-th detects the current context by evaluating
data sources and external input events (line 1). Then, it retrieves the information
needed from the other teammates (line 2) to locally reconstruct their local models
(line 3). The robot is now able to estimate a global model DW M; by considering
the reconstructed local models LM, of each connected teammate (line 4). At this
point, the robot can compute the set of reference tasks according to the current state
of the world (line 5) and its utility vector UEV; (line 6). The robot multicasts its
utility vector, and waits for the estimations of the other teammates (line 8) Finally,
by means of Eq. the robot calculates the utility matrix UEM; (line 9); Then,
the procedure locally computes and returns the most suitable task for the robot i-th.
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Input: sensory data D, input events I, teammates R

Data: set of local models LM, reconstructed distributed world model DW M,
context system C'S, teammate j state T'S;, s-parameters ©, set of
Task to assign 7', robot ¢ utility estimation vector U E'V;, teammate j
utility estimation vector UEV, utility estimation matrix UFEM;

Output: Task for the robot i-th T;

begin
1 © «+ updateContext(CS, I, D);
// For each teammate j receive its updated state
{ TSj}évzl + getTeammateUpdate(R);
{Wj}évﬁ < updateLM({ TSj}j'V:1)§
DW M; < reconstruct DWM({LM;}I,);
T < computeTasks(DW M;);
UEV; + computeUEV(T, ©);
// send the utility vector to teammates
7 | sendUEV(UEYV;)
// For each teammate j receive utility estimation by other teammates
8 | { UEVj}é\[:l «— getUtility Vectors(R);
9 | UEM, < computeUEM({ UEVj}j-V:l);
return 7T; < mapping(UEM;);

=201 SN VR V]

end
Algorithm 1: Context-Coordination

7.3. Application Scenarios

To prove the effectiveness of our approach, we address two settings: a soccer game
during which the robots need to search for a moving ball and coordinate in order to
score against an opposite team (Section , and an office environment, where a
team needs to locate a person in a non-adversarial setting (Section .

7.3.1. RoboCup Soccer Competitions

Our approach to coordination has been first deployed on a team of NAOs. NAOs
are commercial, autonomous, 25-DOF humanoid robots. They are equipped with
a wide variety of sensors and actuators, including two CMOS cameras, multiple
proximity sensors, four microphones, and two speakers. In this setting, a team of
robots plays in a 9 x 6 meters soccer field of the RoboCup Standard Platform League.
In our coordination algorithm this field is represented as an occupancy grid. Each
cell in this grid features a score, representing how likely it is to find the ball inside
it. Figure [7.4] shows the DWM reconstructed by a team of NAOs in a simulated
environment.

In this setting, we arrange possible configurations of the state space (i.e. working
contexts of the system) on a tree structure composed by two main branches, namely
the task-related and the environmental branches, shown in Figure [7.5] Each of
the branch is composed by two layers determining specific configurations of the
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Figure 7.4. Distributed World Model for the soccer scenario. The model assigns a score to
each cell encoding likelihood to contain the ball (orange in the picture).

environment. In the task branch, we encode a set of three basic contexts called
task-related contexts (Cr):

e Playing: the robots know the current location of the ball, and the robot
coordinate according to the default task-space comprising the common task in
a soccer scenario, i.e. striker, defender, supporter and second supporter;

e Ball-Lost: the robots do not know the ball position and cooperate in order
to minimize the time in locating the ball;

e Throw-in: the robots are searching for the ball in which the ball has rolled out
of the field. Hence, they can modify the search strategy by exploiting particular
rules governing the soccer scenario. In fact, such a context is triggered by an
external Game Controller [l

In the environmental branch, we instead characterize the world depending on the
network reliability that allows us to define another two contexts, called environmental
contexts Cg:

e Network up: the robots are in a suitable network condition, i.e. the messages
exchanged among the robots are received in a fixed amount of time;

e Network delayed: the current network condition does not allow a reliable
communication among the robots.

When a context is recognized the robots start coordinating and sharing informa-
tion. In the soccer scenario, the robots share the outcome of two actions as events,
namely clear area and ball found, which are associated with the centroid of a visited

!The Game controller is an external electronic referee used to communicate with the playing
robots during a regular match.
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Figure 7.5. Context hierarchy to model configurations of the environment for a team of
humanoid NAO robots during RoboCup soccer competitions.

areas. Specifically, such events are locally detected by each robot. Upon detection
the agent sends a message to the teammates, which when received it is used to
update the distributed model of the robots according to the event type (Eq. . For
instance, a “ball clear” event has the effect of reducing the probability of finding the
ball in a given area. In particular, while searching for the ball, the robots exchange
the centroids of controlled areas. When the robot i-th receives an event messages
by the robot j-th and updates its model, then it merges the new information in the
global distributed model DWM. To this end, Eq. [7.7] shows how the reconstruction
function f (Eq. is implemented in this case. This function is defined as the
union of the score of each cell, updated as:

DWM; : Vz,y cellgm’y> = argmin {score(cell]<~w’y>)} (7.7)
cell;€LM;

where the score of the (z,y) cell in the overall representation of the robot i-th is
the minimum score among all the local models LM; of each robot. Intuitively, it
informs the i-th that one of its teammate has recently controlled a given area and
the search can be directed elsewhere.

When the events are received from the team, the Context System determines
the current context outputting a set of parameters © used to leverage the team
strategy. In this specific scenario, k-parameters are used to activate the set of tasks
that are related to the detected context in accordance with Eq.[7.2] We define a
utility function that given a robot and a task, it returns a score b; ;) in Eq.
representing how suitable the robot i-th is for the j-th task. Depending on the current
configuration of the environment, the utility function exploits different x-parameters
0 € O designed before robots deployment. It yields the utility function implemented
as
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b(; ;) = 6o - distance-to-ball
+ 01 - distance-to-task;-position
+ 6, - orientation-to-task-position
+ 3 - time-since-role-taken
+ 64 - role-bias
+ 05 - battery-level (7.8)
+ 0 - distance-to-search-areal
+ 67 - distance-to-search-area2
+ fg - distance-to-search-area3

+ 6y - distance-to-search-area4

where each k-parameter 6, is chosen empirically and regulates the different compo-
nents of the utility function. In this case, Eq. takes into account the euclidean
distance between the ball and the robot; the distance between the robot and a
target position; the elapsed time since the current role was assigned; and a bias term
for each robot (such bias is used to solve ambiguous situations); the robot battery
level; and the distance to the centroid of search areas generated by Eq.[7.7] It is
important to remark, that 8 are adapted upon contexts detection, and leverage the
robots behavior to fulfill the requirements of the current team task 7. For example,
let us consider the setting in which the robots are searching for the ball. In the
“Search” configuration, while SK4R g reconstructs the DWM for each robot, the
task assignment routine is adapted by means of the SK4Rp output, i.e. the 0
parameters. Such parameters are used to weight components of the utility function
that are significant to address the current working context. Operationally, to adapt
the system to the “Search” configuration, we set 8 to be

6 = {0.0, 0.0, 0.0, 0.05, 0.1, 0.05, 0.2, 0.2, 0.2, 0.2}.

Intuitively, in the “Search” context, both distances to the ball and default playing
positions, are not relevant to the task and can be discarded when computing the
utility values. It is important to remark that, while © are retrieved by SK4R p, the
world model is instead reconstructed dynamically from individual robot perceptions.

Network Monitoring. In real applications, the robot communication is one of
the main problems and it is not typically monitored at any time to adapt the
coordination. In RoboCup, network reliability is one of the main issues to be tackled
in order to design a workable coordination framework. In this perspective, multiple
proposed approaches evaluate their performance against unstable network conditions
and limited band-width. Several solutions adjust the team displacement in order to
maintain connectivity [166] or periodically share information to bound the network
overload [85]. However, to the best of our knowledge, there is no approach that
continuously performs an on-line analysis of the network bandwidth to select the
most appropriate coordination strategy according to the current network reliability.
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The network condition is detected directly by the team of robots by evaluating the
Round Trip Time (RTT) of the packages shared among the team. Such evaluation is
useful to detect the current network context that can assume three different values,
namely, unreliable network and reliable network. Hence, the recognized context is
used to select the best configuration of the © parameters. In this case, the parameters
influence the system on two levels. First, one of the parameters is used to regulates
rate of sending network packages to other teammates. Such a parameters is set to
10 packages/second when the network is reliable, and 1 packages/second otherwise.
Second, the k-parameters influence the utility estimation by assigning more value to
the role-bias term weighted by 64 in Eq. In critical network conditions, such a
bias has the effect to decrease reactiveness of the system, but provides robustness
and stability in selecting robot roles — which is critical in hostile network settings.
Next section will show the effectiveness of adapting the k-parameters to the current
working context.

Experimental Evaluation

The virtual environment where experiments are carried out is part of the B-Human
architecture, which provides a RoboCup-dedicated simulation platform entirely writ-
ten in C++4P] that features a rather accurate model of the behavior and capabilities
of the humanoid robot in the field. In the soccer case study, our goal is to show
the effectiveness of the system in preserving team performance despite adversarial
working context. For example, when none of the teammates perceives the ball in
this highly changing environment. Accordingly, we first compared our context-aware
coordination against a team that cannot distinguish between a “Throw-in” and
a “Ball Lost” context. Both teams implement the same distributed world model
(DWM), and share the same combined coordination model; however, the red team is
not equipped with a contextual system. We measured the cumulative time during
which the ball was not seen by the team in a game (i.e., 10 minutes). Figure
reports the results averaged over 100 runs for the two different contexts considered.

Our algorithm was able to recognize the contexts and specialize the search, thus
resulting in an overall better performance. It is worth noticing the effects of the
different levels of information available in the two contexts. In fact, when more
detailed information was provided (e.g., in the “Throw-In” context), an increase in
performance is noticeable. Instead, in both contexts the red team was not able to
exploit the available information, always performing an uninformed search in all of
the different contexts.

In a second experiment we measured different strategies while varying the
reliability of network communication. More specifically, we developed an external
tool for artificially introducing network delays in the simulations. We allow our
team to detect the unreliable network context when the delays were above a certain
thresholds. As in the previous test, in this setting the red team implements the same
underlying coordination system, but, it is not able to detect network contexts. In
this scenario, we adjust the strategy of our team to have a more aggressive formation,
send a restricted number of packages to reduce the network overload of the team,
and assume more static behaviors in order to reduce errors in the transmission of

Zhttps://www.b-human.de
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Figure 7.6. Cumulative time during which the ball was not seen in a 10 minutes game for
the two contexts “Throw-In” and “Ball-Lost”. The results were averaged over 100 runs.

processed data. As we do not gave a specific task to test, we can only verify the
quality of the role assignment by considering the scores of the games. Table
reports the results obtained in 173 runs of the experiments.

Table 7.1. Game results of the blue team over 173 runs of a soccer match (i.e. 10 minutes).

‘Wins losts ties games

blue | 95 36 42 173

The results show a considerable difference in the number of won matches for the
blue team that were able to categorize network contexts and adjust its coordination
strategy dynamically. The scores prove that an adaptation on the operational
scenario is always preferable when possible. Our coordination algorithm has been
firstly validated on extensive testing sessions, and then implemented on real NAOs
to allow the team of robots to compete during RoboCup matches. To the best of our
knowledge, this is the first example of coordination that is adapted by a continuous
monitoring of the network performance.

7.3.2. Indoor Office Scenario

In this subsection, we instantiate our framework to the problem of multi-robot target
localization by applying our system to different operational scenarios. Several works
address the problem of pursuit evasion [2]. Here, we focus on non-adversarial target
localization [86], [72]. However, proposed solutions do not formalize a distributed
world model which, is given to the team before operation and, remains known
and static. Most importantly, none of the existing approaches adapt the searching
strategy depending on the current world state. Hence, we consider a complex setting,
where the robots in the team coordinate to find a person in a given scenario. As
shown in Figure [7.7] we discretize the office environment through a topological graph,
thus showing the effectiveness of the approach in a completely different representation
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Figure 7.7. Distributed World Model for the indoor office scenario.

of the environment.

The Context System is implemented as a search on a decision tree and a knowledge
base is used to recognize the set of contexts { Meeting, Lunch, Morning, Afternoon}.
This knowledge base includes information about the scenario, such as scheduled
meetings, habits, or room and object positions. We exploit contexts to assign
different weights to promising nodes to look at, and influence the search accordingly.
To this end, we pair to each node of the graph a 6 parameter that modifies the
likelihood of node to contain the search target, and thus, can guide the search
strategy of the team. Additionally, we semantically label the environment where the
robots operate. In this way, we are able to perform spatial reasoning about objects
and rooms, which helps carrying out the task.

In this case, even though the set of task-related context are determined by the
daytime or daily meetings, the set of action outcomes to share among the teammates
is wider due to the more complex nature of the environment. In this scenario, the
robots share the following events target near location, door opened, door closed, clear
area, and person found. Specifically, target near location is multicasted if one of the
robots is informed that the target has been seen near a particular location. Instead,
door opened and door closed are communicated whether a robot perceived the status
of a door has changed. Finally, clear area and person found are respectively shared
when a node has been visited and when the target is found. These information
are associated with a set of nodes of the topological graph. Thus, the team can
reconstruct the DWM by applying:

DWM; : ¥n nodej = argmin {score(nodey)} (7.9)
node;€LM;
which states that for each node n in the distribute world model of the i-th, the
associated score is the minimum found in all the local models.

According to Eq.[7.2] we coordinate the robots based on their utility values, with
respect to a given set of most-likely nodes. The utility score of each pair (r;, ;) (i.e.
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Figure 7.8. Average time needed to locate the target for the considered algorithms. The
percentages represent the ratio of failed tasks.

(robot;, node;)) is computed according to the cost of the path connecting the robot
i-th and the node j-th. We use the Dijkstra algorithm for searching the optimal path
p* between two given nodes and to evaluate the best mapping from robot to nodes.
In this case, contexts are used to prioritize the areas to look at according to the
scheduling of the searched subject. For instance, if the team is within a meeting
context, then the nodes that are associated to the person’s office are reranked as the
most promising areas to look at.

The office experiments are carried out in the STAGE simulator by implementing
our coordination system within the ROS framework. In this case, a team of mobile
bases had to search for a person in the office environment. In this setting, we varied
the number of robots performing the search, comparing our approach with other
algorithms for exploration. Specifically, we compared it with two search strategies:
a random walk, where the robots randomly explore the environment without coordi-
nating; and a coverage search, where the team uses a DTA to coordinate, by keeping
track of the visited nodes and randomly choosing the next ones to be explored.
Figure [7.8] illustrates the average time in seconds needed to find the moving target.
This measure has been averaged over 10 runs for each configuration. The experiment
was recorded as a failure, if the team needed more than 300s to complete the search.

The results of the experiments reported in Figure[7.8 show that with the proposed
approach the performance improves as the number of robots grows and the infor-
mation shared increases. Indeed, contextual information helps to properly evaluate
the dynamics of the environment — through s-parameters — and to rerank areas to
look at in accordance with the current context. The results confirm our hypothesis,
as the average time in locating the target considerably decreases, when different
search strategy can be properly exploited. Overall, our approach performed better
in all of the considered configurations in terms of both time needed to complete the
algorithm and percentage of successful tasks.
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7.4. Concluding Remarks

In this chapter, we considered the problem of coordinating a team of autonomous
robots capable of identifying configurations of the environment (i.e. contexts) they
operate in. The work proposed helped us in addressing one of our research question
listed in Section [4.3]in Chapter [4}

3. The robot behavior is actively adapted to the state of E, however, is it possible
that the robot behavior influences how the state of the environment is generated?
How can such a mutual dependency be implemented in a robotic system? Is it
possible, for the robotic system, to feature an active interaction of the SK4R g
and SK4Rp components?

To this end, we contributed an approach that allows for a distributed modeling of
the environment — as domain-specific representation of SK4R g for the multi-robot
scenario. Such a model is then used to adapt the coordination system to dynamic
changes of the scenario by means of the s-function parameters. Accordingly, we
exploit contextual knowledge to categorize the state of the environment and improve
the team effectiveness of the team by exploiting different configuration of the x-
parameters. The contents of this chapter confirm that the behavior of the robot can
influence what may (or may not) be included in the current state representation
of the team. This is a crucial point for k-agents and suggests that interactions
between SK4R g and SK4R p have to be carefully engineered. For example, in our
scenario, different strategies, triggered by the contextual system, influence how the
team explores the environment, and thus, actively change how they reconstruct their
distributed world models.

To demonstrate the benefits of such an active interaction between the two
modules of SK4R, our coordination algorithm has been applied to the problem of
locating a moving, non-adversarial target in two different settings. We successfully
deployed our coordination system on multiple robots: specifically, our experiments
report the performance of our contribution on a team of NAO robots in a soccer
scenario and on a team of mobile bases in an office environment. In both scenarios,
we found a significant reduction in the time needed to find the target, underlining
the effectiveness of the approach. More specifically, as opposed to previous work
aiming at developing methods that can scale up with respect to varying factors (e.g.
communication bandwidth, delays), we propose an approach where the system can
handle the changes in the operational scenario and select the best strategy online.

We have focused on the formalization and implementation of two modules of the
SKA4R representation. Namely, a distributed world model and the contextual system
used to generate different strategies of the team encoded as xk-parameters. As a
future work in this field, we are investigating the problem of representing contexts
that need multiple and non-deterministic perceptions to be recognized, and to allow
the team of robots to handle situations where the construction of the world model
became more challenging. In fact, in the proposed scenarios, the coordination system
assumes both contexts and events as pre-defined by an expert user. However, in
unknown and unstructured environments they cannot always foreseen. To overcome
this issue we want to investigate methodologies to discover contexts and events
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during robot mission by adapting the team strategies to the current scenario and
robot mission.



111

Chapter 8

SK4R for Optimistic Planning

domain-specific representation is key to enable effective robot behaviors and

succeed in different applications. However, in order to simplify the planning
process, robot actions are often considered as atomic actions, and their affordance
semantics is usually pre-defined by experts of the domain of application. Hence, to
generalize to more complex and dynamic applications, we investigate the problem
of enabling a robot to understand the effects of its actions on the environment.
In this chapter, we focus on the SK4Rp module and investigate the problem of
incrementally update the k-parameters (i.e. @) in order to learn affordance semantics.
More in detail, Section contextualize the contribution of this chapter within
the current state-of-the-art. Section introduces LOOP, our iterative learning
algorithm for optimistic planning. We describe its building blocks and present its
components in detail. Section demonstrates the robustness and flexibility of
LoOP in different robotic domains and presents an extensive experimental evaluation.
Finally, Section concludes the chapter by discussing contributions of LOOP and
future directions.

8.1. Robot Policy Learning

Robots have to show robust behaviors to complete cognitive tasks in different
scenarios, such as service robotics and uncontrolled industrial environments. However,
deciding the best action to perform, is a complex task due to unpredictabilities of
the physical world, uncertainties in the observations, continuous state spaces and
rapid explosions of the state dimensionality. Moreover, the task objectives, the
structure of the environment and the robot embodiment can heavily affect both the
applicability of decision-making techniques and their overall performance. In this
setting, reinforcement learning (RL) approaches have successfully applied to enable
robots to act and improve their performance over-time. Hence, in this chapter,
we address the problem of learning effective robot behaviors by exposing specific
parameters of the learning process, which are used to learn and encode the affordance
semantics of robot actions. We build upon the SK4R g representation and dedicate
this chapter to the study of the x-functions parameters module — SK4R p. To this
end, we assume state of the environment s; generated by SK4R g, and tackle the
problem of learning k-parameters (i.e. @) through direct robot experience, in the
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Figure 8.1. SK4R k-function parameters module — SK4R p.

context of reinforcement learning. Figure [8:I]recalls the overall SK4R representation
and highlights (in blue) the subject of study of this chapter: SK4Rp.

The applicability of RL methods in robotics, however, is not straightforward and
may suffer from several factors related to partial observability and high-dimensionality
of the state-space. In fact, in order to handle the “curse-of-dimensionality” and
to guarantee effective behaviors in complex scenarios (e.g. hyper-redundant robot,
multi-robot settings), we need to face several issues: (1) state generalization, (2)
exploitation of prior knowledge and (3) exploration of the state-space.

To solve generalization and policy generation, several methods take advantages
from recent success of deep neural networks (DNNs) (or in general by employing
function approximators) both in RL [134] [121], 135] and robot planning [120] [119].
Alternatively, other approaches run different simulation in parallel to collect multiple
robot expirience in a reasonable amount of time [I89]. Still, these techniques require
the agent to explore its vast state-space, and need a remarkable amount of “good”
training samples to synthesize competitive action policies. Moreover, it is difficult
to encode prior knowledge through function approximators. This, instead, is usually
achieved with learning from demonstration techniques [29, 223] [151], but too often
with little performance guarantees when demonstrations are not properly transferred
in the robot action-space. To address this issue, in fact, planning techniques such as
Monte-Carlo Tree Search (MCTS) have bee used [26]. However, these approaches
suffer the generalization problem not being effective in relating similar states [198].

Most importantly, in robotics, the lack of a big number of training sample, and
the sparsity of good ones, are limiting conditions that do not allow state-of-the-
art approaches to be also effective and practical. In fact in robotics applications,
generating competitive policies with few training samples is an extremely appealing
challenge. In this chapter, we contribute a solution to address such a problem.
We introduce LOOP, an iterative reinforcement learning algorithm for optimistic
planning, where actions are chosen optimistically and the robot learns a policy
directly from experience and interactions with the external world. To this end,
we base our presentation of LOOP upon previous work [I75] 177, [35], 172, [173].
We attack the generalization problem in policy generation by pairing the Upper
Confidence Tree (UCT) algorithm [I07] with an external action-value function
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Figure 8.2. Affordance semantics learned by LOOP in a door-passing scenario with
two humanoids NAO robots. The scheme illustrates how the algorithm collects direct
experience with the environment, runs the Monte-Carlo search and updates Q-values
estimates to generate an action policy.

approximator. Such an approximator is used in the expansion phase of the MCTS
standard procedure to select “admissible” actions, and drive exploration during
episode simulation. Figure shows how LOOP (1) evaluates the current state
of the world and (2) generates 6 parameters, in order to provide the robot(s) with
actions that are expected to drive towards task completion. The algorithm promotes
actions with a significant affordance semantics (AS) in the current state s; by means
of the function approximator (®(-)), which outputs a set of Q-values that are used
for robot planning. Such a structure enables LOOP to be a general algorithm
that is independent from to robot platform, the environment of deployment and
function approximator used. We show its applicability in different use-cases and its
flexibility with respect to two types of function approximators, namely Gaussian
Mizture Models (GMMs) and Deep Neural Networks (DNNs). While, GMMs have
successfully been employed to model non-linearities in manifold applications [186],
recent advancement in deep reinforcement learning [220), 200] show remarkable
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improvement in generalizing unseen states and generate action policies robustly.
Hence, we formalize LOOP to be modular and we leave the choice of the approximator
to depend on the problem at-hand. Nevertheless, the comparison between the two
approximators remarks the better generalization capabilities of DNNs, and their
ability to easily address high dimensional problems. Thus, representing a better
solution to the “curse-of-dimensionality”.

In particular, LOOP uses UCT to explore the state space and exploits both
Q-learning and a generic function approximator to model action values, which are
iteratively refined by aggregating [I86] samples collected at every timestep. Our goal,
in this chapter, is to demonstrate that LOOP can efficiently be used to generate
policies and restrict the search space in order to support action planning. We
evaluate LOOP on a set of tasks involving different platforms, such as an hand-over
with a fetching task with a light weight 7 DOF Kuka arm; a humanoid NAO robot; a
door-passing task with two mobile robots; a navigation task; and in learning effective
positioning for a defending robot in RoboCup soccer competitions. The experimental
evaluation shows the effectiveness of LOOP to represent action values and boost
the exploration phase. Such important features make LOOP a practical solution
for robotic applications — especially when DNNs are used. Our main contributions
consist in (1) the introduction and the generalization of the LOOP algorithm based
on previous work, (2) and extensive experimental evaluation in both simulated and
real environments.

The reminder of the chapter is as follows. Section introduces theoretical
background and describes the LOOP algorithm in detail. Then, Section presents
the experimental evaluation in simulated environments, and shows the robustness
of the generated policy when transferred to the real platforms. Finally, Section
concludes the chapter with final remarks, analyzes current limitations of the approach,
and points toward future directions.

8.2. LoOP: Iterative Learning for Optimistic Planning

Through LOOP, we address the problem of making planning and learning in robotics
practical and usable. Our goal is to combine state-of-the-art techniques and alleviate
their computational time and complexity in order to guarantee competitive action
policies with few training samples.

To this end, we combine Monte Carlo Tree Search and @Q-learning. Monte
Carlo planning has been widely used in different simulated scenarios including
complex games. For example, The UCT algorithm achieved the first success in
competing in the game of Go [227]. We refer to MCTS approaches and UCT
algorithm as introduced in Section in Chapter 2l However, in order to generate
accurate estimations, UCT needs to evaluate state-action pairs multiple times. This,
unfortunately, forbids the naive use of UCT in robotic scenarios. Hence, we enable
the use of UCT by exploiting learned action values directly in the expansion phase.
We use such values to crop out branches of the search tree (i.e. actions) that
are not expected to lead to a good ending states, which result in a remarkable
reduction of the number of state-action evaluations. Then, every time UCT finishes
the backpropagation phase it pairs an action to the current state which is used to
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simultaneously update UCB1 values and refine ()-values for next iterations. Finally,
in order to generalize to unseen states we make use of function approximators that
enable the agent to take decision when the system is in a newly discovered portions
of the state space.

We frame LOOP as a Markov Decision Process (MDP) (as introduced in Sec-
tion in Chapter , where decision-making is expressed as a tuple

MDP = <S7 A? R? T? ’7)7 (8'1)

where S is the set of discrete states of the environment, A represents the set of
discrete actions, 7 : S x A x S — [0,1] is a stochastic transition function that
models the probabilities of transitioning from state s € S to s’ € S when taking
actiona € A, R: S x A — R is the reward function, and ~ is the discount factor in
[0,1). In this setting, transitions and rewards are assumed to be Markovian — i.e.,
a function of the current state — and decisions are represented through a policy ,
that defines the behavior of an agent. Given an MDP, the goal consists in finding
a policy 7(s) that maximizes its expected cumulative reward E.[Y Lo v R(st, az)]
over a finite or infinite time horizon T'. This can be obtained by using the notion of
action-value function Q™ (s, a) and by solving its corresponding Bellman optimality
equations [208)]

Q*(s,a) = R(s,a) + fyz T(s,a,s") max Q*(s',d).

s

Intuitively, the action-value function represents the value of the expected return
when taking action a in state s and then following policy 7. It is important to
highlight that, given the formalization of the action-value function Q(-,cot), we
can use (J-values estimate to encode the affordance semantics of robot actions. In
fact, Q-values adhere to the definition of affordance semantics as referred to in
Definition in Chapter [d Hence, we use @Q-values to annotate portion of the
state-space that support task completion, and to suggest actions to execute in a
particular state of the environment s.

8.2.1. LoOP

The information flow traversing the LOOP algorithm is illustrated in Figure [8:3] It
is composed by three blocks which elaborate the three main steps of the algorithm:
the roll-in, the UCTLOOP search and the @-values update through the function
approximator. The first step serves to initialize the state of the system s; and provides
a set of samples from which the Monte Carlo search is started. The algorithm lets
the system roll-in an ending state s; by following a desired policy 7(,o;—in) that
can be arbitrarily chosen. It our implementation we make use of m;_1 the policy
generated at the previous iteration — being mg randomly initialized. The second step
runs the UCT search enhanced by the Q-values estimate. The algorithm assumes
as root of the search tree the state resulting by the roll-in phase s; and starts the
search from it. The UCT selects admissible actions and expands only those ones.
Then, after the UCT backpropagation phase, the algorithm pairs to the root state
the action resulting with the best UCB1 value. We will refer to this modified version
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Figure 8.3. Information flow at each iteration of LOOP. The algorithm assumes an
initial state of the environment s; which depends on the robot (orange) and the task
to accomplish (green). LOOP (i) evolves the system, with m;_1, for T.o;—in timesteps
until state s¢, in which the UCTyo0p search is ran; (ii) uses the MC search to generate a
set of H transitions that associates, to each visited state sy, the action a;_, explored
by UCTy00p; (iii) then, these transitions are (1) aggregated to the original dataset and
(2) used to update the 8 parameters of ®g. Finally, the policy m;, generated at iteration
1, guides the robot to select an action in the environment and proceed towards task
completion.

of the vanilla UCT algorithm as UCToop. During the last step, LOOP uses the
generated pairs to update the Q-values estimate and retrain the policy. After this, a
refined policy m; is generated and exploited by the agent in the following iteration.

To accumulate new experience and make use of training samples, the algorithm
performs an aggregation [I86] procedure. Specifically, at each iteration, LOOP
maintains a dataset D’ = {d} of transitions that are aggregate as

D% ={uDi|j=0...i}, (8.2)

and used during learning. Despite the function approximator ® employed, the
dataset D' is used to generate a new policy by minimizing the fa-loss:

lo(re1 + 7 max Qo(s1+1,a"), Qa(st, ar)), (8.3)

where 6 are the parameters of the generic function approximator. Thus, they
constitute the main vehicle to influence the output of the function approximator,
and to update the AS of an action. For example, they are represented as the mean,
covariance and prior in the case of GMM, or equivalently, the network weights in
the case of DNNs. in the following sections, we describe more in detail how the
0 parameters are learned — both in the case of ®gypr and Ppyy. We refer as to
®appr as the function approximator implemented with Gaussian Mixture Models,
and as to ®pyn as the one implemented with Deep Neural Networks.
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Figure 8.4. UCT execution at a state s, generated by following the policy m;_1 (roll-in).
The state is expanded by the algorithm for H iterations. Admissible actions are selected
in accordance with their relative expected return ). UCT, then, expands the promising
actions by running a number K of different roll-outs, and selects the best action aj such
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Algorithm

A key contribution of LOOP is the combination of MC planning and @Q-learning
that allows to (1) improve a policy 7 iteratively, and (2) learn action values used to
achieve focused exploration. Algorithm [2] presents the LOOP procedure in detail.
The algorithm takes as input an initial policy 7° and, for I iterations, computes the
following algorithmic steps:

1. Roll-in. The agent evolves the policy m;—; for T timesteps, which terminates
in a given state {s;} € S;

2. UCTLo.op- At the end of each roll-in, the agent runs a modified UCT
search [I07] — that we refer to as UCTqop — for H steps, where H is the UCT
search horizon. As represented in Figure [8:4] the UCT algorithm performs a
set of K roll-outs for each admissible actions and returns its expected value.
More in detail:

(a) UCTLo0p evaluates and generates the set As of admissible actions in
Si4(h—1)- Actions are evaluated according to their @Q-value estimate
Qg(st+(h_1), a), and only actions that score a sufficient Q-value are se-
lected to be expanded. In particular, a threshold upon the Q-values is
set and all the actions that have a lower ()-value are disregarded

Qo (St4(h-1),a) >=

8.4
A % max Qo (st4(n-1),a) + €4, (&4
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where A is typically initialized to 0.5 and increases with the number
of iterations as the Q-value estimate becomes more confident, and Qg
represents the (Q-estimation through the chosen function approximator
®. Nevertheless, a certain amount of exploration is guaranteed by an
exploration term € that accepts action with an epsilon probability;

(b) When A, is computed, UCTLo0p expands all the actions ainA, and
evolves the policy for K monte carlo roll-outs by following a e-greedy policy
based on m;_;. When a termination state is reached, it backpropagates
their expected reward in order to calculate their UCB1 value. The best
action aj, € Aj is then chosen according to

E=c- \/IOg(Za N(St4(h—1),a))
N(8t4+(h—1), @) (8.5)

aj, = argmax Qg (1 (1), @) + E,
a

where c is a constant that controls the exploration term E, and (84 (,—1), @)
is the number times that the action a is selected in sy (1)

(c) At each h € H, UCTLo0p generates a state-action pair (si4n,aj,,) that
is aggregated as a new transition dyj, in the dataset D=1,

3. Aggregation. In order to collect training samples, LOOP exploits UCTL,00p
as an expert which — after each search — provides new transitions {d}}f{gt{
composing the D! dataset. Such a dataset is aggregated into D% = Dt UDY%i~1
as in [I180, [I85], and then, used to update the function approximator parameters

0.

4. Estimate update. The 6 parameters are used to update the Q¢ value
estimates. Then, the policy is generated in such a way that it maximizes

mi(s) = argmax, Qa(s,a).

Following, the next sections introduces two possible implementations of the
@-values function approximator ®. However, it has to be highlighted, that the
algorithm is designed to embrace any other implementation of ®.

Function Approximator with Gaussian Mixture Model

To implement the function approximation ®gyrar, we rely on previous literature [37]
and we model @Q-values using probability densities in the form of a mixture of G
Gaussians [5]. GMMs provide the system with the flexibility, expressiveness and
generality of non-parametric function approximators, while maintaining the benefit
of estimating the uncertainty in the prediction. To update the @-value estimates, we
combine the approach in [5] with a data aggregation [186] procedure that exploits
the dataset D% collected at each iteration of LOOP in accordance with the following
update rule

Qi(s, a) = Q" Y(s,a)

T a(r +ymax @V a') — Q7 (s, a)), (8.6)
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Data: [ the number of iterations; A initial state distribution; H UCT horizon; T
policy execution timesteps, A initial max. @ threshold multiplier for
admissible actions, € ; probability for the UCT exploration term, « learning
rate, v discount factor.

Input: 7y initial policy of the agent.

Output: 77 policy learned after I iterations.

begin
fori=1to I do
sp < random state from A.
fort=1to T do
1) Get state s; by executing m;_1(s¢—1).
2) Dt + UCTLOOP (St, )\0, EA)'
3) DO:i — 'Dl U fDO:i—l.
Qs < UPDATE(DY a, ).
4) m;(s) < argmax, Qs (s, a).
end
end
return 7y
end

Algorithm 2: LoOP

where s’ and a’ are respectively the state reached by applying a in s, and the action
maximizing Q"' in 5. Q! are the Q-values at previous iteration being Q° = 0.
More in detail, the dataset is used to estimate a probability density function in the
joint space of states and actions and (J-values.

The pdf depends on the set of parameters

0:{ﬂ-l,,ulazl,'"aﬂ-Ga//LGaEG}? (87)

where 7; is the prior, p; the mean and ¥; the covariance matrix of a Gaussians
of dimensionality D in the canonical form

N(x, 1, %) = 1 teewTs e (8.8)
(2m)P |3

The parameters 0 are estimated over the dataset D%, and they are obtained as
the result of a standard Expectation-Maximization [48] procedure, initialized using
the k-means algorithm [I30] to avoid bad local optima. The number of components
K of the GMMs is selected to minimize the Bayesian Information Criterion over
testing portion of the dataset. Using 6, the pdf of a sample can be computed as

K
p(xi;0) = Z 7Tg/\/’(xia Hg, Eg)a (8.9)
g=1
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Figure 8.5. Deep convolutional neural network adopted in LOOP. The network is imple-
mented within the MXNet environment.

while the value Q(s,a) ~ Q(s,a) is obtained as Q(s,a) = E[Q|s,a] = u(Q|s,a). The
approximated @-value is the result of a Gaussian Mixture Regression

Q(s,a) = p(Qls, a) Zﬁ $,a)ghg(Qls, a) (8.10)
K

02(Q|87a) = ZB(S?a)gyg(Saa) - IUQ(Q|370J)7 (811)
g=1

that originates from the decomposition of each uy and ¥, into

(s:0) (5.0)(5,0)  y~(.0).Q
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Function Approximator with Deep Neural Networks

Deep learning shown a remarkable performance in learning effective policies in various
Atari games [134], [135], where large state spaces and generalization made complex
problems to be considered intractable. Motivated by recent advances achieved by
DNNSs, we choose to provide LOOP with the possibility to exploit different function
approximators. This section presents the implementation of the ® function as a
deep neural networks.

In image classification [210] and RL applications [I35], used DNNs feature a
big number of layers, and thus, a tremendoues number of weights within. These
models require a huge dataset of “good” training samples in order to converge
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to acceptable solutions. However, in robotics, we do not dispose of such a huge
dataset, and existing DNN models cannot apply. For this reason, as illustrated
in Figure we designed a minimal deep neural network (within the MXNet
frameworwhich has been implemented by stacking a convolutional layer and a
max pooling layer with two fully connected layers, the former with ReLLU activations
while the latter with linears activations. The small and compact structure of the
network adheres to our assumptions. In fact, it allows to efficiently compute reliable
@-value estimates even in robotic environment with few of training samples. In
this configuration, @ parameters of the function approximator are represented by
the weights of the convolutional layers which are learned with the standard back-
propagation algorithm [I8T] [75].

The ®pyn function assumes as input an image capturing the current state of
the environment and generates a vector of (J-values, one for each action that the
robot agent can perform. It is important to highlight that, we consider a sigle frame
to contain all the information needed in a state s, and that we collect a dataset of
transitions D% where each element d is of the form d = (S, ap, Te41, St+1). Such a
dataset is collected iteratively by aggregating new samples, using Eq. [8.2] during
the robot operation [I86]. Equivalently to replay buffer [I34], iterative aggregation
and random batch sampling, provide data decorrelation and facilitates learning
and robustness. Operationally, batches are sampled until the dataset D% is fully
convered. Also in this case the dataset is used to minimize the loss-function (Eq.
and updates the @-values estimates of the function approximator as in the GMM
case

Q'(s,a) = Q" 1(s,a)

+a(r +ymax QL' ') — Q' L(s, ), (8:.17)

8.2.2. Multi-agent planning

LoOP provides a flexible methodology that allows to learn action plans in complex
environment such as in multi-agent settings. In this section, we show how LOOP nat-
urally extends multi-agent scenarios, and in particular, we show its implementation
in a set of fully collaborative games. To this end, we avoid to avoid to model joint
actions [23], 40], thus, explosition of the state-space (and the UCT search complexity)
by explicitly addressing problems where each agent has the same reward function,
and that can achieve a common goal only by operating in cooperation. Our aim is
to demonstrate that LOOP can learn competitive policies and constraint the search
space both at the individual and collective level.

We extend the LOOP formulation under the stochastic game framework, as
an extension of MDPs to multiple agent. In detail, it is represented as a tuple
(N, S, A1.N, T, Ri.m), where N is the number of agents, Ay.n is the cross product of
the N agents’ actions, and the other elements remain consistent to Eq. Moreover,
each agent j determines its actions in accordance with its policies 7; that defines
its behaviors. Hence, each agent aims at improving its policy by maximizing the
collective future reward. LOOP preserves the same procedural routine as introduced

"https://mxnet.apache.org/
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Data: N number of agents; I the number of iterations; A initial state distribution; H
UCT horizon; T policy execution timesteps, Ag initial max. ) threshold
multiplier for admissible actions, € ; probability for the UCT exploration term,
« learning rate, v discount factor.

Input: 7} initial policy for each agent j

Output: 7rjI. policy learned after I iterations

begin
fori=1to I do
sg < random state from A.
fort=1to T do
1) Get state s; by executing w§_1(st_1) for each agent j.
for j=1...N do
2) D; — UCTLOQP(St, )\0, GA).
3) DY« DiuDY L
Qjs < UPDATE(DY", v, ).
4) 71';(5) + argmax, Q; a(s,a).
end
end
end
return ﬁ][
end

Algorithm 3: LOOP - Cooperative

in Alg. Pl However, it extends to the multi-agent scenario by modifying two steps of
the algorithm. It iteratively runs UCT for each agent, and it allows for simultaneous
action execution whenever a policy roll-out is requested.

As detailed in Alg. [3| At each iteration ¢ and timestep ¢, LOOP (1) runs — for
each agent — an UCTy,op search, by expanding actions according to their current
Q-value estimates, and (2) collects new transitions d; that are used to improve the
Q-values of each agent. It stores agents sample separately (3) in order to allow
for individual beahavior which is not effected by other experiences, and then, (4)
maximizes (J-value estimates to generate an improved policy 7r;

It is worth highlighting that in the case N = 1, the algorithm presented in this
section simplyfies to Alg. 2] as each of the LOOP features persist. Hence, in the rest
of the chapter, we refer to as LOOP to the more general algorithm presented to
address and represent multi-agent scenarios.

8.3. Optimistic Planning in Robotic Domains

The goal of this section is to validate our contribution over a set of different robotic
applications. The experimental evaluation serves to highlight the main contributionsb
of LOOP, namely focused exploration and policy generalization. The latter evaluated
through different function approximators. Moreover, we demonstrate the robustness
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of LOOP through the evaluation of its meta-parameters. The aim is to highlight the
effectiveness of the algorithm, as well as its application to other robotic applications.
Finally, we setup an experiment in a challenging scenario demonstrating that LOoOOP
can be used to optimize local movements of complex behaviors. To this end, we task
LOOP to learn the best position to assume for a defending robot in a multi-robot
adversarial scenario. We evaluate the learned behaviors in RoboCup soccer games
and report the performance improvement in terms of recovered balls.

All the experiments have been conducted using the V-REP simulator running
on a single Intel Core i7-5700HQ core, with CPU@2.70GHz and 16GB of RAM.
For all the scenarios, unless otherwise specified, the algorithm was configured with
the same meta-parameters. The UCT horizon is set to H = 4 to trade-off between
usability and performance of the search algorithm; the number of roll-outs is set
to be M = 3, while admissible actions are evaluated with an initial A = 0.5, and
€z = 0.3, guaranteeing good amounts of exploration. The C' constant in Eq.
is set to 0.707. The state space, the set of actions and the reward functions are
finally chosen and implemented depending on the robots and applications. In each
of the proposed applications, stochastic actions are obtained by randomizing their
outcomes with a 5% probability. We adopt a shaped reward function, thus providing
a reward to the agent(s) at each of the visited states.

Throughout the experimental evaluation, we compare our approach against two
baseline and two state-of-the-art algorithms. We compare LOOP with vanilla-UCT
and random-UCT algorithms to show the improvements with respect to the policies
generated by these standard routines. We refer to as vanilla-UCT as the standard
UCT algorithm where each action is expanded at each execution of the MC search.
Instead, we refer to as random-UCT as the UCT algorithm that selects an action at
each time-step randomly. Then, we compare LOOP against TD-search [198] and
DQN [134] — even though, a comparison with DQN can be done only in the case
of ® implemented as a DNNs. The experiments have been configured to highlight
the performance improvement of LOOP, by comparing, for each of the evaluated
algorithms, the cumulative average reward against the number of explored states.

8.3.1. Focused Exploration

The aim of this experiment is to show the benefits of a focused exploration, and
thus, the effectiveness of LOOP in generating competitive policies already at first
iterations. This is a key feature of our approach. It confirms that LOOP is practical,
and can be exploited in robotics. To this end, a 7-DOF KUKA lightweight arm
is tasked to learn to fetch an object (e.g. a glass, Figure while avoiding an
obstacle (e.g. a plant). In this scenario, the function approximator has been
implemented as a DNN. Thus, the state is represented through an image collected
by an overlooking camera, and the discretization of the state space is realized
as described in Section The robot can perform 10 actions: A = (arm-up,
arm-down, arm-forward, arm-backward, arm-right, arm-left, pitch-turn-left,
pitch-turn-right, yaw-turn-left, yaw-turn-left). Rotations on the roll angle
have been removed as they do not influence the desired orientation of the fetched
object. The reward function is in [0, 1] and it is computed as a weighted sum of
four components: the first is inversely proportional to the Euclidean distance of
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Figure 8.6. Bird-view (on the left) and top-view (on the right) of fetching task environment.
The figure illustrates the position of the robot (7 DOF KUKA LBRiiwa arm), the obstacle
(plant) and the target position of the object to fetch (red circle).
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Figure 8.7. Average cumulative reward and number of explored states obtained by
LoOP, DQN, TD-search, random-UCT and vanilla-UCT in 7 iterations in the Kuka
fetching scenario. For each of them, the reward is averaged over 10 runs. The function
approximator has been implemented with DNN.
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the end-effector to the target, the second it proportional to the distance to the
virtual center of the obstacle, the third and the fourth are inversely proportional
to the pitch and yaw angle respectively. In this way the reward function promotes
states that are near the target, far from the obstacle, and with the end-effector
oriented upwards. This is implemented to succeed in the fetching task of objects
that are to be carried with a preferred orientation (e.g. a glass full of water). Finally,
the function approximator is implemented (and learned) by using the deep neural
network described in Section 4l

Figure and Figure show the performance of LOOP, DQN, TD-search,
random-UCT and vanilla-UCT. For each of the iterations and for each algorithm,
the continuous lines represent average cumulative rewards while the line width their
standard deviation. In the explored state plots, the width of the lines highlights
the amount of states expanded during ¢ with respect to the total number of states
explored until ¢ — 1. This scenario is key to our evaluation. In fact, since first
iterations, and with a reduced set of training samples, LOOP is able to outperform
other algorithms that need a huge dataset to learn competitive policies, e.g. DQN.
Still, vanilla-UCT shows comparable rewards, but the number of explored states
for this algorithm is ~65% larger than LOOP. To provide a qualitative feedback
on the benefits of the focused exploration, Figure [8.7c| and Figure show the
end states reached by executing the policies learned by LOOP (Figure and
DQN (Figure at the 1-st iteration of the algorithms. In particular, while the
DQN policy initially explores portions of the state-space which do not lead to task
completion, LOOP is able to “focus” the learning process since first iterations, and
quickly achieve a good reward value. Such a result highlights that LOOP is more
practical and thus a preferable solution in this setting.

8.3.2. Policy Generalization

The second evaluation shows the performance of LOOP in learning an handover
task with an hyper-redundant humanoid NAO robot. The aim is to show the ability
of LOOP in generating competitive policy with a much complex platform, and its ro-
bustness in executing the learned policy on real platforms. We propose an evaluation
of the reward signal by comparing (1) the two function approximators introduced in
Section — ®pyn and Paprar, and (2) their performance on a real platform. The
scenario is characterized by two agents performing a human-robot interaction. The
robot has to complete an handover by receiving an object which is held by a human.
As depicted in Figure we learn the action policy in the simulated environment,
and then, we execute it on a real platform. Figure qualitatively illustrates the
affordance semantic distribution of the right-arm-forward action when following
m; in a state s;, on the real platform.

In this experiment, the agent can perform a set of 25 actions:
A = ( body-noop, body-forward, body-backward, body-turn-left,
body-turn-right, head-up,head-down, head-right, head-left, right-arm-up,
right-arm-down, right-arm-left, right-arm-right, right-arm-forward,
right-arm-backward, left-arm-up, left-arm-down, left-arm-left,
left-arm-right, left-arm-forward, left-arm-backward, open-right-hand,
open-left-hand, close-right-hand, close-left-hand ).
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Figure 8.8. TEST DONE WITH DNNs.

The (shaped) reward function is in [0, 1] and it is implemented as a weighted sum
of 6 components: the first component is inversely proportional to the distance between
the robot and the handed object, the second and third are inversely proportional
to the distance from the object to the left and right hand respectively, the fourth
component is inversely proportional to the distance between the ball and the center
of the robot camera computed directly in the image frame, and the fifth and sixth
components model the desired status of the hands, promoting states that with open
hands near the handed object. Operationally, the state is represented differently
depending on the implementation of the function approximator ®. In the case of
DNNs (®pn ) the state is represented through the images collected by the cameras
of the robot. Conversely, in the case of GMMs (®gasar) the state is represented
as a feature vector composed by the Cartesian pose (position and angles) of the
robot kinematic chains corresponding to the head and the two arms, together with
the state of the hands (opened/closed). Moreover, the state includes the relative
distance between the robot and object poses, the position of the target in the image
frame of the cameras. Additional, a last feature element is included, the “attention
bit”, indicating if the human is looking towards the NAO. The “attention bit” is
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(a) BODY-FORWARD  (b) BODY-RIGHT (c) HEAD-RIGHT (d) HEAD-UP

Figure 8.9. Affordance semantics distribution over the state-space.

used to show-case the possibility to embed social rules into the robot behaviors.

Similarly to the previous experiments, Figure shows the evaluation of the
reward signal (Figure against the number of explored states (Figure
for each function approximator. In the explored state plots, the gray top of each
bar highlights the amount of states expanded during ¢ with respect to the total
number of states explored until i — 1. As expected, LOOP preserves an improvement
over the vanilla-UCT and, also in this case, our algorithm generates an effective
policy with a remarkably reduced number of training examples. Differently, when
comparing ®pyy against Poaras, we notice a similar number of explored states.
However, ®pyy obtains higher cumulative rewards. This shows the improved
generalization capabilities of the DNN representation, that is able to significantly
improve performance while preserving sample complexity of the original algorithm.
Finally, ® pyy-real and ®qprps-real show the rewards obtained by transferring and
rolling out the policy in real settings. In both cases, the reward values show that,
even though the robot does not perform as well as in their simulated counterparts,
it is still able to complete the task being robust to the noise of the real-world
deployment. In fact, we consider the reduced cumulative reward values to be mostly
due to noise in both the perception pipeline and motor encoders of the real NAO
robot.

In addition to the learned policy, in the case of ®garar, we qualitatively evaluate
the obtained affordance semantics models. Figure shows the heat-map — with
a bem granularity — corresponding to the affordance semantics distribution of four
actions: body forward (Figure[8.9a)), body right (Figure[8.9b]), head right (Figure[8.9¢)
and head up (Figure . These have been generated from the model learned after
3 iterations of LOOP with a small initial distribution composed of states located at
a distance between 45cm and 60cm in front of a the target object. From the figures it
can be observed that the learned distribution accurately models the need of the robot
to (1) go forward when it is far from the target and stop at a distance of 20-25cm
(from which the target is reachable with the arms), (2) turn the head right when
it reaches positions on the left of the target, (3) increase the head pitch when it is
close to the target (located at a position higher than the robot). Finally, Figure
shows the Q-values of each action when implementing an “eye contact” social rule.
Such rule states that the robot should wait for eye contact with the human partner
to start the handover. In this test, we simply assume to have eye contact when the
(Aldebaran) tracker of the NAO detects a face that is oriented towards the robot. As
shown by the chart, when the human is not paying attention (red bars), the highest
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Figure 8.10. ()-value estimates for all the actions when the “eye contact” social rule is not
respected and viceversa. The red bars corresponds to the Q-values estimates when the
human does not pay attention to the robot, while the blue in the opposite case. Each
action is labeled on the x-axis while on the y-axis its Q-value estimate.

(a) View of the door passing environment (b) View of the navigation environment

Figure 8.11. Environments used in the meta-parameters experimental evaluation for the
two function approximators.

Q-value corresponds to the “null” action body-noop. Additionally, head movements
are allowed to search for eye contact. Conversely, when the partner looks at the
NAO (blue bars), the right-arm-forward action has the highest -value, and other
arm-related actions are enabled. To embed this social behavior in the robot policy,
we initialize the 6y parameters of the GMM learned from a dataset where (1) all the
actions are enabled when the “attention bit” is on and (2) only the head rotations
and “null” actions are allowed when the “attention bit” is off.

8.3.3. Meta-parameters Evaluation

This set of experiments aims at validating the procedural routine of LOOP and
its robustness. We propose a meta-parameters evaluation in two simulated robotic
tasks implemented as grid worlds. The evaluation challenges LOOP in learning
(1) a door-passing task — with a GMM-based function approximator — and (2) a
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Figure 8.12. LOOP performance in the door passing scenario.

path-finding task — with a DNN-based function approximator. Figure illustrates
the environments used to perform the meta-parameters evaluation, both in the
case of GMMs (Figure and DNNs (Figure . Equivalently, for the two
scenarios, the robots can perform a discrete set of five actions A = ( noop, up,
down, right, left ) to move within the grid. The reward function is normalized
between [0, 1] and is shaped to be inversely proportional to the sum of the minimum
path steps from the robot positions and targets. Differently, in the GMM case,
the state is a feature vector composed by the current position of the robot and its
assigned target. In the DNNs case, instead, the state is represented through an image
collected from the top by an overlooking camera (i.e., all the robots are visible). To
complete the evaluation, we vary the key meta-parameters of the algorithm such
as the learning rate «a; discount factor «y; e-probability of the UCTL,oop expansion
phase; the number of GMMs components K; and number of the training runs of the
DNN for each iteration tr. tr refers to the number of re-training refinements done
at each iteration over the dataset D?. We report the results of executing the learned
policies on a Pioneer P3-DX robot.
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Evaluation of the GMM Function Approximator

Specifically, in the case of the GMMs, the set of parameters is the learning rate
a, discount factor ~, number of GMM components K and the e-probability in
the UCTio0p expansion phase. Throughout the experiments in Figure [8.12] the
meta-parameters configuration is set to a = 0.001, v = 0.55, K = 4 and ¢ = 0.3.
Then, for each testing sessions, only one meta-parameter is changed at a time.

Figure reports the learning curves by varying the learning rate o of Eq.
All the evaluated configuration are able to learn the task, however, with a different
number of iterations. Noticeably, for the learning rate o = 0.01 (purple), the reward
signals significantly oscillates showing instability during training. Instead, o = 0.01
(orange) presents the best trade-off between performances and stability of the learned
values.

Similarly, Figure reports the learning curves by varying the discount factor
~ of Eq. Both v = 0.55 and v = 0.95 are able to learn the task however,
the latter configuration presents oscillations of the reward signals. For v = 0.25
instead, the learner “forgets” the progress made at the beginning. This highlights
the importance of the discount factor that weights expected future rewards. In fact,
with small values of « the robot is induced to show a more greedy exploration policy
which favors local improvements rather than a competitive global solution for the
task. Often, as reported here, this is the cause of a poor performance of the agent.

Figure reports the learning curves by varying the number of GMM com-
ponents. The figure shows that LOOP has the best performances with K = 16.
Nevertheless, with a greater number of components the reward signal oscillates
significantly, while with a lower values it poorly performs. This evaluation suggests
the importance of choosing the K in accordance to the problem addressed. In fact,
on the one hand, a bigger number of components can model complex non-linearities.
But, it is also true that many components require a larger number of training samples
to stabilize the reward signal. Moreover, the training time significantly increases
with the number of components.

Finally, Figure shows the learning curves by varying the e-probability in
the UCTLoop expansion phase (Eq. . It is worth highlighting that both with
€ = 0.6 and € = 0.1 the algorithm poorly performs, however, for different reasons.
In fact, e = 0.1 significantly restricts the exploration of the algorithm and it is not
able to visit valid portions of the state-space. ¢ = 0.6, instead, allows for a more
in-breadth exploration and requires the algorithm to visit a bigger number of times
each state in order to generate satisfying reward values. Note that for ¢ = 1.0 the
algorithm shows the same exact routine of vanilla-UCT. For e = 0.3 the algorithm
reports its best configuration and highlights the importance of a focused exploration
also in this setting. In fact, in order to compare the configurations, the number of
explored states is paired to the € values in the figure. ¢ = 0.3 shows the best trade-off
between reward signals and number of explored states, and thus, computational
time.

Figure [8:13] shows how the affordance semantics supports action planning of the
blue robot in the critical state of the task. In the figures, the actions suggested by
the policy are marked in yellow, while actions with small or zero @)-values are marked
in green and blue respectively. Figure in fact, shows that, when the robots
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Figure 8.13. Q-value estimate for different configurations of the state s; for the blue robot.
Actions, selected in accordance with the learned policy, are marked in yellow while
actions with small or zero Q-values are marked in green and blue respectively.

encounter an impasse, then the blue robot has converged to a less eager behavior
and backtracks in order to let the red robot go first. Conversely, Figure shows
that, once the red robot has traversed the narrow passage, then the blue robot can
proceed and complete the task. Both figures report the QQ-values of each action in the
two different configurations and show the correctness of the affordances semantics
learned by LoOP.

Evaluation of the DNN Function Approximator

As in the case of ®gprar, the experiments in this section aim at evaluating the
robustness of the proposed approach when varying the meta-parameters of the
algorithm. In the case of the DNNs function approximator, the set of parameters is
the learning rate a, discount factor v, number of training runs for each iteration ¢tr and
the e-probability in the UCTLoop expansion phase. In the experiments reported in
Figure the default meta-parameters configuration is set to o = 0.005, v = 0.99,
tr = 10 and € = 0.3. For each testing session, then, only one meta-parameter is
changed at a time.

Equivalently to the GMMSs case, a similar analysis of the meta-parameters can
be described. Figure shows the learning curves by varying the learning rate in
Eq. The plot shows that the higher the learning rate the quicker the learner
reaches competitive values, even though the reward signal of bigger « values reports
larger oscillations. Figure illustrates the evaluation of the discount factor (in
Eq. which, again, remarks the importance of the discount factor. In fact, also
in this scenario, the learning curve of v = 0.11 features drops in the task performance
(e.g. around iteration ~121 and ~421).

Figure and Figure report the learning curves by varying the number
of training runs, and the e-probability of Eq. [8:4 Additionally, the figures report
the number of explored states paired with a specific value of the meta-parameters.
It is worth noticing that, for lower values of the parameters the learner is not able to
complete the task as it does not explores valid portions of the state-space. For higher
values of the e parameter, instead, the learner quickly reaches competitive values at
the cost of training time — as shown by the number of explored states. Conversely,
higher values of the tr parameters seems to support focused exploration and allows
the agent to learn satisfying reward values before other the configurations.
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Figure 8.14. LOOP performance in the door passing scenario.
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Figure 8.15. Q-value estimate for different configurations of the state s; for the navigation
task. Actions with a significant affordance semantics are marked in yellow, while actions
with smallQ-values are marked in green.

Finally, it is important to remark that DNNs are able to learn more stable
policies and feature better generalization properties. In fact, their learning curves
— despite the meta-parameters configuration — preserve a more stable and smooth
profile, with smaller oscillations of the reward signal.

Figure [8.15] shows the correctness of the learned affordance semantics in the
proposed task. Figure illustrates the policy learned by the agent, while
Figure highlights a particular state of the task and the associated @Q-values
estimates. The ()-values show that, even if, the policy selects the left action to
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Figure 8.16. Example of a full iteration of the Monte Carlo roll-outs: the robot evaluates
all its actions, and selects the best one to maximize Q(s, a). In this example, the top-left
figure shows the world state at a given time s;, and the rollout policy commands the
robot to execute the move-left action. Accordingly, the other sub-figures show the
evolution of the system after each roll-out extending the current policy until the horizon
H = 3. The robot evaluates all the 5 actions: stand (top-center), move-up (top-right);
move-down (bottom-left); move-left (bottom-center); move-right (bottom-right). In
these figures, the blue arrow represents the chosen action for the current roll-out, while
the purple arrows represent the movements of the robot according to the current policy.
The yellow circle represents the position of the ball.

move the agent, the other admissible action for LOOP is the up action. Such an
action, in fact, equivalently supports task completion.

The meta-parameters evaluation conducted in this section highlights the robust-
ness of LOOP with different algorithmic configurations and show-cases other two
robotic applications where it applies. The stability of the reward signal varies upon
parameters settings, however, LOOP can learn the a policy with a wide spectrum of
such meta-parameters. This is an important result which enables the deployment of
LOOP in different environments. For example, we can increase the learning rate
a, and learn satisfying policies, when, in a particular scenario, the lack of training
samples is a limiting condition.

8.3.4. Local Optimization of High-level Behaviors

LOOP can improve robot performance by optimizing local movements of of com-
plex behaviors. In dynamic multi-agent adversarial scenarios, such as RoboCup
competitions, robots have to feature the ability to perform long-term plans — to
support team strategies — as well as short-term movements — to quickly react to
environmental stimuli. In order to demonstrate the benefits of a local optimization
of robot behaviors, we learn the positioning policy of a defending robot in soccer
games. In this setting, we configure the state of the environment with the position
of the robot and the position of the ball and its velocity vector. Then, the set of
discrete robot actions is stand (the robot does not move), move-up (the robot moves
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Figure 8.17. On the right, the normalized average reward of the learner (blue) and baseline
(orange) after different iterations. On the left, the sum of intercepted ball over five
matches.

forwards), move-down (the robot moves backwards), move-left, move-right. The
reward function is a weighted sum of two components. The former is the inverse of
the Euclidean distance between the robot and the ball, while the latter is the inverse
of the Euclidean distance between the robot and the line connecting the ball and the
closest goal post. In this scenario, it is important to say that, LOOP learns Q-values
without influencing the UCT expansion phase. To clarify the algorithmic procedure
in this setting, Figure [8.16] shows the rollouts of the Monte-Carlo search for each
actions. The top-left figure shows the world state at a given time s;, and the rollout
policy commands the robot to execute the move-left action. Accordingly, the other
sub-figures show the evolution of the system after each rollout extending the current
policy until the horizon H = 3. The robot evaluates all the 5 actions: stand (top-
center), move-up (top-right); move-down (bottom-left); move-left (bottom-center);
move-right (bottom-right).

The goal of our learner is to improve its performance while playing against
opponent robots and to decrease the number of opponent scores while intercepting as
many balls as possible. We can evaluate each action of our learner by considering the
reward that the robot obtains during a match. Such a measurement expresses how
good the learner is positioned within the field with respect to the ball. Therefore, we
analyze the average reward of our agent as well as the number of ball interceptions
and the final score of each match. Figure reports the normalized average
reward obtained by the learner during five regular games. On the y-axis is reported
the obtained average reward.

Specifically, the learning defender features LOOP, while the non-learning defender
has a fixed policy initialized at iteration zero. Such a baseline is a suitable comparison
that allows us to quantify the improvements of our robot in terms of positioning with
respect a baseline policy. The plot shows a constant improvement with respect to our
baseline and over previous configuration of its trained policy. It is worth remarking
that the drop in performance between game 3 and 4 can be due to different factors
affecting the game, such as player penalization and ball positioning rules. However,
such drop has a marginal impact with respect to the previous improvements, and
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Table 8.1. The table reports the final scores of five matches after different MCSDA

iterations.
LoOP iterations
Teams 100 200 300 400 500
Learning 2 3 0 1 1
Non-learning 3 2 1 1 1

the performance of consequent matches remains constant.

Additionally, thanks to the nature of our testing environment, we are able to
report more direct evaluation indices for our approach. To this end, we report
the number of intercepted balls and the number of opponent scores. In particular,
Figure shows the sum of intercepted balls of the two teams (learning and
non-learning) on the same set of games as before, and Table reports their final
scores.

It is worth noticing that the number of intercepted balls of our agent (green) is
more than twice the number of the opponent defender (yellow). Furthermore, the
final results of the different matches promises an interesting profile: even though the
learner does not win all of the matches, the number of opponent scores decreases
as the learner refines its policy. Since LOOP is applied only on defense robots, we
do not achieve any improvement on the number of goals of our team. However, as
expected, by increasing the number of iterations of our algorithm, the number of
goals of the opponent team decreases.

8.4. Concluding Remarks

In this chapter, we focus our efforts on an important component of the SK4R
representation. We analyzed whether it is possible, for robots, to improve the repre-
sentation of affordance semantics based on direct interaction with the environment.
More precisely, we address the question:

4. Given a representation of the state of the environment, can the robot improve
its behavior over-time? In other words, is it possible to update (or learn) 6
parameters to improve the expressiveness of the AS representations?

Our study confirms that it is possible to learn, and improve, the affordance
semantics of actions through direct interactions with the environment — even in
challenging robotic domains. In fact, our findings show that a functional represen-
tation of the environment can efficiently aid the robot in action execution. Hence,
explicitly representing @ parameters is beneficial, and it provides the robot with the
opportunity to shape AS in accordance with the situation at hand.

To provide a efficient and practical example on the expressiveness of 8 parameters
in representing ASs, we introduced LOOP, an iterative policy generation algorithm
that uses action values to guide and reduce the exploration of the state space in
different robotic applications. We have described its theoretical background and
algorithmic procedure. We demonstrated its implementation through Gaussian
Mixture Models and Deep Neural Networks, which exploit recent advances in deep
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learning. We evaluated our approach over an extensive set of experiments which
confirms the potential of LOOP in robotic applications.

Our key contribution is the combination of a Monte-Carlo tree search algorithm
with @-learning, which demonstrates a remarkable reduction of the computational
load of the algorithm without loss in the performance. Such an improvement makes
our approach more practical and suitable in difficult robotics applications, where the
lack of training examples is often a limiting condition. We have shown the benefits
of a focused exploration and of an effective policy generalization, which adds value
to our solution. Additionally, we contribute to a modular algorithmic procedure that
has been demonstrated to be flexible and practical in different scenarios.

However, LOOP presents several limitations that give the opportunity to further
improve our solution. The major problem is the massive use of simulation calls,
that make the algorithm less appealing. Hence, we are working on a online version
by relying on online and offline knowledge as in [68]. Moreover, LOOP still needs
a predefined simulation environment. This is not always available, and does not
properly capture the dynamics of the world, making our algorithm less appealing in
highly interactive scenarios. To address this issue, we aim at learning the dynamics
of the world at robot operation time, and simultaneously improving its policy based
on the learned model [228]. Finally, our solutions exploits discrete set of atomic
actions. Hence, we want to extend our formulation to learn policies in the continuous
action space [I35] in order to address a broader set of robotic tasks.
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Chapter 9

SK4R for Hierarchical
Optimistic Planning

or a cognitive robot, task decomposition is key to guarantee effectiveness in
F various applications where the global complexity of a problem makes planning
and decision-making too demanding. This is true, for example, in different domains,
where unpredictabilities and modeling limitations typically prevent (1) the design of
robust behaviors, and (2) learning effective action policies. To tackle this problem,
we enhance the formulation of LOOP, of the previous chapter, to hierarchical
optimistic planning. We borrow the concept of Hierarchical Task Networks (HTNs)
to decompose the learning procedure, and we exploit Upper Confidence Tree (UCT)
search to introduce h-LOOP, an iterative algorithm for hierarchical optimistic
planning with learned value functions. h-LOOP relies upon the same working
principles of LOOP but, instead of focusing on the x-function parameters module
(SK4Rp), it is also used to learn the hierarchical structure of the x-function within
the SK4R representation. In this chapter, we describe the A-LOOP algorithm by
highlighting the key algorithmic differences with respect to LoOP (Section [9.1).
Then, Section describes two robotic applications that we use to setup the
experimental evaluation of a fetching task using a simulated 7 DOF KUKA arm
and, on a pick and delivery task with a Pioneer P3-DX robot. Finally, Section
concludes the chapter by discussing its key features.

9.1. Hierarchical Optimistic Planning

As in Chapter [8 here, we focus on the problem of robot planning by combining
UCT Monte-Carlo search with @Q-learning. However, we enhance LOOP by formaliz-
ing a hierarchical algorithm that decomposes complex tasks and further improves
exploration at learning time.

In literature, multiple authors exploit the notions of skills and semi Markov
Decision Processes (semi-MDPs), and define hierarchical representations such as
options [208] and MAX-Q decompositions [54]. Unfortunately, applications of these
methods in complex domains like robotics are limited, and prior knowledge has
to be enforced in the learning process by means of expert demonstrations. In
fact, although hierarchical learning and value function approximations techniques
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have been adopted in several applications, state-of-the-art approaches still show
considerable margin of improvement. For example, [I92] provide a better policy
generalization by exploiting the concept of Generalized Value Functions, to improve
value function approximation.In a different settings, [39] use expert demonstrations
to learn high-level tasks as a combination of action-primitives. Unfortunately, these
approaches only learn specific hierarchical structures, that poorly generalize and
cannot profit from the expressiveness of value functions. Similarly, [206] apply
hierarchical learning to sequences of motion primitives on a pick-and-place task with
a hyper-redundant robotic arm. [I09] initialize skill trees from human demonstrations,
improving them over time. However, their representations use expert demonstrations
and do not represent action on higher levels of abstractions. Conversely, [94] apply
hierarchical policy learning to solve a 2-DOF stand-up task for a robotic arm. They
exploit Q-learning and actor-critic methods to learn both task decompositions and
local trajectories that solve specific sub-goals. Alternatively, [89] and [6] formalize
action hierarchies to represent actions at different levels of abstraction. However,
these procedures are not easily scalable to higher dimensionality problems.

In contrast in this chapter, we adopt a hierarchy of actions to make state-of-
the-art planning algorithms practical in robotic settings. To this end, we introduce
h-LoOP [35], an iterative algorithm for learning hierarchical value functions, that
are used to (1) capture multi-layered affordance semantics, (2) generate policies
by scaffolding the acquired knowledge, and (3) guide the exploration of the state
space. As in the case of LOOP, the goal of h-LOOP is to learn k-parameters (i.e. 6)
to shape affordance semantics of robot actions, however, it also learns hierarchical
relations among k-functions. It is worth remarking that, in previous chapters, the
design of k-function relations and interactions is decided before robots deployment.
Accordingly, Figure recalls the overall SK4R representation and highlights (in
yellow) the subject of study of this chapter: (1) how to learn 6 parameters for robot
planning and (2) how to learn a hierarchical representation of robot actions to enable
task decompositions.

More in detail, h-LOOP improves LOOP by building upon concepts from previ-
ous literature, such as Hierarchical Task Networks (HTNs) [60], semi-MDPs [208] and
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Figure 9.2. h-LOOP generates high-level representations of actions, that are used to
improve the exploration of the search space. In this figure, we show the action hierarchy
generated for a fetching task using a redundant KUKA light weight arm.

MAX-Q decompositions [54], to decompose the learning procedure and to generate
both action abstractions and search space constraints. The action hierarchy formal-
ized by h-LOOP is learned iteratively by evaluating state-actions pairs generated by
UCT after each episode. Figure 9.2 shows an example of such a hierarchy where
states and actions are associated at different layers of abstraction. h-LOOP assigns
states and actions to different clusters sf and af by evaluating the similarity of
successor states that the agent can reach, by applying the actions in af in the states
contained in sj. Intuitively, similar successor states have similar reward values and
can be evaluated altogether when exploring the search space. Different layers provide
different granularity of affordance semantics (the higher the more coarse) and help
the learning process to evaluate states hierarchically. h-LOOP runs UCT to explore
the environment by sampling the joint distribution of rewards and state-action pairs.
Each sample is continuously aggregated into a dataset, that is used to estimate —
by means of Q-learning — the value function Q* of each layer X in the hierarchy.
Specifically, at each layer, Monte Carlo search is ran for a subset of actions that are
evaluated according to their ()-value, thus driving the node-expansion phase during
episode simulation.

In this chapter, our aim is to demonstrate that Q-values can be learned hierar-
chically to influence exploration, and to represent affordance semantics at different
levels of abstraction, thus linking learning techniques to low-level agent controls. The
main contributions of A-LOOP consists in: (1) a novel integration of Monte-Carlo
tree search, hierarchical decision-theoretic planning and Q-learning, that enables
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good performance with selective state exploration and improved generalization capa-
bilities; in (2) a two-sided extension of TD-search, that not only executes on multiple
hierarchy layers, but also constructs upper confidence bounds on the value functions
— and selects actions optimistically with respect to those; and in (3) a reduction of
the curse-of-dimensionality that is obtained by means of focused exploration. We
evaluated the h-LOOP performance in two different scenarios, an fetching task with
a 7-DOF KUKA light weight arm (as in Chapter |8) and, a pick and delivery task
with a Pioneer P3-DX robot, where the agent has to collect an item and delivering
it. The results show a reduction in the number of states explored — which makes the
method more practical in robotics — and, the ability of h-LOOP to learn affordance
semantics of robot actions and their hierarchical relations.

9.1.1. h-LoOP

In respect to the LOOP formulation, we describe A-LOOP by adopting the Markov
Decision Process (MDP) notation, in which the decision-making problem is repre-
sented as a tuple MDP = (S, A, T, R,~), where S is the set of discrete states of the
environment, A represents the set of discrete actions, 7 : S x A x S — [0, 1] is a
stochastic transition function that models the probabilities of transitioning from
state s € S to s’ € S when taking action a € A, R : S x A — R is the reward
function, and ~ is a discount factor in [0,1). Transitions and rewards are assumed
to be Markovian — i.e., a function of the current state only — and decisions are
represented through a policy m, that defines the behavior of an agent by mapping
states to actions.

Given an MDP, the goal consists in finding a policy 7(s) that maximizes its
expected cumulative reward E.[S.L ' R(s;, a;)] over a finite or infinite time horizon
T. This can be obtained by using the notion of action-value function Q™ (s, a) and
by solving its corresponding Bellman optimality equations [208)]

Q*(s,a) = R(s,a) +v>_T(s,a,s) max Q*(s', ).

8/

In this chapter, we address the generalization problem with ®gasas by approximating
the @ function using probability densities in the form of a mixture of K Gaussians
(i.e., Gaussian Mixture Models — GMMs), with K determined in an adaptive man-
ner [5]. However, nothing prevents the implementation of A~-LOOP with DNN, or an
equivalent function approximator. Accordingly, @ parameters are learned and used
as described in Section [d] in Chapter [§] (Page [118).

h-LOOP is an iterative algorithm that, at each iteration ¢, generates a new policy
7; which improves m;_;. To obtain an improved 7;, our algorithm leverages (1)
data aggregation [186], and (2) UCT [26] for balancing between exploration and
exploitation on the tree.

Exploration and Sample Collection

At every step h, for h = 1... H, UCT simulates the execution of all the actions
As € A that are “admissible” in sp, as detailed in next section. Each simulation
executes an action a € Ay, followed by K roll-outs, that run an e-greedy policy based
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on m;_1 until a terminal state is reached. The best action ay, is selected according to

O \/log(Za n(sn, a))
1(sh,a) (9.1)

aj = arg max Q(sp,a) +e,
a

where C' is a constant that multiplies and controls the exploration term e, and
n(sp,a) is the number of occurrences of a in sp,. Since we assume a discrete state
space S, for continuous problems we define a similarity operator that informs the
algorithm whether the difference of two states is smaller than a given threshold £ —
thus discretizing the space.

During each roll-out:

o adataset D' of samples x = (s, a, Q*(s,a)) is collected to improve our estimate
@, as detailed in Section 4| in Chapter Q

e h-LOOP uses UCT as an expert and collects a dataset D’ of H samples
x = (sp, ay, s},) that are selected by the tree search

« similarly to DAgger [I86], D’ is aggregated into a dataset D = DY~ U D,

When H UCT steps are run, the complete dataset D% is used to generate hierarchy
clusters — as detailed in the next section — and learn a new policy ;.

9.1.2. Hierarchical Action Selection

The hierarchical model adopted in h-LOOP builds upon the concepts of High-Level
Actions (HLAs) and Reachable Sets (RSs) in HTNs [60].

o HLASs are defined recursively as a sequence of action primitives and/or other
HLAs. When a HLA is composed by only primitives, such sequence is called
“implementation”.

e RSs model preconditions and effects of HLAs. They are defined as the union of
possible states reachable by the the different implementations of HLAs. A RS is
bounded by a pessimistic RS~ and optimistic RS™ set. RS~ represents the set
of states that are reached independently from the chosen implementation, while
RS represents the set of states reached by all the possible implementations.
Reachable sets describe interesting properties: (1) if RS~ intersects the set
of goal states, then a sequence of admissible actions leading to the goal is
found; (2) if, instead, RS™ intersects the set of goal states, a plan exists but
its implementations do not reach the goal yet.

Using similar concepts, we allow h-LOOP to evaluate actions at multiple levels of
abstraction. In order to better describe the action hierarchy generated by hA-LOOP,
Figure [9.3] illustrates a simplistic example. Specifically, a hierarchy of actions is
obtained using an agglomerative clustering algorithm, which is ran on the set of
next states {s'} present in the D%!. Our key assumption is that similar s’ encode
information about actions with similar effects and thus can be clusterized altogether.
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Figure 9.3. Simplistic example of action clusters generated by h-LOOP. The next states
s’ existing in the complete dataset D%? (at iteration i) are agglomerated in a predefined
number of clusters. The structure of the generated hierarchy of states is preserved to
define a second hierarchy H dedicated to actions. In fact, actions a, associated to s’ in
DY are arranged along H by retracing actions of D%, whose next states s’ have been
clustered together.

Particularly, we refer to H as the set of layers in the action hierarchy generated
by the clustering algorithm. The clustering routine organizes {s’} in clusters §
over a predefined number of layers, which are then tranferred into the action space,
generating a set of action clusters @ organized along the same structure. Such a
mapping is realized by evaluating each element contained in the & clusters and
backpropagated to the original dataset D% in order to retrieve the set of actions
generating the transitions to the {s’'} states. In fact, dataset elements are a tuple of
three components encoding a transition from the current state s to the next state s’
by means of the action a.

It is important to highlight that, in this setting, it is no possible to clusterize
actions directly, since actions are referred to at the symbolic level (e.g. move-arm,
turn-body). Conversely, states are represented as feature vectors and it is possible
to define a distance operator to run the clustering algorithm. Moreover, the learner
cannot observe similarity among actions by means of their symbolic label. It is
intuitive, instead, to compare similarities of the effects of robot actions by observing
the next states within the dataset D%,

In our formulation, each action cluster & corresponds to a HLA in the layer
A\ € H, and each layer has an associated Q* function, approximated as Q)‘. The
result of choosing an action & consists of selecting a cluster of lower level actions
with a similar expectation to reach a desired cluster 5. Noticeably, such a model
intrinsically connects to the concept of reachable sets. Clusters § are in fact an
approximation of optimistic sets RS™, and they evaluate actions a that lead to more
rewarding states altogether.

h-LOOP uses each Q* in s to select the set A, of admissible actions for UCT.
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Intuitively, a primitive action a is admissible in s if, for each layer A, a belongs to
the cluster a* selected according to Q*. More formally:

= J{a|VAeH aca} (9.2)
acA
a* = argmax Q(s, a) + 5?751 (9.3)

5?,& NN(Oagz(Q)\ | 87&))a

where o2 is the standard deviation of the regression approximation [5].

Through 62 %4 the prediction error for each action abstraction is captured, leading
to a more directed exploration of the action hierarchy. Action primitives are finally
chosen and executed by UCT according to the lowest-level Q, as detailed in previous
section. To obtain a less biased exploration and avoid value function over-fitting,
“inadmissible” actions are anyway expanded and selected by UCT with a 30%
probability.

9.1.3. h-LoOP Algorithm

The goal of h-LOOP consists of iteratively updating each layer’s value function
approximation Q)‘, to generate a policy m; that maximizes the expected reward of
the agent. The underlying insight of A-LOOP is that, while exploring the search
space, collected state-action pairs are used at each iteration i to (1) update the
approximated @ functions for refining the policy 7;—; into a policy m;, and (2) use
Q@-values to influence UCT exploration in accordance with Eq.[9.2] The complete
h-LOoOP algorithm — described in Alg. [d] - adopts a procedure similar to LOOP,
however it enhances it as follows:

1. Roll-in. The agent follows the previous policy m;_1 and generates a set of s;
states for 1" timesteps.

2. UCT search. For each of the generated states s¢, h-LOOP runs an UCT
search with horizon H. At each step h, UCT simulates the execution of every
admissible action in the set A, computed according to Eq. |9 . For each
action a € A, a simulation consists of the execution of a, followed by K
e-greedy roll-outs based on m;_1, which are used to estimate the QQ-values of
each visited state. Finally, for each step, the best action aj is (1) chosen
according to Eq. and (2) aggregated into a dataset D’ together with s;, and
Spr1- It is worth remarking that a vanilla implementation of the UCT search
evaluates all possible actions and explores a significant amount of states to
generate an effective policy. Our approach, instead, leverages the hierarchical
structure of H to generate a restricted subset of admissible actions, with high
estimated @-value. This efficiently reduces the exploration phase by guiding
the algorithm to discard actions that are not expected to improve m;_1.

3. Hierarchical data aggregation and Q update. After UCT, new data
D' = {(St+h, a0} S4ppy1) | B =1...H} is available to be aggregated inEo a
larger dataset Dy ;. This dataset is used to generate clusters 3, a, and s’ in
two steps: first, the sets of states {s} and {s'} in D, ; are separately clustered
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Input: DY dataset of random state action pairs {(s,a,s’)}.

Output: 7y policy learned after N iterations of the algorithm.

Data: A set of primitive actions, N number of iterations of the algorithm, A initial
state distribution, H UCT horizon, K e-greedy roll-outs, T" policy execution
timesteps, H set of layers.

begin

Initialize Q° to predict 0.

Train classifier g on DP.

for i=1to N do

sp < random state from A

fort=1to T do

Get state s; by executing m;_1(s¢—1).

D' <+ UCT(H, s¢)

DO:i . DO:ifl U Dz

3,8 +agglomerativeClustering(D")

a <+ mapping(g’)

foreach A € H do
// update estimated Q-values
R(8,a) « m Zseé,a*ed R(s,a*)
DM« getSamples(D?, R(3,4))
D/\,O:i — ID/\,O:ifl U D/\,i
Train Q*(3,a) on D07

end

end
Train classifier m; on D*

end

return my

end

Algorithm 4: h-LoOP

within A layers; then, the hierarchy of next state clusters §' is transferred into
the action space to generate the action clusters @, each of them corresponding
to high-level actions. In order to correctly update the Q)‘ estimation for
every @, samples of the form x* = (3,a,Q*(s,a)) are generated for each
layer \, with Q*(s,a) determined through ®garas. Such samples are then
(1) aggregated into a dataset DM and (2) used to improve the estimate Q*,
as described in previous sections. Specifically, Q* is updated for each (8,a)
containing the state-action pairs (s¢14,a;,),) € Duct, by using the averaged
reward R(s;ip,a;, ;) of the corresponding state-action pairs in the clusters
(8,a).

4. Training. Once data aggregation has been performed, a new policy m; is
trained from the dataset D'.
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Figure 9.4. Average cumulative reward and number of explored states obtained by h-
LoOPsyp, LoOP, TD-search, random-UCT and wvanilla-UCT in 10 iterations in the
Kuka fetching scenario. For each of them, the reward is averaged over 10 runs. The
function approximator has been implemented with GMMs.

9.2. h-LoOP Experimental Evaluation

We evaluate our approach in learning an effective policy for executing a fetching task,
and a pick and delivery task in a simple environment [54], with a reduced number of
state-action pairs. We compare our results with a random-UCT and vanilla-UCT
implementations, the TD-search [198] algorithm and different configurations of the
h-LOOP action hierarchy. We will refer to as LOOP as a basic implementation
of the action hierarchy composed solely by a single layer of the primitive actions.
Then, the random-UCT algorithm selects a random action at each h step of the
Monte Carlo search, while in the vanilla-UCT the algorithm expands all the robot
actions at each step. In all algorithms, we implement a shaped reward function that
computes reward values at each visited state. We deploy these algorithms within a
simulated environment on a 7 DOF KUKA arm and, on a Pioneer robot.

Experiments have been conducted within the V-REP simulation environment,
using a single Intel i7-5700HQ core, with CPU@2.70GHz and 16GB of RAM. For
both the scenarios, the UCT search has been configured as follows: (1) search horizon
H = 4; (2) exploration constant C' = 0.707; (3) K = 3 roll-outs. The number of
components of the GMMs is evaluated according to the BIC criterion, which has
been tested using up to 6 Gaussians. Q-values are updated with a learning rate
« = 0.01, and a discounted factor v = 0.8. The algorithm is ran for T' = 15 timesteps
at each iteration. Moreover, stochastic actions are induced by randomizing the
outcome of an action with a 5% probability.

9.2.1. Fetching task

In this scenario the state of the problem is represented as a 7-feature vector, where
3 components represent the distance of the robot end-effector to the target, 3
components encode the distance to an obstacle introduced in the scene, and the
last component is the angle difference between the end-effector and world axis Z.
We include such component to bias the agent in learning to fetch an object with a
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preferable orientation. The reward function is a weighted sum of such components,
and it is designed to promote states that are far from the obstacle, and close to the
target position. Additionally, it penalizes states in which the end-effector does not
point upwards, to simulate objects that have to be held with a preferred orientation
(e.g. a glass full of water). The robot explores an action space composed by 13 actions:
6 translation actions to move the arm back and forth along the Cartesian axes, and
6 rotation actions to move the arm counter-/clockwise on the Roll, Pitch and Yaw
angles. A no-op action is introduced to let the robot in its state. Figure and
Figure illustrate obtained results by reporting the average cumulative reward
and the number of explored states obtained during 10 iterations. In detail, reward
values are averaged over 10 simulated fetching trials for each of the iterations and
for each algorithm, the continuous lines represent average cumulative rewards while
the line width their standard deviation. In the explored state plots, the width of the
lines highlights the amount of states expanded during 7 with respect to the total
number of states explored until ¢ — 1. While baseline algorithms perform worse in
terms of obtained rewards (random-UCT, TD-search), only the vanilla-UCT shows
results that are comparable to h-LOOP. However, the number of explored states of
vanilla-UCT is significantly higher. Specifically, the naive implementation of UCT
evaluates more than two times the number of states that h-LOOP (~55%). In fact,
h-LOOP approximates the optimistic set of a HT'N by evaluating only admissible
actions that are expected to lead the search towards states with high reward. This is
achieved by exploiting the action hierarchy updated at each iteration. To this extent,
the results compare two different configurations of h-LOOP. The first, LOOP, is
organized as a single layer structure, where the number of clusters within the layer is
equal to the number of primitive actions, while the latter configuration, h-LOOP, is
organized over 2 layers where the first layer also contains the set of primitive actions
and, the second layer groups actions in 5 clusters. Again A-LOOP further reduces
the number of explored states and confirms that a hierarchical evaluation of the
search space improves the learning process. However, we do not notice a significant
improvement between h-LOOP and LOOP. We associate cause of the comparable
reward signals to the task complexity of the proposed scenario. In fact, differently
from the “pick and delivery” task, the structure of “fetching” is not hierarchical
and a hierarchical representation of ()-values may not be necessary. Still, we can
observe that increasing the number of layers in the representation, even when that is
not needed, does not damage the obtained performance and, still, slightly decreases
the number of visited states. Additionally, it can be ran different evaluations to
determine the optimal number of clusters within layers, however, for these scenarios,
such a number is empirically chosen.

9.2.2. Pick and delivery task

Here the environment is represented as a 5x5 grid-world where the Pioneer has
to collect an object at a random location and, carry it to an operator Figure [9.5
The scenario resembles the one addressed by the “taxi-agent” in [54], however a
comparison with max-Q would not be proper since our reward is implemented to be
shaped and not sparse; and we implement our approach in a robotic context where
the reduced number of samples and iterations are limiting constraints. Here, the
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Figure 9.5. “Pick and delivery” scenario, the environment is composed by 4 working
stations, the robot has to collect one item and delivery it to the operator (blue station).
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Figure 9.6. Average cumulative reward and number of explored states obtained by LoOP,
h-LoOPsr,, h-LOOP3y,, TD-search, random-UCT and wvanilla-UCT in 10 iterations in
the Kuka fetching scenario. For each of them, the reward is averaged over 50 runs. The
function approximator has been implemented with GMMs.

state is a 9-feature vector where the first two components represent the position of
the robot, the following two encode the current target of the robot (either the object
station or the delivery one), the fifth component indicates whether the object is
picked, and the last four components indicate whether there is an obstacle in one of
the four possible directions (e.g. wall). The action space of the agent in composed by
6 actions, four to move through cells, and two to pick and drop the object. Moreover,
we assume that a robot is helped to collect and drop the objects by an external
operator. The reward function is a weighted sum of two components encoding the
distance of the robot to the target object and the distance of the object to its delivery
station. This task represents a more complex scenario due to temporal constraints
imposed by the status of the object, however, as in the previous scenario, a similar
analysis of the results can be observed. Figure and Figure illustrate the
average cumulative reward and the number of explored states obtained during 50
iterations. Vanilla-UCT has comparable reward values, but the number of explored
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states is still significantly higher than each configuration of h-LOOP. The action
hierarchy of A-LOOP, in fact, improves the overall performance showing the best
results with a 3 layered structure. Particularly in these complex scenarios — where
ordering constraints exist and the task can be decomposed — h-LOOP performs
better and confirms that a multi-layered representation of affordance semantics
improves the exploration of the search space.

9.3. Concluding Remarks

In this chapter, we extended the formulation of LOOP to hierarchical optimistic
planning. The work described here aims at analyzing the correlation between k-
parameters and relations among x-functions. In particular, whether it is possible to
learn hierarchies of k-functions. Hence, we centered our work around the question:

5. We illustrated how SK4R can hierarchical define k-functions to address reflec-
tion [I131)]. This lead us to investigate whether it is possible to learn hierarchies
of k-functions to support task decomposition by reusing ASs of primitive ac-
tions?

This is an important feature of the SK4R representation that enables the
r-agent to reuse learned AS to represent compositions of actions and sub-tasks.
Therefore, it is key to our goal of designing a practical and functional representation
to support general purpose tasks, for an autonomous robot. To this end, we focused
on the interaction of SK4Rp and the composition of k-functions representing
primitive robot actions, and, we introduced h-LOOP, an iterative learning algorithm
of hierarchical value functions for optimistic planning. We described how (1) it
determines hierarchies of affordance semantics within the SK4R representations
by clustering actions at different levels of abstraction and how (2) it improves
search space exploration in order to generate efficient policies. The experimental
evaluation shows the efficacy of A-LOOP in enabling the agent to learn a good
policy by evaluating a significant lower number of states. However, the reported
results suggest that the benefits of applying the hA-LOOP algorithm may vary in
accordance with the application addressed. In fact, as we have seen in the fetching
task scenario, if the structure of the problem is inherently not hierarchical, then
the improvement of h-LOOP is not significantly higher with respect to LOOP.
But, as expected the, even if the improvement is not remarkable, the algorithm
does not damage the overall performance. Hence, such a result proves h-LOOP
to have a better generalization capability. Conversely, in the case in which the
problem addressed allows for a hierarchical formulation, the benefits demonstrated
by h-LOOP are significant. As observed in the pick and place scenario. Still, the
improvement carried out by different configurations of the actions hierarchies is not
constant to the number of layers. This suggests that, in order to obtain a significant
improvement, the configuration of h-LOOP has to be done carefully, and its design
choices have to take into consideration the structure of the problem at hand.

However, h-LOOP can be used to solve several tasks in multiple domains.
Moreover, as a future work strictly related to this chapter, we want to explore the
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possibility of transferring hierarchical value functions among learning agents in order
to take advantage of abstract actions and their semantics in different tasks.
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Part 111

Conclusion
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Chapter 10

Conclusions

ealizing autonomous agents able properly to interpret the external world and
R operate in it is the ultimate goal of this thesis. In previous chapters, we
motivated our work, conxtetualized it within the state-of-the-art and found different
research aspects that, have demonstrated the validity of our contribution. Finally,
this chapter concludes our dissertation by summarizing its content and highlighting
its contributions. Throughout this chapter we will retrace the research problems
addressed by this thesis, and outline the major findings along with. Then, a discussion
is presented about further improvements and new directions for future work:

10.1. Summary and Contributions

The goal of this thesis is to investigate how a proper representation contributing
spatial knowledge and knowledge about affordances can improve robot behaviors
and aid action planning for general purpose tasks. Specifically, we centered our
work around two questions that originated the research presented and motivate this
thesis.

1. How can the robot represent and highlight important features of the environ-
ment to support actions execution?

2. How can the robot use spatial knowledge and knowledge about spatial affor-
dances to design and learn goal-oriented behaviors to support general purpose
tasks?

Hence, we find the motivations of our work in the need of deploying robotic
agents able to (1) refer to the environment at different levels of abstractions — in
order to interact with humans and plan actions for both local and global behaviors;
(2) understand where and when an action supports task completion. The latter
is key for an autonomous agent. It enables the robot to reason about the effects
that its own actions have on the external world. In fact, the agent will no longer
execute an action by means of a mere hand-crafted behavioral routine, rather, it
will execute an action because it “knows” that the resulting state leads it one step
closer to success in its task.

We studied how to enable effective behaviors by relying upon a proper rep-
resentation of the operational environment, its current state and the task to be
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Figure 10.1. A representation for spatial knowledge for robots — SK4R. The working
domain of each of the technical chapters is highlighted with different balloons and colors.
References to chapters and related publications are added to provide a classification of
the work of this thesis.

accomplished by the robot. To pursue such a goal, we have taken into consideration
different research areas related to different robotic applications.

The first aspect addressed in this thesis has been the design of a spatial knowledge
representation that could embrace a functional point of view about the environment
and explicitly model robot actions. To this end, Chapter [4] introduces and describes
the SK4R representation by highlighting its main features and by demonstrating
how it can be exploited to encode affordance semantics. Figure recalls the
SKA4R representation, and associates, the contribution of each chapter to a particular
SK4R component. In each chapter, we investigated a different research topic that
contributes to the formalization of SK4R, and thus, to dig into the manifold
opportunities and challenges brought by the chosen representation:

e Chapter 5| is focused on the implementation of a spatial knowledge represen-
tation for an indoor service robot. The goal is to provide an implementation
of the environmental module of SK4R (SK4Rpg, red in Figure able to
generate a detailed representation of the state of the environment. To this end,
we defined a hierarchical representation of spatial knowledge, whose layers
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interact by means of a novel deep learning architecture, namely SPNs. The
experimental evaluation shows that the proposed implementation of SK4R g
can effectively label particular areas of the environment and infer missing
knowledge by performing top-down inference. Additionally, such an imple-
mentation of SK4R g is able to encode the state of large environments and
support action execution of indoor service robots. In particular, such an
implementation enables long-term planning, and more reactive behaviors in
the peripersonal domain of the robot.

o Chapter [6] further investigates the formalization of SK4Rpg. In this case,
however, we frame our contribution in the context of social robotics. We
characterize the state of the environment through several social factors that
may, or may not, enable acceptable behaviors when a human-robot social
interaction has to be conducted. We evaluate different social factors in two user
studies. The reported findings highlight which is the best social configuration
that favors a more natural interaction. The goal of this chapter is to generate
a set of guidelines for an autonomous robot that has to feature a social
understanding of its operational environment.

o Chapter [7] investigates both how to define a domain-specific representation
for multi-robot systems, and how to design x-function parameters (i.e. 8) to
support collective and individual behaviors. To this extent, this chapter imple-
ments both the environmental module SK4R g, and the x-function parameters
module SK4R p (highlighted in red and in blue in Figure respectively).
The chapter contributes to a novel distributed coordination system able to
adapt the team strategy to current configuration of the environment (e.g. poor
network conditions). We introduced a context-aware coordination system
that shares events in order to distributively reconstruct an approximate world
model. Such a model is then used by each robot to deliberate the next action
to execute. The experimental evaluation shows the benefits of a dynamic coor-
dination strategy that, via k-function parameters, can influence the behavior
of the team and preserve a satisfying performance.

o Chapter[§]is dedicated to the SK4R p parameter module. This module is key to
our representation as it exposes important parameters of the x-functions that
can be learned and exploited to influence affordance semantics of robot actions
(in blue in Figure . Hence, SK4R p represents the main vehicle to shape
and influence robot behaviors. To this end, the chapter introduces and describes
LoOP, a novel iterative algorithm for optimistic planning with learned value
functions. LOOP works as combination of MC planning and Q-learning, and
makes robot planning practical in complex and different applications. The
experimental evaluation shows that LOOP leads to a remarkable improvement
in the computational load of the algorithm (with respect to other baseline
algorithm) without loss in the performance. Such a feature makes our approach
more practical in difficult robotics applications, where the lack of training
examples is often a limiting condition.

« Chapter [9] extends the formulation of LOOP to a hierarchical formalization
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of affordance semantics in order to allow for task decomposition. The study
in this chapter is centered on two parts of the SK4R representation, namely
the k-function parameters module and the s-functions (highlighted in blue
and in green in Figure respectively). To this end, we introduced h-LOOP,
an iterative learning algorithm of hierarchical value functions for optimistic
planning. A-LOOP is used to determine hierarchies among affordance semantics
and guide the exploration at planning time. In fact, the experimental evaluation
shows the effectiveness of h-LOOP in enabling the agent to learn a good policy
by evaluating a significant lower number of states.

Finally, we recall that our dissertation investigates a spatial knowledge repre-
sentation, by showing its benefits for several robotic applications and on different
robotic platform. In each of the addressed scenarios, a proper formulation of spa-
tial knowledge shows an improvement in the robot(s) performance and to support
goal-oriented behaviors. In fact, the manifold experimental evaluations confirm that
spatial knowledge can be used to better represent what the robot “knows” and how
it should properly act in the external world.

In fact, a part from the important achievements of the applications in each chapter,
our main contributions lie in the formalization of a new functional perspective
in representing spatial knowledge and in the formalization of SK4R. We have
demonstrated that having a representation explicitly modeling robot actions is key
to adapt robot behaviors to complex environments. The paradigm proposed by
the SK4R representation provides the robot with the possibility to structure and
maintain (1) information about the environment and (2) knowledge about its own
actions. These two aspects of SK4R enable to perform effective planning and
provide the robot with the ability to highlight relevant aspects of the world with
respect to what the it is capable of. This is extremely important, in fact, SK4R
only represents aspects of the world relevant to characterize the task of the robot,
and to support its actions. The contribution brought by SK4R constitutes a novel
perspective in knowledge representation for an autonomous robot in unstructured
environments. Such a perspective, in fact, is key to model what the robot can do in
an environment, rather than, modeling the the environment as an entity separated
from the robot itself.

10.2. Open Questions and Future Work

SK4R is a spatial knowledge representation ranging from world state representations
to high-level action planning. To assess its effectiveness , we had the opportunity to
traverse different research topics related to robotics, each of which can be further
investigated more in depth. Hence, a considerable amount of open questions and
new research directions might be suggested. To provide few examples:

1. In the contributions focusing on the formalization of the environment, key
landmarks are selected by an expert before deployment. In contrast, it would
be very interesting to let the robot discover important landmarks of the
environment by itself. In general, once learned, the robot knowledge does not
change. This leaves space to the study of an interesting aspect. How does



10.2 Open Questions and Future Work 157

robot knowledge should continually be updated? Can the robot recognize
knowledge which is actual meaningful to its scope? Humans always update
their belief through continuous experience on daily basis. Is it possible to
mimic such a skill? Is it beneficial in robotics?

2. Under which circumstances does spatial knowledge have to be updated? How
can dynamic changes of the environment be addressed? Is it possible to select
deprecated knowledge existing in SK4R g, and erase it from the general state
representation?

3. Specific to the multi-robot scenarios in Chapter [7] can contexts and events be
discovered dynamically depending on the configuration of the robots environ-
ment? Can k-parameters be learned in this scenario?

4. The discussion in Chapter [§ and Chapter [J] arise different new open questions.
How policies learned to address a single task, can be combined to tackle
compositions of them? To what extent is it possible to transfer policies among
different agents? If yes, how does it change the affordance semantics with
respect to the new platform?

Summarizing, by developing an end-to-end knowledge representation, this thesis
faces interesting problems related to robotics and Al. Its goal is to determine
important features of the operational environment in order to shape and support
robots behaviors. In fact, the goal, pursued throughout this entire work, is to enable
a robotic agent to exploit spatial knowledge in order to feature effective and practical
capabilities. SK4R, indeed, can improve the performance of a robotic system in
different application scenarios and in accomplishing various tasks.

After an evaluation of the research conducted within the context of this thesis,
we can confirm that a proper representation of spatial knowledge and affordance
semantics can enable robots to behave in complex environments and achieve a
human-compatible understanding of the perceived world. This thesis develops an
novel approach to model spatial knowledge and investigates different aspects where it
can be effectively employed. Our objective was to validate the overall representation,
and its individual components, by demonstrating their benefits and improvement to
each considered robotic scenario.

But our dissertation achieves more. It defines new research questions that aim at
better investigating new perspectives in representing spatial knowledge affordance
semantics. Each of the future directions, defined by a more in-depth investigation of
each SK4R components, requires a considerable effort that — along this thesis — we
demonstrated to be worth investigating.
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