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Abstract

Thanks to their human-like structure, humanoid robots have the potential for
accomplishing complex tasks requiring legged locomotion and/or dual-arm manipu-
lation in both structured and unstructured environments. To successfully fulfil such
tasks, appropriate humanoid motions must be generated. Planning these motions is
particularly challenging for humanoid robots because of their peculiar characteristics.
First, their high number of degrees of freedom makes planning computationally
expensive. Second, they can displace their base only through stepping or acyclic
multi-contact motions. Third, they must maintain balance at all times.

This thesis addresses the motion planning problem for humanoid robots in
various contexts. We start by considering the general problem of planning whole-
body motions for a humanoid robot that must execute a task implicitly requiring
locomotion in an environment populated by static obstacles. For this problem we
propose a complete framework that can incorporate tasks of different nature (i.e.,
navigation, reaching, manipulation and visual tasks) for planning both in case of
known and unknown environments.

One of the advantages of humanoids is the possibility of moving through complex
environments by stepping over or onto obstacles. To this end, we propose an
integrated method for planning and executing humanoid motions on uneven ground.
It is composed by two modules: an offline footstep planner and an online gait
generator. For the first module we propose two possible randomized strategies that
can efficiently compute feasible and optimal footstep plans, respectively.

In many practical applications, it might be allowed to abandon the task in favor
of collision avoidance. For cases in which the robot is assigned a soft task of this type,
we present an opportunistic strategy for planning motions that, differently from
other approaches, allow the robot to perform the assigned task for as long as possible,
and deviate from it only when strictly needed to avoid a collision. The method is
first discussed with regard to a generic free-flying robot, and later extended to the
case of humanoid robots.

More complex tasks that a humanoid robot can potentially fulfil require to
sequentially establish with the environment multiple contacts involving not only the
feet as in basic biped locomotion. For this problem we propose a multi-contact motion
planner that thanks to its randomized nature avoids any kind of precomputation or
heuristics design that are usually required with existing search-based techniques.

Finally, we consider the problem of safe coexistence between human and hu-
manoids. In this context, reactive planning capabilities are essential. We describe a
complete framework for the safe deployment of humanoid robots in environments
containing humans, where several safety behaviors are activated and deactivated
through a state machine according to information coming from the robot sensors.
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Chapter 1

Introduction

The long-term challenge for robotics is the development of systems that can assist,
or even substitute, humans in repetitive, tiring and dangerous activities.

Early robots have been introduced in industrial settings and consist in fixed-base
manipulators (see Fig. 1.1). The simplest mechanical structure of these robots
consists of a single kinematic chain, i.e., a sequence of links interconnected by means
of joints. Each joint, providing the robot with a degree of freedom, acts as an
articulation. For this reason, robots with one or more kinematic chains are also
referred to as articulated robots.

Figure 1.1. Examples of manipulators: LWR by KUKA, and UR10 by Universal Robots.
Retrieved from https://www.coboticsworld.com/, and https://cobots.ie/, respec-
tively.

More complex structures are represented by mobile manipulators. They consist
of one or more manipulators mounted on a mobile base. The latter endows the robot
with locomotion capabilities, thanks to which its workspace becomes potentially
unlimited. When locomotion is constrained to the ground, the mobile base of the
robot can be wheeled or legged. Motion with respect to the ground is generated by
a set of, respectively, actuated wheels and kinematic chains acting as lower limbs.

As a direct consequence of their structure, wheeled robots (see Fig. 1.2) are
particularly tailored to both industrial and service applications in structured envi-
ronments where the ground is completely flat. On the other hand, legged robots
are suitable for applications in both structured and unstructured environments. For
example, climbing and descending stairs in human environments (such as industries
and houses) or moving across rough terrains (such as outdoor and disaster scenarios)
is only possible for legged robots.

https://www.coboticsworld.com/
https://cobots.ie/
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Figure 1.2. Examples of mobile manipulators: PR2 by Willow Garage, and TIAGo by
PAL Robotics. Retrieved from https://robots.ieee.org/robots/pr2/, and https:
//pal-robotics.com/robots/tiago/, respectively.

A special category of legged robots is that of humanoid robots (see Fig. 1.3). The
structure of a humanoid robot is inspired by the human body and consists of two legs,
two arms, a torso and a head. Typically the end-effectors of the kinematic chains
composing legs and arms are similar to, respectively, human feet and hands. The
head is usually equipped with vision sensors. Thanks to their mechanical structure,
humanoids have the potential for effectively perform complex tasks, requiring both
legged locomotion and dual-arm manipulation. Moreover, their anthropomorphic
structure makes them more easily acceptable to humans, with whom we would like
them to coexist and collaborate.

Figure 1.3. Examples of humanoid robots: ASIMO by Honda, REEM-C by PAL
Robotics, and HRP-4 by Kawada Robotics. Retrieved from https://robots.ieee.org/
robots/asimo/, https://pal-robotics.com/robots/reem-c/, and https://robots.
ieee.org/robots/hrp4/, respectively.

https://robots.ieee.org/robots/pr2/
https://pal-robotics.com/robots/tiago/
https://pal-robotics.com/robots/tiago/
https://robots.ieee.org/robots/asimo/
https://robots.ieee.org/robots/asimo/
https://pal-robotics.com/robots/reem-c/
https://robots.ieee.org/robots/hrp4/
https://robots.ieee.org/robots/hrp4/
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Whatever the specific application is, robots are expected to perform tasks in
real-world scenarios that generally contain static and dynamic obstacles. Such
tasks shall be simply specified by humans via high-level descriptions (e.g., ‘go to
that location’ or ‘grasp that object’) and then converted into low-level descriptions
that instruct the robot on how to move in order to fulfil the assigned task while
avoiding collisions with obstacles. The problem of producing such conversion is
known as motion planning [1]. Equipping a robot with a motion planning module is
clearly fundamental in order to endow it with full autonomy. Despite the constantly
increasing effort of the robotics community, articulated robots, and in particular
humanoids, are still far from being able to autonomously plan their motions for
fulfilling complex tasks in cluttered and possibly unknown environments.

This thesis addresses the motion planning problem for humanoid robots in various
contexts. The rest of this thesis is organized as follows.

• Chap. 2 provides a review of the literature related to motion planning for
humanoid robots.

• Chap. 3 considers the problem of planning whole-body motions for a humanoid
robot that must execute a task in an environment cluttered by obstacles. We
first describe a unified method for planning offline in the presence of a variety
of tasks implicitly requiring locomotion, and then present two extensions
for planning online in case of, respectively, time limitations and unknown
environments that we introduced in [2, 3].

• Chap. 4 describes an integrated method for planning and executing humanoid
motions on uneven ground. The approach we introduced in [4] is presented,
along with an extension that allows to generate motions of improved quality.

• Chap. 5 presents an opportunistic strategy for planning in the presence of soft
tasks, i.e., tasks that are allowed to be abandoned whenever strictly required
for avoiding collisions. We proposed the method in the journal paper [5] for
a free-flying robot. This chapter also proposes an extension to the case of
humanoid robots.

• Chap. 6 considers the problem of planning multi-contact motions for a hu-
manoid robot that must execute a loco-manipulation task, i.e., a task that
requires to establish multiple contacts (involving both feet and hands) with
the environment. Preliminary results with regard to the stand up task are
shown.

• Chap. 7 describes a complete framework for the safe deployment of humanoid
robots in environments containing humans, where reactive planning capabilities
are needed. We proposed the described approach in the journal paper [6].

• Chap. 8 offers concluding remarks about the proposed methods and discusses
possible future work.
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Chapter 2

Literature review

Motion planning is an active field of research since few decades. Contributions
continuously come from different disciplines, such as algorithm theory, automatic
control and computational geometry, making the related literature very wide and
sophisticated.

Extensive work has been done with reference to the simplest form of the motion
planning problem, i.e., the canonical problem [7], which we describe in the following.
Consider a robot that consists of a single rigid body (e.g., a mobile robot), or of
a kinematic chain whose base is either fixed (e.g., a manipulator) or mobile (e.g.,
a mobile manipulator), and moves in a 2D or 3D workspace populated by fixed
obstacles whose location and geometry is known. Moreover, assume that the robot is
free-flying in its configuration space, i.e., it is not subject to kinematic constraints of
any kind. Given a start configuration qs and a goal configuration qg, the canonical
motion planning problem consists in finding a path in the configuration space that
drives the robot from qs to qg while avoiding collisions with workspace obstacles. In
the particular case in which the robot is a single body moving in 2D, the canonical
motion planning problem is also known as the piano movers’ problem [8].

A large number of approaches have been presented for solving the canonical
problem, and many of them have been appropriately modified for dealing with
extensions of the canonical problem resulting from the elimination of one of the
simplifying assumptions for planning, e.g., in the presence of moving obstacles, in
unknown environments, for robots subject to nonholonomic constraints, and so on.

Early works dealing with the canonical problem (see [9, 10]) used to represent
the connectivity of the free portion of the configuration space by a network of
collision-free paths. To this end, they require the preliminary computation of
the ‘images’ of the obstacles in the configuration space, which is in general an
expensive procedure. This issue was completely overcame with the introduction
of sampling-based motion planners, e.g., PRM (Probabilistic Roadmap) [11] and
RRT (Rapidly-exploring Random Tree) [12], that relies on the basic idea of finding
a finite set of collision-free configurations that adequately represent the connectivity
of the configuration space by iteratively selecting random samples from it. Both
PRM and RRT are probabilistically complete and particularly efficient in terms of
planning times. Moreover, RRT exhibits the remarkable ability of being directly
applicable to systems with differential constraints [13], and has also been extended
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to an asymptotically optimal version, called RRT* [14].
All the discussed methods have been introduced in the context of offline planning,

i.e., a complete solution to the planning problem is computed before starting motion
execution, that is tailored for situations in which the geometry of the environment
in completely known in advance. When this assumption is removed, online planning
is clearly required, as the robot must discover the environment while moving. In
this context, a large number of methods have been proposed such as online versions
of RRT [15, 16, 17] and the artificial potential fields method [18]. The latter is a
heuristic approach that builds potential fields in the configuration space in such a
way the robot configuration is attracted by the goal and repelled by the obstacles;
at each configuration, the anti-gradient of the total potential (sum of attractive and
repulsive potential) indicates the best local direction of motion. Similar reactive
strategies are represented by the navigation functions [19], which provide artificial
potentials that have no local minima, and the dynamic window approach [20], which
computes, at each time instant, a finite set of local state-space trajectories respecting
the robot kinodynamic limits and selects for execution the one minimizing a certain
cost function that accounts for the distance from the goal and from the closest
obstacle. More recently, also techniques based on Model Predictive Control have
been introduced for generating collision-free motions, both for fixed-base [21] and
mobile manipulators [22, 23].

Although many of the techniques described above have been successfully applied
to both fixed and mobile manipulators in different contexts, their direct application
to humanoid robots is impossible. There are mainly three reasons for which motion
planning for humanoids is particularly challenging.

• The high number of degrees of freedom, due to the large set of joints that make
up the various kinematic chains, reflects in a high dimensional configuration
space. Clearly, the higher the dimension of the configuration space, the harder
the computation of a solution to the motion planning problem.

• A humanoid robot is not a free-flying system in its configuration space, but it
can displace its base only through stepping or acyclic multi-contact motions.
Such motions must be appropriately generated.

• During motion, the robot must maintain equilibrium, either static or dynamic,
at all time instants. This typically constrains the trajectory of the Center of
Mass (CoM) of the robot, thus reducing the portion of the configuration space
in which a solution to the motion planning problem can be found.

In order to make the planning problem tractable, many approaches that rely on
simplifying assumptions on either the environment or the robot geometry have been
proposed. A common approach consists in assuming, at least in a first planning
phase, that collisions may occur only at footstep level [24, 25, 26]. Thus, the problem
reduces to finding a footstep plan, i.e., a sequence of isolated contacts with the
ground. See [27] for a survey on existing footstep planners. The dual approach
consists in using a simplified occupancy volume of the humanoid, e.g., a conservative
bounding box, to initially find a collision-free channel between the initial and goal
location. Examples of this approach can be found in [28, 29]. After this first
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stage, either in case planning involves footsteps or simplified occupancy volumes,
locomotion is produced using a gait generation module which typically computes a
CoM trajectory of the humanoid that guarantees static or dynamic balance, i.e., the
ground projection of the CoM or the Zero Moment Point (ZMP, the point where
the horizontal component of the moment of the ground reaction forces becomes zero
[30]) remains at all times within the support polygon of the robot, respectively. We
omit explicit discussion of existing gait generators, as they are outside the scope
of this thesis. However, Appendix A contains a brief overview of the specific gait
generator used throughout this thesis.

Clearly, these approaches are only tailored to pure locomotion tasks, usually
also referred to as navigation or walk-to tasks, that require the robot to simply
move from one place to another of the workspace. In fact, such methods can not
plan motions that allow a humanoid to fulfil a more complex task that requires the
exploitation of the whole-body structure; for example, extending over a table to pick
up an object with one hand is not possible using these methods.

In general, regardless of the specific robotic platform (fixed-base manipulators,
mobile manipulators, humanoids, and so on), tasks are expressed in terms of a
certain set of coordinates. These may describe quantities related to manipulation
(end-effector position and/or orientation), navigation (position of a representative
point of the robot, e.g., the center of mass), or perception (placement of sensors in
the workspace or directly of features in sensing space, as in visual servoing). The
problem of generating collision-free robot motions in the presence of task constraints
is known as Task-Constrained Motion Planning (TCMP)1. In the literature, there
exist two main classes of methods for solving the TCMP problem, i.e., optimization-
and sampling-based methods.

Optimization-based methods (see [31] for a general review) cast the TCMP
problem in the framework of kinematic control, also called redundancy resolution,
with the possible inclusion of specific equality or inequality constraints related to
the assigned task [32]. The discrete optimization technique presented in [33] is able
to compute very accurate tracking; however, avoidance of workspace obstacles is not
considered. In any case, it should be kept in mind that, independently of the specific
version, kinematic control is a greedy strategy whose optimization capabilities are
inherently local; as a consequence, it can work occasionally but never guarantee
completeness (finding a solution whenever one exists).

Sampling-based methods for solving the TCMP problem consists in variants of the
basic PRM and RRT methods discussed above. Typically, they use a mechanism for
projecting configuration space samples on the submanifold where the task constraint
is satisfied; see [34] for a review and [35, 36, 37, 38] for specific techniques aimed at
manipulation planning. These methods generally provide probabilistic completeness,
but suffer from the limitation that configuration space samples are connected by local
paths lying outside the constrained manifold. To improve task tracking accuracy, it
is necessary to use a more dense sampling, typically leading to a dramatic increase of
the time needed to compute a plan. For complex problems, this approach can turn

1In order for a TCMP problem to be well-posed, the robot must be redundant w.r.t. the assigned
task (i.e., the number of robot degrees of freedom is larger than that of task components), otherwise
at most only one collision-free motion exists that realizes the task; such motion can be found using,
e.g., standard pseudoinverse-based inverse kinematics, without the need of a motion planner.
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out to be very inefficient and impractical. Such issue was overcame in [39], which
introduced a sampling-based approach for solving the TCMP problem that avoids
the need for a projection mechanism thanks to a control-based motion generation
scheme; as a consequence, it becomes possible to guarantee continuous satisfaction
of the task constraint with arbitrary precision.

All the mentioned methods address the TCMP problem for fixed-base or wheeled
mobile manipulators. Their direct extension to the case of humanoid robots is
impossible, because of the peculiar characteristics of these systems discussed above.
Most existing approaches for solving TCMP problems for humanoids are devised for
the specific case of manipulation tasks expressed as a desired path or trajectory for
one of the hands. In [40], an RRT-connect [41] exploits a precomputed catalogue of
statically balanced configurations to grow a tree in the task-constrained configuration
space. Similar techniques are presented in [42, 43, 44]. These methods are designed
for tasks which do not require stepping, i.e., tasks that can be accomplished by the
humanoid while keeping both feet fixed on the ground and the projection of the CoM
inside the support polygon. Simultaneous locomotion and manipulation is achieved
in [45] using a two-stages approach: first, a collision-free path, that guarantees both
static equilibrium and task execution, is computed for a sliding-feet robot model
using a RRT-based algorithm; second, such path is converted into a dynamically
balanced motion using the preview controller proposed in [46]. A more recent
work [47] uses a somewhat dual approach that first finds a dynamically balanced
locomotion plan, and then computes a manipulation plan that is admissible w.r.t.
both the latter and the assigned task. The limitation of decoupled approaches is
that the plan obtained in the first stage might be invalidated in the second, requiring
some form of reshaping or even a new query to the first stage.

The most challenging tasks that, unlike wheeled robots, humanoids can potentially
fulfil require motions involving multiple contacts between links of the robot (e.g.,
feet, hands, knees) and the environment. In general, these contacts are not coplanar,
i.e., the contact points do not necessarily lie on a common plane. Typical examples of
these tasks are climbing a ladder or crawling under a table. Generation of this type
of motions is generally referred to as multi-contact motion planning. A recent review
on the topic is presented in [48]. Similarly to the case of pure biped locomotion,
the multi-contact motion planning problem is usually decoupled in two phases. In
the first phase a discrete sequence of contact combinations is computed either via
graph [49] or best-first search [50, 51]. In the second phase a continuous whole-body
motion that guarantees balance throughout the above sequence is found. Being
the contacts non-coplanar, the simple (both static and dynamic) balance condition
involving the concept of support polygon for the case of biped locomotion is clearly
not applicable; thus, more expressive models, such as the centroidal dynamics model
[52], are used in the second phase.

Most of the techniques for planning the motions of a humanoid robot discussed
so far are clearly suited for the case of static or moderately changing environments.
In highly dynamic (and possibly unknown) environments, offline approaches can
not be used and online approaches that are available for fixed-base and wheeled
mobile manipulators do not directly apply to humanoids. In the presence of dynamic
obstacles, such as moving humans, it is essential that the reaction time, i.e., the time
between the detection of a danger and the execution of an appropriate action, is
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as small as possible; thus, real-time planning capabilities are required for the robot
safe operation is such contexts. Existing methods deal with such motion planning
problem by employing vision-based rapid replanning of footstep placement [53, 54],
incorporating collision avoidance constraints in MPC schemes [55, 56], or making
use of closed-form expressions to quickly generate evasion maneuvers in case of
immediate danger [57]. Closely related problems are push recovery and emergency
stop (e.g., see [58, 59]) which also involve stepping and balance.
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Chapter 3

Whole-body motion planning

Humanoid robots have the potential for fulfilling different kind of tasks in environ-
ments cluttered by obstacles, ranging from simple navigation (e.g., go to a desired
location) to more complex tasks involving end-effectors or sensors (e.g., open a door
or visually track a moving target).

As already discussed in Chap. 2, the problem of generating appropriate motions
for achieving these tasks is known as TCMP problem and existing approaches either
do not consider tasks requiring locomotion (e.g., [40, 42, 43]) or rely on some sort
of separation between locomotion and task execution (e.g., [45, 47]), thus failing to
exploit the rich humanoid motion capabilities.

A completely different approach has been introduced in [60]. It consists of a ran-
domized planner that builds a solution by concatenating whole-body motions. Each
whole-body motion realizes a CoM movement primitive selected from a precomputed
set and simultaneously accomplishes a portion of the task. The CoM primitives are
representative of typical humanoid actions such as walking (static and dynamic),
and can in principle include more sophisticated movements (e.g., jumping, crouching,
etc). With this approach, locomotion and task execution are not separated during
the planning stage, and walking emerges naturally from the solution.

All the mentioned approaches are offline techniques. In general, online planning
capabilities are required mainly in two situations. The first is when the complexity
of the environment is such that the computation of a complete solution requires
high planning times, forcing the robot to wait before being allowed to start motion
execution. The second is when the environment is not known in advance, making the
computation of a complete solution even impossible. To achieve online performance,
regardless of the a priori knowledge of the environment, the problem is usually
reduced to repeatedly finding partial footstep sequences (e.g., see [25]).

In the specific case of unknown environment, some methods rely on the idea of
monitoring the workspace with off-board, fixed sensors to provide a footstep planner
with the positions of the humanoid and obstacles (e.g., [53, 61]). Off-board sensing
requires an appropriate setting that is difficult, or even impossible, in unstructured
environments. Thus, on-board sensing is clearly preferable. This is exploited, for
example, for detecting planar surfaces that define safe regions where the robot can
step onto (as in [62], where binocular stereo-vision is used), or by representing the
environment through a heightmap (using data provided by, e.g., a monocular on-
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board camera as in [63], or a pivoting laser scanner mounted on the humanoid torso
as in [64, 65]). Planning only at footsteps level implicitly assumes that collisions
can occur only at robot soles, which is not the case for most real-world scenarios.

Only few methods have been proposed that consider the 3D structure of the
unknown environment, for example, modeling it via a 3D occupancy grid. However,
during the planning stage, collisions are often checked using, e.g., bounding boxes
[66], ground projections of the 3D map and circular robot models [54], or inverse
heightmaps precomputed for each possible robot action [67]. In general, these
approaches prevent the robot from passing through a narrow passage or below a low
obstacle.

In this chapter we present a complete method for planning whole-body motions
for humanoid robots that must execute tasks implicitly requiring stepping in environ-
ments cluttered by obstacles. In particular, building on the CoM primitives-based
technique introduced in [60], we propose:

• a unified offline planner for the case of known environment in the presence of
different kinds of tasks (essentially an extension of the method in [60]), namely
navigation, reaching, manipulation and visual tasks;

• an anytime planning framework for the case of time limitations, i.e., when
the robot must start moving after a given time budget that, in general, is not
sufficient for computing a complete solution;

• a sensor-based planning framework for the case of unknown environment, i.e.,
when the robot must plan its motions according to incrementally acquired
information.

The use of CoM movement primitives allows to exploit the whole-body structure of
the humanoid. Moreover, both in the case of known and unknown environment, our
method takes into account the 3D structure of both the robot and the workspace.
As a result, the generated whole-body motions are guaranteed to be collision-free,
balanced and task-oriented, without the need of any form of reshaping, differently
from other existing approaches.

This chapter is organized as follows. In Sect. 3.1 we formally describe the
motion planning problem, the considered tasks and the concept of CoM movement
primitives. Sects. 3.2-3.4 describe the proposed offline planner and its extension to
the anytime and sensor-based frameworks, together with simulation results obtained
with the NAO humanoid. Sect. 3.5 provides some concluding remarks.

3.1 Core problem and approach
In this section, we first introduce a suitable motion model for a humanoid robot (Sect.
3.1.1). Then, in Sect. 3.1.2, we formally describe the general problem of planning
whole-body motions for a humanoid robot that must execute a certain task in an
environment containing obstacles, and discuss the nature of the considered tasks.
The planning strategy at the core of the framework presented in this chapter relies
on the concept of CoM movement primitives which represent elementary humanoid
motions (e.g., stepping, crouching, jumping, and so on). Sect. 3.1.3 provides a
detailed presentation of such concept.
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3.1.1 Humanoid motion model

The configuration of a humanoid robot is fully described by the n-vector of its joint
angles and the pose (position and orientation) of a reference frame attached to one of
its links. In view of the use of CoM movement primitives, a convenient choice within
our planning framework, as initially introduced in [60], consists in attaching such
frame to the CoM and assuming it oriented as the torso1. A generic configuration of
the humanoid is then defined as

q =
(

qCoM
qjnt

)
,

where qCoM ∈ SE(3) is the pose of the CoM reference frame and qjnt ∈ Cjnt is the
n-vector of the joint angles. For illustration, we will express the orientation of a
given reference frame as a unit norm quaternion, although other choices are also
possible. Then, a generic pose of a certain frame will be specified by a 7-vector,
where the upper 3- and lower 4-subvectors describe, respectively, the position and
orientation. Note that, 6 of these 7 components are independent. With this choice,
the humanoid configuration space C is SE(3)× Cjnt and its dimension is n+ 6.

As anticipated, within our planning framework, the CoM movements are gener-
ated by patching CoM subtrajectories that are extracted from a catalogue of CoM
movement primitives, that is supposed to be precomputed and available to the
planner. Each primitive has a given duration, specifies a reference trajectory for the
CoM, and possibly also for other points of the humanoid (e.g., the swing foot for a
stepping motion). Once a primitive has been selected, the robot joint motion will
be chosen so as to execute it while satisfying other requirements.

This planning approach is reflected in the following motion model

qCoM(t) = qkCoM ⊕A(qkCoM) ukCoM(t) (3.1)
q̇jnt(t) = vjnt(t); (3.2)

that describes the motion of the robot in the time interval [tk, tk + Tk] according to
a certain CoM movement primitive of duration Tk. In eqs. (3.1–3.2):

• qkCoM = qCoM(tk) is the pose of the CoM frame at tk.

• ukCoM(t) is the pose displacement of the CoM frame at t relative to the pose
at tk, as specified by the primitive.

• A(qkCoM) =
(

R(qkCoM) 03×4
04×3 I4×4

)
is the transformation matrix between the CoM

frame at tk and the world frame, with R(qkCoM) the rotation matrix that
rotates the position components of ukCoM(t) into the world frame.

• ⊕ is an operator that composes two poses. Given two poses qa
CoM and qb

CoM,
it returns a pose qc

CoM where the upper 3- and the lower 4-subvectors are
obtained through, respectively, the sum of the two upper 3-subvectors and the
quaternion product of the two lower 4-subvectors of qa

CoM and qb
CoM.

1The use of the torso orientation is due to the fact that the CoM, being a point, does not provide
any information regarding the orientation.
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• vjnt(t) is the n-vector of joint velocity commands.

The motion model in (3.1-3.2) is hybrid. In fact, eq. (3.1) is algebraic, as it
describes the CoM motion realizing the primitive adopted in the time interval
[tk, tk + Tk], while eq. (3.2) is differential, as it describes the evolution of the joint
variables which change instantaneously to realize the CoM motion and other tasks.
Clearly, the CoM motion and the joint velocities are not independent in eqs. (3.1–3.2),
because in the whole time interval [tk, tk + Tk], vjnt(t) must be compatible with the
chosen primitive.

3.1.2 Task-oriented planning

The motion planning problem considered in this chapter consists to find an appropri-
ate whole-body motion of the humanoid over a time interval [tini, tfin] that realizes an
assigned task in an environment populated by static obstacles, while respecting the
robot kinematic limits, guaranteeing equilibrium at all time instants, and avoiding
collisions. In Sects. 3.2-3.3, we will assume that the geometry of the environment is
known in advance, while we will remove this assumption in Sect. 3.4.

Tasks may be of different nature, depending on the specific application, and in
general can involve both end-effectors and sensors. We will consider that the robot
can be assigned one of the four different tasks described in the following.

T1 Navigation task. The robot must bring the midpoint between the feet inside
a desired circular region centered at a given point y∗N , and having radius r∗N .
This task simply requires the robot to move from one place of the environment
to another.

T2 Reaching task. The robot must bring a specified hand to a desired set-point
y∗R. For example, such set-point may represent the position of an object that
must be grasped.

T3 Manipulation task. The robot must execute a desired trajectory y∗M (t), t ∈
[tini, tfin], with a specified hand. For example, such trajectory may encode a
cutting or welding operation in an industrial application, or a simple door
opening in a service application.

T4 Visual task. The robot must track with a head-mounted camera a 3D point P
that moves along a known trajectory y∗P (t), t ∈ [tini, tfin]. For example, point
P may be representative of an object whose motion has to be monitored by
the robot.

Note that, each of these tasks directly or indirectly constrain the motion of a
frame attached to a specific point of the robot. Collect in a vector y the coordinates
of such frame that are of interest for the assigned task. In particular, y will contain
the position of the midpoint between the feet (for T1), the position and/or orientation
of the chosen hand (for T2-T3), or the pose of the camera (for T4). Coordinates y
are related to configuration coordinates q by a forward kinematic map y = k(q).

Consider that the robot is assigned one of the tasks in the above list. We
emphasize that, in general, all these tasks implicitly require locomotion as they can
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not be completed without stepping. A solution to the planning problem consists of
a configuration space trajectory q(t), t ∈ [tini, tfin], that satisfies the following four
requirements:

R1 Collisions with workspace obstacles and self-collisions are avoided.

R2 Position and velocity limits on the robot joints, respectively in the form
qmin < qjnt(t) < qmax and vmin < vjnt(t) < vmax are satisfied.

R3 The robot is in equilibrium, either static or dynamic, at all time instants.

R4 The assigned task is realized.

Note that, in case the robot is assigned T3 or T4, the final time instant tfin
is automatically determined by the given trajectory y∗M (t) or y∗P (t), respectively.
Otherwise, tfin will be a byproduct of the planner.

In the following, we will call feasible the motions that satisfy requirements R1-R3.
For a configuration space trajectory q(t), t ∈ [tini, tfin], fulfilment of requirement R4
must be evaluated with respect to the assigned task. A navigation task (T1) is realized
if the desired region is reached at a finite time instant tfin, i.e., ‖y(tfin)− y∗N‖ < r∗N .
Similarly, a reaching task (T2) is realized if the desired set-point is reached at a
finite time instant tfin, i.e., y(tfin) = y∗R. A manipulation task (T3) is realized if
the desired trajectory is exactly executed at all time instants, i.e., y(t) = y∗M (t),
∀t ∈ [tini, tfin]. For visual tasks we adopt an Image-Based Visual Servoing (IBVS)
formulation, i.e., in order to track the point P , the robot must keep always the
point feature associated to point P at the center of the image plane. Such condition
implicitly requires that the moving point P is occlusion-free at each time instant,
i.e., the line joining the origin of the camera frame and P does not pass through any
obstacle. At a generic time instant t, let f(t) = (fu, fv)T be the point feature in the
image plane, with fu = λXZ and fv = λYZ , where (X,Y, Z) are the coordinates of
point P at y∗P (t) in the camera frame, whose pose is y(t), and λ is the focal length
of the camera. Then, a visual task (T4) is realized if f(t) = 0 and the line joining
the origin of the camera frame and P does not intersect any obstacle, ∀t ∈ [tini, tfin].

For sake of illustration, for manipulation and visual tasks, we assumed that the
robot starts from an initial configuration qini such that the task is realized at the
initial time instant, i.e., y(tini) = y∗M (tini) and f(tini) = 0, respectively. In general,
R4 can be relaxed so as to require the convergence to the assigned manipulation or
visual task, i.e., limt→∞(y(t)− y∗M (t)) = 0 and limt→∞ f(t) = 0, respectively.

3.1.3 CoM movement primitives

CoM movement primitives are representative of elementary humanoid motions, such
as static and dynamic steps, crouching, jumping, and so on (see Fig. 3.1). A CoM
movement primitive, applied from a certain configuration qk = q(tk), describes the
history ukCoM(t) of the pose displacement of the CoM frame relative to the pose
at tk for each time instant t in the interval [tk, tk + Tk] having a fixed duration Tk.
For compactness, in the following ukCoM will denote such history and indicate the
corresponding primitive.
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Figure 3.1. Examples of CoM movement primitives: stepping, jumping, and squatting.
Courtesy of [60].

With our planning strategy, CoM movement primitives are selected from a
precomputed catalogue U that usually includes stepping and non-stepping primitives.
A typical U is composed as follows2

U = {USCoM ∪ UDCoM ∪ UCCoM ∪ free_CoM} , (3.3)

where each subset is defined as follows:

• USCoM includes stepping primitives extracted from a static walking gait in
which the ground projection of the CoM is contained in the humanoid support
polygon at all time instants. This subset typically includes a forward step
(uSF

CoM), a backward step (uSB
CoM), left (uSL

CoM) and right (uSR
CoM) steps.

• UDCoM includes stepping primitives extracted from a dynamic walking gait in
which the ZMP is contained in the humanoid support polygon at all time
instants. This subset, which is more complex than USCoM, includes starting,
cruise, and stopping steps for various directions of motion. For example, for the
forward direction, we have the three steps uDF,start

CoM , uDF,cruise
CoM , and uDF,stop

CoM .

• UCCoM is composed by two different subsets of crouching primitives. The first
subset includes two non-stepping primitives for, respectively, standing up
(uCU

CoM) and crouching down (uCD
CoM) by vertically moving the CoM while main-

taining both feet fixed on the ground. The second subset includes stepping
primitives extracted from a crouched walking gait in which the ZMP is con-
tained in the humanoid support polygon at all time instants, and the CoM
height is lower than that specified by primitives in UDCoM. Similarly to UDCoM,
such subset includes starting, cruise and stopping steps for various directions
of motion. For example, for the forward direction, we have the three steps
uCF,start

CoM , uCF,cruise
CoM , and uCF,stop

CoM .

• free_CoM is a non-stepping primitive with which the CoM of the humanoid is
completely free to move as long as both feet remain fixed on the ground. It is
a stretchable primitive, in the sense that its duration can be chosen arbitrarily.

2The proposed framework can work with any precomputed catalogue of primitives; clearly, the
richer the catalogue, the larger the set of tasks for which the planner will be able to compute a
whole-body motion.
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The three different kinds of stepping primitives (i.e., starting, cruise, and stopping
steps) included in the subsets UDCoM and UCCoM reflect the three possible phases of a
ZMP-based gait. In fact, while during a cruise step the humanoid always maintains
dynamic equilibrium, starting and stopping steps permit the humanoid to switch
from static to dynamic equilibrium and viceversa, allowing to initiate and terminate
a ZMP-based gait, respectively. In addition, starting and stopping steps in UCCoM
permit the humanoid to switch from the upright to the crouched posture (involving
an appropriate vertical motion of the CoM) and viceversa, allowing to initiate and
terminate a crouched gait, respectively. As for the free_CoM primitive, its inclusion
in U is particularly important because it allows to build a sequence of movements of
arbitrary total duration. This is essential for fulfilling tasks, e.g., a manipulation
task specified by a trajectory, whose total duration tf − ti is explicitly assigned,
using CoM movement primitives whose individual durations are otherwise fixed.

At a given configuration qk, the selection of a specific CoM movement primitive
from the catalogue U provides

• a duration Tk for the movement and a resulting time interval [tk, tk+1], with
tk+1 = tk + Tk;

• a reference trajectory y∗CoM for the pose of the CoM frame in [tk, tk+1] for all
primitives except free_CoM;

• a reference trajectory y∗swg for the pose of the swing foot in [tk, tk+1]3.

We emphasize that a certain CoM primitive does not specify a whole-body motion
(i.e., the motion of all the humanoid joints for the entire primitive duration), which
can instead be freely chosen by the planner among the infinite that are compatible
with the primitive. As a consequence, repetition of the same primitive in different
parts of the planning solution will correspond in general to different whole-body
motions, depending on the local task history and obstacle placement.

All the stepping primitives described above can be generated, i.e., for each
of them the duration and the CoM and swing foot reference trajectories can be
precomputed, using suitable (static or dynamic) Walking Pattern Generators. In
particular, for the primitives extracted from ZMP-based gaits, e.g., the stepping
primitives included in UDCoM and UCCoM, we used the MPC-based gait generator
introduced in [68] (see also Appendix A). Note that, any step, regardless of the
particular type (static, dynamic or crouched), can be performed by swinging either
the left or right foot. For this reason, the catalogue U includes both versions for
each stepping primitive. In the following discussion, for sake of illustration, we will
not explicitly distinguish the two cases and assume that the identity of the swing
foot alternates between the two feet.

At a given configuration q, the set of selectable CoM primitives consists of a
subset of U that depends on q itself, and in particular on which CoM primitive
has produced q. For example, no static step can be selected after a dynamic
cruise step; only another cruise step or a stopping step are admissible. Similarly,
the only dynamic step that can follow a static step is a starting step; and so on.

3For non-stepping primitives (e.g., free_CoM, uCU
CoM, uCD

CoM) such reference trajectory is simply
y∗swg(t) = y∗swg(tk) for all t ∈ [tk, tk+1], and the identity of the swing foot can be freely chosen.
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Figure 3.2. The direct graph representing the admissibility of CoM movement primitives.
Here, for sake of illustration, only stepping primitives in the forward direction are
shown and the free_CoM primitive is omitted. The latter is admissible at any statically
balanced configuration, i.e., any configuration that has not been produced by a starting
or cruise step (either dynamic or crouched).

The admissibility of CoM movement primitives at a given configuration q can be
represented as a direct graph, as shown in Fig. 3.2. In this graph each vertex
represents a particular CoM primitive included in U , while an edge going from a
vertex v to a vertex v′ indicates that the primitive represented by v′ can be selected
from a configuration q that has been produced using the primitive represented by v.

3.2 Basic whole-body planner

In this section, we address the basic instance of the motion planning problem
described in Sect. 3.1.2: a humanoid robot is assigned one of the tasks T1-T4 in
an environment whose geometry is known in advance. A solution for this problem
consists of a configuration space trajectory q(t), t ∈ [tini, tfin], that satisfies the
requirements R1-R4.

With our approach, such trajectory is identified by a concatenation of CoM
movement primitives that are translated into collision-free whole-body motions which
realize such movements while complying with the assigned task.

Sect. 3.2.1 describes the tool used to generate such motions, while Sect. 3.2.2
illustrates the planning strategy. Sect. 3.2.3 presents simulations obtained for a
variety of tasks.
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3.2.1 Motion generation

The proposed planner works in an iterative fashion by repeated calls to a motion
generator. Given a starting configuration qk, with an associated time instant tk,
and a particular CoM movement primitive ukCoM, with duration Tk, selected from
catalogue U , the motion generator computes a feasible whole-body motion q(t),
t ∈ [tk, tk+1 = tk + Tk], which realizes the reference trajectories y∗CoM and y∗swg
specified by ukCoM, as well as the portion of the assigned task contained in the same
time interval.

To this end, our motion generation scheme computes first the motion of the CoM
frame by plugging the current primitive ukCoM in (3.1), and then the joint trajectory
(3.2) by integrating the joint velocities produced by the following priority-based
kinematic control law [31]:

vjnt = J†Lẏ′L + P L(JAP L)†(ẏ′A − JAJ†Lẏ′L) + P L,A v0. (3.4)

Here, yL = (yTCoM,y
T
swg)T is the primary locomotion task specified by ukCoM

4, JL its
Jacobian and P L = I−J†LJL; yA is the secondary task arising from the assigned one,
JA its Jacobian and P L,A=P L − (JAP L)†(JAP L). In general, ẏ′L = ẏ∗L + KLeL
and ẏ′A = ẏ∗A + KAeA, with eL = y∗L − yL and eA = y∗A − yA; y∗L and y∗A are
the reference values of yL and yA, respectively. KL and KA are positive definite
gain matrices. Note that, with the adopted priority-based approach, the assigned
task will be executed as much as possible without perturbing the execution of the
locomotion task. The choice of assigning the highest priority to the locomotion task
is due to its fundamental role in guaranteeing the humanoid equilibrium.

Depending on the assigned task, yA will take values in an appropriate space and
(3.4) will assume a specific form. In case of navigation task (T1), the secondary task
yA is null, as only pure locomotion need to be generated, and (3.4) reduces to

vjnt = J†Lẏ′L + P Lv0. (3.5)

In case of reaching task (T2), the latter is activated only if the robot CoM at qk is
inside a spherical region centered at the desired set-point y∗R, and having a given
radius r∗R5. If T2 is inactive, (3.4) reduces again to (3.5). Otherwise, in (3.4),
yA = y, y∗A = y∗R and ẏ∗A = 0. Similarly, in case of manipulation task (T3), in
(3.4), yA = y, y∗A = y∗M , and ẏ∗A = ẏ∗M . In case of visual task (T4), using the IBVS
approach, yA = f in (3.4). The rate of variation of f depends on the camera linear
and angular velocities ẏ = Jvjnt, with J the Jacobian of y w.r.t. qjnt, as (see [70]
for details)

ḟ = Jf (ẏ − ẏ∗P ) (3.6)

4Note that, the locomotion task reduces to yL = yswg if the current primitive is free_CoM.
5This approach avoids the generation of unnatural motions of the humanoid. In fact, by

considering the reaching task always active, the robot will try to extend its arm towards the
set-point, especially when the initial error is large. This is also likely to push some joints close to
their limit, thus making motion generation more difficult. Generation of smoother reaching motions
is out of the scope of this chapter, although this can be easily accounted in the proposed framework
by involving the strategy that we proposed in [69].
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where Jf = Jf (f , Z) is the interaction matrix [71]. Expressing (3.6) in terms of
joint velocities

ḟ = JfJvjnt − Jf ẏ∗P

yields that in (3.4), ẏ∗A = Jf ẏ∗P and JA = JfJ . Furthermore, y∗A = 0 to drive the
feature to the center of the image plane.

The choice of the null-space vector v0 in (3.4-3.5) is arbitrary. A possible choice
consists in setting

v0 = vrand (3.7)

where vrand is a bounded-norm randomly generated n-vector. This option allows to
further explore the space of possible solutions, exploiting the humanoid kinematic
redundancy. Another option consists in setting

v0 = −η∇qjnt
H(qjnt) (3.8)

where η is a positive stepsize and H(qjnt) is a cost function that may be chosen, for
example, so as to maximize the available joint range.

Configurations generated via integration of (3.4-3.5) are continuously checked for
collisions (requirement R1), and for position and velocity joint limits (requirement
R2). In view of the use of CoM movement primitives, equilibrium (requirement
R3) is guaranteed by construction except for the free_CoM primitive, for which
static equilibrium is explicitly checked. In case of visual task (T4), occlusion of the
moving point P is checked as well. If a violation occurs, the current execution of the
motion generator is interrupted, and a failure is returned to the planner. Otherwise,
integration proceeds up to tk+1. In this case, a feasible whole-body motion that
complies with the assigned task over [tk, tk+1] is obtained, and can be returned to
the planner.

3.2.2 Planner overview

The proposed planner, whose pseudocode is given in Algorithm 1, uses a RRT-like
strategy to build a tree T in configuration space. In T , a vertex v = (q,uCoM)
consists of a configuration q of the humanoid associated to a certain time instant t,
and a CoM primitive uCoM through which it has been generated; an edge represents
a feasible (in the sense of requirements R1-R3 of Sect. 3.1.2) whole-body motion
joining two adjacent vertexes. Each edge realizes a certain CoM movement primitive
of the catalogue U , and (for T3-T4) a portion of the assigned task. At the beginning,
T is rooted at vertex vini containing the robot initial configuration qini.

The generic iteration of the planner starts by randomly sampling a point prand
in the workspace (for T1-T2), on the trajectory y∗M (for T3), or on the trajectory
y∗P (for T4). Then, the planner assigns to each vertex v in T a probability that is
inversely proportional to an appropriately defined distance between the contained
configuration q and prand. To compute the distance between a configuration q and
a point p, the planner makes use of a metric γ(q,p) that is specifically defined
according to the assigned task. In particular, γ(q,p) is defined as the distance
between the ground projection of p and that of the robot CoM position at q (for
T1-T3), or as the distance between p and the camera principal axis when the robot
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Algorithm 1: Basic Whole-Body Planner
1 vini ← (qini, ∅);
2 AddVertex(T , vini);
3 i← 0;
4 repeat
5 prand ←RandomSample();
6 vnear ←NearestVertex(T ,prand);
7 uCoM ←RandomPrimitive(U, vnear);
8 qnearqnew ←MotionGenerator(qnear,uCoM);
9 if qnearqnew 6= ∅ then

10 vnew ← (qnew,uCoM);
11 Add(T , qnearqnew, vnew);
12 i← i+ 1;
13 until SolutionFound() or i = imax;

is in q (for T4). The probability distribution resulting from this procedure is used
to randomly choose a vertex vnear of T for a tree expansion attempt.

Once vnear = (qnear,u
near
CoM), with associated time instant tk, has been identified,

a CoM movement primitive uCoM, with duration Tk, is randomly selected from the
currently admissible subset of U ; as explained in Sect. 3.1.3, this subset depends on
qnear and, in particular, on the primitive unear

CoM through which it has been generated.
At this point, the motion generator (see Sect. 3.2.1) is called in order to compute

a whole-body motion qnearqnew that realizes the reference CoM and swing foot
trajectories specified by uCoM, and complies with the assigned task. If motion
generation is successful, the planner constructs a new vertex vnew = (qnew,uCoM),
where qnew is the final configuration of qnearqnew, with associated time instant tk+Tk.
The new vertex vnew is added to the tree, together with the edge qnearqnew.

Planning terminates when qnew completes the assigned task or a maximum
number of iterations imax is reached. In order for qnew to complete the assigned task,
it must be such that the midpoint between the feet is inside the desired region, i.e.,
‖k(qnew)− y∗N‖ < r∗N (for T1), the chosen hand reached the desired set-point, i.e.,
k(qnew) = y∗R (for T2), its associated time instant coincides with tfin (for T3-T4)6.
In positive case, the sequence of edges joining vini to vnew constitutes the whole-body
motion q(t), t ∈ [tini, tfin], representing the solution to the planning problem.

3.2.3 Planning experiments

We implemented the proposed planner as a C++ plugin for the V-REP simulator,
and tested it with the NAO robot, a 58 cm tall humanoid robot with 23 degrees of
freedom by SoftBank Robotics. All simulations have been performed on an Intel
Core i7 running at 2.7 GHz. We consider four scenarios (see Fig. 3.3) in which the
robot is assigned a different task (T1-T4). The planner is provided with a catalogue
of primitives U defined as in (3.3), and imax is set to 1000.

6In cases of tasks T3-T4, when the time instant associated to qnew coincides with tfin, by
construction, the sequence of edges joining vini to vnew constitutes a configuration space trajectory
along which the assigned task is continuously satisfied, from tini to tfin. Such trajectory will then
represent a solution for the planning problem.
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Figure 3.3. The four considered scenarios.

In the first scenario (Fig. 3.3, upper left), the robot is assigned a navigation
task (T1): it must bring the midpoint between the feet inside the yellow circular
region, whose radius is set to r∗N = 0.15 m. In order to complete the task, the robot
must pass through a low passage in the wall separating its initial location and the
destination. The solution shown in Fig. 3.4 leads the robot towards the wall by
some forward dynamic steps (snapshot 2), and then switches to a slightly crouched
gait (snapshot 3). Once the robot clears the low passage, erect posture is recovered
(snapshot 4) and the destination is reached using again some forward dynamic steps
(snapshots 5 and 6).

In the second scenario (Fig. 3.3, upper right), the robot is assigned a reaching
task (T2): it must grasp the red ball located on a low table. With the solution shown
in Fig. 3.5, the robot begins by taking some diagonal dynamic steps (snapshots 2
and 3) to avoid collisions with a table and a chair. Then, it moves towards the red
ball by forward dynamic steps (snapshot 4). Once the robot is sufficiently close to
the ball, it first executes a crouching movement (snapshot 5), and finally reaches the
ball using the free_CoM primitive (snapshot 6).

In the third scenario (Fig. 3.3, bottom left), the robot is assigned a manipulation
task (T3): it must open a drawer and grasp an object (a ball) located inside it.
Such particular task is specified through a desired trajectory for the right hand
of the robot, having a total duration of 13 s, consisting in three subtrajectories
describing the elementary actions of reaching the knob, opening the drawer, and
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Figure 3.4. Scenario 1: snapshots from a solution.

Figure 3.5. Scenario 2: snapshots from a solution.

grasping the object, respectively7. A possible solution computed by the proposed
planner for this scenario is shown in Fig. 3.6. At the beginning, the robot takes few
dynamic steps towards the drawer, and then stops stepping to reach the knob using
the free_CoM primitive (snapshot 2). Then, the robot performs some backward
dynamic steps (snapshot 3), before completing the opening subtrajectory using again
the free_CoM primitive (snapshot 4). The last portion of the task is completed
performing two forward steps and the free_CoM primitive (snapshots 5 and 6), while
correctly avoiding collisions with the drawer.

In the fourth scenario (Fig. 3.3, bottom right), the robot is assigned a visual
task (T4): it must track the red ball rigidly attached on a moving quadrotor. The
trajectory of the target is known and has duration 18 s. Such trajectory brings the
target behind a wall that occludes the target to the robot at its initial location; then,
in order to fulfil the task, the robot must perform an appropriate sequence of steps.
With the solution shown in Fig. 3.7, the robot takes some diagonal dynamic steps
in the left direction, while keeping the ball at the center of the image plane. Once
the robot reaches a location from where the last portion of the target trajectory is
no more occluded by the wall, it performs a stopping step (snapshot 5) and tracks
the target until the end using the free_CoM primitive (snapshot 6).

Since the planner is randomized, to evaluate its performance we have performed
a set of 10 simulations on each scenario. Table 3.1 collects some average performance
data for each scenario. In particular, the table indicates the number of vertexes
in the tree produced by the planner, the time needed to compute a solution, and

7In general, such trajectory may be the output of a task planner.
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Figure 3.6. Scenario 3: snapshots from a solution.

Figure 3.7. Scenario 4: snapshots from a solution.

the duration of the computed whole-body motion. Note that, when considering
manipulation or visual tasks, the planner generates smaller trees, i.e., containing
fewer vertexes, w.r.t. the cases in which navigation or reaching tasks are considered.
This is due to the fact that, for tasks T3-T4, the configurations generated by the
motion generator (see Sect. 3.2.1) belong to the task-constrained configuration space,
i.e., the submanifold of C containing all the configurations that satisfy the task at a
particular sample. Such additional requirement severely restricts the configuration
space region where a solution can be found. A detailed analysis of the effect of
including a task-constraint in the planning stage will be given in Sect. 5.1.

Although the presented motion planner proved to be able in computing sensible
solutions for a variety of tasks in a reasonable time, we should acknowledge that,
especially in larger environments or in the presence of more complex tasks, the
computational complexity of the method might increase, ultimately forcing the robot

scenario tree size
(# vertexes)

planning
time (s)

motion
duration (s)

1 98 34.39 23.18
2 93 24.55 22.75
3 36 25.19 13
4 50 26.64 18

Table 3.1. Planner performance data
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to wait for a planning solution before starting the motion. We address this situation
in the next section.

3.3 Anytime whole-body planning framework

In this section, we address the motion planning problem described in Sect. 3.1.2 under
the additional constraint of limited time for planning. In particular, a humanoid
robot is assigned a reaching task (T2) in a known environment, and must start
moving after a given time budget ∆TP , i.e., it is allowed to plan an initial (partial)
solution within ∆TP .

A solution for this problem consists of a configuration space trajectory q(t),
t ∈ [tini, tfin], that satisfies the requirements R1-R4, constituted by a succession of
on-line planned partial solutions.

Sect. 3.3.1 describes the proposed scheme to solve the given problem. At the
core of such scheme there is a fast planner, presented in Sect. 3.3.2, consisting in
an adaptation of the basic planner described in the previous section. Sect. 3.3.3
discusses how the proposed scheme can easily handle deadlock situations. Simulation
results are discussed in Sect. 3.3.4.

3.3.1 Framework overview

To address the described problem, we propose a framework that works in an anytime
fashion by performing planning and execution intervals in parallel: a previously
planned whole-body motion is executed while simultaneously planning a new one
for the subsequent execution interval.

The objective of the generic planning interval is to produce a whole-body mo-
tion that starts at the configuration that the robot will reach at the end of the
simultaneously running execution interval. Such motion must be planned before
the termination of the latter, in such a way to guarantee the continuity of robot
motion, avoiding the need to stop for planning future motions. Thus, the duration
of the simultaneously executed whole-body motion limits the time budget within
which the future motion can be computed, reflecting in a limited workspace region
for planning. Henceforth we will refer to such region as planning zone.

Figure 3.8. An example of planning zone used in our anytime planning framework.
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At the generic planning interval, let q̄ be the final configuration of the simulta-
neously executed whole-body motion, and denote by P(q̄) the planning zone, whose
location and geometry depend on the configuration q̄. To illustrate the proposed
method, we will assume that the planning zone consists of a sphere of a given radius
r (as depicted in Fig. 3.8) centered at the CoM position p̄CoM of the humanoid at
the configuration q̄. In our framework, a planning interval consists in an invocation
of a specifically designed Local Motion Planner (LMP), described in the next section,
that is in charge of producing, within the corresponding time budget, a whole-body
motion that starts at q̄, and is feasible within P(q̄). Hereafter, we will refer to the
whole-body motion produced during a certain planning interval as local plan, as its
feasibility (in the sense of requirements R1-R3 described in Sect. 3.1.2) is guaranteed
only within a fixed planning zone.

The anytime planning/replanning scheme at the core of our framework is shown
in Algorithm 2. It starts by invoking the LMP that is in charge of producing, within
a predefined time budget ∆TP , the first local plan q0(t), t ∈ [t0 = tini + ∆TP , t1 =
t0 + ∆TE,0], with ∆TE,0 its duration, that starts at the initial robot configuration
qini, and is guaranteed to be feasible in the first planning zone P0 = P(qini).

Once such plan is computed, an iterative phase is entered. In this phase, each
iteration consists of a concurrent run of an execution and planning interval. In
particular, at the i-th generic iteration, our anytime framework simultaneously:

• executes the current local plan qi−1(t), t ∈ [ti−1, ti = ti−1 + ∆TE,i−1], with
∆TE,i−1 its duration, computed at the (i− 1)-th planning interval;

• plans the next local plan qi(t), t ∈ [ti, ti+1 = ti + ∆TE,i], with ∆TE,i its
duration, to be realized in the (i+ 1)-th execution interval.

In order to plan the next local plan, the LMP is invoked. It is provided with the final
configuration q̄i = qi−1(ti) of the current local plan, the planning zone Pi = P(q̄i),
and the time budget ∆TP,i = ∆TE,i−1. This invocation of the LMP, that will last
at most ∆TP,i, produces a local plan that starts at the final configuration q̄i = q(ti)
of the current local plan, and is feasible within the planning zone Pi.

Note the following points.

• The duration ∆TE,i of the local plan computed at the generic i-th iteration is
not assigned, as it is autonomously determined by the LMP.

• While the i-th execution and planning intervals will start at the same time
instant, their duration may be in general different. In fact, while the duration
of the i-th execution interval will be exactly ∆TE,i−1 as determined by the
duration of the local plan found at the (i− 1)-th planning interval, the i-th
(simultaneously running) planning interval will terminate as soon as the next
local plan is found by the LMP, that may happen before the provided time
budget ∆TP,i runs out.

This iterative procedure terminates when the LMP computes a local plan such
that the desired set-point is eventually reached, i.e., k(q̄i) = y∗R with k(q̄i) the
end-effector position at the final configuration q̄i of the next local plan. In this case,
the latter represents the last whole-body motion to be executed.
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Algorithm 2: Anytime Planning/Replanning Scheme
1 q0(t), t ∈ [t0, t1]←LMP(qini, P0, ∆TP );
2 q̄1 ← q(t1);
3 i← 1;
4 while k(q̄i) 6=y∗R do
5 ∆TP,i ← ∆TE,i−1;
6 simultaneously do:
7 • Execute(qi−1(t), t ∈ [ti−1, ti]);
8 • qi(t), t ∈ [ti, ti+1]←LMP(q̄i, Pi, ∆TP,i);
9 i← i+ 1;

10 q̄i ← q(ti);
11 end
12 Execute(qi−1(t), t ∈ [ti−1, ti]);

3.3.2 Local motion planner

In this section, we present the local motion planner (LMP) that is invoked at each
planning interval with the aim of computing a next local plan.

LMP consists in an adaptation of the basic planner presented in Sect. 3.2.2 that
is suitable for on-line applications. In order to reduce the computational complexity
of the construction of tree T , LMP postpones the joint motion generation, and the
related collision checks8 until they are strictly needed.

The proposed LMP (see Procedure 1) works in two sequential stages. The
first stage, called lazy stage, quickly creates a new tree T populated by vertexes
containing partial configurations q = (qCoM, ∅)T where the sub-vector of joint angles
qjnt is unspecified, as well as the whole-body motions joining adjacent vertexes. The
sub-vector qCoM in each vertex is obtained exploiting the concept of CoM movement
primitive: the pose displacement of the CoM frame, given its starting pose and a
certain primitive, is directly provided by the primitive itself. Consequently, collision
checks are not performed along edges, but only at vertex level using a simplified
occupancy volume for the robot. The second stage, called validation stage, generates
feasible whole-body motions, along which collision checks are performed using
the actual occupancy volume for the robot, only for selected branches of T that
potentially allow to find a local plan.

The two stages are described in details in the following subsections. The time
budget ∆TP is split into two intervals, ∆TLP and ∆T VP , dedicated to the lazy and
validation stages, respectively. When the time budget ∆TLP assigned to the lazy
stage runs out, expansion of the tree is stopped. Instead, if the time budget ∆T VP
assigned to the validation stage runs out before it returns a local plan, a failure is
returned9. For sake of illustration, in the following, we will omit explicit discussion
of the interruption mechanism.

8Collision check represents the most expensive operation in sampling-based planning [72, 73]
9In case LMP returns a failure, a local plan for the next execution interval does not exist.

Although we do not explicitly consider this case in the presented framework, a possible solution
consists in allowing the humanoid to perform a safe stopping motion (for example using the technique
described in Sect. 7.8.3), and then to invoke again LMP with a sufficiently large time budget.
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Procedure 1: LMP(q̄, P, ∆TP )
1 (∆TL

P ,∆T
V
P ) ← SplitTimeBudget(∆TP );

2 T ← LazyStage(q̄, P, ∆TL
P );

3 q(t), t ∈ [t̄, t̄+ ∆TE ] ← ValidationStage(T , P, ∆TV
P );

4 return q(t), t ∈ [t̄, t̄+ ∆TE ];

Lazy stage

The lazy stage, whose pseudocode is given in Procedure 2, roots the tree T at
v̄ = (q̄, ūCoM), where q̄ is the final configuration on the current plan, and ūCoM is
the CoM primitive through which it has been generated10.

At the generic iteration, similarly to the basic planner, a random sample point
prand is picked in the workspace. Then, its nearest vertex vnear = ((qnear

CoM, ∅)T ,unear
CoM)

is selected using the distance metric (for T2) described in Sect. 3.2.2 from the
allowed set of vertexes VA (described in detail below). Once vnear is identified, a
CoM primitive uCoM is randomly chosen from the admissible subset of U at vnear

11.
Let tk be the time instant associated to the partial configuration (qnear

CoM, ∅)T , and
Tk be the duration of the chosen primitive uCoM. The reference pose qnew

CoM of the
CoM frame at tk+1 = tk + Tk, attained by applying uCoM from qnear

CoM, is computed
using (3.1). Then, the generated partial configuration (qnew

CoM, ∅)T is checked for
collisions with workspace obstacles (requirement R1) within the planning zone P
using a simplified occupancy volume S(qnew

CoM) for the robot.
In general, different choices for such simplified occupancy volume are possible.

The simplest option consists in choosing S(qnew
CoM) as a cylindrical volume having

centroid at the position components of qnew
CoM. Another option consists in checking

collisions only at footstep level by considering the volume occupied by the (alter-
nating) support foot at tk+1. The reference pose qsup

CoM of the support foot at tk+1
can be computed, analogously to (3.1), using its pose at tk (this information may be
stored within vertex vnear at the time of its creation) and the reference swing foot
trajectory specified by uCoM.

If the volume S(qnew
CoM) is collision-free, a new vertex vnew = ((qnew

CoM, ∅)T ,uCoM)
is constructed and added to T as a child of vnear. Then, a last operation is performed
before starting a new iteration. It consists in updating the subset VA of vertexes of
T that are allowed to be selected for expansion attempts. In particular, VA contains
all the vertexes in T except those whose associated partial configuration (qCoM, ∅)T
is such that one of the following two conditions is satisfied:

(i) the simplified occupancy volume S(qCoM) is not completely contained in the
planning zone P;

(ii) the robot CoM is inside a spherical region centered at the desired set-point
y∗R, and having a given radius r∗R, where the reaching task can be activated
(see Sect. 3.2.1).

10This information can be retrieved from the tree created at the previous invocation of LMP.
11In this stage, selection of free_CoM is not allowed as it does not provide any reference displace-

ment for the CoM frame.
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Procedure 2: LazyStage(q̄, P, ∆TLP )
1 v̄ ← (q̄, ūCoM);
2 AddVertex(T , v̄);
3 VA ← {v̄};
4 while TimeAvailable(∆TL

P ) do
5 prand ←RandomSample();
6 vnear ←NearestVertex(VA,prand);
7 uCoM ←RandomPrimitive(U, vnear);
8 qnew

CoM ←ComputeCoMDisplacement(qnear
CoM,uCoM);

9 if CollisionFree(S(qnew
CoM)) then

10 vnew ← ((qnew
CoM, ∅)T ,uCoM);

11 AddVertex(T , vnear, vnew);
12 Update(VA, vnew);
13 end
14 return T ;

Accordingly, vnew is added to VA if it does not satisfy neither (i) or (ii). By allowing
the selection of vertexes only in VA, at the end of the lazy stage, each branch of T
will contain, by construction, at most only one vertex satisfying (i) or (ii), and such
vertex (if any) will be the last (i.e., the leaf) along the branch. Roughly speaking, a
branch whose ending vertex satisfies (i) or (ii) potentially provides a local plan that
leads the robot to, respectively, approach the boundary of the current planning zone
(so as to continue task-oriented exploration of the workspace), or suffieciently close
to the desired set-point (so as to eventually complete the assigned task).

Validation stage

At the end of the lazy stage, a subset of the branches in T provide a set of candidate
local plans. In particular, a branch of T provides a candidate local plan if its ending
vertex v̂ satisfies one of the conditions (i)-(ii) described above. If v̂ satisfies (i), the
candidate local plan consists of the portion of the branch leading from the root v̄
to the parent of v̂. On the other hand, if v̂ satisfies (ii), the candidate local plan
consists of the entire branch leading from the root v̄ to v̂.

The first operation of the validation stage, whose pseudocode is given in Procedure
3, consists in selecting the best candidate local plan among those resulting from T .
With the aim of further approaching the desired set-point, and possibly completing
the task, the best candidate local plan is chosen as the one whose ending vertex
contains the closest configuration to the desired set-point y∗R in terms of the distance
metric. Let π∗ = {v0 = v̄, v1, . . . , vK} be the selected candidate local plan, composed
by K + 1 vertexes. A validation attempt, that consists in generating a feasible
whole-body motion between each pair of consecutive vertexes in π∗, starts. At
the k-th iteration, the primitive ukCoM that produced the partial configuration
(qkCoM, ∅)T during the lazy stage is extracted from vk, and the (full) configuration
qk−1 is extracted from its parent vk−1. Then, the motion generator introduced
in Sect. 3.2.1 is invoked for computing a whole-body motion qk−1qk that realizes
the reference CoM and swing foot trajectories specified by ukCoM, and satisfies
requirements R1-R3. To this purpose, during motion generation, collision checking
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Procedure 3: ValidationStage(T , P, ∆T VP )
1 while TimeAvailable(∆TV

P ) do
2 π∗ ← BestCandidatePlan(T );
3 if π∗ = ∅ then
4 return ∅;
5 k ← 0;
6 repeat
7 k ← k + 1;
8 qk−1qk ←MotionGenerator(qk−1,u

k
CoM);

9 if qk−1qk 6= ∅ then
10 AddEdge(T , qk−1qk);
11 UpdateVertex(T , vk, qk);
12 if k = K then
13 q(t), t ∈ [t̄, tK ]←RetrieveMotion(v̄, vK);
14 return q(t), t ∈ [t̄, tK ];
15 until qk−1qk = ∅;
16 RemoveSubtree(T , vk);
17 end
18 return ∅;

is performed on each produced configuration q using the actual occupancy volume
R(q) for the robot. If motion generation is successful, the edge qk−1qk is added in
the tree T to join vertexes vk−1 and vk, and vertex vk in T is updated with the full
configuration qk = (qkCoM, q

k
jnt)T resulting at the end of the generated whole-body

motion. Otherwise, a feasible whole-body motion joining vertex vk to its parent
does not exist, and the subtree of T rooted at vk (that at this point represents a
disconnected component) is removed; the best candidate local plan π∗ resulting from
the updated tree T is selected, and a new validation attempt starts.

When a feasible whole-body motion between each pair of consecutive vertexes in
π∗ has been generated, the sequence of edges joining v̄ to vK in T constitutes the
configuration space trajectory q(t), t ∈ [t̄, tK ], that is returned by the LMP as the
produced local plan.

For sake of illustration, in Procedure 3, we omitted to explicitly show two simple
operations aimed at, respectively, reusing portions of the tree already generated in
previous (failed) validation attempts, and producing a final local plan that completes
the assigned task.

The first operation takes place at the beginning of the generic k-th iteration of a
validation attempt. It consists in checking if vertex vk contains a full configuration
where also the sub-vector of joint angles is specified. In this case, a feasible whole-
body motion between vk and its parent has already been generated by a previous
validation attempt (of a different candidate local plan), and the procedure can
directly skip to consider the next vertex vk+1 in π∗.

The second operation takes place after the chosen candidate local plan has been
entirely validated. In case its ending vertex vK satisfies condition (ii), an additional
invocation of the motion generator is performed with the aim of computing a final
whole-body motion qKqfin that, using the free_CoM primitive, allows to reach the
desired set-point y∗R. If such motion generation succeeds, the concatenation of the
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sequence of edges joining v̄ to vK in T , and qKqfin, constitutes the configuration
space trajectory q(t), t ∈ [t̄, tfin], that is returned by the LMP as the final local
plan. Otherwise, similarly to other cases of motion generation failures, the procedure
starts a new validation attempt.

3.3.3 Deadlock management

Until now, we have considered that, at the generic LMP invocation, the planning
zone has always a fixed geometry (e.g., a sphere of a given radius), while its location
is determined by the last configuration that the humanoid will reach at the end of
the simultaneously executed local plan. Such strategy provides LMP only with local
information about the environment. In principle, consecutive invocations of LMP
might generate movements that enforce the robot to repeatedly navigate among
same regions of the workspace, leading to full-fledged deadlock situations. Such
problem can be easily eliminated by allowing LMP to keep memory of previously
considered planning zones. To this purpose, at the i-th invocation, LMP appropriately
instantiates the planning zone Pi as the union of the current local one P̃i and all
the previously considered, i.e.,

Pi = ∪ij=0P̃j . (3.9)

An illustration of this strategy is provided in Fig. 3.9.
Depending on the chosen strategy for defining the planning zone, two versions of

LMP - namely, without and with memory - can be obtained. In Sect. 3.3.4, we will
show a comparison of these two versions in a deadlock-prone scenario.

3.3.4 Planning experiments

In this section, we present simulations obtained in V-REP with our C++ implemen-
tation of the proposed anytime planning framework. The video available at the link
https://youtu.be/ECdDM-usO-k shows the working principle of the approach and
clips of part of the simulations presented in the following.

We consider three different scenarios of increasing complexity. In all of them,
NAO is assigned a reaching task consisting in grasping with the right hand a ball

Figure 3.9. LMP with memory: at the i-the invocation, the planning zone Pi (whose
boundary is shown in red) is the union of the current local one P̃i (blue area), centered
at the CoM position p̄i

CoM (green dot) specified by the final configuration q̄i on the
current plan, and all the previously considered.

https://youtu.be/ECdDM-usO-k
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Figure 3.10. Scenario 1: the robot correctly navigate a corridor including two narrow
passages using LMP without memory.

placed on a table that is outside its initial workspace. The set of CoM primitives is
defined as U = {free_CoM ∪ UDCoM}.

At any LMP invocation, the provided time budget ∆TP is split between the lazy
and validation stages as

∆TLP = ∆TLP ,
∆T VP = ∆TP −∆TLP ,

where ∆TLP = 3.5 s. The initial time budget ∆TP is set to 5 s. Furthermore, the lazy
stage checks collisions using a simplified occupancy volume consisting in a cylindrical
bounding box having radius and height equal to 0.16 and 0.56, respectively.

In the first scenario (see Fig.3.10), in order to complete the task, the robot must
navigate a corridor in which two walls create two consecutive narrow passages. For
this simple scenario, we used the version without memory of LMP, i.e., at each
invocation the planning zone consists of a sphere having radius 1.25 m centered at
the CoM position of the robot at the final configuration of the current local plan.
At the beginning, a local plan allowing the robot to manage the first passage is
produced. During its execution (snapshots 2 and 3), the next local plan is computed;
this allows to correctly manage the second passage as well (snapshots 4 and 5), while
simultaneously computing the final local plan through which the robot can complete
the task (snapshot 6). For this scenario, the basic framework that we presented in
Sect. 3.2, in order to find a solution, requires almost two minutes; during this time
the robot must wait, and will be allowed to start moving only once a solution is
found. The presented anytime framework eliminates such problem, and the robot
starts moving after the initial time budget ∆TP .

The second scenario (see Fig. 3.9) contains three walls that create a dead-
end. Such situation allows to exhibit the benefit of keeping memory of previously
considered planning zones. To this end, we compare the two versions of LMP
(without and with memory). For the version without memory, the planning zone
is defined as in the previous scenario, while for the version with memory, at each
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Figure 3.11. Scenario 2: the robot gets trapped in the dead-end using LMP without
memory.

Figure 3.12. Scenario 2: the robot exits the dead-end and correctly completes the task
using LMP with memory.

invocation, LMP instantiate the planning zone as in (3.9). Note that, in any case,
the dead-end is not entirely contained in the initial planning zone (see Fig. 3.9, left).
Using the version without memory (see Fig. 3.11), the robot moves towards the
red ball until it reaches the proximity of the corner formed by two walls (snapshot
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Figure 3.13. Scenario 3: the robot moves from one room to another and completes the
task using LMP with memory.

2); at this point LMP, in order to avoid collisions with the walls, generates a local
plan leading the robot to turn left (snapshot 3). Then, backward movements are
generated (snapshot 4), since they represent the local plan allowing the robot to
approach the goal as much as possible. Such movements bring the robot in already
visited zones of the workspace, from which LMP generates again forward movements
(snapshot 5) to approach the boundary of the current planning zone. This loop
continues, trapping the robot within the dead-end, and precluding it to fulfill the
task. The version with memory results effective (see Fig. 3.12). As before, the
robot starts by moving towards the ball until it reaches the proximity of the wall
obstructing the passage (snapshot 2), and then turns left. Once the dead-end is
included in the planning zone, LMP produces a local plan that leads the robot
outside the closed region (snapshots 3 and 4). It is important to emphasize that this
behavior results automatically from the candidate local plan chosen by the validation
stage. Sequences of dynamic steps are then generated (snapshot 5), allowing the
robot to approach the goal and finally complete the task (snapshot 6).

In the third scenario (see Fig. 3.13), in order to complete the task, the robot must
move from one room to another, while avoiding collisions with different obstacles
(e.g., walls, chairs, tables). Using the version with memory of LMP, even in this
cluttered scenario, the proposed anytime planning framework proved to be effective
in generating feasible whole-body motions.

Table 3.2 collects some performance data observed in each scenario12. The three
planning experiments required three, eight and five planning intervals (i.e., LMP

12For the second scenario, we include only data observed using the version with memory of LMP,
as the version without memory revealed unsuccessful.
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scenario i
time

budget (s)
# candidate
local plans

motion
duration (s)

1
0 5 3 29.1
1 29.1 10 27.4
2 27.4 31 22.6

2

0 5 41 26.9
1 26.9 3 28.8
2 28.8 9 20.7
3 20.7 2 75.0
4 75.0 17 21.0
5 21.0 18 31.5
6 31.5 17 26.4
7 26.4 12 28.3

3

0 5 7 27.0
1 27.0 3 26.4
2 26.4 9 32.7
3 32.7 14 26.4
4 26.4 11 19.8

Table 3.2. Planner performance data.

invocations), respectively. For each invocation, the table reports: the assigned time
budget, the number of candidate plans resulting at the end of the lazy stage, and
the duration of the generated local plan.

3.4 Sensor-based whole-body planning framework

In this section, we address the motion planning problem described in Sect. 3.1.2
removing the assumption of known environment.

In particular, a humanoid robot is assigned a reaching task (T2) in an unknown
environment. We assume that the robot is equipped with a head-mounted depth
camera through which it can continuously acquire information about its surroundings
while moving. Furthermore, we assume that the robot can perfectly localize itself
with respect to a fixed inertial frame using an external module13.

A solution for this problem consists of a configuration space trajectory q(t),
t ∈ [tini, tfin], that satisfies the requirements R1-R4, constituted by a succession of
partial solutions that are planned on-line based on the available information about
the environment.

Sect. 3.4.1 proposes a sensor-based scheme to address the given problem, while
Sects. 3.4.2, 3.4.3, 3.4.4 describe in detail the involved modules. Sect. 3.4.5 presents
simulations showing the effectiveness of the proposed approach for generating feasible
whole-body motions allowing the humanoid to fulfil a reaching task in an unknown
environment.

13Removing such assumption is part of our future work.
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3.4.1 Framework overview

To address the described problem, we propose a framework constituted by three
cooperating modules, namely the mapping, planning, and execution modules, that
are in charge of, respectively, incrementally build an environment mapM, computing
feasible whole-body motions q(t), and sending commands to the humanoid actuators.

At the beginning, the mapping module generates a 3D mapM(tini) according
to information that the robot can acquire at its initial configuration qini. Then,
an initial plan, i.e., a whole-body motion q(t) that is feasible within M(tini), is
computed by the planning module. Once such initial plan is computed, the robot
starts performing it, according to the commands sent by the execution module.
Hereafter, we refer to the time instant in which the robot starts moving as t0.

Then, the three modules start to run in parallel:

• The mapping module continuously updates the environment mapM according
to the newly acquired information.

• The execution module realizes the planned whole-body motion q(t), with
t ∈ [t0, t̄] and t̄ its final time instant. Henceforth, we will refer to such
previously planned whole-body motion as the current plan. At the generic
time instant tc, the robot, under the action of the execution module, will be
in the configuration q(tc) specified by the current plan. Consequently, the
current plan will be composed by two portions: the already executed part in
the time interval [t0, tc], and the remaining part that defines the future motion
of the robot in the time interval (tc, t̄].

• The planning module repeatedly extends the current plan. To this end, it
works iteratively. At each iteration, the produced extension of the current plan
consists in a whole-body motion that starts at its final configuration q̄ = q(t̄),
and is feasible according to the currently available information contained in the
mapM. To extend the current plan before the robot completes the previously
planned motion, each iteration of the planning module must complete within
the remaining time on the current plan at most.

In the following we describe separately the three modules.

3.4.2 Mapping module

The mapping module is in charge of continuously integrating information gathered
by the depth camera into the environment mapM. To take full advantage of the
humanoid capabilities in scenarios containing complex shaped obstacles, we maintain
the mapM in the form of a 3D occupancy grid, which models both free and occupied
space, and, at the same time, implicitly models unknown space, just by missing
information.

In our framework, the mapM is kept as a volumetric octree-based map, called
OctoMap, whose characteristics perfectly match the needs described above. This rep-
resentation compactly models free and occupied areas by voxels, each one containing
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an occupancy probability that can be dynamically updated14.
At the initial time instant tini, the mapM(tini) is

M(tini) = R(qini) ∪M0(tini) (3.10)

where R(qini) represents the free volume that the robot body occupies (computed
on the basis of proprioceptive sensors), andM0(tini) is the initial knowledge at the
configuration qini, that may consist of a limited exogenous knowledge of the starting
location, further enlarged by collecting information through, e.g., a pan-tilt motion
performed on the spot.

The map is then updated while the robot moves in the unknown environment.
At each reading, the camera provides a depth image in which each pixel contains the
distance between the 3D point in the Cartesian space to which the pixel refers to, and
the camera image plane. Such depth image indicates a beam of rays originating in
the camera origin and ending at the observed Cartesian points. Given the coordinate
zf of the camera far clipping plane on the principal axis, if the depth of a certain
pixel is less than zf , the endpoint of the corresponding ray is on the surface of an
obstacle. In this case, the voxel corresponding to the endpoint is updated inM as
occupied, and all the other voxels along the ray are updated as free; otherwise, all
the voxels along the whole ray are updated as free.

3.4.3 Planning module

The planning module generates the whole-body motions that the robot performs
through the execution module. As already mentioned, this module firstly generates
an initial plan within the initial environment map, and then enters an iterative phase
where extensions of the current plan are computed within updated versions of the
map provided by the mapping module described in Sect. 3.4.2.

To this end, the planning module works by repeatedly calling a local motion
planner (LMP) that consists in an adaptation, for the case of unknown environment,
of that presented in Sect. 3.3.2. The only difference is that, in the case of unknown
environment, the LMP is provided with an environment map (in the form discussed
in Sect. 3.4.2) that replaces the planning zone used in Sect. 3.3.2. Each invocation of
the LMP is in charge of producing a whole-body motion, henceforth referred to as a
local plan, that starts at the final configuration q̄ of the current plan q(t), t ∈ [t0, t̄],
provides an extension of it for further exploration aimed at completing the task, and
is feasible within the currently available map. Such local plan must be computed
before the time instant t̄, in such a way the current plan can be extended before
the robot reaches its final configuration q̄. This guarantees that the robot moves
continuously, without the need to stop for planning its future motions. Thus, each
invocation of the LMP is allowed to run for a certain time budget that is limited by
the remaining time on the current plan.

The pseudocode of the planning module is given in Algorithm 3. It starts by
invoking LMP that is in charge of producing, within a predefined time budget ∆TP ,
the first local plan q(t), t ∈ [t0 = tini + ∆TP , t1 = t0 + ∆TE,0], with ∆TE,0 its

14More details about this powerful mapping framework can be found in [74], while the software is
available as an open-source C++ library at http://octomap.github.io.

http://octomap.github.io
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Algorithm 3: Planning Module
1 q(t), t ∈ [t0, t1]←LMP(qini, ∆TP ,Mini);
2 SleepFor(αP ∆TE,0);
3 q̄1 ← q(t1);
4 i← 1;
5 while f(q̄i) 6=y∗M do
6 ∆TP,i ← ComputeTimeBudget(tc, ti) (3.11);
7 MP,i ←M(tc);
8 qi(t), t ∈ [ti, ti+1]←LMP(q̄i, ∆TP,i,MP,i);
9 q(t), t ∈ [t0, ti+1]←Concatenate(q(t), qi(t));

10 i← i+ 1;
11 q̄i ← q(ti);
12 end

duration, that starts at the initial robot configuration qini, and is guaranteed to be
feasible in the initial mapM(tini). Once such plan is computed, the robot starts
executing it and the planning module waits for a portion αP∆TE,0 of its duration
before entering the iterative phase. The rationale beyond this choice is to avoid an
immediate replanning on the same map used to compute the initial plan. In fact,
since at this point the robot is not moved yet, the mapping module has not gathered
new information about the environment, and replanning would not provide any plan
extension.

At the i-th iteration, the planning module invokes LMP for computing an exten-
sion of the current plan q(t), t ∈ [t0, ti]. Let tc be the time instant at the beginning
of the i-th iteration of the planning module; at the corresponding invocation, LMP
is provided with:

• The final configuration q̄i = q(ti) of the current plan.

• The planning mapMP,i, that coincides with the currently available mapM(tc).
The planning map MP,i is then fixed during the i-th replanning, while the
mapM is continuously updated by the mapping module.

• The time budget ∆TP,i, that is computed as a portion of the remaining time
on the current plan

∆TP,i = αP (ti − tc) (3.11)

where αP ∈ (0, 1) is a design parameter. Note that, the larger (smaller) αP ,
the less (more) frequent the replanning, the more (less) enlarged the planning
mapMP,i w.r.t. the previous oneMP,i−1. Choosing a large αP potentially
allows to find longer local plans. On the other hand, a small αP reflects in a
more reactive behavior.

This invocation of LMP, that will last at most ∆TP,i, produces a local plan qi(t), t ∈
[ti, ti+1 = ti + ∆TE,i], with ∆TE,i its duration, that starts at the final configuration
q̄i = q(ti) of the current plan q(t), t ∈ [t0, ti], and is feasible within the map
MP,i. Note that the duration ∆TE,i of the computed local plan is not assigned,
as it is autonomously determined by LMP. The current plan is then extended by
concatenating the computed local plan to it.
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This iterative procedure terminates when LMP computes a local plan such that
the desired set-point is eventually reached, i.e., k(q̄i)=y∗R with k(q̄i) the end-effector
position at the last configuration q̄i of the extended plan. In this case, the planning
module stops and the execution module continues until the humanoid completes the
task.

3.4.4 Execution module

This module is in charge of sending the joint commands to the robot low level
controllers. At each time instant, such commands are all taken from the current plan
q(t), t ∈ [t0, t̄], except for the robot yaw neck joint that is used to directly control
the pan angle of the depth camera, rigidly attached to the head. With the aim of
favoring the mapping module in enlarging the environment map in the area where
the extension of the current plan has to be computed through the planning module,
the yaw neck joint velocity q̇y is computed on-line so as to make the robot looking
in the direction of the location that it will reach at the end of the current plan.

At the generic time instant, the robot yaw neck joint velocity q̇y is computed
using a simple proportional control

q̇y = Ky(qdy − qy) (3.12)

where qdy and qy are, respectively, the desired and current yaw joint positions. Given
the final configuration q̄ = q(t̄) on the current plan, and the configuration q specified
for the current time instant, qdy is defined as the angle between the robot sagittal
axis at q (that can be readily identified through the subvector qCoM), and the line
joining the origins of the CoM frames at q and q̄. Ky is a positive scalar gain.
Note that, when the current plan is extended, its final configuration q̄ changes, and
consequently also qdy.

3.4.5 Planning experiments

In this section, we present simulations obtained in V-REP with our C++ imple-
mentation of the proposed sensor-based planning framework. We consider three
different scenarios of increasing complexity. In all of them, NAO is assigned a
reaching task consisting in grasping with the right hand a ball placed on a table
that is outside its initial workspace. The robot is equipped with a Kinect camera
that provides 320×240 depth images. To maintain the 3D environment map, we
use an Octomap with a resolution of 5 cm. The set of CoM primitives is defined as
U = {free_CoM ∪ UDCoM}.

At any LMP invocation, the provided time budget ∆TP is split between the lazy
and validation stages as

∆TLP = αLMP∆TP ,
∆T VP = ∆TP −∆TLP ,

where αLMP is set to 0.6. The parameter αP in (3.11) is set to 0.5. Furthermore,
The lazy stage checks collisions at footsteps level using the occupancy volume of the
robot feet.
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Figure 3.14. Scenario 1: the robot completes the task after navigating a cluttered
environment.

At the beginning, the mapM0(tini) consists of an initial knowledge provided in
advance within a cylindrical area of radius 0.5 m and height 1.2 m centered at pini

CoM,
and further knowledge acquired through an initial pan-tilt motion, whose duration
is 18 s. After this phase, the planning module starts to compute an initial local plan
within this map through the first invocation of LMP, with a predefined time budget
of ∆TP = 15 s.

In the first scenario (see Fig. 3.14), different kinds of obstacles (chairs, tables
and sofas) obstruct the path between the robot at its initial configuration, at which
only portions of few obstacles can be seen, and the destination. Once the initial
local plan is available, the robot starts to perform it through the execution module,
while the planning module computes future motions. At each invocation of LMP,
previously unknown obstacles are taken into account, and collisions are correctly
avoided. The mapping-planning-execution cycle is repeated until the robot grasps
the red ball (last snapshot). The overall robot motion (constituted by a sequence of
dynamic steps and concluded by the free_CoM primitive to finally grasp the ball)
results fluid, without the need for the robot to stop in any case. This proves the
on-line performances of the proposed framework. Furthermore, we emphasize the
capability of our LMP in managing narrow passages. In fact, taking into account
the 3D structure of both the environment and the robot, LMP is able to produce
motions allowing the robot to correctly navigate the strict free space between the
sofa and the chair (third snapshot). Note that, due to the complex shape of the
chair, approaches that involve bounding boxes (e.g., [66]) or 2D projections of swept
volumes (e.g., [67]) to check collisions would fail to find feasible motions in this case.

In the second scenario (see Fig. 3.15), a wall totally occludes the red ball to the
robot at its initial configuration. While executing the first local plan, the robot
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Figure 3.15. Scenario 2: the robot reaches the red ball after turning the wall that initially
occluded it.

moves towards the frontier of the initial map. While turning the wall (third and
fourth snapshots), the mapping module enlarges the map with newly discovered
information, and the planning module accordingly generates task-oriented motions.
Note that, in this case the mapping module effectively exploits the ability of the
robot to look in the direction of the current plan end, taking full advantage of the
strategy described in Sect. 3.4.4. Again, the overall motion of the robot results fluid.

In the third scenario (see Fig. 3.16), we show the capability of the proposed
framework of recovering from dead-ends. At its initial configuration (first snapshot),
the robot cannot see the wall obstructing the straight path to the destination, as it
is outside the initial field of view of the camera. Among all the candidate local plans
bringing towards unexplored areas, LMP chooses, and validates, the one that allows
the robot to approach as much as possible the destination. This local plan leads
the robot to proceed ahead the wall, entering a dead-end (second snapshot), that
is incrementally discovered through the mapping module while walking. Once the
dead-end is included in the new map, LMP generates an extension of the current plan
that allows the robot to exit the closed space and proceed towards the free boundary
of the map (third and fourth snapshots). We emphasize that such effective behaviour
is the result of the LMP intrinsic bias towards unexplored areas, which is due to the
strategy used for selecting the best candidate local plan among those resulting at
the end of the lazy stage (see Sect. 3.3.2). Once the robot is outside the dead-end,
it proceeds towards the destination, appropriately planning its motions according to
continuously acquired information. Also in this case, the task is completed using
the free_CoM primitive.

Fig. 3.17 shows the final environment maps in the three different scenarios.
Table 3.3 collects some performance data of the planning module in each scenario.
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Figure 3.16. Scenario 3: the robot explores (and recovers from) a dead-end before
completing the task.

Figure 3.17. The final environment maps in the three scenarios.

The three planning experiments required four, five, and ten invocations of LMP,
respectively For each invocation, the table reports: the assigned time budget resulting
from (3.11), the number of candidate plans resulting at the end of the lazy stage,
and the duration of the generated extension of the current plan. Note that, in the
third scenario, in two cases LMP returned no extension of the current plan. This
means that, among the candidate local plans produced by the lazy stage, the best
one consists in a branch of the tree such that only the configuration in the root
vertex is inside the current map. This automatically postpones the extension of the
current plan to the subsequent LMP invocation, which will work with a new time
budget on a new map that has been updated during the robot motion.

We encourage the reader to watch the video available at the link https://youtu.
be/6oLl2msrnIc to better appreciate the effectiveness of the generated motions.

https://youtu.be/6oLl2msrnIc
https://youtu.be/6oLl2msrnIc
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scenario i
time

budget (s)
# candidate
local plans

motion
duration (s)

1

0 15 19 52.45
1 13.11 29 17.65
2 15.38 5 11.65
3 13.52 55 27.5

2

0 15 7 51.4
1 12.44 30 12.85
2 12.64 35 13.15
3 12.90 24 5.35
4 9.12 29 17.6

3

0 15 4 47.05
1 11.76 5 49.75
2 30.76 3 0
3 13.39 13 34.15
4 24.76 2 0
5 12.38 67 26.05
6 19.22 95 15.25
7 17.23 77 17.05
8 17.14 89 13.75
9 15.45 4 5.6

Table 3.3. Planner performance data.

3.5 Conclusions

In this chapter we proposed a complete method for planning whole-body motions
of a humanoid robot that must execute a task that implicitly requires stepping
in an environment populated by obstacles. For this problem we presented three
planning schemes for, respectively, planning offline a complete solution, planning
online in known environment in the presence of time limitations, and planning online
in unknown environment exploiting incrementally acquired information. The overall
method relies on the concept of CoM movement primitives that are representative
of elementary humanoid actions. With this strategy, humanoid whole-body motions
are generated directly in the configuration space by concatenating single whole-body
motions, each one realizing a certain primitive selected from a precomputed catalogue
and, simultaneously, a portion of the assigned task. Thanks to this strategy, the
whole-body structure of the humanoid and the 3D nature of the environment (either
it is known or unknown) are fully exploited, allowing the generation of solutions
that, by construction, guarantees balance and collision avoidance. We have shown
via simulations that the offline version is able to generate solutions for a variety of
tasks (i.e., navigation, reaching, manipulation and visual tasks), and that the online
versions (both anytime and sensor-based) can generate sensible motions in cluttered
environments for fulfilling a reaching task. Application of the online versions to the
other kinds of tasks is part of our future work.
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A limitation of the strategy based on CoM movement primitives at the core
of our method is the difficulty in handling scenarios with stairs. In principle,
primitives for climbing and descending stairs may be included in the precomputed
catalogue; however, such primitives should account for the infinite possible values
of the height of the stairs, that in general is arbitrary and possibly not a priori
known. Since including primitives for any kind of stair is clearly impracticable, a
possible solution consists in using ‘deformable’ primitives, whose reference CoM and
swing foot trajectories can be modified according to the planning needs. In general,
in the case of navigation tasks, these difficulties can be overcome by adopting a
two-stages approach in which footstep placement and CoM movement are planner
in two sequential phases. Chap. 4 will explicitly consider this case.

Another limitation of the proposed method is that it assumes that the environment
is static also when motions are planned online, i.e., in the anytime and sensor-based
versions. In fact, at each planning stage, the aim is only to extend the current
plan, without allowing any modification of the latter. This is clearly an issue in
environments containing dynamic obstacles, such as humans, that moves along
unpredictable trajectories. Such context will be addressed in Chap. 7.

Future work will address: (i) the implementation of the proposed method on the
real humanoid; (ii) the extension to the case of tasks requiring mobile manipulation
of heavy objects; (iii) the replacement of the mapping module in the sensor-based
framework with a full-fledged SLAM module; (iv) the inclusion of a second-order
motion generation scheme as in [75] to take into account also torque bounds; (v)
the reformulation of the strategy for generating the head motion (Sect. 3.4.4) to
explicitly maximize the information gain.
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Chapter 4

Motion planning on uneven
ground

One of the advantages of humanoids is the possibility of moving through complex
environments, e.g., by stepping over or onto obstacles. However, while there are a
large number of locomotion planning techniques for flat ground, walking on uneven
surfaces poses additional challenges which make it largely an open field of research.

To deal with the complexity of such problem, an effective strategy consists in
planning in two sequential stages the discrete sequence of isolated contacts with
the ground, i.e., the footstep sequence, and the continuous CoM trajectory which is
compatible with it and guarantees balance. As discussed in Chap. 2, this strategy
prevents the inclusion of tasks in addition to the basic requirements such as avoiding
collisions and keeping balance. On the other hand, it allows to effectively address
navigation, also called walk-to, tasks in the case of uneven ground, which are instead
difficult to tackle using the whole-body planning framework described in the previous
chapter (see Sect. 4.5).

One possible approach to plan footsteps (on flat or uneven ground) is based
on continuous optimization techniques, which do not restrict steps to a finite set
[76]. However, these methods require an expensive pre-computation phase aimed
at finding a convex approximation of the free configuration space. An efficient
alternative is to consider a finite set of possible foot displacements, so that the
solution will consist of a particular sequence of such elements. To search among
all possible sequences, both deterministic and randomized approaches have been
proposed. Examples of the first kind are A∗-based techniques [25, 77, 78], whose
performance strongly depends on the chosen heuristic, which is often difficult to
design. Moreover, node expansion in these techniques can be very expensive in the
presence of several constraints to be verified (e.g., collision avoidance, kinematic
reachability, and so on). Randomized approaches include [79] where, to ensure goal-
directedness, all possible node expansions must be evaluated at each iteration, at the
expense of efficiency. To overcome such a problem, an approximate swept volume is
precomputed in [26] for each possible foot displacement, thus speeding up collision
checking for footsteps and swinging trajectories. This approach, however, cannot be
extended to the case of variable height steps because of the infinite possibilities for
the foot displacement along the vertical direction.
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Whatever the footstep planning method is, the humanoid CoM trajectory must
be generated in such a way to be compatible with the planned footsteps and to
maintain (preferably) dynamic balance. To this purpose, many methods have been
proposed in which the complexity of the humanoid dynamics is reduced by using
simplified models. On flat ground, many researchers adopt a simplified model known
as the Linear Inverted Pendulum (LIP) [80], in which the robot is considered a single
point-mass pivoting on a foot and moving at constant height above the ground. The
linearity of this model has been exploited to design preview controllers [46] and
MPC schemes [81]. When the robot moves on uneven ground one must remove
the constant height hypothesis, leading to a nonlinear inverted pendulum model.
The nonlinear problem was addressed, for example, in [82, 83]. However, keeping
the linearity of the system is still an attractive option in view of the simplicity of
the associated controllers and, ultimately, the possibility of an efficient real-time
implementation. One way to do this consists in assuming a predefined vertical
trajectory of the CoM, so that the robot can be described by a time-varying LIP,
as done in [84, 85]. Another, less restrictive possibility [86] is to maintain the
time-invariant LIP structure by constraining the CoM vertical motion to satisfy a
certain differential equation. Related approaches [87, 88] lead to a 3D model with
LIP dynamics on all three axes.

In this chapter we propose an integrated architecture for planning and executing
humanoid motions to fulfil a walk-to task on uneven ground. It works in two stages:
an off-line footstep planning module computes an appropriate sequence of footsteps,
and an on-line gait generation module generates a variable-height CoM trajectory
realizing them. We propose two versions of the footstep planner, both based on
an efficient randomized strategy which, differently from existing approaches, does
not involve any kind of pre-processing of the environment and allows to enforce
various feasibility requirements directly in the planning phase. The first version
allows to find a footstep sequence that is feasible with respect to the robot kinematic
limits, while the second also accounts for the quality of such sequence. We show
that the latter can incorporate different performance criteria and asymptotically
find optimal solutions. Two humanoid platforms are used to show the effectiveness
of the proposed method, i.e., HRP-4 in simulation and NAO in experiments.

This chapter is organized as follows. In Sect. 4.1 we formally define the problem
of interest and describe the proposed architecture. Sects. 4.2 and 4.3 present the
two versions of the footstep planner, together with the obtained simulation results
in different scenarios. Experimental results are presented in Sect. 4.4. Concluding
remarks are reported in Sect. 4.5.

4.1 Core problem and approach

The situation of interest in this chapter is shown in Fig. 4.1. A humanoid robot is
assigned a walk-to locomotion task to a desired goal region G in a world of stairs, a
specific kind of uneven ground composed by horizontal patches located at different
heights. Depending on its elevation with respect to the neighboring areas, a patch
may be accessible for the humanoid to climb on from an appropriate direction, or
else represent an obstacle to be avoided. Some low-height patches may be shaped
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Figure 4.1. An instance of the considered problem. To reach the goal region G (in yellow),
the humanoid must go over the black bar obstacle, climb and descend the staircase, and
avoid the black box.
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Figure 4.2. Block scheme of the proposed approach.

in such a way that the humanoid may decide to go over (rather then stepping on)
them; for example, this is the case of the long bar obstacle in Fig. 4.1.

A natural choice for representing the considered kind of ground is a 2.5D grid
map of equally-sized cells, also called elevation map [89]. We will denote this map
by Mz, and assume that it is known in advance so that whenever needed it can
be queried as z =Mz(x, y), to provide the height of the ground at the cell having
coordinates (x, y).

To solve the given problem, we propose an integrated motion planner/controller
whose block scheme is shown in Fig. 4.2. Denote by f = (xf , yf , zf , θf)T the generic
pose of a certain foot, with xf , yf , and zf representing its position and θf its
orientation1. Let f ini

L and f ini
R be the pose of, respectively, the left and right foot at

the initial configuration of the robot. For simplicity, in the following we assume that
the robot, during locomotion, performs steps alternating left and right support foot,
and that it starts walking by swinging the left foot.

In the proposed scheme, an off-line footstep planner is in charge of finding first
a footstep plan consisting in an appropriate sequence of footsteps Sf = {f1 =
f ini
L ,f

2 = f ini
R , . . . ,f

n} leading to the desired location, i.e., fn ∈ G, together with a
sequence of associated swing foot trajectories Sp = {p1

swg,p
2
swg, . . . ,p

n−2
swg }. In the

1To represent the foot orientation we only use the yaw angle, as roll and pitch are always zero
thanks to the piecewise-horizontal ground assumption.
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sequence Sf , the generic element f j is the pose of the j-th footstep, while in the
sequence Sp, the generic element pjswg is the trajectory leading the foot from f j to
f j+2. Note that the number n of footsteps in the sequence Sf is not pre-assigned,
as it will be a byproduct of the planner.

The footstep plan must be feasible (in a sense formally defined in the following)
w.r.t. the characteristics of both the environment and the robot. In Sect. 4.2 we
present a method for computing feasible footstep plans. In addition to feasibility,
the quality of the footstep plan is important as well. To this purpose, in Sect. 4.3,
we present an extension of the method that is able to (asymptotically) find optimal
footstep plans w.r.t. a desired criterion.

Once the footstep plan has been generated, the footstep sequence Sf is passed
to an on-line gait generation block based on an intrinsically stable MPC, which
computes a variable-height CoM trajectory p∗CoM compatible with the sequence. In
particular, this module uses the technique introduced in [90] (see also Appendix A.2).
It uses a 3D LIP-like model where the CoM height can vary under the appropriate
differential constraint, thus retaining a linear structure for the problem; moreover,
it relies on the inclusion of an explicit stability constraint in the MPC formulation
to ensure that the resulting variable-height CoM trajectory is bounded w.r.t. the
ZMP. The swing foot trajectory p∗swg at any instant is defined by the appropriate
subtrajectory pjswg of sequence Sp.

Finally, the reference trajectories p∗CoM and p∗swg are sent to a standard pseudoinverse-
based kinematic controller to compute joint commands q̇ for the robot. Propriocep-
tive feedback is used for both MPC and kinematic control.

4.2 Basic footstep planner
The basic capability the footstep planner must exhibit is that of generating feasible
plans. Sect. 4.2.1 formally defines the requirements that the footstep plan must
satisfy in order to be considered feasible, while Sect. 4.2.2 proposes a randomized
algorithm for computing a feasible footstep plan. Sect. 4.2.3 presents simulations
obtained with the proposed approach.

4.2.1 Problem formulation

As anticipated in Sect. 4.1, the basic footstep planning problem consists in finding a
sequence of footsteps Sf = {f1, . . . ,fn} leading to the desired location, i.e., fn ∈ G,
together with a sequence of associated swing foot trajectories Sp = {p1

swg, . . . ,p
n−2
swg },

that are feasible, i.e., each element f j and pjswg in the sequences Sf and Sp satisfy
the following requirements:

R1 The height variation w.r.t. the previous footstep is within a maximum range,
i.e., |zjf − z

j−1
f | ≤ ∆zmax.

R2 The footstep is fully in contact within a single horizontal patch, i.e., each cell
ofMz belonging to or overlapping with the footprint has the same height zjf .

R3 Apart from the ground contact at the start and at the end, the swing foot
trajectory pjswg is collision-free.



4.2 Basic footstep planner 49

4.2.2 Planner overview

To find a feasible (in the sense of the requirements R1-R3) footstep plan which
leads the robot to the goal region G, we propose a RRT-based algorithm which does
not require any kind of pre-processing of the environment and allows to embed a
feasibility check directly in the expansion mechanism.

Our footstep planner, whose pseudocode is given in Algorithm 4, iteratively
builds a tree T in the search space. A vertex v = (f sup,f swg) specifies the poses f sup
and f swg of the two feet during a double support phase; in all steps originating from
v, the support foot will remain at f sup while the swinging foot will move from f swg.
An edge exists between two vertexes when there exists a collision-free trajectory
of the swing foot connecting the two. At the beginning, the algorithm roots T at
vini = (f ini

R ,f
ini
L ), which describes the initial double support configuration.

The generic iteration of the algorithm starts by selecting a sample point prand
on the ground. We allow the planner to randomly choose between exploration and
exploitation, to bias the growth of the tree towards, respectively, unexplored regions
and the goal. In the first case, prand is generated by randomly choosing its x, y
coordinates and retrieving the corresponding z coordinate fromMz. In the second
case, prand is sampled from the goal region G.

Then, the vertex vnear of T that is closest to prand is selected for an expansion
attempt. The following metric is used for evaluating the distance between a certain
vertex v and a point p ∈ IR3:

γ(v,p) = d(m,p) + α|θp|.

Here, d(m,p) is the Euclidean distance of the midpoint m between the feet (at the
poses f sup and f swg specified in v) from p; θp is the angle between the robot sagittal
axis (defined as the axis passing through m with orientation equal to the average of
the orientations of the two footsteps) and the line joining m to p; α is a positive
scalar.

Algorithm 4: Basic Footstep Planner
1 vini ← (f ini

R , f ini
L );

2 AddVertex(T , ∅, vini);
3 i← 0;
4 repeat
5 i← i+ 1;
6 prand ← SamplePoint();
7 vnear ← NearestVertex(T , prand);
8 f cand ← GenerateCandidateFootstep(fnear

sup );
9 if Feasible(f cand) then

10 pcand
swg ← GenerateSwingingTrajectory(fnear

swg , f cand);
11 if pcand

swg 6= ∅ then
12 vnew ← (f cand, fnear

sup );
13 AddVertex(T , vnear, vnew);
14 end
15 end
16 until SolutionFound() or i = imax;
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catalogue

U

f
near
sup

Figure 4.3. The catalogue U of primitives specifies the possible planar poses (in blue) of
the candidate footstep f cand with respect to the pose fnear

sup of the current support foot
(in green). Here we have considered the case of a swinging right foot; the catalogue
for a swinging left foot is specular. Once a primitive is chosen, the z coordinate of the
candidate footstep will be retrieved from the elevation mapMz.

Once vnear has been identified, the foot poses fnear
sup and fnear

swg are extracted from
it. A candidate footstep f cand is generated by randomly selecting a final pose of the
swinging foot from a given catalogue U of primitives, which is defined with respect
to fnear

sup (see Fig. 4.3). The z coordinate of f cand is retrieved from the elevation map
Mz.

At this point, the candidate footstep is checked for feasibility with respect to
requirements R1–R2. If the outcome is positive, the algorithm verifies whether a
collision-free trajectory pcand

swg exists that brings the swinging foot from fnear
swg to f cand

(requirement R3). This is done through the iterative procedure given in Procedure
4 that uses a parametrized trajectory which, once the endpoints are selected, can
be deformed2 by changing the maximum height h along the trajectory. Starting
from a lower bound hmin, the algorithm iteratively checks increasing values for h
up to an upper bound hmax. If a collision-free trajectory is found, a new vertex
vnew = (f cand,fnear

sup ) is added to the tree, connected to its parent vnear by pcand
swg .

Note that in vnew the roles of the feet have been swapped: in future steps originating
from vnew, the support foot will stay at f cand while the swinging foot will move from
fnear

sup .
Planning terminates when vnew completes the walk-to task (i.e., the corresponding

midpoint m belongs to G) or a maximum number of iterations has been reached.
In the first case, the path joining the root to vnew is extracted from the tree, and
the footstep sequence Sf is reconstructed with the associated sequence of swing foot
trajectories Sp.

2As a deformable trajectory we used a polynomial, but other choices (e.g., B-splines and Bezier
curves) are also possible.



4.2 Basic footstep planner 51

Procedure 4: GenerateSwingingTrajectory(f j , fk)
1 h ← hmin;
2 while h ≤ hmax do
3 pcand

swg ← BuildTrajectory(f j ,fk, h);
4 if CollisionFree(pcand

swg ) then
5 return pcand

swg ;
6 end
7 h← h+ ∆h;
8 end
9 return ∅;

4.2.3 Simulations

In this section, we present simulation results obtained by testing our C++ implemen-
tation of the proposed framework in the V-REP environment with the HRP4 robot,
a 1.5 m tall humanoid with 34 degrees of freedom by Kawada Robotics 3. We invite
the reader to watch the video available at the link https://youtu.be/mKVBwlxsXLM,
which shows the working principle of the presented footstep planner along with some
simulation results.

Simulations have been performed in three different scenarios. In all of them the
robot has to reach a circular goal region. The radius of such region has been set to
0.5 m in the first two scenarios and to 1.0 m in the third one. Since the footstep
planner is randomized, to evaluate its performance we have performed a set of 20
simulations on each scenario.

All simulations have been performed on an Intel Core i7 running at 2.7 GHz,
using the same parameters settings. In particular, in the footstep planning module
we have set α = 1, ∆zmax = 0.08 m, hmin = 0.02, hmax = 0.12 and ∆h = 0.02.
According to the HRP4 kinematic characteristics, the catalogue U of primitives has
been chosen as U = {(x, y, θ) ∈ {−0.1, 0, 0.1, 0.2, 0.3} × {0.2, 0.3} × {0, π8 }} in case
of right support (the catalogue for the case of left support is specular). For the gait
generation module (see Appendix A.2), we used ω = 3.6 s−1, the step duration is
Ts = 0.8 s of which 0.5 s of single support and 0.3 s of double support, and the
vertical size of the ZMP constraint is set to dz

z = 0.03 m. Finally, the elevation map
Mz has a resolution of 0.02 m.

Fig. 4.4 shows the three scenarios; for each of them, one of the footstep planner
3The results presented in this section have been obtained with an optimized version of the C++

implementation through which the results that we originally presented in [4] were obtained.

Figure 4.4. The three considered scenarios. For each of them a possible solution of the
basic footstep planner is shown.

https://youtu.be/mKVBwlxsXLM
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Figure 4.5. Scenario 1: the robot reaches the goal region going over the black linear
obstacle, climbing and descending the staircase, and avoiding the black box.

Figure 4.6. Scenario 2: the robot reaches the goal region moving through the ditch, which
can only be accessed from the left and exited from the right.

Figure 4.7. Scenario 3: the robot reaches the goal region after climbing and descending
the staircase.

solutions is displayed.
In the first scenario, the robot and the goal are placed at opposite sides of the

environment. The goal can be reached by walking a mostly straight path, but
footsteps need to be placed appropriately to satisfy all the requirements. Fig. 4.5



4.2 Basic footstep planner 53

shows one of the solutions found by our method. The robot starts walking forward
and reaches the proximity of the bar obstacle, which does not provide a large enough
surface to step on. Then, the robot goes over it by taking a longer step, with a
swing foot trajectory sufficiently high to avoid collisions. After that, the staircase is
ascended and descended. Finally, the robot avoids the black box and reaches the
goal region.

The second scenario is traversed by a ditch which can only be entered from the
left and exited from the right, because the platform in the middle of it is too low
to be accessed directly. One solution produced by our method is shown in Fig. 4.6.
The robot moves appropriately among the different levels, first going down in the
ditch and then up towards the goal.

The third scenario is larger than the first two and the robot, in order to reach the
goal may either ascend and descend a staircase or walk on a flat ground delimited by
two low walls. In view of its probabilistic nature, the proposed footstep planner is
free to randomly choose between the two options. A possible solution of our method
is shown in Fig. 4.7. Here, the planner arbitrarily chose a footstep plan leading the
robot to the goal region by ascending and descending the staircase.

We emphasize that the resulting motions are produced thanks to the effective
combination of the footstep planning module with the MPC-based gait generation
module. Table 4.1 reports some data obtained by averaging the planning results of
the 20 simulations on each scenario. The table indicates the number of vertexes in
the tree produced by the planner, the time needed to compute a footstep plan, the
length of the plan in terms of number of footsteps, the overall height variation of the
swing foot along the plan, and the minimum clearance. The last three parameters
will be discussed in detail in Sect. 4.3.1, and considered directly in the planning
stage in Sect. 4.3.2.

It is clear that the first and the third scenarios are significantly easier than the
second to solve. The reason is that in both the first and third scenarios there exists
a straight path to the goal, while in the second the robot must take an S-shaped
path in order to guarantee satisfaction of requirement R1. The descending steps
in the second scenario also require the robot to perform the difficult maneuver of
rotating in place in a small space. Although, the solution is found in a reasonably
short time even in the second scenario.

An analysis of the presented solutions, together with the data provided in
Table 4.1, reveals that the generated motions are suboptimal in terms of efficiency,
particularly in the second simulation, where the presence of unnecessary steps is
evident. Such lack of quality of the generated plans is due to the randomized nature

scenario tree size
(# vertexes)

planning
time (s)

plan len.
(# steps)

height
var. (m)

minimum
clearance (m)

1 763.40 1.564 24.45 0.480 0.388
2 1641.40 3.692 44.60 0.480 -
3 555.95 0.712 32.80 0.264 0.493

Table 4.1. Basic footstep planner performance data.
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of the proposed footstep planner. In fact, it can arbitrarily produce footstep plans
with the constraint of respecting requirements R1-R3, without explicitly accounting
for their optimality.

4.3 Optimal footstep planner
The footstep planner proposed in Sect. 4.2 proved capable to compute feasible plans.
However, as discussed in Sect. 4.2.3, the quality of the produced plans can not be
guaranteed, as it is not explicitly accounted in the planning strategy. Clearly, to
evaluate the quality of a plan, a desired criterion needs to be be specified. Sect. 4.3.1
formally defines the optimality of a plan w.r.t. a desired criterion, and describes
some possible criteria of interest. Sect. 4.3.2 proposes an extension of the method
presented in Sect. 4.2.2 for asymptotically computing optimal footstep plans. Sect.
4.2.3 presents simulations obtained with the proposed approach, and a comparison
of the results with those obtained with the basic planner.

4.3.1 Problem formulation

Consider a generic sequence of footsteps Sf = {f1, . . . ,fn} and a sequence of
associated swing foot trajectories Sp = {p1

swg, . . . ,p
n−2
swg }. Denote by c(f j ,f j+2) the

cost associated to the step leading the foot from f j to f j+2 through the swing foot
trajectory pjswg. Such step cost is assigned according to the chosen criterion for
evaluating the quality of a plan and, in general, is function of f j , f j+2 and/or pjswg.
Let cS(fn) be the cost function evaluating the overall cost for reaching the final
footstep fn through the sequences Sf and Sp.

The optimal footstep planning problem consists in finding a sequence of footsteps
Sf = {f1, . . . ,fn} leading to the desired location, i.e., fn ∈ G, together with
a sequence of associated swing foot trajectories Sp = {p1

swg, . . . ,p
n−2
swg }, that, in

addition to satisfy the feasibility requirements R1-R3 described in Sect. 4.2.1, are
optimal w.r.t. a desired criterion, i.e., the sequences Sf and Sp minimize the cost
function cS(fn).

Given the sequences Sf and Sp, depending on the nature of the chosen criterion
for evaluating the plan quality, the step costs c(f j ,f j+2) can be cumulative or not
along Sf and Sp. Consider a specific footstep fk, with k ≤ n, in Sf . In the case of
cumulative costs, the cost cS(fk) for reaching fk coincides with the sum of the step
costs along the subsequences of Sf and Sp ending at fk

cS(fk) =
k−2∑
j=1

c(f j ,f j+2). (4.1)

In the case of non-cumulative costs, the cost cS(fk) for reaching fk is determined
by the highest (worst) step cost along the subsequences of Sf and Sp ending at fk

cS(fk) = max
j∈{1,...,k−2}

c(f j ,f j+2). (4.2)

The cost cS(fn) of a footstep plan ending at fn ∈ G can be computed applying (4.1)
or (4.2) depending on the chosen criterion.
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Given a generic footstep f , and sequences Sf and Sp, the cost of reaching f via
a specific footstep fk ∈ Sf is

cS(fk,f) = cS(fk) + c(fk,f) (4.3)

if the step costs are cumulative,

cS(fk,f) = max{cS(fk), c(fk,f)} (4.4)

otherwise. Here, cS(fk) is computed using (4.1) and (4.2) in (4.3) and (4.4),
respectively.

In the following, we describe three possible criteria for evaluating the plan quality
that can be involved in our formulation, highlighting the corresponding step costs
and the resulting cost function.

C1 Minimization of the number of steps: every step has identical cost, indepen-
dently from its characteristics (e.g., length or height)

c(f j ,f j+2) = 1. (4.5)

Step costs in (4.5) are clearly cumulative, hence cost function cS(fn) takes
the form in (4.1).

C2 Minimization of the height variation: the cost of a step is equal to the vertical
displacement between the foot position at the begin and at the end of the step

c(f j ,f j+2) = |zjf − z
j+2
f |. (4.6)

As in the previous case, step costs in (4.6) are cumulative and cost function
cS(fn) takes the form in (4.1).

C3 Maximization of the minimum clearance: the cost of a step is equal to the
inverse of the clearance at the end of the step

c(f j ,f j+2) = 1
α(f j+2)

(4.7)

with α(f j+2) the clearance at footstep f j+2.
Let O be the set of points located on patches with which any kind of contact
is forbidden. Such patches act as full-fledged obstacles that must be avoided.
We assume that the set O is provided. Then, the clearance at footstep f is
defined as

α(f) = min
po∈O

∥∥∥p̄f − p̄o

∥∥∥
where p̄f and p̄o are the planar positions (x- and y- coordinates) of, respectively,
the footstep f and its closest point po in O.
Differently from criteria C1-C2, the maximization of the minimum clearance
does not involve cumulative costs. In fact, step costs in (4.7) can be used in
(4.2) to obtain the corresponding cost function cS(fn). Note that, under the
above formulation, the problem of finding a plan that maximizes the minimum
clearance is treated as finding a plan that minimizes (analogously to cases
C1-C2) the maximum (from (4.2)) inverse clearance (from (4.7)).
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4.3.2 Planner overview

To address the problem described in the previous section, we propose an extension
of the method presented in Sect. 4.2.2 that is able to asymptotically find footstep
plans that are optimal w.r.t. a desired criterion, i.e., the algorithm asymptotically
converges to the optimal solution as the number of iterations increases.

The proposed planner, whose pseudocode is given in Algorithm 5, relies on a
RRT*-like strategy. It works similarly to the basic planner, with the difference that
it involves two additional operations in order to minimize the cost of the footstep
plan. The first is performed before adding the new vertex vnew to the tree, and is in
charge of selecting its best parent vertex among the potential ones. The second is
performed after the insertion of vnew in the tree, and is in charge of modifying the
connections between vertexes in T in order to reduce the associated costs.

Once a candidate footstep f cand and a swing foot trajectory pcand
swg satisfying

requirements R1-R3 are generated, the algorithm retrieves from tree T the set V in
near

of vertexes from which footstep f cand can potentially be reached. In particular, each
vertex vh = (fhsup,f

h
swg) ∈ V in

near is such that the identity of the support foot is equal
to that at vnear (the vertex from which the expansion attempt originated), and f cand
is kinematically reachable from vh, i.e., ∆fmin ≤ hf cand ≤ ∆fmax, where hf cand
expresses f cand w.r.t. fhsup and bounds ∆fmin = (∆xmin,∆ymin,∆zmin,∆θmin)T ,
∆fmax = (∆xmax,∆ymax,∆zmax,∆θmax)T are chosen according to the robot kine-
matic limits. Here, ∆zmin = −∆zmax to comply with requirement R1. Note that
the primitives in the catalogue U are chosen within such bounds as well.

With the aim of selecting the vertex in V in
near that permit to reach f cand with

the lowest cost, the iterative procedure shown in Procedure 5 is invoked. At each

Algorithm 5: Optimal Footstep Planner
1 vini ← (f ini

R , f ini
L );

2 AddVertex(T , ∅, vini);
3 i← 0;
4 repeat
5 i← i+ 1;
6 prand ← SamplePoint();
7 vnear ← NearestVertex(T , prand);
8 f cand ← GenerateCandidateFootstep(fnear

sup );
9 if Feasible(f cand) then

10 pcand
swg ← GenerateSwingingTrajectory(fnear

swg , f cand);
11 if pcand

swg 6= ∅ then
12 V in

near ← NearestVertexesIn(T , f cand);
13 vmin ← ChooseParent(V in

near, vnear, f cand);
14 vnew ← (f cand, fmin

sup );
15 AddVertex(T , vmin, vnew);
16 Vout

near ← NearestVertexesOut(T , fnew
sup );

17 ReWire(Vout
near, vnew);

18 end
19 end
20 until i = imax;
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Procedure 5: ChooseParent(V in
near, vnear, f cand)

1 vmin ← vnear;
2 cmin ← CostVia(vnear, f cand);
3 foreach vh ∈ V in

near do
4 ph

swg ← GenerateSwingingTrajectory(fh
swg, f cand);

5 if ph
swg 6= ∅ then

6 ch ← CostVia(vh, f cand);
7 if ch < cmin then
8 vmin ← vh;
9 cmin ← ch;

10 end
11 end
12 end
13 return vmin;

Procedure 6: ReWire(Vout
near, vnew)

1 foreach vh ∈ Vout
near do

2 ph
swg ← GenerateSwingingTrajectory(fnew

swg , fh
sup);

3 if ph
swg 6= ∅ and CostVia(vnew, fh

sup) < Cost(fh
sup) then

4 ReConnect(vnew, vh);
5 end
6 end
7 return;

iteration, the procedure extracts a different vertex vh = (fhsup,f
h
swg) from V in

near,
and verifies whether a collision-free trajectory phswg exists that brings the swinging
foot from fhswg to f cand. If a collision-free trajectory is found, requirements R1-R3
are satisfied4, and the cost for reaching f cand via fhswg is computed using (4.3) or
(4.4) depending on whether the step costs are cumulative or not. The vertex vmin
that yields the minimum cost for reaching f cand is returned to the planner as the
parent of the new vertex, together with the associated swing foot trajectory pmin

swg
(not explicitly displayed in Procedure 5). Then, a new vertex vnew = (f cand,fmin

sup ) is
added to the tree, connected to its parent vmin by pmin

swg .
Then, the algorithm retrieves from tree T the set Vout

near of vertexes containing
footsteps which can potentially be reached from fnew

sup . In particular, each vertex
vh = (fhsup,f

h
swg) ∈ Vout

near is such that the identity of the support foot is opposite to
that at vnew, and fhsup is kinematically reachable from vnew, i.e., ∆fmin ≤ newfhsup ≤
∆fmax, where newfhsup expresses fhsup w.r.t. fnew

sup .
At this point, the rewiring procedure given in Procedure 6 is invoked. At each

iteration, the procedure extracts a different vertex vh = (fhsup,f
h
swg) from Vout

near, and
verifies whether a collision-free trajectory phswg exists that brings the swinging foot
from fnew

swg to fhsup. If a collision-free trajectory is found, requirements R1-R3 are
4In fact, R1 is automatically satisfied as ∆zmin = −∆zmax in the bounds of the admissible region

used for retrieving V in
near, R2 is checked at the time of f cand creation, and R3 is explicitly checked

during the swing foot trajectory generation.
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satisfied. Then, the cost for reaching fhsup via fnew
swg is computed using (4.3) or (4.4).

In case such cost is less than the current cost of reaching fhsup (via the current parent
of vh), vh is set as a child of vnew, and the pose of the swing foot fhswg is accordingly
updated to fnew

sup .
Planning terminates when a maximum number of iterations has been reached.

The branch of T leading to G (if any) with minimum cost is then extracted from
the tree, and the footstep sequence Sf is reconstructed with the associated sequence
of swing foot trajectories Sp. Clearly, the larger the maximum number of iterations,
the better the obtained footstep plan.

4.3.3 Simulations

In this section, we present simulation results obtained in the V-REP environ-
ment with the HRP4 humanoid robot, considering the same scenarios and param-
eters setting of Sect. 4.2.3. In addition, the bounds ∆fmin and ∆fmax are set
to (−0.1, 0.2,−0.08, 0)T and (0.3, 0.3, 0.08, π8 )T in case of right support, and to
(−0.1,−0.3,−0.08,−π

8 )T and (0.3,−0.2, 0.08, 0)T in the case of left support. The set
O contains all points (x, y, z) such that (x, y) indicate a particular cell ofMz, and
z =Mz(x, y) exceeds a threshold of 0.4 m. Thus, in the first scenario, O contains
all the points located on the black box overlapping with the goal region. In the
second scenario, O is instead empty. Finally, in the third scenario, O contains all
the points on the two black walls.

To evaluate the performance of the optimal footstep planner, we tested it in each
scenario for the three different cost criteria (C1-C3) described in Sect. 4.3.1. For
each combination of scenario and cost criterion, we performed 20 simulations setting
imax = 5000. Table 4.2 reports data obtained by averaging the planning results,
analogously to Table 4.1. A comparison of the two tables clearly shows that the
optimal planner outperforms the basic planner in terms of the plan quality according
to the chosen cost criterion.

In the first scenario (see Fig. 4.8 for examples of the planner solutions depending

scenario cost tree size
(# vertexes)

planning
time (s)

plan len.
(# steps)

height
var. (m)

minimum
clearance (m)

1
C1 1986.00 9.743 21.15 0.480 0.438
C2 1958.25 9.498 26.25 0.480 0.385
C3 1978.90 9.572 25.25 0.480 0.505

2
C1 2075.00 11.709 37.60 0.480 -
C2 2125.00 11.333 45.80 0.480 -
C3 - - - - -

3
C1 4102.40 14.464 29.60 0.312 0.750
C2 4098.30 14.493 44.90 0.096 0.396
C3 4131.35 14.072 41.10 0.336 1.068

Table 4.2. Optimal footstep planner performance data in the three scenarios, varying the
cost criterion.
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Figure 4.8. Scenario 1: possible solutions of the optimal footstep planner varying the cost
criterion, i.e., minimizing the number of steps (left), minimizing the height variation
(center), and maximizing the minimum clearance (right).

Figure 4.9. Scenario 2: possible solutions of the optimal footstep planner varying the cost
criterion, i.e., minimizing the number of steps (left), and minimizing the height variation
(right).

Figure 4.10. Scenario 3: possible solutions of the optimal footstep planner varying the cost
criterion, i.e., minimizing the number of steps (left), minimizing the height variation
(center), and maximizing the minimum clearance (right).

on the chosen cost criterion), when using C1 as the cost criterion, the number of
footsteps along the plan decreases, with a consequent elimination of unnecessary
steps. No improvement on the height variation is instead observed when using C2.
This is due to the fact that the various patches constituting the environment must
all be navigated in order for the robot to reach the goal region. The minimum
clearance is slightly increased using C3. For example, in the solution shown in Fig.
4.8, the robot enters the goal region from the opposite side to that where the black
box is located, thus maximizing the distance from the latter.

Similar observations apply for the second scenario (see Fig. 4.9) when using C1
and C2. The minimum clearance (C3) is not considered in this scenario as all the
patches composing the environment are accessible, as none of them act as obstacle.

In the third scenario, the effect of the different choice of the cost criterion in the
optimal footstep planner is more evident (see Fig. 4.10). Using C1, the computed
plans are short and lead the robot to walk straight from its initial location to the
goal region, ascending and descending the staircase (Fig. 4.11). Using C2, the
planner tends to produce plans that lead the robot to walk through the flat portion
of the environment delimited by the two low walls (Fig. 4.12). Finally, using C3,
the planner produces plans that lead the robot to walk far from the low walls which
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Figure 4.11. Scenario 3: minimizing the number of steps. The robot walks straight to the
goal region, climbing and descending the staircase.

Figure 4.12. Scenario 3: minimizing the height variation. The robot reaches the goal
region moving on the flat portion of the environment.

Figure 4.13. Scenario 3: maximizing the minimum clearance. The robot reaches the goal
region walking far from the low black walls.

act as obstacles (Fig. 4.13); in most cases this requires to ascend and descend the
staircase.

As expected, the improvement of plan quality comes at the expense of higher
computational times. This is due to two facts. First, the optimal footstep planner
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iters cost tree size
(# vertexes)

planning
time (s)

plan len.
(# steps)

height
var. (m)

minimum
clearance (m)

1000
C1 853.45 2.108 31.40 0.264 0.482
C2 856.95 2.109 33.20 0.264 0.664
C3 867.60 2.125 31.70 0.288 0.563

3000
C1 2595.50 7.634 31.00 0.240 0.488
C2 2575.05 7.439 38.25 0.120 0.423
C3 2564.15 7.380 35.75 0.216 0.676

5000
C1 4102.40 14.464 29.60 0.312 0.750
C2 4098.30 14.493 44.90 0.096 0.396
C3 4131.35 14.072 41.10 0.336 1.068

Table 4.3. Optimal footstep planner performance data in the third scenario, varying the
cost criterion and the number of iterations.

always performs imax iterations, while the basic footstep planner terminates as
soon as a solution is found (that in our simulations always happened before imax
is reached). Second, the two additional procedures for selecting the best parent of
a new vertex and for the rewiring the tree introduce a considerable computational
overhead.

In order to observe the asymptotic behavior of the proposed planner, we tested
it in the third scenario varying the number of iterations (imax = 1000, 3000, 5000).
Performance data collected in Table 4.3 clearly show that the algorithm improves
the quality of the footstep plan, according to the chosen criterion, as the number of
iterations increases.

4.4 Experiments

In this section, we present two experiments obtained testing the proposed framework
on the NAO humanoid robot. In this case, rather than providing a performance
assessment of the footstep planner (already presented via simulation results), we
showcase the effectiveness of the proposed planning and control architecture on a
real humanoid. To this purpose, the footstep planning module consists in the basic
algorithm presented in Sect. 4.2.2.

In both experiments the robot has to reach a circular goal region of radius 0.1 m.
The footstep planning module runs on an external computer which is equipped
with an Intel Core i5 running at 2.7 GHz. We set α = 1, ∆zmax = 0.045 m,
hmin = 0.02, hmax = 0.07 and ∆h = 0.01. According to the NAO kinematic
characteristics, the catalogue U of primitives has been chosen as U = {(x, y, θ) ∈
{−0.06, 0, 0.06, 0.08, 0.10} × {0.11, 0.12} × {0, π12}} in the case of right support (the
catalogue for the case of left support is specular). Once planned, the sequences of
footsteps and associated swing foot trajectories are sent to the robot via an ethernet
cable through TCP. The gait generation module is implemented inside the B-Human
RoboCup SPL team framework [91], and runs in real-time (at a control frequency of
100 Hz) on the NAO on-board CPU. We used ω = 6.68 s−1, the step duration is
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Figure 4.14. Experiment 1: the robot reaches the goal region avoiding collision with the
central rectangular patch.

Figure 4.15. Experiment 1: the provided elevation map and the solution of the basic
footstep planner.

Ts = 0.48 s of which 0.3 s of single support and 0.18 s of double support, and the
vertical size of the ZMP constraint is set to dz

z = 0.05 m.
In the first experiment, shown in Fig. 4.14, the goal region is centered at the red

ball position. The elevation mapMz has been manually generated with a resolution
of 0.02 m. The environment contains a rectangular patch having height 0.02 m at
the center of a flat ground. Climbing on such central patch would require NAO to
perform a large step leading the swing foot fully in contact with it (requirement R2).
Due to its physical limitations, NAO can not perform such large steps. Then, the
patch located at the center of the environment acts as a full-fledged obstacle for the
robot. Fig. 4.15 shows the provided elevation map and the sequence of 31 footsteps
that the planner generated in 0.070 s, building a tree of 488 vertexes. According to
this sequence, under the action of the on-line gait generation module, NAO correctly
reached the goal region avoiding collisions with the central patch.

In the second experiment, shown in Fig. 4.16, the goal region is located on top
of a stair, that the robot must climb in order to complete the task. Differently from
the previous case, the shape of such stair does not require large steps in order to be
climbed. In this case, rather than directly providing the elevation map, we equipped
the robot with a head-mounted Asus Xtion PRO Live camera through which it is
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Figure 4.16. Experiment 2: the robot reaches the goal region climbing the stair.

Figure 4.17. Experiment 2: the generated elevation map and the solution of the basic
footstep planner.

allowed to acquire information about its surrounding before computing the footstep
plan. Depth images collected by the camera are sent via a USB cable to a mapping
module that runs on the same external computer running the footstep planning
module. Such mapping module uses the framework proposed in [92] to generate
an elevation mapMz with a resolution of 0.01 m. Fig. 4.17 shows the generated
elevation map and the sequence of 10 footsteps that the planner generated in 0.331
s, building a tree of 454 vertexes. According to this sequence, under the action of
the on-line gait generation module, NAO correctly climbed the stair and reached
the goal region.

4.5 Conclusions

We presented an integrated architecture for planning and executing suitable walking
motions for a humanoid robot that has to fulfil a walk-to task on uneven ground.
This is obtained by combining an offline footstep planning module with an online gait
generation module. The first module produces an appropriate sequence of footsteps
leading to the goal region, while the second generates in real-time a suitable variable
height CoM trajectory that is compatible with the planned footsteps and guaranteed
to be bounded with respect to the ZMP evolution.
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For the footstep planning module we have proposed two versions, both employing
a randomized strategy. The first version proved to be able of generating feasible
footstep plans in a short amount of time. The second version demonstrated its
capability to compute, with some computational overhead, footstep plans of improved
quality, accounting for different kinds of performance criteria.

The overall architecture, tested via simulations in V-REP with the HRP4 hu-
manoid and via experiments with the NAO humanoid, revealed to be flexible, as it
can embed constraints and can be applied to different environments without needing
any pre-processing or heuristics definition.

This work can be extended along several directions. The main extension we are
currently considering concerns the case of unknown environment for which we are
developing a concurrent architecture (analogously to that proposed in Sect. 3.4)
where planning, execution and SLAM take place simultaneously. In particular, the
planning module will consist of a time-limited version of the proposed planners.

Other future work may address the case of environments with multiple floors
and rough terrain where the assumption of piecewise-horizontal ground must be
removed.
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Chapter 5

Motion planning in the
presence of soft task constraints

Robots are invariably required to execute tasks in a workspace that is populated by
obstacles. If the robot is kinematically redundant with respect to a given task, it
can perform it and simultaneously meet other basic requirements such as avoidance
of collisions, joint limits, and so on.

As already discussed, tasks are expressed in terms of a certain set of coordinates,
called task coordinates, which describe quantities related to, e.g., manipulation,
navigation or perception. Often, the task is assigned as a desired path or trajectory
for the task coordinates (as in the case of manipulation and visual tasks discussed
in Sect. 3.1), resulting in an equality (hard) constraint. However, in industrial and
service applications there are many situations where the task is better expressed by
an inequality (soft) constraint; for example, this constraint may represent the fact
that the desired path assigned to the task coordinates comes with a certain error
tolerance. Fig. 5.1 shows an example of such scenario.

For the problem of generating collision-free robot motions in the presence of hard
task constraints (TCMP) different methods have been proposed, either optimization-
or sampling-based methods (see Chap. 2).

The first class of methods never guarantee completeness, while the second presents
the drawback that task tracking is not enforced during the motion between adjacent
samples, with the exception of the approach presented in [39], which relies on a motion
generation scheme that guarantees continuous satisfaction of the task constraint.
Building on this basic technique, a method for repeatable motion planning over cyclic
tasks [93] and another for planning dynamically feasible motions in the presence of
moving obstacles [94] have been proposed. All these planners are designed for the
case of hard constraints.

Most motion planners for the case of soft task constraints rely on some sort
of relaxation of the equality constraint represented by the assigned task path or
trajectory [95, 96]. In [97, 98], planning is performed over an approximation of the
constrained configuration space.

All the above methods attempt to satisfy only the soft task constraint throughout
the motion. We argue, however, that it would be interesting (and presumably
practical) to develop an opportunistic planner which is capable of satisfying the hard
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Figure 5.1. In the problem of interest, the robot is assigned a soft task specified by a
desired path (red line) and a tolerance (green volume).

constraint whenever possible and of exploiting the available tolerance only when
needed. In particular, deviations from the given task path should only take place
in the presence of obstructions in the constrained configuration space, such as a
narrow or closed passage. Narrow passages are a well-known problematic issue for
sampling-based planners; among the most successful methods to handle them, one
may mention Gaussian sampling [99] and the bridge test [100]; see [101, 102] for
reviews on the topic. Very few works look at narrow passages in a task-constrained
setting; one example is [103].

In this chapter we present a motion planner for the case of soft task constraints
that is, for the first time, opportunistic in the sense defined above. To this end, it
consists of the following components:

• a hard planner for generating collision-free motions that realize exactly the
desired task path, essentially an adaptation of the control-based randomized
method for TCMP in [39];

• a heuristic criterion to detect obstructions to the hard planner due to nar-
row/closed passages in the constrained configuration space;

• a soft planner for generating collision free-motions that are compliant with the
soft task and allow to bypass the obstructions detected by the hard planner;

• another heuristic criterion to estimate when the obstructions to hard planning
have been removed.

We present the method and the obtained results for the case of free-flying robots,
i.e., robots that are not subject to nonholonomic constraints, and then discuss a
possible extension to the case of humanoid robots.

This chapter is organized as follows. Sect. 5.1 provides a precise formulation
of the considered planning problem. An overview of the proposed opportunistic
planner is given in Sect. 5.2, while the hard and soft subplanners are described in
Sects. 5.3 and 5.4, respectively. Several planning experiments for the PR2 mobile
manipulator are shown in Sect. 5.5. Sect. 5.6 describes the planner extension to
humanoids. Finally, in Sect. 5.7 we discuss some possible future developments.
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5.1 Problem formulation

Consider a robot whose configuration q takes values in a nq-dimensional configuration
space C. The robot moves in a workspaceW ⊆ IR3 containing fixed obstacles. Denote
by O ⊂ W and R(q) ⊂ W, respectively, the volume occupied by the obstacles and
by the robot at configuration q, and by Cfree the free configuration space.

Assume that the robot is free-flying (i.e., its configuration can move arbitrarily
in C), so that its kinematic model consists of simple integrators. In order to plan
paths, we use a geometric version [94] of such model, expressed as q′ = ṽ, where
()′ = d()/ds denotes the derivative w.r.t. the path parameter s. This equation entails
that the tangent vectors to any path q(s) in C can be chosen arbitrarily by specifying
the (geometric) inputs ṽ.

The task is described in coordinates y, taking values in an ny-dimensional task
space Y. Coordinates y and q are related by the forward kinematic map y = k(q),
which at the tangent vector level becomes y′ = J(q)q′, where J(q) = dk/dq is
the task Jacobian. We will assume that nq > ny, i.e., the robot is kinematically
redundant for the assigned task.

In the situation of interest, shown in Fig. 5.1, the robot is assigned a soft task
defined by

• the desired task path yd(s), with the path parameter s taking values in [0, 1]
without loss of generality;

• the tolerance ∆y(s), s ∈ [0, 1], a positive nt-vector that represents for each
component the maximum admissible deviation of y from yd at s.

The robot is allowed to exploit the tolerance whenever realizing the desired task
exactly is difficult or impossible, due to the presence of narrow or closed passages
in C. The motion planner must be able to identify such situations automatically in
order to act accordingly.

Let e(q, s) = yd(s)− k(q(s)) be the task error associated to configuration q at
s. In the following, we say that a configuration q is compliant with the soft task if1

|e(q, s)| ≤ ∆y(s), for some s ∈ [0, 1]. (5.1)

A configuration q is compliant with the hard task if e(q, s) = 0 for some s ∈ [0, 1]
(i.e., if it realizes one sample of the desired task path).

Soft-Task-Constrained Motion Planning is the problem of finding a configuration-
space path q(s), s ∈ [0, 1], such that for all s:

• q(s) is compliant with the soft task (deviations from the desired path are
within the tolerance).

• R(q(s)) ∩ O = ∅ (collisions are avoided);

• self-collisions, singularities and joint limits are also avoided.
1This inequality and similar ones in this chapter are meant componentwise.
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Although this is not made explicit in the above formulation, we would obviously like
the solution to comply with the hard task as much as possible. Also, we assume
that the initial configuration qini is assigned, with k(qini) = yd(0), while the final
configuration qfin = q(1) will result from planning.

Configurations that are compliant with the hard task make up a (nq − ny)-
dimensional submanifold of C, denoted by Chard, which naturally decomposes as a
foliation. In fact, it is Chard = ∪s∈[0,1]L(s), with the generic leaf defined as

L(s) = {q ∈ C : e(q, s) = 0}.

The subset Csoft of configurations that are compliant with the soft task is instead
nq-dimensional. By letting

S(s) = {q ∈ C : |e(q, s)| ≤ ∆y(s)}

we can write Csoft = ∪s∈[0,1]S(s). However, this is not a foliation because the S
subsets are not disjoint: a configuration will in general belong to multiple subsets S.
Clearly, we have Chard ⊂ Csoft and L(s) ⊂ S(s), for all s ∈ [0, 1].

5.2 Overview of the opportunistic planner
The proposed planner builds a tree T in Csoft ∩ Cfree, with configurations as vertexes
and collision-free subpaths as edges. To this end, we make use of N + 1 samples
of the desired task path yd(s), corresponding to the equispaced sequence {s0 =
0, s1, ..., sN−1, sN = 1}. Henceforth, we use the shorthand notation Li = L(si) and
Si = S(si).
T is grown by two (sub)planners that alternate depending on the context: the

Hard Planner (HP) and the Soft Planner (SP). The basic difference between them
is that HP works in Chard and SP in Csoft, i.e., subpaths generated by the first are
compliant with the hard task, whereas those generated by the second are compliant
with the soft task. Correspondingly, a vertex of T generated by HP will belong to a
single Li, whereas a vertex generated by SP may belong to one or more Si, with
i = 1, ..., N .

The pseudocode of the proposed planner is given in Algorithm 6. Construction
of T starts by rooting it at the initial qini. At the generic iteration, let h (h =

Algorithm 6: Opportunistic Planner
1 AddVertex(T , qini);
2 h← 0;
3 repeat
4 h← HP(T , h);
5 if h < N then
6 h← SP(T , h);
7 until h = ∅ or h = N ;
8 if h = N then
9 qiniqfin ← RetrievePath(T );

10 return qiniqfin;
11 return ∅;
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Figure 5.2. The tree T built by the opportunistic planner (solid blue/green). The portion
of T up to Lh (solid blue) has been generated by HP and is contained in Chard. The
red arrows originating at vertexes on Lh indicate a number of failed extension attempts,
after which SP has been invoked to extend T in Csoft. To this end, SP identifies the
first task sample sk where the obstruction has disappeared, and grows an auxiliary tree
Tsoft (dashed green) towards Sk. When Tsoft has reached Sk, the subpath from Lh to
Sk (solid green) is added as an edge to T . At this point, control goes back to HP, and
extension of T in Chard is resumed (solid blue).

0, . . . , N −1) be the frontier index, i.e., the index of the largest sample of s for which
there exists a vertex q in T on Lh or Sh.

First, HP is invoked in the attempt to extend T as much as possible in Chard.
When HP stops, it returns an updated value of h. If h < N , it means that HP has
heuristically identified an obstruction to extending T from Lh through subpaths in
Chard; this may indicate that the extension is simply difficult, due to the presence
of a narrow passage in Chard ∩ Cfree, or actually impossible, as it happens when an
obstacle occupies a portion of the desired task path. At this point, SP is invoked to
allow extension of T from Lh in Csoft, the rationale being that this may overcome
the obstruction. When SP stops, it also returns an updated current value of h,
now representing the index associated to the value of s where extension by HP is
considered viable again; HP is invoked, and the procedure is repeated (see Fig. 5.2).
SP returns h = ∅ if it does not succeed in extending T from Lh. The inner loop (lines
3-7 of Algorithm 1) continues until h = N or h = ∅. In the first case, a configuration
qfin exists in T such that qfin ∈ LN or qfin ∈ SN (depending on whether it has been
generated by HP or SP), and a path qiniqfin can be extracted from T . In the second
case, the planner returns a failure.

A remark is in order here about the choice of N , i.e., the number of subsets Li
(or Si) used by our planner. While N has no impact on the accuracy with which the
desired task path is realized, it is true that larger values of N allow a finer generation
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of subpaths in T , ultimately increasing the possibility of navigating the robot among
obstacles. However, the size of the tree will grow accordingly, for vertexes will have
to be placed on a larger number of subsets Li (by HP) or Si (by SP). The value of
N must therefore represent a reasonable trade-off between maneuvrability of the
robot and complexity of planning.

In the following sections, we describe in detail the structure of both the HP and
SP planners.

5.3 Hard planner
HP is essentially an adaptation of the control-based planner proposed in [39], with
the addition of a heuristic-based mechanism for detecting obstructions to further
tree extension in Chard. The pseudocode of HP is given in Algorithm 7.

At each iteration, a random configuration qrand is generated in Chard. The tree
T is then searched for the closest vertex qnear to qrand; call sj the path parameter
value associated to the leaf Lj where qnear lies. At this point, a subpath starting
from qnear and leading to a new configuration qnew ∈ Lj+1 is produced by numerical
integration of q′ = ṽ from sj to sj+1 under the following motion generation scheme:

ṽ = J†(q)(y′d + Ke(q)) + (I − J†(q)J(q))w̃, (5.2)

where J† is the pseudoinverse of the task Jacobian J , K is a positive definite gain
matrix, I − J†J is the orthogonal projection matrix in the null space of J , and
w̃ is a nq-dimensional vector that represents a residual geometric input (it can be
chosen arbitrarily without affecting task execution). To allow effective exploration
of the planning space, w̃ is randomly generated with bounded norm. Subpaths
generated from Chard via (5.2) are guaranteed to remain in Chard; whereas they
converge exponentially to Chard if qnear is outside it.

Once it has been generated, the subpath qnearqnew is validated, i.e., it is checked
for collision with obstacles, self-collisions, singularities2 and violation of joint limits.
If none of the above occurs, the subpath is valid and we add qnew and qnearqnew to
T as, respectively, a new vertex and edge. If qnew belongs to a leaf on which there
are no other vertexes (i.e., if qnew ∈ Lh+1), the frontier index h is increased. If the
subpath is not valid, the failure counter mfail associated to qnear is increased.

The above extension procedure is iterated until the frontier index h reaches N ,
or an obstruction is detected to further extension of T . As explained in the previous
section, the latter may be due to a narrow or even closed passage in Chard ∩ Cfree. To
identify such situations, a heuristic criterion is used. In particular, HP will assume
that an obstruction exists if both the following conditions are satisfied (see Fig. 5.3):

• the number mfron of vertexes on the frontier leaf Lh has reached a threshold
value mmax

fron , indicating that Lh has been sufficiently explored;
2We have chosen to discard singular configurations in HP for two reasons. First, most singularities

of redundant robots are avoidable, in the sense that the desired task path can be executed by a
different joint space motion. The second reason is that, while it is true that a singularity-robust
pseudoinverse would allow to go through unavoidable singularities, this would produce an error with
respect to the desired path; by discarding singularities, we entrust SP to intervene and produce
such deviation if necessary to solve the problem.
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Algorithm 7: HP(T , h)
1 repeat
2 qrand ←RandomConfig(Chard);
3 qnear ←NearestVertex(T , qrand);
4 (qnew, qnearqnew)←Extend(T , qnear);
5 if Valid(qnearqnew) then
6 Add(T , qnearqnew, qnew);
7 if qnew ∈ Lh+1 then
8 h← h+ 1;
9 else

10 mfail(qnear)← mfail(qnear) + 1;
11 until (mfron≥mmax

fron and mfail(qj)≥mmax
fail , for all qj ∈Lh) or h = N ;

12 return h;

R_Ld
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Figure 5.3. The proposed heuristic criterion detects an obstruction if (1) the number
mfron of vertexes on the frontier leaf has reached a threshold mmax

fron , and (2) the number
mfail(qj) of failed extension attempts from each such vertex qj has reached a threshold
mmax

fail .

• for each vertex qj on Lh, the number of failed expansions mfail(qj) from qj
has reached a threshold value mmax

fail , implying that a sufficient number of
extensions have been attempted from the vertex (and therefore kinematic
redundancy has been fully exploited).

Upon detecting an obstruction, HP returns control to the main planner with h
as frontier index.
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5.4 Soft planner
SP, whose pseudocode is given in Algorithm 8, is invoked when HP detects an
obstruction to further extension of T in Chard from Lh. SP first identifies the index
k (k = h+ 1, . . . , N) associated to the first task sample sk where the obstruction
disappears, and then grows an auxiliary tree Tsoft in Csoft to connect Lh to Sk. Once
a connecting subpath has been found, it is extracted from Tsoft and added as an
edge to T . At this point, HP resumes planning in Chard (Fig. 5.2).

Similarly to HP for detecting obstructions, also SP uses a heuristic criterion to
identify k. In particular, a fixed number of inverse kinematics solutions is generated
in Lh+1. If the number mfree of collision-free configurations among them is larger
than a given threshold mmin

free , then k = h+ 1; otherwise, the procedure is repeated
for Lh+2, and so forth. If h reaches N , it means that SP will operate until task
termination as planning in Chard can never be resumed.

Once k has been identified, SP starts to grow an auxiliary tree Tsoft in Csoft,
whose root is chosen at a random vertex qh of T lying on Lh. At each iteration, a
random configuration qrand is generated in Cfree and its closest vertex qnear in Tsoft
is found. Then, the SP extension procedure (described in detail below) is invoked
to produce a subpath qnearqnew which is valid and complies with the soft task for
increasing values of s. If successful, qnearqnew and qnew are added to Tsoft as an
edge and a vertex, respectively. This procedure is iterated until one of the following
conditions is met:

• qnew ∈ Sk, i.e., qnew is compliant with the soft task at sk. In this case, the

Algorithm 8: SP(T , h)
1 k ← h;
2 repeat
3 k ← k + 1;
4 GenerateIKSolutions(msol, Lk);
5 mfree ← CountCollisionFreeSolutions();
6 until mfree ≥ mmin

free or k = N ;
7 qh ← RandomVertex(T ,Lh);
8 AddVertex(Tsoft, qh);
9 i← 0;

10 repeat
11 qrand ← RandomConfig(Cfree);
12 qnear ← NearestVertex(Tsoft, qrand);
13 (qnew, qnearqnew)← ExtendSoft(qnear, qrand, k);
14 if qnew 6= ∅ then
15 Add(Tsoft, qnearqnew, qnew);
16 i← i+ 1;
17 until qnew ∈ Sk or i = imax;
18 if qnew ∈ Sk then
19 qhqnew ← RetrievePath(Tsoft);
20 Add(T , qhqnew, qnew);
21 return k;
22 return ∅;
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subpath qhqnew is extracted from Tsoft and added to T together with qnew as,
respectively, a new edge and a new vertex.

• A maximum number imax of extension attempts is exceeded. In this case, a
failure is reported.

5.4.1 Soft tree extension

The SP extension procedure, whose pseudocode is given in Procedure 7, generates
a subpath qnearqnew in Csoft through a sequence of configurations that are valid
and compliant with the soft task for increasing values of s. To this end, it uses a
fine discretization of the [sh, sk] interval with a step δs, producing the equispaced
sequence {sh, sh + δs, . . . , sh + M · δs = sk}, with M = (sk − sh)/δs. Every new
configuration generated during extension will be associated to a unique value of s
within the above sequence.

Extension begins by taking a step of length η from qnear towards a random
configuration qrand; let qcurr be the generated configuration and scurr the associated
parameter sample, i.e., the smallest value in the subsequence {snear + δs, . . . , sk} for
which qcurr is compliant with the soft task:

scurr = min s ∈ {snear + δs, . . . , sk} : qcurr ∈ S(s), (5.3)

where snear is the parameter sample associated to qnear.
Then, an iterative procedure starts aimed at generating a subpath in Csoft from

qcurr towards Sk. At the generic iteration, a task error is computed for the current
configuration qcurr giving a small increase δs to the associated path parameter value
scurr:

e(qcurr, scurr + δs) = yd(scurr + δs)− k(qcurr). (5.4)

Then, a descent direction for the task error in configuration space is computed as

d = − JT (qcurr)e(qcurr, scurr + δs)∥∥∥JT (qcurr)e(qcurr, scurr + δs)
∥∥∥ , (5.5)

Procedure 7: ExtendSoft(qnear, qrand, k)
1 qcurr ← qnear + η

qrand−qnear

‖qrand−qnear‖
;

2 compute scurr (5.3);
3 repeat
4 compute e(qcurr, scurr + δs)(5.4);
5 compute d (5.5);
6 qcurr ← qcurr + ηd;
7 compute scurr (5.3);
8 until scurr = sk or scurr = ∅ or !Valid(qcurr);
9 if scurr = sk then

10 return [qcurr, qnearqcurr];
11 return [qcurr.parent, qnearqcurr.parent];
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where JT (qcurr) is the transpose of the task Jacobian. The current configuration is
then updated by taking a step of length η in the direction d, and the cycle continues.

The cycle is interrupted in the following cases:

1. the current configuration qcurr belongs to Sk, i.e., scurr = sk;

2. qcurr is not compliant with the soft task;

3. qcurr is not valid.

In case 1, a subpath starting from qh and leading to a configuration in Sk has
been found, and is returned to SP together with the configuration itself. In cases
2-3, the subpath generated so far cannot be further extended without violating the
validity requirements and the compliance with the soft task; therefore, only the
portion of the subpath leading to the parent configuration of qcurr is returned to SP.

5.5 Planning experiments

We have implemented the proposed opportunistic planner in the V-REP simulation
environment on an Intel Core i7-8700K CPU running at 3.7 GHz. The chosen robotic
platform is the PR2 mobile manipulator, which consists of an omnidirectional base,
a liftable torso, and two arms with 8 DOFs each.

We present planning experiments obtained in four different scenarios. The task
is always assigned in terms of the position of the robot right end-effector, while
the left arm is kept frozen. Hence, the robot configuration q consists of the planar
position and orientation of the base, the torso height, and the joint coordinates of
the right arm, for a total of nq = 12 generalized coordinates.

The same parameters are used in all scenarios:

• the samples of the desired task path are N + 1 = 11;

• K = 10 · I3×3 in the motion generation (5.2), which is integrated with Euler
method and a stepsize of 0.002;

• HP detects the presence of a planning obstruction by settingmmax
fron = mmax

fail = 5,
while SP identifies its absence using msol = 100 and mmin

free = 20;

• SP extension works with η = 0.01 and δs = 0.02.

The tolerance is specified in the local frame3 of the desired task path, as this is
the most simple and intuitive option for the user. Accordingly, compliance with the
soft task at a certain configuration is evaluated using (5.1) by expressing the task
error in that frame.

For each scenario, we report some snapshots from a solution (Figs. 5.4–5.7) as
well as the evolution of the task error along that solution (Fig. 5.8). To better
appreciate the quality of the generated motions, we invite the reader to watch the
video available at the link https://youtu.be/Z8Z9sJ-BWkU, which shows animated
clips of the solutions.

https://youtu.be/Z8Z9sJ-BWkU


5.5 Planning experiments 75

Figure 5.4. Planning scenario 1: snapshots from a solution. The desired and actual task
paths are shown in red and blue, respectively. The robot leaves the desired path only
when strictly necessary to avoid the pillar.

Figure 5.5. Planning scenario 2: snapshots from a solution. The task tolerance is exploited
in correspondence of the two portions of the desired path that are obstructed by pillars.

Figure 5.6. Planning scenario 3: snapshots from a solution. The robot carries an object
from a location to another above the table, leaving the desired end-effector path only
when strictly necessary to avoid collisions between its torso and the table.

Figure 5.7. Planning scenario 4: snapshots from a solution. Although the environment
is quite cluttered, the robot succeeds in carrying the object along the desired path,
momentarily deviating from it only in order to avoid the cabinet.

In the first scenario (Fig. 5.4), the desired task path for the end-effector is a
line passing through a pillar. The tolerance is specified as ∆y = (0.07, 0.2, 0.1) m
(corresponding to the green volume in Fig. 5.1). In the first part of the motion, HP
is able to execute the desired task path (snapshots 1 and 2). In the vicinity of the
pillar, HP detects an obstruction and SP is invoked; this leads to an end-effector
path that deviates (snapshot 3) from the desired one for s ∈ [0.3, 0.5], still remaining
inside the available tolerance (Fig. 5.8). As soon as SP considers the obstruction to
have disappeared, HP takes back control and the robot returns on the desired path
(snapshot 5).

The second scenario (Fig. 5.5) is aimed at confirming that the opportunistic
planner is able to leave and return to the desired task path multiple times. To

3In our implementation, such frame has the origin at yd(s) and the x- and y-axes oriented,
respectively, as y′d(s) = (x′d, y′d, z′d) and (y′d,−x′d, 0); the z-axis is consequently defined. With this
choice, the x-axis is always tangent to yd(s) and oriented along the direction induced on yd(s) by s.
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Figure 5.8. Evolution of the task error e in the four planning experiments. The dashed
lines indicate the tolerance for each component.
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scenario planning
time (s)

HP
invocations

SP
invocations

vertexes
in T

collision
checks

1 2.42 2 1 41 3098
2 7.51 3 2 54 6555
3 6.23 2 1 37 9065
4 13.64 2 1 43 17047

Table 5.1. Planner performance data.

this end, the robot end-effector is assigned a sinusoidal path that passes through
two pillars, with the tolerance defined as ∆y = (0.07, 0.3, 0.1) m. Snapshots 2 and
4 show that the robot correctly exploits the tolerance twice, for s ∈ [0.1, 0.3] and
s ∈ [0.7, 0.9], while the desired path is realized everywhere else (see also Fig. 5.8).

In the third scenario (Fig. 5.6) the robot must execute a simple pick and place
task, i.e., moving a ball from an initial to a final position on the table. In such
a situation, the user may specify a very simple (and time-efficient) tentative task
path, defined as the line segment joining the two locations above the pick and
place positions. This path may be abandoned if necessary, but for safety reasons
it is desirable that the object always remains above (but not in contact with) the
table during the motion. Such requirements translate to a tolerance specified as
∆y = (0.07, 0.3, 0.1) m. The results show that the desired path is perfectly executed
at the start and at the end, with the robot retracting its end-effector for s ∈ [0.4, 0.8]
(snapshots 2-4) to avoid collision between its torso and the table. As indicated by
Fig. 5.8, the task error is always within the tolerance region.

The final scenario (Fig. 5.7) also deals with a pick and place task, with the
robot now required to move the ball from a shelf to a desired location on a
bookcase. The task is specified through a curved desired path and a tolerance
∆y = (0.05, 0.25, 0.1) m. An early portion of the desired path goes through a
cabinet, while the second part requires the robot to navigate a very cluttered region.
As in previous scenarios, the desired path is initially realized (snapshot 1) and, under
the action of SP, briefly abandoned for s ∈ [0.1, 0.4] in order to avoid the cabinet
(snapshots 2 and 3). Once such obstruction has been removed, HP takes back control
and brings back the robot to the desired path, staying on it until the end in spite of
the very limited workspace clearance.

Table 5.1 reports some performance data averaged over 20 runs of the oppor-
tunistic planner in each scenario.

5.6 Extension to humanoid robots

In this section we present a possible extension of the described opportunistic planning
strategy to the case of humanoid robots. Consider that the humanoid is assigned a
soft task described in coordinates y that express the position and/or orientation of
one of the hands. The complexity of the problem, in this case, is clearly higher than
that of the case of a free-flying robot considered in Sect. 5.1. In fact, as discussed
in Chap. 2, humanoids can displace their base only by stepping, hence suitable
whole-body motions must be generated in order to complete the task.
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To construct the tree T , the proposed approach relies on the concept of CoM
movement primitives introduced in Chap. 3. In particular, a vertex in T contains a
configuration with an associated time instant and, in addition, the CoM primitive
through which it has been generated. An edge between two vertexes is a whole-body
motion that realizes a CoM movement selected from a set of primitives U and
simultaneously accomplishes a portion of the task, i.e., it is compliant with the hard
or soft task, depending on whether it has been generated via HP or SP, respectively.

While the structure of the main planner shown in Algorithm 6 remains identical,
appropriate adaptations must be devised for the extension mechanisms of both HP
and SP, which correspond to lines 4 and 13 of Algorithms 7 and 8, respectively.

In HP, once the configuration qnear is identified, its associated path parameter
value sj and time instant tl are retrieved. At this point, a CoM movement primitive
uCoM is randomly selected from U among those that are admissible at qnear. Let
Tl be the duration of uCoM. Then, the motion generator described in Sect. 3.2.1
is invoked with the aim of generating a whole-body motion qnearqnew, in the time
interval [tl, tl + Tl], which realizes the reference trajectories y∗CoM and y∗swg specified
by uCoM, and is compliant with the hard task in the interval [sj , sj+1]. To this end,
a continuous time history for the path parameter s(t) : [tl, tl + Tl]→ [sj , sj+1] can
be arbitrarily assigned, with the constraints that s(tl) = sj and s(tl + Tl) = sj+1.
For example, the simplest option consists in choosing a linear time history as

s(t) = sj + t− tl
Tl

(sj+1 − sj). (5.6)

The motion generator proceeds by integrating the joint velocities produced by (3.4),
where yA = y, y∗A = yd, ẏ∗A = ẏd and the null-space vector v0 is chosen as in (3.7).

The extension procedure of SP (see Procedure 8) generates a sequence of whole-
body motions, each one realizing a certain CoM primitive. To this purpose, it
proceeds iteratively. At each iteration, a CoM movement primitive uCoM is randomly
selected from U among those that are admissible at qprev, i.e., the configuration
generated at the previous iteration4. Let tl and Tl be, respectively, the time instant
associated to qprev and the duration of uCoM. Then, the motion generator is invoked
with the aim of generating a whole-body motion qprevqcurr, in the time interval
[tl, tl+Tl], which realizes the reference trajectories y∗CoM and y∗swg specified by uCoM,
and is compliant with the soft task for increasing values of s. To this end, the
motion generator proceeds by integrating the joint velocities produced by (3.5),
appropriately setting the null-space vector v0.

At the generic integration step, let qcurr be the last generated configuration and
scurr its associated path parameter value computed as in (5.3), the null-space vector
v0 is computed as

v0 = η
qrand − qcurr
‖qrand − qcurr‖

(5.7)

during the first invocation of the motion generator, or as

v0 = ηd (5.8)

with d computed as in (5.5), otherwise. The aim is to drive the motion generation
towards the random configuration qrand (5.7), or in the descent direction of the task

4At the first iteration qprev coincides with qnear
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Procedure 8: PrimitiveBasedExtendSoft(qnear, qrand, k)
1 qcurr ← qnear;
2 repeat
3 qprev ← qcurr;
4 uCoM ←RandomPrimitive(U, qprev);
5 qprevqcurr ←MotionGenerator(qprev,uCoM);
6 compute scurr (5.3);
7 until scurr = sk or scurr = ∅ or !Valid(qprevqcurr);
8 if scurr = sk then
9 return [qcurr, qnearqcurr];

10 return [qprev, qnearqprev];

error in the configuration space (5.8), without perturbing the exact execution of the
primary locomotion task. The cycle is interrupted in one of the three cases described
in Sect. 5.4.1. Accordingly, the sequence of generated whole-body motions that are
valid and compliant with the soft task is returned to SP.

Some remarks are in order here about two possible limitations of the proposed
approach.

• The parameter N must be carefully chosen in such a way to guarantee that
each portion of the desired task path between two consecutive samples has
a length compatible with the CoM primitives included in the catalogue U .
Given a certain primitive, if this length is too large or too small w.r.t. the
CoM displacement, the motion generation is more prone to failure, because
some joints (especially of the involved arm) will be close to the their limits.

• The complex structure of humanoid robots makes inverse kinematics compu-
tations expensive. This may dramatically increase the planning time of the
proposed approach, that needs to generate a fixed number of inverse kinematics
solutions every time SP is invoked (line 4 of Algorithm 8). To tackle this
problem, efficient inverse kinematics solvers should be employed.

5.7 Conclusions
We have considered the problem of planning collision-free motions for redundant
robots in the presence of soft task constraints, specified by a desired path in task
space with an associated tolerance. The objective was to devise a planner that can
realize the desired path for as long as possible, exploiting the tolerance only when
strictly needed to avoid a collision.

Our opportunistic approach alternates two subplanners: the first (HP) plans a
robot motion that satisfies the hard constraint, until it detects an obstruction based
on a heuristic criterion; when this happens, it invokes the second planner (SP), which
is only required to satisfy the soft constraint and may therefore be able to bypass
the obstruction, giving back control to HP as soon as possible. We implemented the
method in V-REP for the PR2 mobile manipulator, presenting successful planning
experiments in several scenarios. We have also discussed a possible extension to the
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case of humanoid robots. Implementing and testing the proposed extension is part
of our future work.

Our approach can also be further developed along several lines, such as (i)
devising an automatic procedure for tuning the planner parameters, in particular
N ; (ii) extending the method to generic nonholonomic robots; (iii) taking into
account moving obstacles; (iv) generating solutions that are optimal w.r.t. a given
performance criterion.
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Chapter 6

Multi-contact motion planning

Thanks to their versatile whole-body structure, humanoid robots have the potential
for achieving complex tasks that require to sequentially establish multiple contacts
with the environment. Differently from tasks that can be achieved through biped
locomotion, such as those considered in Chaps. 3 and 4, the tasks considered in this
chapter require the simultaneous interaction between different bodies of the robot
(not only the feet) and the environment. For example, climbing a staircase using a
handrail to keep balance requires to establish contacts with both feet and one hand.

As anticipated in Chap. 2, the problem of generating appropriate motions for
achieving this kind of tasks is known as multi-contact motion planning problem. To
deal with the problem complexity, most existing approaches adopt the contact-before-
motion paradigm: first, a sequence of contact combinations (called stances) is planned,
and then a whole-body motion that realizes such sequence, while guaranteeing balance
and collision avoidance, is computed.

The first sub-problem is particularly challenging due to the acyclic nature of
the sequence of contact combinations, differently from the case of biped locomotion
in which the identity of the foot in contact with the ground regularly alternates
between the right and left foot. Early approaches, such as [49], deal with such
complexity by first creating a stance-adjacency graph based on a set of predesigned
possible contacts between robot and environment points, and then searches the
graph to find an appropriate sequence of stances. Other methods (e.g, [50, 51]) avoid
the specification of predesigned potential contact points, thus allowing contacts
anywhere in the environment. These methods first find (via standard RRT or PRM)
a guide path for a free-floating robot model that does not collide with obstacles, but
keeps the limbs sufficiently close to them. Then, the sequence of stances is computed
using a best-first search that exploits the guide path to generate configurations
in contact with the environment. A more recent work [104] improves the search
efficiency by precomputing a feasible set of configurations for each kinematic chain
of the robot. Approaches based on graph or best-first search require the specification
of heuristics that drive the search. Such heuristics are generally task and/or scenario
dependent, and thus need to be carefully designed according to the considered
situation. Moreover, precomputation of potential stances and feasible configurations
of limbs are typically very expensive procedures.

In this chapter we propose a method for planning multi-contact motions for a
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humanoid robot. The presented method adopts the contact-before-motion paradigm,
as in the discussed previous works. The main contribution of this chapter consists
in a novel randomized strategy for planning the sequence of stances, which does
not require the specification of predesigned potential contacts between robot and
environment points, the design of heuristics, or any kind of precomputation.

The work presented in this chapter was made (and is currently in progress) in
collaboration with the Humanoids & Human Centered Mechatronics (HHCM) group
of the Istituto Italiano di Tecnologia (IIT).

This chapter is organized as follows. Sect. 6.1 introduces some basic notions and
assumptions used throughout the chapter. Sect. 6.2 formally describes the motion
planning problem and gives an overview of the proposed approach. The strategy
proposed for generating the sequence of stances is described in Sect. 6.3, while the
generation of whole-body motions throughout such sequence is discussed in Sect.
6.4. Sect. 6.5 presents preliminary results obtained applying the proposed planner
to the stand up task of the COMAN+ humanoid. Conclusions and future work are
discussed in Sect. 6.6.

6.1 Background

The configuration of a humanoid robot is fully described by

q =
(

qfb
qjnt

)

where qfb ∈ SE(3) is the pose of a reference frame attached to a certain link1 of the
robot w.r.t. the inertial world frame and qjnt is the n-vector of joint angles. Then,
the configuration space C is (6 + n)-dimensional.

Throughout this chapter, it is assumed that a given subset of h robot points,
henceforth referred to as end-effectors, is allowed to establish non-coplanar, fixed,
point contacts with the environment, i.e., the position of an end-effector in contact
with a certain point of the environment is fully constrained, differently from other
kinds of contact modes (e.g., sliding or rolling contacts). We will indicate such subset
as H = {e1, . . . , eh}, where each element ei is a robot point identifier. As an example,
consider the case of a humanoid robot: H may include only (a representative point of)
the feet (h = 2), the feet and the hands (h = 4), and possibly additional links (e.g.,
the knees), depending on the task that the robot is required to perform. Position
coordinates of a specific end-effector ei are related to configuration coordinates
by a forward kinematic map pe,i = k(ei, q), which at differential level becomes
ṗe,i = J iq̇jnt, where J i = J(ei, q) is the Jacobian matrix of pe,i w.r.t. q.

A contact is described by a triple c = 〈e,pc,f c〉, where e is the end-effector in
contact, pc is the point of the environment where the contact is established, and
f c ∈ IR3 is the contact force exerted at pc by the environment on e. A stance
is a set σ = {c1, . . . , ck} of k ≤ h contacts. A stance σ uniquely defines a set
A = {e1, . . . , ek} ⊆ H of active end-effectors, a set Pc = {pc,1, . . . ,pc,k} of contact

1Note that this is a more general option w.r.t. that adopted in Chap. 3 where such frame, in
view of the use of CoM primitives, was attached to the CoM.
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positions, and a vector F c = (fTc,1, . . . ,fTc,k)T ∈ IR3k of contact forces (and vice
versa).

A pair 〈σ, q〉 consisting of a stance σ and a feasible configuration q defines a
multi-contact state. For a configuration q to be feasible at a stance σ, it must
realize all the contact positions specified by σ, i.e., k(ei, q) = pc,i for all ci ∈ σ, and
guarantee static balance2.

A common choice (see [49]) to evaluate static balance of a humanoid, avoiding
the computation of the torques exerted at the joints, is to consider the robot being
constituted by a single rigid body (or equivalently that it has no torque limits).
Under this assumption, static balance at a multi-contact state 〈σ, q〉 is guaranteed if
(i) the contact forces compensate the gravitational forces and (ii) all the contacts
remain fixed.

Condition (i) is expressed by the Centroidal Statics model

mg + G(q)F c = 0 (6.1)

where m is the total mass of the robot, g = (gTa ,0T3×1)T ∈ IR6 with ga the gravity
acceleration, and matrix G(q) ∈ IR6×3k has the form

G(q) =
(

I3×3 . . . I3×3
S(pCoM − pc,1) . . . S(pCoM − pc,k)

)
(6.2)

with S a skew-symmetric matrix, and pCoM the CoM position at q. Model (6.1) can
be obtained by considering the Centroidal Dynamics model ([52]) under quasi-static
conditions, i.e., q̇ = q̈ = 0.

Condition (ii) is satisfied as long as, for each contact ci ∈ σ, the contact force
f c,i lies inside the Coulomb friction cone F(f c,i,nc,i, µi) directed by the unit normal
nc,i at point pc,i, i.e.,

f c,i · nc,i > f̄ and ‖f tc,i‖2 ≤ µi(f c,i · nc,i) (6.3)

where f̄ ≥ 0, f tc,i is the tangential component of f c,i, and µi is the static friction
coefficient at pc,i. In the following we will shortly indicate such condition as
f c,i ∈ F(f c,i,nc,i, µi).

Given a stance σ, all configurations that are feasible at σ make up a set Fσ that
is a submanifol of C. Two stances σ and σ′ are adjacent if:

• σ and σ′ differs from a single contact, i.e., σ′ can be reached by either removing
(σ ⊃ σ′) or adding a contact (σ ⊂ σ′) from σ;

• Fσ ∩ Fσ′ 6= ∅, i.e., there exists (at least) one configuration q, called transition
configuration, that belongs to both Fσ and Fσ′ . In particular, if σ ⊂ σ′

(σ ⊃ σ′), q is a transition configuration if it realizes all the contact positions
specified by σ′ (σ) and satisfies the static balance conditions using the contacts
in σ (σ′).

2For challenging tasks, such as the stand up task considered in Sect. 6.5, it is reasonable to allow
the robot to perform only static motions.
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6.2 Problem and approach

In the situation of interest, a humanoid robot is assigned a multi-contact loco-
manipulation task, i.e., it must move within the environment by establishing multiple
non-coplanar contacts with it. Examples of these tasks include crawling under low
obstacles, climbing/descending stairs using a handrail, and standing up exploiting
the environment as support.

We assume that the environment is known and static, such that its geometry can
be provided as a point cloud P, and that it is composed by smooth surfaces, such
that the unit normal n pointing from the environment to the robot can be readily
computed at any point p ∈ P whenever needed.

In our formulation, the task is specified as a desired final stance σfin that the
robot must reach starting from its multi-contact state 〈σini, qini〉 at the initial time
instant tini. To complete the assigned task, the robot is required to perform a
sequence of whole-body motions throughout a sequence of stances. Both sequences
must be autonomously decided by the robot.

The motion planning problem consists in finding a configuration space trajectory
q(t), t ∈ [tini, tfin], that leads to the desired final stance σfin, i.e., qfin = q(tfin)
realizes all the contact positions specified by σfin, and satisfies the following three
requirements:

R1 A part from contacts between the end-effectors and the environment, collisions
and self-collisions are avoided.

R2 Bounds on the joint (1) positions, (2) velocities and (3) accelerations are
respected.

R3 The robot maintains static balance at all time instants.

To solve the described problem, we propose a strategy consisting in two sequential
(sub)planners: the multi-contact state planner and the whole-body planner.

The first planner computes a sequence of N + 1 multi-contact states leading to
the desired final stance σfin

S = {〈σ0, q0〉, 〈σ1, q1〉, . . . , 〈σN−1, qN−1〉, 〈σN , qN 〉}

where 〈σ0, q0〉 = 〈σini, qini〉 and 〈σN , qN 〉 = 〈σfin, qfin〉3. Moreover, consecutive
multi-contact states 〈σi−1, qi−1〉 and 〈σi, qi〉 in S, i = 1, . . . , N , are such that σi−1
and σi are adjacent.

The second planner computes the subtrajectories qi(t), t ∈ [ti−1, ti], appropriately
assigning their timing laws, between configurations qi−1 and qi in consecutive multi-
contact states of S. The concatenation of subtrajectories qi(t), i = 1, . . . , N , provides
the overall trajectory q(t), t ∈ [tini, tfin], in C.

In the following we separately discuss the two planners.

3Note that, in our formulation, tfin, qfin, and N are not assigned and will be automatically
determined by the planner.
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6.3 Multi-contact state planner
This section presents a randomized method for planning the sequence of multi-contact
states S which leads to the desired final stance σfin. Each element 〈σi, qi〉 in S,
i = 1, . . . , N , is such that requirements R1, R2.1, R3 are satisfied, and the stance σi
is adjacent to the stance σi−1 contained in the previous element.

The proposed multi-contact state planner, whose pseudocode is given in Algo-
rithm 6, uses a RRT-like strategy to iteratively construct a tree T in the search
space. In this tree, a vertex v = 〈σ, q〉 consists of a multi-contact state satisfying
R1, R2.1, R3. An edge between two vertexes v and v′ indicates that stances σ and
σ′ are adjacent. At the beginning, the tree T is rooted at vertex vini = 〈σini, qini〉.

The generic iteration of the algorithm starts by selecting an end-effector erand and
a point prand. The algorithm is allowed to randomly choose between exploration and
exploitation, to bias the growth of the tree towards unexplored regions of the search
space and the goal, respectively. In the first case, erand and prand are randomly
chosen from the set H and the workspace, respectively. In the second case, a contact
crand is randomly selected from σfin, and erand and prand are retrieved from it.

Then, the algorithm assigns to each vertex v in T a probability that is inversely
proportional to the Euclidean distance ‖prand − k(erand, q)‖2 between end-effector
erand at q (the configuration specified by v) and prand. The resulting probability
distribution is used to randomly choose a vertex vnear = 〈σnear, qnear〉 of T for a tree
expansion attempt.

Once vnear has been selected, the algorithm decides whether to attempt an
expansion of T from vnear by removing or adding a contact with erand. This choice is
determined by the presence/absence of erand in the set Anear of active end-effectors at
σnear. According to the decision taken, a candidate set Acand of active end-effectors
is generated, and a candidate position pcand for the added contact (if any) is chosen.
More precisely:

• If erand is active at σnear (erand ∈ Anear), Acand is generated by removing erand
from Anear (Acand = Anear \ {erand}), and pcand is left unspecified.

• If erand is not active at σnear (erand /∈ Anear), Acand is generated by adding erand
to Anear (Acand = Anear

σ ∪ {erand}), and pcand is chosen within the reachable
workspace W of the end-effector erand at configuration qnear. In particular, W
is defined as the set of points of the point cloud P that lie inside a sphere of
radius r centered at the position of erand at qnear

4, and pcand is chosen as the
point in W that is closest to prand.

At this point, the algorithm builds a candidate set P cand
c = {pc,1, . . . ,pc,k}, with

k = |Acand|, of contact positions associated to the end-effectors specified in Acand.
In particular, the generic contact position pc,i ∈ P cand

c associated to the end-effector
ei ∈ Acand chosen as

pc,i =
{

pcand, if ei = erand

k(ei, qnear), otherwise.
4More sophisticated methods for approximating the reachable workspace (e.g., [105, 106]) can

be involved without affecting the overall planning strategy.
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Algorithm 9: Multi-Contact State Planner
1 vini ← 〈σini, qini〉;
2 AddVertex(T , vini);
3 i← 0;
4 repeat
5 erand ← PickRandomEndEffector(H);
6 prand ← PickRandomPoint(IR3);
7 vnear ← FindNearestVertex(T , erand, prand);
8 if erand ∈ Anear then
9 Acand ← Anear \ {erand};

10 pcand ← ∅;
11 else
12 Acand ← Anear ∪ {erand};
13 W ← ComputeReachableWorkspace(qnear, erand);
14 pcand ← PickRandomPoint(W, prand);
15 end
16 P cand

c ← BuildContactPositions(Acand, qnear, pcand, erand);
17 〈σnew, qnew〉 ← MultiContactStateGenerator(Acand, P cand

c );
18 if 〈σnew, qnew〉 6= 〈∅, ∅〉 then
19 qtran ← TransitionConfigurationGenerator(σnear, σnew);
20 if qtran 6= ∅ then
21 vnew ← 〈σnew, qnew〉;
22 AddVertex(T , vnew, vnear);
23 end
24 end
25 i← i+ 1;
26 until σnew = σfin or i = imax;
27 if σnew = σfin then
28 S ← RetrieveSolution(T );
29 return S;
30 end
31 return ∅;

With the aim of producing a new multi-contact state 〈σnew, qnew〉 - realizing the
candidate contact positions P cand

c for the end-effectors in Acand, and satisfying R1,
R2.1, R3 - the multi-contact state generator (described in Sect 6.3.1) is invoked. If it
succeeds, adjacency of σnew with respect to σnear must be verified. To this end, the
algorithm invokes the transition configuration generator (described in Sect. 6.3.2)
to check whether there exists a configuration qtran that belongs to both feasible sets
Fnear
σ and Fnew

σ at σnear and σnew, respectively. If the test is passed, a new vertex
vnew = 〈σnew, qnew〉 is added to the tree T as a child of vnear.

Planning terminates when the desired final stance is reached, i.e., σnew = σfin,
or a maximum number imax of iterations has been executed. In the first case, the
branch joining the root vertex vini to vnew represents the sequence S; then, it is
extracted from T and provided to the whole-body planner. In the second case, the
planner returns a failure.
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6.3.1 Multi-contact state generator

The multi-contact state generator, whose pseudocode is given in Procedure 9, receives
in input a candidate set Acand = {e1, . . . , ek} of k active end-effectors, together with
their reference contact positions P cand

c = {pc,1, . . . ,pc,k}. It is in charge of generating
a multi-contact state 〈σnew, qnew〉 that realizes the reference contact positions P cand

c
for the end-effectors in Acand, and satisfies requirements R1, R2.1, R3.

The first step consists in generating a candidate configuration qcand that realizes
the reference contact positions P cand

c for the end-effectors in Acand, and satisfies
requirements R1-R2.1. To this end, it repeatedly invokes the Inverse Kinematics (IK)
solver (described in Sect. 6.3.3). As it will be clear in the following, the IK solver
is non-deterministic, hence different invocations have in general different outcomes.
Such loop is left when the IK solver finds a solution or a predefined time budget
∆T IK runs out. In the last case, a failure is returned to the multi-contact state
planner, which resumes control.

If qcand is successfully generated, let pcand
CoM be the CoM position at qcand. The

Centroidal Statics (CS) solver (described in Sect. 6.3.3) is invoked. It computes the
contact forces F cand

c = (fTc,1, . . . ,fTc,k)T , with f c,i the contact force at pc,i, and the
CoM position pnew

CoM, as close as possible to pcand
CoM, which guarantee satisfaction of

requirement R3.
At this point, the procedure attempts to generate a new configuration qnew that

- in addition to realize the reference contact positions P cand
c for the end-effectors

in Acand
σ , and satisfy requirements R1-R2.1 - achieves the CoM position pnew

CoM as
well. To this purpose, a loop similar to that described above is performed. Note
that, this time, the generated configuration qnew (if any) is statically balanced by
construction, thus requirement R3 is satisfied as well.

Procedure 9: MultiContactStateGenerator(Acand, P cand
c )

1 tIK ← 0;
2 repeat
3 qcand ← IKSolver(Acand, P cand

c );
4 tIK ← UpdateTime();
5 until qcand 6= ∅ or tIK ≥ ∆TIK;
6 if qcand 6= ∅ then
7 [F cand

c , pnew
CoM]← CSSolver(P cand

c , pcand
CoM);

8 tIK ← 0;
9 repeat

10 qnew ← IKSolver(Acand, P cand
c , pnew

CoM);
11 tIK ← UpdateTime();
12 until qnew 6= ∅ or tIK ≥ ∆TIK;
13 if qnew 6= ∅ then
14 σnew ← BuildStance(Acand, P cand

c , F cand
c );

15 return 〈σnew, qnew〉;
16 end
17 end
18 return 〈∅, ∅〉;

In case generation of a statically balanced qnew succeed, the corresponding stance
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σnew is constructed as σnew = {cnew
1 , . . . , cnew

k }, where cnew
i = 〈ei,pc,i,f c,i〉, with

each element appropriately retrieved from Acand, P cand
c , and F cand

c , respectively.
The resulting multi-contact state 〈σnew, qnew〉 is returned to the multi-contact state
planner. Instead, if generation of a statically balanced qnew failed, a failure is
returned to the multi-contact state planner.

6.3.2 Transition configuration generator

The transition configuration generator, whose pseudocode is given in Procedure
10, receives in input two stances σnear and σnew. It is in charge of generating a
configuration qtran that satisfies requirements R1-R2.1-R3, and is feasible at both
σnear and σnew.

The first step consists in retrieving the set A of active end-effectors, together
with their corresponding contact positions Pc, from the stance composed by more
contacts; positions P ′c of the contacts that are active at the stance composed by less
contacts are retrieved as well.

The transition configuration generator proceeds analogously to the multi-contact
state generator, with the only difference that configurations are generated (via the IK
solver) so as to realize the contact positions Pc for the end-effectors in A, while static
balance (considered via the CS solver) is obtained by involving only the contacts at
the positions P ′c. As before, depending on whether qtran is successfully generated or
not, the procedure returns, respectively, qtran or a failure to the multi-contact state
planner.

Procedure 10: TransitionConfigurationGenerator(σnear, σnew)
1 if σnear ⊂ σnew then
2 A ← Anew; Pc ← P new

c ; P ′c ← P near
c ;

3 else
4 A ← Anear; Pc ← P near

c ; P ′c ← P new
c ;

5 end
6 tIK ← 0;
7 repeat
8 qcand ← IKSolver(A, Pc);
9 tIK ← UpdateTime();

10 until qcand 6= ∅ or tIK ≥ ∆TIK;
11 if qcand 6= ∅ then
12 [F cand

c , ptran
CoM]← CSSolver(P ′c, pcand

CoM);
13 tIK ← 0;
14 repeat
15 qtran ← IKSolver(A, Pc, ptran

CoM);
16 tIK ← UpdateTime();
17 until qtran 6= ∅ or tIK ≥ ∆TIK;
18 return qtran;
19 end
20 return ∅;
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6.3.3 Inverse Kinematics and Centroidal Statics solvers

The IK solver receives in input a set Ā = {e1, . . . , ek} of k end-effectors, a set
P̄c = {p̄c,1, . . . , p̄c,k} of associated reference positions, and (possibly) a reference
CoM position p̄CoM. It aims at finding a configuration q that achieves as much
as possible the reference positions for the end-effectors and the CoM (if any),
and satisfies requirements R1-R2.1. To this end, the IK solver randomly picks a
configuration qrand from C and, starting from it, proceeds iteratively by integrating
the joint velocities produced by solving the following unconstrained QP problem

min
q̇jnt

k∑
i=1
‖J iq̇jnt −Kei‖22,wIK

i

+ ‖JCoMq̇jnt −KeCoM‖22,wIK
CoM

. (6.4)

Here, ei, i = 1, . . . , k, and eCoM are the tracking errors; K is a positive definite gain
matrix; wIK

CoM is set to zero if p̄CoM is unspecified. Integration stops when the value
of the cost function becomes smaller than a predefined threshold or a maximum
number of iterations is reached. In the first case, the last generated configuration q
is checked for requirements R1-R2.1. If the test is passed, q is returned. In all the
other cases, a failure is reported5.

The CS solver, that consists in an adaptation of the method proposed in
[107], receives in input a set P̄c = {p̄c,1, . . . , p̄c,k} of k reference contact posi-
tions and a reference CoM position p̄CoM. In output, it provides the contact forces
F c = (fTc,1, . . . ,fTc,k)T and the CoM position pCoM which guarantee that the robot
maintains static balance. To this end, the following NLP problem is solved

min
pCoM,F c

‖pCoM − p̄CoM‖
2
2,wCS

CoM
+ ‖F c‖22,wCS

F

subject to mg + G(pCoM)F c = 0,
f c,i ∈ F(f c,i,nc,i, µi) for i = 1, . . . , k.

(6.5)

The cost function in (6.5) includes a first term which attempts to bring the CoM
position pCoM as close as possible to the reference position p̄CoM, and a second
term for regularization purposes. The constraints enforce the conditions (i) and
(ii) of Sect. 6.1, respectively, to guarantee static balance. Note that, in the first
constraint we have explicitly shown the dependence of matrix G(q) on the decision
variable pCoM only (that determines the nonlinearity of the constraint), as the
contact positions specified by P̄c yield in (6.2) skew-symmetric matrices of the form
S(pCoM − p̄c,i). Finally, in the second constraint, f̄ in (6.3) serves as a design
parameter.

5Note that, according to (6.4), end-effectors not included in Ā can assume arbitrary positions.
This might potentially lead to the generation of unnatural configurations. To avoid this fact, a
suitable option (that we used in our implementation) consists in adding in (6.4) a third term that
attempts to keep the h− k end-effectors not included in Ā as close as possible to their positions
attained at configuration qnear from which the invocation of the IK solver originated. For sake of
clarity, we omit explicit discussion of such term, which will be similar to the first in (6.4), but with
lower weights.
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6.4 Whole-body planner

The whole-body planner is in charge of computing the timed subtrajectories qi(t),
t ∈ [ti−1, ti], between configurations qi−1 and qi contained in consecutive multi-
contact states in the sequence S found by the multi-contact state planner. The
overall trajectory q(t), t ∈ [tini, tfin], representing the solution for the planning
problem will be the concatenation of these subtrajectories.

Given two consecutive multi-contact states 〈σi−1, qi−1〉 and 〈σi, qi〉 in S, the
configuration space trajectory to be computed must start at qi−1 ∈ Fσ,i−1, and end
at qi ∈ Fσ,i, passing through a transition configuration qtran

i−1 ∈ Fσ,i−1 ∩ Fσ,i. Such
transition configuration may be stored in the tree produced by the multi-contact
state planner in the same vertex containing qi at the time of its creation, and
appropriately retrieved together with the sequence S (for sake of illustration, we
avoid explicit discussion of this operation).

In order to find such trajectory we adopt an adaptation of the approach proposed
in [108] which works in two phases that we briefly recall in the following (the reader
is referred to the original paper for further details).

In the first phase the aim is to find a discrete sequence Sq of configurations
leading from qi−1 to qi, and passing through a transition configuration qtran

i−1 . To
this end, a simple RRT-based planner is invoked two times in order to produce,
respectively, the portion of Sq joining qi−1 to qtran

i−1 , and qtran
i−1 to qi. At each iteration,

the planner uses a projection mechanism (see [34] for details) to bring the generated
configuration in the appropriate submanifold of C, i.e., Fσ,i−1 and Fσ,i for the first
and second portion of Sq, respectively. By construction, all configurations in Sq
satisfy requirements R1, R2.1, R3.

In the second phase, a time-optimal trajectory satisfying the additional require-
ments R2.2-R2.3 (respect of joint velocities and acceleration limits) is computed
through an optimization-based interpolation using polynomial splines.

6.5 Preliminary results

In this section, we present preliminary results that we obtained applying the multi-
contact state planner proposed in Sect. 6.3. The chosen robotic platform is the
COMAN+ humanoid robot built at Istituto Italiano di Tecnologia. COMAN+ has
28 degrees of freedom, weights 70 kg and is 1.7 m tall. Moreover, COMAN+ is
torque-controlled.

For the IK and CS solvers described in Sect. 6.3.3 we have used, respectively, the
whole-body inverse kinematics framework named CartesI/O [109], and the framework
presented in [107] which is based on IFOPT, an Eigen-based C++ interface to the
Non-linear Programming solver IPOPT [110].

In the considered scenario (see first snapshot in Fig. 6.1), the robot is initially in
a quadrupedal configuration, with both feet and hands in contact with the ground.
A wall is located nearby the robot, in front of it. The task assigned to the robot
consists in standing up from its initial posture. In particular, the task is defined as
reaching a final stance specifying desired contact positions for both feet and hands,
respectively, on the ground and on the wall. To fulfil the task, the robot can exploit
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contacts with any point of the environment using both feet and hands. Then, the
set H contains four end-effectors. In particular, COMAN+ has two rectangular, flat
feet and two spherical hands. We placed a local reference frame on each of these
end-effectors. For each foot, the local frame has origin at the center of the sole and
is oriented so that the xy plane is parallel to the sole. For each hand, the local frame
has origin at a point designed as tip (this can be chosen arbitrarily on the sphere)
and is oriented so that the xy plane is tangent to the sphere. To increase the chances
of the IK solver to find collision-free configurations, we have included in (6.4) an
additional term that aims at keeping the z-axis of each active end-effector frame
parallel to the normal at the contact point. Note that, differently from the spherical
hands which can establish full-fledged point contacts, the feet actually establish
surface contacts. In the presented preliminary results, they are approximated to
point contacts. The explicit inclusion of surface contacts in the multi-contact state
planner is part of our future work (see Sect. 6.6).

The point cloud P modeling both the ground and the wall has been generated
with a resolution of 0.1 m. We set the radiuses of the feet and hands workspaces
to 0.3 m and 0.6 m, respectively. The time budget ∆T IK used to search for an
inverse kinematics solution in the multi-contact state and transition configuration
generators is set to 3 s. The CS solver uses an identical static friction coefficient
µ = 0.5 at all point of the environment, and a force threshold f̄ of 15 and 65 N for
contacts involving hands and feet, respectively.

Since the proposed multi-contact state planner is randomized, to assess its
performance we ran it ten times on the considered scenario. The produced sequence

Figure 6.1. Stand up task: snapshots from a solution.
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of multi-contact states contains on average 23 elements. The average number of
needed iterations, number of vertexes in the final tree and time required to find a
solution are, respectively, 537, 152 and 271 s. Fig. 6.1 shows some snapshots from a
typical solution: the robot correctly exploits the environment as support to fulfil the
assigned stand up task.

6.6 Conclusions

We presented a randomized strategy for planning humanoid multi-contact motions.
Our strategy consists in two sequential planners. The first generates a sequence of
multi-contact states leading to the desired final stance, while the second computes
a configuration space trajectory realizing such sequence. We showed preliminary
results regarding the application of the proposed planner to the stand up task of the
COMAN+ humanoid.

For the first planner, i.e., the multi-contact state planner, we have proposed a
novel approach that thanks to its randomized strategy does not require to predesign
potential contacts between robot and environment points, to specify task-oriented
heuristics, or precomputations (e.g., of stance-adjacency graphs or feasible configu-
rations of the various kinematic chains). We believe that this is an advantage over
existing approaches.

The results are promising and open up to multiple further developments. Our
current work focuses on the two following aspects.

• Extension of the proposed planning strategy to the case (of more practical
interest) of surface contacts, i.e., when a surface of a robot link is in contact
with a surface of the environment (e.g., a foot on the ground). A surface
contact fully constrain the pose (position and orientation) of the involved
end-effector, and can be modelled using a set of at least three point contacts
located on the vertexes of the surface. Accordingly, the CS solver described in
Sect. 6.3.3 must consider, for each surface contact, the corresponding contact
point set. Furthermore, each vertex in the tree must maintain, for each surface
contact, the resultant contact wrench that can be readily computed from the
forces (at the corresponding contact point set) computed by (6.5).

• Integration of the proposed planning strategy in a complete multi-contact
planning and control architecture that will allow the experimental validation
on the real humanoid. The complementary multi-contact controller, which is
in charge of realizing the motions computed by the proposed multi-contact
planner, must compute the torque commands for the COMAN+ actuators. It
shall combine a contact forces distribution module ([111]) with an impedence
controller. The first is in charge of realizing the reference contact forces (that
are planned by our planner simultaneously to the configuration space trajectory
and can be directly retrieved from the stances in the generated multi-contact
state sequence) at best, while providing reactive balance capabilities. The
second is responsible for tracking the reference joint positions and velocities
resulting from the planned configuration space trajectory. Proprioceptive
feedback must be used for both control objectives.
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Other future work will address the improvement of the efficiency of the multi-
contact state planner. A possibility that we want to explore is to implement
a bi-directional version of the planner, where two trees rooted, respectively, at
the initial and final stance are grown until they share a common stance. Another
possibility consists in designing a unique IK-and-CS solver that can produce in a single
stage a configuration satisfying requirements R1-R2.1-R3. Finally, incorporating
performance criteria in the planning stage, as done in Chap. 4 for the footstep
planning problem, is another interesting direction that we want to investigate.
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Chapter 7

Safe human-humanoid
coexistence

The most recent paradigms for adopting robotic technologies in applications empha-
size the role of collaboration between robots and humans. Since collaboration implies
sharing a common environment, safety concerns immediately become relevant. In in-
dustrial contexts, these have been addressed through the introduction of lightweight,
compliant manipulators [112] and the development of new techniques for safe coex-
istence and interaction with humans [113]. Clearly, similar issues arise in service
applications; for example, [114] give a survey of human-aware robot navigation
and [115] provide a review of recent research on safety for domestic robots.

One of the most essential safety layers in a robot is related to the avoidance of
obstacles, static or dynamic, which can be implemented using an appropriate motion
planning strategy (see Chap. 2). Recently, researchers have started looking at this
issue in the context of safe human-robot coexistence and interaction [116, 117, 118].
These methods, however, are almost invariably devoted to fixed-base manipulators
or wheeled robots.

On the other hand, there exists a growing interest in the use of humanoids for
assembly operations where access by fixed-base manipulators or wheeled robots is
impossible. For example, a recent EU H2020 research project targeted the adoption
of humanoids in aeronautic manufacturing [119]. Indeed, there is a widespread view
that humanoids represent a rather natural choice of platform in environments that
are specially designed to accommodate humans. Whether one agrees or not, there is
no doubt that the challenging problem of safe deployment of humanoid robots needs
be addressed.

The design of safety layers for humanoids must account for their unique char-
acteristics: in particular, the fact that they can displace their base only through
steps and that balance must be maintained at all times during motion [120]. One
of the first works showing a humanoid (ASIMO) safely navigating an environment
populated by dynamic obstacles via vision-based replanning was due to [53]. More
recent results range from reactive Model Predictive Control techniques [55, 56] to
full-fledged whole-body motion planners like that presented in Chap. 3.

Another important body of research related to the reliability of humanoids
originated from the 2015 DARPA Robotics Challenge, in which research teams
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competed to effectively control humanoids in environments designed to emulate
a real-world disaster scenario [121, 122]. Many planning and control techniques
developed in this context by the participating teams proved to be effective [123],
providing strong inspiration for achieving robust operation of humanoids.

All the above works, to which many more could be added [124], focus however
on a single issue which is considered relevant for reliable operation, such as robust
locomotion or collision avoidance. Furthermore, humans are generally absent in the
considered scenario (as in the case of the whole-body planning framework presented
in Chap. 3), and tasks are often executed in supervised autonomy with the aid of
specifically designed user interfaces (as it happens in the DARPA Challenge [125]).
In the literature, there is no general study that looks at the safety problem from a
global viewpoint in order to design a holistic framework for achieving safe operation
of humanoids.

In this chapter we propose a complete framework for the safe deployment of
humanoid robots in environments that may contain humans. Proceeding from some
general guidelines, we propose several safety behaviors, classified in three categories:

• override behaviors, which stop the execution of the current task to account for
the presence of an immediate danger, leading to a state from which normal
operation can only be resumed after human intervention;

• temporary override behaviors, that take control of the robot for the limited
amount of time necessary to address safety concerns, after which task execution
can be automatically resumed;

• proactive behaviors, which are aimed at increasing the overall level of safety
by an adaptation or enhancement of the robot activity, without interrupting
the current task.

Activation and deactivation of these behaviors is triggered by information coming
from the robot sensors and is handled by a state machine. To allow this, the state
of the robot is identified by the current context (essentially, the task the robot is
executing) and all active behaviors.

We also discuss the implementation of our safety framework in a reference control
architecture, showing in particular that all behaviors related to locomotion can be
efficiently realized in an MPC setting. Two humanoid platforms are used to show
the performance of the proposed method, i.e., HRP-4 in simulation and NAO in
experiments.

This chapter is organized as follows. Sect. 7.1 briefly reviews the existing
safety standards for robots, while Sect 7.2 formulates some general guidelines
for safe deployment of humanoids. In Sect. 7.3 we enunciate the robot sensing
capabilities assumed by our framework. An overview of the proposed safety behaviors
is given in Sect. 7.4, while Sect. 7.5 provides a detailed description of each behavior.
Sect. 7.6 presents the state machine that orchestrates activation and deactivation
of the behaviors. A reference control architecture is outlined in Sect. 7.7, and the
implementation of the proposed behaviors within such architecture is discussed in
Sect. 7.8. Simulation and experimental results are presented in Sects. 7.9 and 7.10,
respectively. Sect. 7.11 presents additional results and discusses limitations and
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possible extensions of the proposed method. Sect. 7.12 offers some concluding
remarks.

7.1 Safety standards

Standards codify a set of practices that inform the design and operation of tech-
nologies. A product does not necessarily have to follow international standards as,
unlike laws and regulations, these are not mandatory. However, they often provide
a guarantee of compliance with regulations which otherwise can be quite hard to
accommodate. It is therefore advantageous whenever possible to follow an existing
standard, as this simplifies the design process.

The main international standards are published by either IEC or ISO committees.
The first body focuses on standards related to electronics, while the second covers
the remaining areas. Standards are divided in three categories.

• Type A standards provide basic rules and guidelines for machine safety (e.g.,
ISO 12100 “Basic Concepts, Design Principles" and ISO 14121 “Principles of
Risk Assessment").

• Type B standards are further divided into two subtypes: B1 covers aspects such
as safety distances or ergonomic principles (e.g., ISO 13857 “Safety Distances").
B2 describes rules concerning protective equipment for different applications
(e.g., IEC 13850 “Emergency Stop").

• Type C standards refer to specific kinds of machines or areas of application,
such as robots, and describe practical requirements and precautionary measures
relating to all significant risks (e.g., see ISO 10218 “Robots and Robotic Devices
- Safety Requirements for Industrial Robots"). Type C standards refer to Type
A and B standards for generalities but may deviate from them when needed
by the application.

The fundamental standard for industrial robot safety is ISO 10218, which high-
lights three particular aspects.

First, the standard suggests that means must be provided for the control and/or
the release of hazardous energy stored in the robot. Examples of energy storage
sources are batteries, springs and gravity.

The second aspect concerns safety stops. All robotic systems should have both
a protective and an emergency stop function. Protective stops are used for risk
reduction and can be activacted and deactivated automatically. Emergency stops
are used in dangerous situations and require manual intervention.

Finally, ISO 10218 defines conditions for safe human-robot collaborative operation,
identifying in particular four modes:

• Safety-rated monitored stop. The robot must stop whenever a human enters
the shared workspace. This method does not allow collaborative work but only
coexistence in the workspace. The robot may resume automatic operation
when the human leaves.
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• Hand guiding. The human can move the robot by physically interacting with
it, e.g, to allow simplified path/point teaching. When provided, hand guiding
equipment (such as a joystick) shall be located close to the end-effector. This
mode must provide an emergency stop, an enabling device and safety-rated
monitored speed limit.

• Speed and separation monitoring. The robot progressively reduces its speed
as the human approaches. Failure to maintain the desired relative speed or
separation distance will trigger a protective stop.

• Power and force limiting. In this mode, humans and robots can safely interact
with little or no additional safety components because the robot force/power
are bounded by design or control. Safe bounds are determined following ISO
10218-2 and ISO/TS 15066.

Almost all the above mentioned standards are specifically devised for industrial
fixed-base manipulators, with only few exceptions addressing the case of wheeled
mobile robots. No existing standard explicitly considers humanoid robots, whose
peculiar nature must be properly taken into account.

7.2 Safety guidelines
With an eye to the standards discussed in the previous section, we provide here
a qualitative description of the guidelines that inspired the design of our safety
behaviors. In particular, we argue that the following recommendations should be
followed for safe operation of a humanoid robot.

• Watch what you’re doing. The robot should watch its main area of operation.
When performing a manipulation task, it will therefore look at its hand(s)
and/or at the object to be manipulated. When performing a locomotion task,
it should direct its gaze towards the area where it is about to step.

• Be on the lookout. If the robot is idle, then it should scan the surroundings to
identify possible sources of danger. In particular, if a moving object (e.g., a
human) is detected, the robot should keep an eye on it.

• Evade if you can. When a moving object approaches, the humanoid robot
should perform an evasive action, if this can be done safely.

• Halt if you must. In a situation of clear and present danger, the robot should
terminate any activity and stop as soon as possible.

• Beware of obstacles. In the vicinity of unexpected objects, robot velocities
and forces should be modified, scaled down or even zeroed in order to reduce
potential damage in the case of a collision.

• Look for support. When locomotion is expected to be challenging (e.g., on
stairs), the robot should try to establish additional contact with the environ-
ment (e.g., with a handrail). The possibility of improving balance by adding
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contacts should also be considered whenever a non-negligible risk of falling is
detected.

• Protect yourself. In the imminence of a potentially damaging event, such as
an unavoidable fall, the robot should act so as to minimize damage to itself
and/or the environment.

Some of these guidelines will directly result into one or more safety behaviors
(Sects. 7.4 and 7.5) that are activated to improve the level of safety when necessary.
Other guidelines must also be taken into account at the basic planning/control stage.
For example, watch what you’re doing generates a behavior aimed at increasing
the level of safety (scan) but also calls for visual-servoed manipulation/locomotion
strategies during normal operation; the look for support guideline is reflected in a
safety behavior (add_contact) but has also consequences at the planning stage (e.g.,
generation of stair climbing motions must include handrail grasping and releasing).

7.3 Sensing assumptions
We now specify which information must be made available by the robot sensory
system (or by external sensing devices) to implement the proposed safety framework.
We shall not discuss in any detail the perception processes that provide such
information.

Throughout this chapter, it is assumed that at any time instant the humanoid
robot has a certain level of awareness about its own state and the surrounding
environment, defined as follows:

• The robot knows whether there are unexpected objects (i.e., objects that are
not present in the available map of the environment) within a perception area
P, whose extension depends on the specific sensory system, and in particular
can measure the position (e.g., range and bearing) of the nearest point on each

Figure 7.1. The humanoid robot can identify unexpected objects within a perception area
P and measure the minimum distance duo to the closest of them. Also shown are the
various safety areas (with the associated thresholds) defined in Sect. 7.5.2.
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such object. As a consequence, it can compute the distance duo to the closest
unexpected object in P (see Fig. 7.1). If there is no unexpected object in P,
duo is set to ∞. Techniques for identifying unexpected objects are typically
based on a comparison between the predicted and the actual scene; for example,
[126] consider change detection in images.

• The robot is able to establish whether the closest unexpected object in P is
moving or stationary (e.g., a human walking vs. some misplaced furniture). In
practice, this can be done by looking at significant variations of duo [127] once
the effect of the robot’s own motion has been removed. The fmo flag is used
to specify whether the unexpected object is moving or not.

• The robot can detect unexpected contacts with the environment, indicated by
the fuc flag. Depending on the contact detection method, other information
may be available, such as the location of the contact point on the robot body
or the interaction force [128].

• The robot knows the current risk of fall, represented by rfall. For example,
rfall can be estimated from the position of the Zero Moment Point based on
inertial measurements [129].

• The robot knows the location of contact surfaces that can be reached without
stepping from its current posture. Contact surfaces are surfaces (or points)
of the environment with which the robot may safely establish a contact for
additional support [130]. The existence of reachable contact surfaces is encoded
in the fcs flag.

• The robot knows lbattery, its current battery level.

7.4 Overview of safety behaviors
This section provides a general description of the behaviors adopted by the humanoid
robot to increase the level of safety for itself and the environment, which may
include humans. In particular, three categories of safety behaviors are introduced,
i.e., override, temporary override and proactive. We explain the idea behind each
behavior and the situation in which it will be activated. A formal description, with
detailed triggering conditions for each case, will be given in the next section.

7.4.1 Override behaviors

Override behaviors stop the execution of the current task and lead to a state from
which normal operation can only be resumed after human intervention. They are
intended as a way to react to unexpected and dangerous situations from which it
would not be safe (or even possible) to resume the task automatically. We define
two override behaviors:

• halt: In many situations, robot operation becomes critical: for example, when
the battery level lbattery is too low, or when the distance duo to an unexpected
moving obstacle goes below a certain threshold. In these cases, the stop if
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you must guideline indicates that the robot should immediately abort any
task. The halt behavior is an emergency stop procedure which interrupts any
operation as quickly as possible. However, one should keep in mind that a
humanoid robot, especially during locomotion, must stop in such a way to
maintain balance.

• self-protect: While it is obviously desirable to avoid falling altogether, there
are several reasons which might lead to a loss of balance, for example a
hardware/software fault, or an unexpected collision. To properly handle this
event, one can design a self-protect behavior to be activated during falls, as
suggested by the protect yourself guideline. In practice, when the robot detects
an unrecoverable loss of balance, it must immediately adopt measures aimed
at minimizing damage to itself and the environment.

7.4.2 Temporary override behaviors

Some events which cause safety concerns require the robot to stop task execution for
a limited amount of time. As soon as these concerns have been properly handled, task
execution can resume automatically. In particular, this is the case of the following
behaviors:

• stop: This behavior is activated when external circumstances suggest to stop
walking as a precaution, in application of the beware of obstacles guideline.
This is for example the case of an unexpected object moving in the vicinity of
the robot; in this situation, locomotion is interrupted and only resumed if the
object leaves the area. The stop behavior is also used for transitioning from
normal operation to other safety behaviors (e.g., to track) and vice versa (e.g.,
from evade). Note that stop differs from halt because it is more graceful and
does not require human intervention to restart the robot.

• evade: Following the evade if you can guideline, if an unexpected moving
object tends to approach the robot, this performs an evasive maneuver to avoid
collision. At the end of the maneuver, the robot can resume normal operation
as soon as the object does not constitute a threat anymore.

• add_contact: This behavior, which descends from the look for support guideline,
allows the robot to establish new contacts for additional support whenever it
is standing and the risk of fall is estimated to be non-negligible. In fact, we
consider intrinsically risky trying to establish a new contact while the robot
is walking. Besides, if the robot is ascending or descending stairs, additional
contact with a handrail should have already been taken into account at the
planning stage.

• track: If an unexpected moving object has been detected in its vicinity, the
robot keeps its gaze directed at it, as suggested by the be on the lookout
guideline. Note that this behavior can only be activated when the robot is idle
or performing an observation task (see Sect. 7.5.1): in any other case, averting
the gaze from the current task can be dangerous (watch what you’re doing
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guideline). In particular, if the robot is walking, it will need to stop before
starting to track the object.

7.4.3 Proactive behaviors

Proactive behaviors are actions intended to increase the overall safety level by calling
for an adaptation or enhancement of the current robot activity. They include:

• scan: During manipulation or locomotion, the robot keeps its gaze directed
at the main area of operation, as suggested by the watch what you’re doing
guideline. If the robot is idle, then it scans its surroundings, in application of
the be on the lookout guideline.

• adapt_footsteps: During locomotion, the robot is in general controlled via
high-level directives, such as tracking a reference velocity, or reaching a specific
location in the workspace. The adapt_footsteps behavior, inspired to the
beware of obstacles guideline, allows the robot to locally modify its footstep
plan to avoid collision with stationary unexpected objects in its path.

• scale_velocity-force: If a nearby unexpected object is detected during manip-
ulation, the robot must decrease all velocities and forces associated to the
current manipulation task to reduce the risk of collision or the associated
damages, as indicated by the beware of obstacles guideline.

7.5 Behavior-based safety framework
The activation and deactivation of the various safety behaviors is triggered by the
information coming from the sensory system as described in Sect. 7.3 and depends
on the current context (see Fig. 7.2).

In this section, we define the possible contexts and discuss the various safety areas
used for behavior activation. Then, we describe each behavior in detail. Transitions
to, from and among safety behaviors are actually controlled by a state machine, in
which states are defined as a context followed by one or more active behaviors. The
structure of the state machine will be discussed in Sect. 7.6.
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Figure 7.2. The activation of safety behaviors depends on the current context and is
triggered by sensory information.
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7.5.1 Contexts

The robot contexts1 characterize what the robot is doing at a certain time instant.
We identify five robot contexts:

• Idle. The humanoid is standing in double support at a fixed position and not
performing any particular task.

• Locomotion. The humanoid is moving in the environment by taking steps.
This includes walking, multi-contact locomotion and ascending/descending
stairs.

• Manipulation. The humanoid is standing and executing a manipulation task
that does not require any stepping.

• Observation. The humanoid is standing and executing a high-level observation
task (e.g., find an object on a table). No locomotion or manipulation task is
simultaneously being executed.

• Error. The robot is on hold until restarted by human intervention.

The first four contexts are associated to normal operation2 (i.e., no safety behavior
is active, except for scan) but also to operation under temporary override or proactive
safety behaviors. Error is the only emergency context, to which the robot is released
from override behaviors (halt, self-protect); from this context, normal operation
cannot be resumed automatically.

7.5.2 Safety areas and thresholds

All safety behaviors are triggered by a certain measured quantity becoming larger
or smaller than some given threshold. The most relevant of these quantities is the
distance duo between the robot and the closest unexpected object, for which we
specify five thresholds, i.e., in decreasing order: dtrack, devade, dadapt, dscale, dhalt. As
shown in Fig. 7.1, these thresholds on duo implicitly define five (partially overlapping)
annular areas3 around the robot:

• Strack, defined by dhalt ≤ duo ≤ dtrack. If the robot is not performing any loco-
motion or manipulation task (context Idle or Observation) and an unexpected
moving object enters Strack, the robot will start tracking it visually. If the
robot is walking (context Locomotion), it will have to stop before starting to
track the object (walking without watching the stepping area would be unsafe).

1The definition of contexts could also take into account the various environments: for example,
Locomotion on flat ground could be different from Locomotion on stairs, e.g., in terms of acceptable
risk of fall.

2Note that an Idle context can be included in a mission plan as an intentional pause, e.g., at the
transition between different phases or for debugging purposes.

3The definition of areas around the robot is also suggested by proxemics, the study of the use
of space in social interaction [131]. Its goal is to describe and characterize the distances between
humans in different social contexts, and the way these are established and perceived. In robotics,
proxemics can serve as a basis to model robot behavior in interaction with humans [132], which is
especially relevant with humanoid robots as they are designed to allow for natural and comfortable
interactions.
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• Sevade, defined by dhalt ≤ duo ≤ devade. If the robot is not performing any task
(context Idle) and an unexpected moving object enters Sevade, the robot will
execute an evasion maneuver.

• Sadapt, defined by dhalt ≤ duo ≤ dadapt. If a walking robot (context Locomotion)
detects an unexpected stationary object in Sadapt, it will adapt the footstep
plan to avoid collisions.

• Sscale, defined by dhalt ≤ duo ≤ dscale. If the robot is performing a manipulation
task (context Manipulation) and an unexpected moving object is detected in
Sscale, the robot will reduce all velocities and forces associated to the current
manipulation task.

• Shalt, defined by duo ≤ dhalt. This is the innermost safety area. If any
unexpected object is detected in Shalt, the robot will terminate all operations,
irrespective of the current context.

As for the estimated risk of fall, as soon as rfall becomes significant (rlow ≤
rfall ≤ rhigh), the robot will establish a new contact for additional support, provided
that a suitable surface is available (fcs = TRUE). If a fall is considered inevitable
(rfall > rhigh), the robot will take measures aimed at minimizing damages.

Finally, operations are terminated also when the battery level lbattery is too low
(lbattery ≤ llow).

Fig. 7.3 summarizes the activation of behaviors as a function of the values of
duo, rfall and lbattery.

The reader may have noticed that the safety behaviors related to collision
avoidance (such as stop, evade, halt) discussed so far are only driven by the distance
between the robot and the unexpected object, and do not take into account their
relative velocity. This choice was made for the following reasons:
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Figure 7.3. The different thresholds used for quantities duo (top), rfall (center) and lbattery
(bottom), each with its associated behaviors. Consider that the actual activation of a
behavior depends on the current context (not shown here). The only situation which
does not appear in this representation is the triggering of halt due to an unexpected
contact (fuc = TRUE).
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• Velocity information may not be available, or in any case it may be computa-
tionally more costly to obtain. Indeed, in Sect. 7.3 we have assumed that the
sensory system only provides distance measurements.

• If an unexpected obstacle enters a safety area (e.g., Sevade), its relative velocity
w.r.t. the robot is certainly directed towards the half-plane containing the
robot (and tangent to the area). Therefore, our choice corresponds to a conser-
vative viewpoint in which any such relative velocity is considered dangerous,
independently from its specific orientation and magnitude.

• Working out an extension of the method for the case in which relative velocity
is measured and used by the collision avoidance behaviors is relatively easy,
see Sect. 7.11.3.

7.5.3 Definitions of behaviors

The formal definition of each safety behavior requires the specification of:

• one or more contexts from which the behavior can be activated;

• a trigger, indicating which particular event or piece of information will cause
the behavior to activate, along with specific actions that occur upon triggering,
such as deactivating other behaviors;

• the action, i.e., which activities are associated to the behavior;

• a release, which is an event or piece of information that causes the behavior to
deactivate, again including specific actions that occur upon deactivation.

In the following, we define override, temporary override and proactive behaviors
in this order.

halt

• Context: Idle, Locomotion, Manipulation, Observation.

• Trigger: duo ≤ dhalt (T1) OR fuc = TRUE (T2) OR lbattery ≤ llow (T3).
Triggering permanently deactivates any active behavior and inhibits all others
from activating, except for self-protect in case of a fall.

• Action: Depends on the context and the trigger:

– If the context is Idle and the trigger is T1 or T3, the robot will augment
its support polygon and/or assume a low-impact configuration (e.g., by
folding its arms).

– If the context is Idle and the trigger is T2, the robot will decrease joint
stiffness on the kinematic chain where the contact has occurred, provided
that the latter is on the upper body. Otherwise, the robot will simply
maintain its current posture.
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– If the context is Locomotion, Manipulation or Observation the robot will
abort the task and stop any motion as soon as possible, regardless of the
trigger.

• Release: When the action is completed.
Upon release, context is changed to Error.

self-protect

• Context: Idle, Locomotion, Manipulation, Observation.

• Trigger: rfall > rhigh.
Triggering permanently deactivates any active behavior and inhibits all others
from activating.

• Action: The robot will abort the task and act so as to minimize the potential
damage to itself and/or the environment. To this end, several aspects must
be considered, including (i) how to fall, i.e., which internal posture to assume
before impact to preserve robot integrity (ii) where to fall, i.e., how to choose
the landing surfaces so as to avoid fragile objects.

• Release: When the action is completed.
Upon release, context is changed to Error.

stop

• Context: Locomotion.

• Trigger: devade < duo ≤ dtrack AND fmo = TRUE.

• Action: The robot will stop walking, ending in a double support configuration.
This is done before starting to track (and possibly later evade) an unexpected
moving object; or at the end of an evasion maneuver.

• Release: When the action is completed.
Upon release, context is changed to Idle.

evade

• Context: Idle

• Trigger: dhalt < duo ≤ devade AND fmo = TRUE.
Triggering changes context to Locomotion.

• Action: The robot will execute a reactive evasion maneuver so as to increase
the distance to the unexpected moving object.

• Release: When duo > devade.
Upon release, stop is activated in order to interrupt the evasion maneuver.
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add_contact

• Context: Idle, Manipulation, Observation.

• Trigger: rlow ≤ rfall ≤ rhigh AND fcs = TRUE.
Upon triggering, context is changed to Idle if it was Manipulation or Obser-
vation. Moreover, track is deactivated if active, and evade is inhibited from
activation.

• Action: The robot will interrupt the task (if the context was Manipulation
or Observation), and select and establish contact with an additional support
point on the available surfaces.

• Release: When the action is completed.

track

• Context: Idle, Observation.

• Trigger: dhalt < duo ≤ dtrack AND fmo = TRUE.
Triggering deactivates scan and changes the context to Idle if it was Observation.

• Action: The robot will interrupt any observation task (if the context was
Observation) and direct its gaze at the closest unexpected object moving in
Strack.

• Release: When duo > dtrack.
Upon release, scan is activated.

scan

• Context: Idle, Manipulation, Locomotion.

• Trigger: Active by default unless track is active.

• Action: Depends on the context:

– If the context is Idle, the robot will scan the surrounding environment.
– If the context is Locomotion, the robot will scan the path ahead.
– If the context is Manipulation, the robot will scan the area of operation.

• Release: Never.

adapt_footsteps

• Context: Locomotion.

• Trigger: dhalt < duo ≤ dadapt AND fmo = FALSE.
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• Action: The robot will modify the current footstep plan as needed to avoid
the closest unexpected object standing in the scene.

• Release: When duo > dadapt.

scale_velocity-force

• Context: Manipulation.

• Trigger: dhalt < duo ≤ dscale AND fmo = TRUE.

• Action: Robot velocities and/or forces associated to the current task will be
reduced.

• Release: When duo > dscale.

Note the following points.

• Override behaviors force the robot to abort any task and deactivate/inhibit
all other kinds of behavior.

• Under temporary override behaviors, any task is interrupted for a limited
period of time.

• Among temporary override behaviors, add_contact deactivates other behaviors
that would cause a conflict of context (evade) or steal an essential sensory
resource (track); for the same latter reason, track deactivates scan, and scan
cannot be activated when the context is Observation.

• When temporary override behaviors are released, the context will always
be Idle with the scan behavior active. It is important to note that in this
condition control goes back to normal operation: the robot is ready to resume
any task that was interrupted, under prompting by the supervisory module
that activates and sequences tasks.

• Finally, proactive behaviors do not interrupt active tasks.

7.6 State machine

In the proposed framework, activation and deactivation of safety behaviors are
handled by a state machine. In particular, the state of the robot is uniquely
identified by the current context and all active behaviors, and denoted as Con-
text/behavior_1/behavior_2/. . . , with behaviors listed in the order of activation.

The complete list of the states is the following:

• Idle/scan

• Idle/track
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• Idle/scan/add_contact

• Idle/halt

• Idle/self-protect

• Locomotion/scan

• Locomotion/scan/adapt_footsteps

• Locomotion/scan/stop

• Locomotion/track/evade

• Locomotion/track/evade/adapt_footsteps

• Locomotion/track/stop

• Locomotion/halt

• Locomotion/self-protect

• Manipulation/scan

• Manipulation/scan/scale_velocity-force

• Manipulation/halt

• Manipulation/self-protect

• Observation/

• Observation/halt

• Observation/self-protect

• Error/

Fig. 7.4 gives a complete representation of the state machine. Transition from
one state to another is instantaneous and corresponds to activation or deactivation
of some behavior. For example, the transition from Locomotion/scan to Locomo-
tion/scan/adapt_footsteps corresponds to the activation of the proactive behavior
adapt_footsteps: the robot was walking and scanning the stepping area when an
unexpected stationary object was detected in Sadapt, so that it became necessary to
adapt the footstep plan. Similarly, the transition from Locomotion/track/evade to
Locomotion/track/stop corresponds to the deactivation of the temporary override
behavior evade, which automatically triggers stop: the robot was performing an
evasion maneuver which became unnecessary when the moving unexpected obstacle
left Sevade, so that motion was stopped. Note that track is still active in the final
state after the transition because the object will still be in Strack after leaving Sevade

(see Fig. 7.1).
The only normal operation states are Idle/scan, Locomotion/scan, Manipula-

tion/scan and Observation/, in which no safety behavior is active apart from the
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Figure 7.4. A representation of the state machine governing the transitions among the
proposed safety behaviors. For compactness, contexts within states are denoted only by
their initial (I, M, L, O or E). A transition originating from the boundary of a dashed
box (e.g., the box of Idle states) indicates that the transition may originate from any
state in the box. Normal operation states (i.e., states where no safety behavior is active
apart from the default behavior scan) are shown in gray.

default proactive behavior scan. In these states, control is entirely committed to the
realization of the desired task.

Finally, examination of Fig. 7.4 confirms that:

• override behaviors lead to the Error/ state;

• temporary override behaviors ultimately lead to the Idle/scan state, that is a
normal operation state from which the original task can be resumed;

• proactive behaviors (apart from scan) simply disappear in the end, leading
back to the state from which they were activated.

7.7 Control architecture
The implementation of the safety behaviors, which will be discussed in some detail
in the next section, will obviously depend on the specific control architecture of the
robot. In view of this, we describe here a possible structure which will be used in
the rest of the chapter for illustration.

Fig. 7.5 shows a general overview4 of the control architecture. Note that safety
4The control architecture of humanoids invariably includes a stabilization module, not present in

Fig. 7.5, whose role is to guarantee balancing of the robot in all situations. This low-level module is
not discussed since here it bears no relevance to our safety framework.
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Figure 7.5. The considered control architecture. The safety behaviors blocks appear as
either signal generators or modifiers.

behaviors blocks appear in this scheme as either reference signal generators (scan,
track, add_contact, stop, evade, halt, self-protect) or signal modifiers (scale_velocity-
force, adapt_footsteps). Note the particular placement of the self-protect behavior,
which will take control of the robot directly at the joint level. Activation and
deactivation of the behaviors is handled in the background by the state machine
described in the previous section.

In the rest of this section, we describe the core components of the control
architecture without reference to the safety behaviors. The specific way in which
each behavior is embedded in the architecture will be discussed in the next section.

7.7.1 Camera motion generator

The camera motion generator is primarily (i.e., during normal operation) in charge
of producing a suitable reference motion for the camera when an observation task is
being executed (context Observation). An image-based visual servoing scheme [133]
is used to move the camera so as to track a reference signal representing the motion
of a desired feature in the image plane, e.g., for finding an object in the scene.

7.7.2 Hand(s) motion-force generator

During normal operation, the hand(s) motion-force generator is in charge of producing
a suitable motion-force reference for the hand(s) when a manipulation task is being
executed (context Manipulation). For example, when a certain grasp must be
executed, the module will plan a continuous motion of the hand(s) so as to reach
the associated Cartesian posture.
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7.7.3 Gait generator

The primary role of the gait generator is to produce suitable reference motions for
the robot Center of Mass (CoM) in order to execute a locomotion task (context
Locomotion). Since such a module is specific to humanoid robots, we will describe it
in some detail, considering for compactness the case of flat ground. The scheme at
the core of the module can however be easily extended to work on non-flat terrains,
in particular to deal with the presence of stairs, for example by adopting a complete
online version of the approach presented in Chap. 4.

The gait generator that we consider is based on the work presented in [68]. In
particular, it makes use of two sequential modules running in real time (Fig. 7.5).
The first module, i.e., the footstep planner, generates a sequence of timed footsteps
to realize high-level omnidirectional velocity commands vx, vy, ω. The second
module, i.e., Intrinsically Stable MPC (IS-MPC), produces a trajectory of the robot
CoM and feet such that (1) the Zero Moment Point (ZMP) is always within the
support polygon, thus guaranteeing that balance is maintained, and (2) that the
CoM trajectory is bounded with respect to the ZMP trajectory, implying internal
stability. Both modules require the solution of QP problems.

The high-level velocity commands vx, vy, ω that drive gait generation are known
over a preview horizon Tp = P · δ of P sampling intervals — each of duration δ — in
the future. The footstep generation module plans footsteps over the same horizon,
whereas IS-MPC plans CoM and ZMP trajectories over a control horizon Tc = C · δ.
It is assumed that P ≥ C, so that IS-MPC can take full advantage of the preview
information.

At each sampling instant tk, the footstep planner receives in input the high-level
reference velocities over the preview horizon, i.e., from tk to tk + Tp = tk+P .

First, the footstep timing over Tp is determined5 in the form T ks = {T 1
s , . . . , T

F
s },

where T js is the step duration between the (j − 1)-th and the j-th footstep, taken
from the start of the single support phase to the next. Since the step duration is
variable, the number F of footsteps falling within Tp may change with tk.

Then, a sequence of F footsteps (X̂k
f , Ŷ

k
f ,Θk

f ) over the same interval is generated:

X̂k
f = (x̂1

f . . . x̂Ff )T

Ŷ k
f = (ŷ1

f . . . ŷFf )T

Θk
f = (θ1

f . . . θFf )T ,

where (x̂jf , ŷ
j
f , θ

j
f ) is the pose6 (position + orientation) of the j-th footstep. To this

end, we inject the high-level reference velocities into the following omnidirectional
motion model  ẋ

ẏ

θ̇

 =

 cos θ − sin θ 0
sin θ cos θ 0

0 0 1


 vx
vy
ω

 (7.1)

5Step timing is chosen by a simple heuristic based on the velocity commands [68].
6The hat on the position coordinates indicates that these are candidates values which will be

later adjusted by IS-MPC. Orientations are final because their inclusion in the MPC formulation
would make the problem nonlinear.
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and then distribute the footsteps around the resulting trajectory in accordance with
the timing T ks . This is done by solving a sequence of two QP problems; the first
computes the footstep orientations

min
Θk

f

F∑
j=1

(θjf − θ
j−1
f −

∫ tjs

tj−1
s

ω(τ)dτ)2

subject to |θjf − θ
j−1
f | ≤ θmax,

(7.2)

while the second computes the footstep positions

min
X̂k

f
,Ŷ k

f

F∑
j=1

(x̂jf − x̂
j−1
f −∆xj)2 + (ŷjf − ŷ

j−1
f −∆yj)2

subject to kinematic constraints.

(7.3)

In (7.2), θmax is the maximum allowed rotation between two consecutive footsteps,
while tjs is the timestamp of the j-th footstep. In (7.3), (x̂0

f , ŷ
0
f ) is the known position

of the support foot at tk and ∆xj , ∆yj are given by(
∆xj
∆yj

)
=
∫ tjs

tj−1
s

Rθ

(
vx(τ)
vy(τ)

)
dτ ±Rj

(
0
`/2

)
,

where Rθ, Rj are the rotation matrices associated respectively to θ(τ) and θfj , `
is the chosen coronal distance between consecutive footsteps, and the sign of the
second term alternates for left/right footsteps. The kinematic constraints in the
second problem are built to guarantee that the footsteps are kinematically feasible
for the specific humanoid being considered.

Once the timed footstep plan is available, the IS-MPC module is called to
generate the CoM motion and simultaneously adjust the footstep positions. To
this purpose, we employ the version with automatic footstep placement of IS-MPC
described in Appendix A.1. To ensure that the CoM trajectory does not diverge w.r.t.
the ZMP, IS-MPC incorporates an explicit stability constraint which involves the
future evolution, referred to as the tail, of the ZMP after the control horizon, which
are unknown and must be conjectured to obtain a causal version of the constraint.
In particular, one may set the tail to zero (truncated tail) if the high-level velocity
commands indicate that the robot should immediately stop, or surmise the value of
such velocities on the basis of the preview information encoded in the footstep plan
(anticipative tail).

Overall, the described gait generator provides a reactive scheme that is suitable
not only for regular gaits but also for executing sudden avoidance maneuvers, as
well as temporary or emergency stops – all actions which are required in our safety
framework.

7.8 Implementation of behaviors
In this section we discuss the implementation of safety behaviors inside the control
architecture of Fig. 7.5. The main focus will be on those behaviors that are related
to locomotion, which are specific to humanoids. For the others we shall simply
provide pointers to existing work.
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7.8.1 halt
The halt behavior realizes an emergency stop in the presence of immediate threats. As
explained in Sect. 7.5.3, the behavior is declined differently depending on the context
and/or trigger. Here, we consider the case in which the context is Locomotion.

Activation of halt is realized via two mechanisms:

• the high-level velocity commands vx, vy, ω are immediately set to zero;

• as a consequence, the truncated tail is used in the stability constraint of
IS-MPC.

7.8.2 self-protect
As shown by Fig. 7.5, the self-protect behavior takes command of the robot at the
joint level and therefore overrides all the preceding control architecture. When an
impending fall is detected, this behavior acts so as to minimize the potential damage
to itself and/or the environment. In the following, we refer the reader to some
relevant works in this direction.

Choosing how to fall means assuming a proper configuration for reducing the
effect of the impact with the floor. [134, 135] present a controller that limits the
impact force, based on the idea of lowering the CoM as soon as possible by crouching
or knee-bending; [136] use a similar approach to manage forward or backward falls.
[137] compute whole-body trajectories aimed at minimizing damage due to falling
through an optimization-based control strategy.

In addition to lowering the impact force, strategies for absorbing the impact are
also useful. A control method that combines robot reconfiguration and post-impact
compliance is proposed by [138]: during the falling phase, the robot is kept away
from fall singularities, i.e., postures in which impact forces would be poorly absorbed.
After the impact, compliance control is activated, with the motors behaving as
spring-dampers.

Besides how to fall, it is also important to choose where to fall. [139] introduce a
controller which changes the fall direction in order to avoid specific objects or parts
of the environment. This method was extended to multiple objects by [140].

7.8.3 stop
The stop behavior temporarily interrupts locomotion in preparation for tracking a
moving object, or at the end of an evasive maneuver.

Activation of stop is realized via two mechanisms:

• the high-level velocity commands vx, vy, ω go from their current value to zero
over a fixed arrest time;

• as a consequence, the anticipative tail is used in the stability constraint of
IS-MPC.

Once the motion has been stopped, the state becomes Idle/track (see Fig. 7.4). If
the unexpected moving object leaves Strack, the robot goes to the normal operation
state Idle/scan, where the original locomotion task can be resumed.



7.8 Implementation of behaviors 115

µobs

µ

µeva

neva

S evade

Figure 7.6. The geometry of evasion. A moving object enters Sevade. The chosen direction
of evasion is neva.

The different effect of stop vs. halt will be illustrated via simulation in the next
section.

7.8.4 evade

The evade behavior is realized by sending to the robot high-level velocity commands
for avoiding an unexpected moving object that has entered the Sevade area.

To devise such commands we use the technique presented in [57]. Consider the
geometry of the problem as shown in Fig. 7.6. The angle θobs under which the robot
sees the moving object is directly measured by the robot (see the first assumption in
Sect. 7.3). The chosen direction of evasion is represented by neva, with the robot
moving backwards so as to keep the object in its field of view.

While the humanoid can in principle move in any direction with motion model (7.1),
studies on humans [141] indicate that time-efficient locomotion requires the orienta-
tion of the body to be tangent to the path, similarly to what happens in nonholonomic
mobile robots. For this reason, we adopt the unicycle as template model for evasive
maneuvers:

ẋ = v cos θ
ẏ = v sin θ (7.4)
θ̇ = ω,

where x, y, θ denote now the position and orientation of the unicycle, and v, ω are
its driving and steering velocity inputs. The latter are chosen as

v = −v̄ (7.5)
ω = k (θeva − θ), (7.6)
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While the driving velocity is set to a constant negative value, the steering velocity
forces the unicycle (7.4) to align smoothly with the desired orientation, chosen as7

θeva = θ+θobs− sign(θobs) ·π/2. As a result, we obtain ω = k (θobs− sign(θobs) ·π/2),
which can be implemented using only on-board measurements. Alternatively, the
proportional control law (7.6) may be replaced with

ω = k sign(θeva − θ), (7.7)

to make the evader perform the evasion maneuver with a constant curvature radius.
The final step is to send the control inputs (7.5–7.6) to the gait generator, with

the adjustment vx = v cos θ, vy = v sin θ (while ω is unchanged).
An observation is in order about obstacle avoidance during evasion maneuvers.

Since evasion is a safety behavior, it leads the humanoid to an area which was not
contemplated in the original motion plan. Obstacles in this area should therefore
be considered as unexpected, regardless of their being represented or not in the
environment map. With this rationale, any obstacle inside Sadapt will trigger the
adapt_footsteps behavior during an evasion maneuver (see the first simulation in the
next section).

7.8.5 add_contact
The add_contact behavior can be activated in Idle, Observation and Manipulation.
The current task is interrupted and context is immediately changed to Idle to
allow the robot to establish an additional contact. This requires first choosing a
posture where one robot body (typically, a hand) is in contact with a reachable
contact surface, whose existence is indicated by the fcs flag. The hands motion-force
generator module is then invoked to plan a continuous motion-force reference that
will achieve the chosen desired posture.

When one or more contact surfaces are reachable, it is necessary to decide which
contact to choose. Clearly, it is essential that the added contact improves balance.
To this end, one may use concepts such as the generalization of ZMP support areas
to the case of multiple non-coplanar contacts [143, 130]. These aspects have also
been studied in the more general field of multi-contact planning for locomotion and
manipulation [144, 145, 146]; an interesting summary is given by [48].

We emphasize that additional contacts may also be exploited outside the safety
framework, i.e., during normal operation. For example, if the robot is required
to climb a staircase it is sensible to take advantage of the handrail if available.
In this case, however, the appropriate contacts must be integrated in the locomo-
tion/manipulation task being executed.

7.8.6 scan and track
Both the scan and track behaviors are realized by invoking the camera motion
generation module.

The scan behavior uses an artificial image feature as a reference signal. If the
context is Idle, the artificial feature moves cyclically throughout the surrounding

7This evasion strategy is called move aside, as the humanoid moves (backwards) in a direction
that is orthogonal to the object line of approach; other strategies are possible [142].
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Figure 7.7. The geometry of footstep adaptation with the definition of the relevant
quantities. The current robot placement is defined by its CoM. Also shown are the
current footstep locations (light blue), the kinematically feasible zone (green) and the
forbidden zone (yellow) due to the presence of the obstacle for the next footstep.

area so as to achieve complete coverage. In Locomotion or Manipulation, the feature
is fixed at the center of the specific area of interest.

In the track behavior, the image feature will be directly the closest point on the
unexpected moving object that has triggered the behavior.

7.8.7 adapt_footsteps
If the context is Locomotion and a stationary unexpected object is detected in Sadapt,
the adapt_footsteps behavior is invoked. This is realized, using an adaptation of the
technique we presented in [147], by minor modifications of the two modules that
constitute the gait generator, i.e., the footstep planner and IS-MPC.

Refer to Fig. 7.7 for the geometry of the problem and the definition of the relevant
quantities. In particular, the range d and bearing θobs are directly measured by the
robot (again, see the first assumption in Sect. 7.3), while θavo is defined as

θavo = θobs − sign(θobs) · π/2.

Within the footstep planner, the first modification is in the QP problem used to
compute the footstep orientations from ω (see (7.2)), whose cost function is replaced
by

F∑
j=1

(θjf−θ
j−1
f −

∫ tjs

tj−1
s

ω(τ)dτ)2 + kobs
w(θobs)
d2

(
θjf−θavo

)2
.

With respect to the original cost function, this contains an additional term that
induces an alignment of the foosteps with θavo, i.e., with the tangent half-line
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1

11

Figure 7.8. The weight function w(θobs). Top: if the robot is walking forward. Bottom: if
the robot is walking backwards.

originating at the closest object point (see Fig. 7.7). This second term is modulated
through a scaling factor kobs by the inverse of the squared distance and by the weight
function w(θobs) defined in Fig. 7.8. The idea here is that when the robot moves
forward only obstacles lying in its front half-plane should be considered; whereas
when moving backwards (e.g., during an evasion maneuver) footstep adaptation is
only required to avoid obstacles behind the robot.

The second modification in the footstep planner is in the QP problem used to
compute the footstep positions (see (7.3)), to which a collision avoidance constraint
is added. With reference again to Fig. 7.7, consider the point B = (xB, yB) located
along the line connecting the CoM with the closest object point, at a safety distance
λ from the latter, and draw the normal to the same line through B. The half-plane
beyond this line (in yellow in Fig. 7.7) is a forbidden zone8 for the footstep locations.
This constraint is easily written as

nT
obs


 xjf

yjf

− ( xB

yB

) ≥ 0 (7.8)

with nobs the unit vector defined in Fig. 7.7.
The same collision avoidance constraint must obviously be enforced also in the IS-

MPC module which will determine the final footstep positions. Thus, constraint (7.8)
is additionally included in the QP problem of IS-MPC with automatic footstep
placement described in Appendix A.1.

Wrapping up, we may say that adapt_footsteps takes into account the presence
of unexpected stationary objects in the robot path at two levels: in the cost function
of the footstep orientation QP, and through the introduction of a collision avoidance
constraint in the footstep position QP as well as in IS-MPC. As shown in the next

8Turning the obstacle into a half-plane is necessary to convexify the obstacle avoidance constraint.
This might appear to be a conservative choice, but it should be noted that the position of the
half-plane is updated at each iteration, so the robot will eventually be able to go around the obstacle.
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two sections, both via simulations and experiments, this strategy is effective for
collision-free locomotion.

7.8.8 scale_velocity-force
If a moving obstacle enters Sscale while the robot is in the Manipulation context, the
scale_velocity-force behavior is activated. Both the hand velocity and the interaction
forces are reduced for enhancing the level of safety. Studies are available in which
velocity/force bounds are derived taking into account the dynamic properties of the
robot as well as the possibility of human injury [148].

7.9 Simulations
In this section we provide simulated demonstrations of the proposed safety framework.
The used robot is HRP-4. The robot has been equipped with a depth camera for
gathering range and bearing information about the obstacles. All simulations are
performed in the V-REP environment, enabling dynamic simulation via the Newton
Dynamics engine.

The first simulation is designed so as to bring up several safety concerns in
sequence, with the objective of illustrating how the state machine orchestrates
transitions between behaviors. Snapshots of the simulation are shown in Fig. 7.9.
Only three of the safety areas defined in Sect. 7.5.2 are shown around the robot,
i.e., Strack, Sevade and Sadapt, respectively with dtrack = 5 m, devade = 3 m, and
dadapt = 1.5 m. The remaining areas Sscale and Shalt are not shown because not
relevant.

At the beginning, the robot is standing, not performing any task, and scanning
the environment (state Idle/scan). At t = 9 s, a human enters Strack. This event
triggers the track behavior, and the robot starts following the human with its camera
(state Idle/track). At t = 25 s, the human enters Sevade, triggering the evade
behavior: the robot initiates an evasion maneuver while still tracking the human
(state Locomotion/track/evade). At t = 29 s, while the robot is still performing
the evasion maneuver, a stationary object (the yellow cylinder) enters Sadapt; the
adapt_footsteps behavior is activated and the footstep plan is modified to avoid
collision (state Locomotion/track/evade/adapt_footsteps). When the human leaves
Sevade, at t = 37 s, the stop behavior is invoked to interrupt the evasion maneuver
(state Locomotion/track/stop); motion is terminated at t = 40 s (state Idle/track).
The robot quits tracking the human when he leaves Strack at t = 44 s (state
Idle/scan).

At t = 49 s the second part of the simulation begins. The robot is com-
manded to reach a goal in the workspace (bullseye mark). Accordingly, the context
switches to Locomotion and appropriate high-level reference velocities are sent
to the gait generator (state Locomotion/scan). Since the yellow object is still
in Sadapt, the adapt_footsteps behavior is immediately activated (state Locomo-
tion/scan/adapt_footsteps). Once the object goes outside Sadapt, at t = 62 s, the
robot can walk directly towards the goal (state Locomotion/scan). At t = 83 s,
another stationary object (the green cuboid) enters Sadapt, and again collision is
avoided by footstep adaptation (state Locomotion/scan/adapt_footsteps). As soon
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Figure 7.9. Simulation 1: A scenario leading to several safety behaviors being activated in
sequence. Snapshots correspond to transitions between states. The humanoid camera
view is shown in the upper right corner.
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Figure 7.10. Simulation 2: Stroboscopic motion of the robot using halt (top) vs stop
(bottom).

Figure 7.11. Simulation 2: Velocity profiles with halt (top) and stop (bottom).
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as the green object leaves Sadapt (t = 104 s), the robot resumes normal walking
(state Locomotion/scan) until it reaches the desired goal, where it stops (state
Idle/scan). Note that the final stop is not the result of a safety behavior; rather, it
is produced directly by the gait generator in response to the high-level references
velocities vanishing at the goal.

The second simulation, shown in Figs. 7.10–7.11, is aimed at highlighting the
difference between the halt and stop behaviors (see Sects. 7.8.1 and 7.8.3, respectively).
The robot is walking normally (state Locomotion/scan), with a reference sagittal
velocity vx = 0.4 m/s, when the halt and stop behaviors are respectively triggered
during a double support phase. The arrest time used by stop is 2 s. As expected,
the results indicate that with halt the robot stops immediately, almost bouncing
back; whereas a much smoother finish is obtained using stop.

7.10 Experiments

Experiments were simply designed to showcase different safety behaviors on an
actual humanoid platform. Indeed, we were more interested in a ‘proof of concept’
rather than a quantitative performance evaluation, also considering the fact that
the results will be in any case dependent on the specific platform.

In particular, we implemented the proposed approach on NAO. An Asus Xtion
PRO Live camera has been mounted over the robot head for measuring depth. Both
the camera motion generator and the gait generator run in real-time on the on-board
CPU at a control frequency of 100 Hz.

In the first experiment, shown in Fig. 7.12, we use another NAO controlled
through a gamepad as an unexpected moving object that pursues our robot. At the
beginning, the robot is standing, not performing any task, and scanning the environ-
ment (state Idle/scan). At t = 4 s, the pursuer enters Strack (we set dtrack = 1 m).
This triggers the track behavior (state Idle/track). At t = 7 s, the pursuer en-
ters Sevade (devade = 0.6 m) and the evade behavior is activated (state Locomo-
tion/track/evade). When the pursuer leaves Sevade, at t = 16 s, the stop behavior is
invoked to interrupt the evasion maneuver (state Locomotion/track/stop); motion
is terminated at t = 17 s (state Idle/track). The robot quits tracking the pursuer
when it leaves Strack at t = 20 s (state Idle/scan).

The second experiment, shown in Fig. 7.13, focuses on the adapt_footsteps
behavior. The robot is following a reference sagittal velocity vx = 0.08 m/s (state
Locomotion/scan) when, at t = 6 s an unexpected stationary object (wooden panel)
enters Sadapt (we set dadapt = 0.9 m). Successful obstacle avoidance is produced by
footstep adaptation (state Locomotion/scan/adapt_footsteps), which is deactivated
at t = 9 s when the obstacle is no more perceived (state Locomotion/scan). Note
that the panel on the left flank does not trigger adapt_footsteps because it never
enters Sadapt. The robot then resumes walking in the desired direction.

Although we just reported results from two experiments, a similar successful
performance was consistently achieved in our trials, also thanks to the reliability
of the underlying MPC-based controller. Clearly, such performance is possible as
long as the necessary sensory information is made available to the robot; in this end,
robust perception strategies are an essential prerequisite for safety.
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Figure 7.12. Experiment 1: A NAO robot executing an evasion maneuver triggered by
another NAO used as a moving object. Snapshots correspond to transitions between
states. A close-up of the robot head is shown in the upper left corner.

Figure 7.13. Experiment 2: A NAO robot avoiding an unexpected obstacle through
footstep adaptation. The humanoid camera view is shown in the upper right corner.

7.11 Discussion

The objective of this section is to provide some additional analysis and details about
the proposed method.

7.11.1 Effect of safety on performance

The simulation and experimental results of the last two sections show that the pro-
posed framework effectively increases the overall level of safety, ultimately protecting
the robot as well as its co-workers. Obviously, this safety improvement will come at
a cost, i.e., a deterioration of performance (in terms of, e.g., time needed to complete
a task) due to the more cautious attitude of the robot.

To evaluate the above aspect in detail, we have performed a campaign of simu-
lations focusing on a scenario where an HRP-4 humanoid must execute a walk-to
locomotion task in a 25×25 m area. A variable number (1, 3, 5 or 10) of humans
walking at 0.2 m/s cross at random the path of the robot. To increase the robot’s
chances of detecting and avoiding the humans, an omnidirectional camera has been
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number
of humans

success
rate

minimum
time

maximum
time

average
time

success rate
without

safety framework
1 100% 84.75 111.22 89.64 90%
3 100% 84.75 143.23 113.1 70%
5 100% 100.20 148.10 113.59 70%
10 90% 103.95 163.75 128.37 60%

Table 7.1. HRP-4 executing a walk-to locomotion task in the presence of a variable number
of humans: performance data over 10 runs for each scenario.

added to its sensory equipment. As a consequence (see Sect. 7.11.3), the safety
behaviors involved in the simulations are stop, evade and halt, for which we have
used the following parameters: devade = 3 m, dhalt = 1 m, v̄ = −0.3 m/s and k = 0.2.
A simulation is stopped and a failure is recorded when the halt behavior is triggered,
leading the robot to an Error state. Table 7.1 summarizes the outcome of 10 runs
for each scenario, in terms of success rate (how many times the robot was able
to complete the task) and completion time (minimum, maximum and average).
For comparison, each simulation was also performed without the safety framework,
adding however to the control architecture a standard obstacle avoidance module
based on artificial potentials [149]; in this case, failure means that collision with a
human could not be avoided.

The results in Table 7.1 confirm that our safety framework allows the robot
to complete the task in the large majority of cases, even in the presence of many
moving humans. As a counterpart, there is a limited increase in the average time
needed to complete the task (around 44% going from 1 to 10 humans). Note that
the success rate is much lower in the absence of the framework, due to collisions
between the robot and the humans.

7.11.2 Limitations of the method

While the results presented so far are clearly positive, one must acknowledge that
there are limitations to the proposed method.

1. Robot contexts (Sect. 7.5.1) are separated. For example, the possibility that
the humanoid performs a manipulation task while walking is not considered
here. Our motivation for excluding such cases is twofold: on the one hand, we
are assuming that sensory resources are limited, so that it may be impossible
to adequately monitor both the manipulation and the walking area; on the
other hand, it is rather obvious that focusing on one task at a time allows to
maximize safety. However, an extension allowing execution of simultaneous
tasks should be in principle relatively easy to design: one can simply add the
combined contexts (e.g., Loco-manipulation) to the list and adapt the definition
of behaviors to the new contexts.

2. We are looking at the safety problem from the viewpoint of a single robot. If
multiple humanoids, all equipped with the proposed framework, are sharing
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the same environment, each of them will see the others as unexpected moving
obstacles, and perform evasion maneuvers whenever required. While this may
not be necessarily optimal, it should be considered that a proper multi-robot
safety framework would inevitably require some degree of centralization and
inter-robot communication, which may negatively affect the reactiveness of
the single robot and the robustness of the safety framework.

3. We are looking at the safety problem in a context of pure coexistence between
robots and humans, in the sense that physical collaboration between them
is not allowed. This simplifying assumption may be however appropriate for
many current applications, especially in industrial contexts where current
regulations de facto exclude human-humanoid collaboration [119]. However,
there is no doubt that in the future such possibility should and will be allowed,
making the design of safety frameworks considerably more challenging. Still,
we believe that the structure of the proposed approach, based on the definition
of override/temporary override/proactive behaviors orchestrated by a state
machine, provides a valid template for such extension.

7.11.3 Adaptations

Although the safety guidelines proposed in Sect. 7.2 are completely general, our safety
framework is in part dependent on the specific equipment of the humanoid, because
safety behaviors were designed based on the sensing assumptions of Sect. 7.3. While
this is inevitable, adapting the method to the availability of different measurements
is relatively simple.

For example, consider the case in which the humanoid is equipped with an
omnidirectional camera, so that the perception area P becomes a full circle. As a
consequence, the robot does not need to direct its gaze, and it becomes possible to
observe a moving object while, e.g., scanning the walking area or performing another
observation task. This means that scan and track actually become a single behavior
that is always kept active.

Another interesting situation is when the robot can measure relative velocity
(direction and magnitude) of moving obstacles with respect to itself. In this case,
the trigger of the evade behavior may be modified to allow activation only when the
moving obstacle is directed ‘towards’ (in a quantitative sense to be suitably defined)
the robot. Allowing an object to cross the robot safety area or not depending on its
relative velocity may improve performance (some useless evasion may be avoided)
but will obviously increase the level of risk (if the object is a human who brusquely
changes direction, there may be no sufficient time left to perform the evasion); a
reasonable trade-off between these two aspects must then be found.

Similar adaptations can be derived for other possible variations in the sensory
equipment.

Finally, note that the framework description up to Sect. 7.6 (i.e., including the
state machine) is independent from the control architecture of the robot. Clearly,
any implementation of the framework must take into account (and conform to) such
architecture; hence, to offer a worked out example we have first described a possible
control architecture based on MPC (Sect. 7.7) and then discussed an implementation
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Figure 7.14. Minimum robot-obstacle distance dmin as a function of devade.

inside it (Sect. 7.8). Implementing the framework in a different control architecture,
however, does not pose any conceptual difficulty.

7.11.4 Choice of parameters

A practically relevant issue in the presented framework is the choice of the various
parameters, such as the radiuses of the safety areas. Most of these choices can be
made on the basis of simple reasoning.

As an example, we discuss below a possible way to determine the threshold
devade, which defines the Sevade area, based on the desired minimal distance between
the robot and a moving obstacle. The worst case to be considered for this scenario
is the one in which an obstacle moving at constant speed is heading towards the
humanoid along the robot’s sagittal axis. When the obstacle enters Sevade, the robot
starts an evasion maneuver under the control law (7.5–7.7), hence moving along
an arc of circle of radius R = v̄/k. Assuming that the obstacle moves at the same
speed v̄ of the humanoid, a simple computation shows that the minimum distance
between the robot and the obstacles takes the value

dmin = R

√√√√2
(

1− cos d
evade

R

)
.

This relationship can be used for selecting a value of devade that guarantees a desired
dmin. For illustration, in Fig. 7.14 we have plotted dmin as a function of devade for
v̄ = 1 m/s and k = 0.75, corresponding to R = 4/3 m. To achieve, say, dmin = 2.4 m
one should choose devade = 3 m (as in our simulations).

7.12 Conclusions
In this chapter we have presented a complete framework for the safe deployment
of humanoid robots in environments containing humans. This is obtained through
the definition of safety behaviors which are differentiated in override, temporary
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override and proactive. A state machine handles activation/deactivation of these
behaviors based on the information given by the robot sensory system. In the
description of the implementation, we focused on locomotion since it is the main
aspect which distinguishes humanoids. An MPC setting has been used for realizing
all locomotion-related behaviors efficiently. Effectiveness of the proposed method has
been shown in dynamic simulation on the HRP-4 humanoid and through experiments
on a NAO robot. At the link https://youtu.be/WmZ0LU30--w, a video containing
clips of the presented results is available.

This work can be improved under several aspects. The main challenge we will
consider in the future is going beyond human-robot coexistence to allow physical
collaboration between the robot and humans. This obviously raises additional safety
problems that can in principle be addressed by properly extending the proposed
framework, provided that a communication system has been established between
the human and the robot, e.g, using gestures and/or voice commands.

https://youtu.be/WmZ0LU30--w
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Chapter 8

Conclusions

We have presented a set of techniques for planning the motions of a humanoid robot
in different contexts, ranging from known and static environments to unknown and
dynamic environments, possibly including humans.

In Chap. 3 we considered the problem of planning whole-body motions for a
humanoid robot that must execute a task implicitly requiring locomotion in an
environment cluttered by obstacles. For this problem we presented a unified method
for planning offline in the presence of a variety of tasks implicitly requiring locomotion,
such as navigation, reaching, manipulation and visual tasks. A solution is found
by generating possible concatenations of whole-body motions, each one realizing a
particular CoM movement primitive selected from a precomputed catalogue. Then,
we presented two extensions of the basic method for planning online in case of,
respectively, time limitations and unknown environments. We presented simulations
in several scenarios of different complexity obtained with the NAO humanoid in the
V-REP environment.

Although the approach based on CoM movement primitives revealed to be
very effective when dealing with full-fledged task-constraints, as in the case of
manipulation or visual tasks, its application in the presence of uneven ground is
difficult. For the case of navigation tasks on uneven ground, in Chap. 4, we proposed
an integrated motion planner/controller which allows the humanoid to exploit its
capability of stepping over or onto obstacles. The proposed architecture is composed
by two modules: an offline footstep planner and an online gait generator. For the
first module we proposed two possible randomized strategies that can efficiently
compute feasible and optimal footstep plans, respectively. We shown both simulation
and experimental results using the HRP-4 and NAO humanoids, respectively.

In Chap. 5 we addressed the motion planning problem in the presence of soft
tasks, i.e., tasks that are specified by a desired path in task space with an associated
error tolerance. We proposed a planner that opportunistically exploits the given
tolerance to fulfil the task only when exact task execution is obstructed by the
presence of a narrow or closed passage. As a result, the robot performs the assigned
task for as long as possible, and deviate from it only when strictly needed to avoid a
collision. The proposed strategy is first presented for the case of free-flying robots,
and V-REP simulation results are shown using the PR2 mobile manipulator in
various scenarios. Then, a possible extension to the case of humanoid robots is
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illustrated.
Tasks that require a humanoid to sequentially establish multiple contacts with the

environment are considered in Chap. 6, where a randomized multi-contact motion
planner is presented. It first produces a sequence of multi-contact states which
guarantee static balance, collision avoidance, and feasibility w.r.t. the humanoid
kinematic limits. Then, such sequence is converted into an appropriate configuration
space trajectory. The proposed technique does not require precomputations or
heuristics design, differently from search-based approaches. Preliminary results
concerning the stand up task of the COMAN+ humanoid are presented.

Finally, in Chap. 7, we considered the problem of safe coexistence between
humans and humanoids where, differently from the other considered contexts, reactive
planning capabilities are required. We proposed a complete framework in which a
state machine orchestrates the activation/deactivation of several safety behaviors
according to information coming from the humanoid sensors. The implementation
of the framework is discussed with respect to a reference control architecture in
which behaviors related to locomotion are realized in a MPC setting. We shown
both simulation and experimental results using the HRP-4 and NAO humanoids,
respectively.

In addition to the possible future work already discussed in the concluding section
of each chapter, we would like to investigate also the extension of the proposed
techniques to different types of legged robots, such as quadrupeds or hybrid wheeled-
legged robots. Another interesting direction is the study of the considered motion
planning problems in contexts where multiple humanoids share the same environment
or even the same task which must be collaboratively executed.
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Appendix A

Gait generation via IS-MPC

This appendix provides a quick overview of Intrinsically Stable MPC (IS-MPC) [68],
a model predictive control framework for humanoid gait generation that incorporates
an explicit CoM/ZMP boundedness constraint in the formulation.

IS-MPC has been introduced for both cases of flat and uneven ground. In the
following we briefly recall the main points of this technique for both cases, describing
how it generates a stable CoM trajectory that is compatible with a provided footstep
sequence. The reader is referred to [68, 90] for further details about IS-MPC.

We recall that, throughout this thesis, IS-MPC has been (i) used for generating
CoM movement primitives for the humanoid whole-body planning framework pre-
sented in Chap. 3, (ii) combined with a randomized footstep planner to obtain the
integrated method for planning and executing humanoid motions on uneven ground
presented in Chap. 4, and (iii) involved in the framework for safe human-humanoid
coexistence presented in Chap. 7.

A.1 The flat ground case

The basic IS-MPC scheme [68] considers the case of a humanoid robot walking on
a flat ground. In this context, the complexity of the full humanoid dynamics is
avoided by using the Linear Inverted Pendulum (LIP) model, which works under
the simplifying assumption of constant CoM height and absence of rotational effects.
The LIP dynamics is expressed by

ẍc = η2(xc − xz) (A.1)

along the x-axis (sagittal motion). Here xc and xz are, respectively, the coordinate
of the CoM and the ZMP, and η =

√
g/hc with g and hc, respectively, the gravity

acceleration and the constant CoM height. An identical (and decoupled) equation
expresses the dynamics along the y-axis (coronal motion).

Using the change of coordinates

xs = xc − ẋc/η

xu = xc + ẋc/η
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the LIP decomposes into a stable and an unstable subsystem

ẋs = −η(xs − xz)
ẋu = η(xu − xz)

where the unstable component xu is known as divergent component of motion [150]
or capture point [59].

IS-MPC works in a digital fashion over sampling intervals of duration δ. At each
tk, it receives in input a sequence of F footsteps (Xk

f , Y
k

f ,Θk
f ), with the associated

timing T ks , over a preview horizon Tp = P · δ of P sampling intervals in the future

Xk
f = (x1

f . . . xFf )T

Y k
f = (y1

f . . . yFf )T

Θk
f = (θ1

f . . . θFf )T

T ks = {T 1
s . . . TFs },

where (xjf , y
j
f , θ

j
f ) is the pose of the j-th footstep and T js is the step duration between

the (j − 1)-th and the j-th footstep. Then, IS-MPC predicts CoM and ZMP
trajectories over a control horizon Tc = C · δ, with P ≥ C, that are compatible with
the timed footstep sequence.

The prediction model used by IS-MPC is a dynamic extension of the LIP,
expressed as  ẋc

ẍc
ẋz

 =

 0 1 0
η2 0 −η2

0 0 0


 xc
ẋc
xz

+

 0
0
1

 ẋz, (A.2)

for the x component; an analogous expression can be written for the y component.
Here, the ZMP velocity ẋz is the input, and is assumed to be constant over the
sampling intervals, yielding a piecewise-linear ZMP profile.

At each tk, the ZMP velocities over the control horizon

Ẋk
z = (ẋkz , . . . , ẋk+C−1

z )
Ẏ k

z = (ẏkz , . . . , ẏk+C−1
z )

are determined by solving the following QP problem:

min
Ẋk

z ,Ẏ
k
z

‖Ẋk
z ‖2 + ‖Ẏ k

z ‖2

subject to:

• ZMP constraints. These impose the balance condition. Balance of a humanoid
walking on flat ground is guaranteed if the ZMP lies at all times within
the support polygon of the robot. During single support phases, the ZMP
admissible region is the interior of the footstep, approximated as a rectangle
of dimensions dz

x and dz
y, yielding the constraint

− 1
2

(
dz
x

dz
y

)
≤ RTj

xk+i
z − xjf
yk+i

z − yjf

 ≤ 1
2

(
dz
x

dz
y

)
. (A.3)
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where (xjf , y
j
f ) and Rj are, respectively, the position and rotation matrix associ-

ated with the orientation of the j-th footstep in the control horizon. Constraint
(A.3) can be written linearly in terms of the decision variables. During double
support phases, to avoid nonlinearities, the latter is approximated by a moving
constraint [151]; in particular, the ZMP admissible region has exactly the same
shape and dimensions it has in single support, and it roto-translates from one
footstep to the other. The ZMP constraints involve simultaneously the x and
y coordinates and must be verified throughout the control horizon.

• Stability constraint. This enforces boundedness of the CoM w.r.t. the ZMP.
At each tk, the stability condition [152]

xku = η

∫ ∞
tk

e−η(τ−tk)xz(τ)dτ, (A.4)

expresses a special initialization of xu at tk such that the free evolution cancels
the divergent component of the forced evolution, thus guaranteeing that the
CoM trajectory in output is bounded w.r.t. the ZMP trajectory in input.
Condition (A.4) can be written in terms of the decision variables using the
piecewise-constant input assumption as

C−1∑
i=0

e−iηδẋk+i
z = −

∞∑
i=C

e−iηδ ˙̃xk+i
z + η

1− e−ηδ (xku − xkz ). (A.5)

The left-hand side of (A.5) contains the ZMP velocities within the control
horizon (decision variables), whereas the right-hand side includes the ZMP
velocities beyond the horizon, collectively referred to as the tail, which are
unknown (hence the tilde) and must be conjectured to obtain a causal version
of the constraint. Depending on the assumed behavior of the ZMP velocities
ẋz after the control horizon, three options are possible: (i) the truncated tail
assumes that ẋz is zero after the control horizon, (ii) the periodic tail infinitely
replicates ẋz within the control horizon, (iii) the anticipative tail assumes a
more general profile for ẋz based on the available preview information. The
stability constraint is a single scalar condition on each coordinate, thus it must
be enforced separately along the x and y axes.

The generic IS-MPC iteration starts at tk and goes as follows.

1. Compute Ẋk
z and Ẏ k

z that solve the QP problem.

2. Extract the first control samples ẋkz and ẏkz .

3. Set ẋz = ẋkz in (A.2) and integrate from (xkc , ẋkc , xkz ) to obtain xc(t), ẋc(t), ẋz(t)
for t ∈ [tk, tk+1]. Do the same for the y component. The 3D CoM trajectory
during the considered time interval is (xc, yc, hc).

IS-MPC has been shown to be recursively feasible and internally stable (in other
words, ZMP-to-CoM stable) provided that the anticipative tail is used and the
preview horizon is sufficiently long, i.e., if P is large enough.



134 A. Gait generation via IS-MPC

In some cases, e.g., in the presence of disturbances, it might be necessary to
modify the provided footstep sequence in order to maintain balance. To this end, the
basic IS-MPC scheme can be slightly modified in order to obtain automatic footstep
placement. In particular, the footstep sequence in input provides now only candidate
footstep positions1, denoted as X̂k

f and Ŷ k
f , while the actual ones (that acts as

additional decision variables), denoted as Xk
f and Y k

f , are determined together with
the ZMP velocities over the control horizon by solving the following QP problem:

min
Ẋk

z ,Ẏ
k
z ,X

k
f ,Y

k
f

‖Ẋk
z ‖2 + ‖Ẏ k

z ‖2 + β(‖Xk
f − X̂k

f ‖2 + ‖Y k
f − Ŷ k

f ‖2)

subject to:

• ZMP and stability constraints as before.

• Kinematic constraints. These ensure that the generated footsteps are feasible
w.r.t. the kinematic limits of the specific humanoid being considered.

Note the additional term in the cost function that aims at placing the footsteps as
close as possible to the candidate ones.

A.2 The uneven ground case
The extension of IS-MPC proposed in [90] allows to generate variable height CoM
trajectories for a humanoid walking on a specific kind of uneven ground, renamed in
[4] as world of stairs (see also Chap. 4), composed by horizontal patches located at
different heights.

The 3D dynamics of the CoM can be written as

ẍc = z̈c + g

zc − zz
(xc − xz)

ÿc = z̈c + g

zc − zz
(yc − yz)

z̈c = fz
m
− g,

where the first two equations are obtained from the moment balance around the
ZMP, and the third from the force balance along the the z axis, with fz and m
denoting, respectively, the z-component of the ground reaction force and the total
mass of the humanoid.

By setting (z̈c + g)/(zc − zz) = η2, with η an arbitrary constant, a LIP-like model
is obtained

ẍc = η2(xc − xz)
ÿc = η2(yc − yz)
z̈c = η2(zc − zz)− g,

(A.6)

which allows vertical motion of the CoM, and is linear along the x and y axes, and
affine along the z axis.

1Orientations and timing are not modified to preserve linearity.
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Similarly to the flat ground case, at each tk, IS-MPC receives in input a sequence
of F footsteps (Xk

f , Y
k

f , Z
k
f ,Θk

f ), with the associated timing T ks , over a preview
horizon Tp. Note that this time, because of the unevenness of the ground, also the z
coordinate of each footstep is provided (through Zkf ). Then, IS-MPC predicts CoM
and ZMP trajectories over a control horizon Tc that are compatible with the timed
footstep sequence.

The prediction model is a dynamic extension of the model in (A.6), which for
the x and y components is identical to that in (A.2), while for the z component it
has the additive term g.

At each tk, the ZMP velocities (Ẋk
z , Ẏ

k
z , Ż

k
z ) over the control horizon are deter-

mined by solving the following QP problem:

min
Ẋk

z ,Ẏ
k
z ,Ż

k
z

‖Ẋk
z ‖2 + ‖Ẏ k

z ‖2 + ‖Żkz ‖2 + β‖Zkz − Zkf ‖2

subject to:

• ZMP constraints. Balance of a humanoid walking on the considered kind of
uneven ground is guaranteed if the Center of Pressure (CoP) lies at all times
within the support polygon of the robot. Since the CoP, the CoM and the
ZMP are colinear, such condition is equivalent to the ZMP being internal
to the polyhedral cone having the CoM as vertex and the support polygon
as cross-section, leading to a nonlinear constraint. In order to remove this
nonlinearity, a conservative approximation of the polyhedral cone is employed,
leading to the linear (box) constraint

− 1
2


d̃z
x

d̃z
y

dz
z

 ≤ RTj

xk+i

z − xjf
yk+i

z − yjf
zk+i

z − zjf

 ≤ 1
2


d̃z
x

d̃z
y

dz
z

 . (A.7)

where d̃z
x and d̃z

y are the reduced horizontal sizes of the constraint, chosen to
be compatible with the vertical size dz

z which is a design parameter.
As in the flat ground case, the box constraint is fixed during single support
phases, while it roto-translates from one footstep to the other during double
support phases.

• Stability constraint. The stability condition along the x and y axes are identical
to those for the flat ground case, and consequently the resulting constraints as
well (see (A.4) and (A.5), respectively). Along the z axis a slightly different
stability condition is obtained

zku = g

η2 + η

∫ ∞
tk

e−η(τ−tk)zz(τ)dτ, (A.8)

which results in the stability constraint for the z component
C−1∑
i=0

e−iηδ żk+i
z = −

∞∑
i=C

e−iηδ ˙̃zk+i
z + η

1− e−ηδ
(
zku − zkz −

g

η2

)
. (A.9)

As before, three options are possible for conjecturing the ZMP velocities beyond
the control horizon, namely the truncated, periodic and anticipative tails.
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Note that, in addition to the regularization terms, the cost function includes an
additional term which attempts to bring the ZMP to patch level whenever possible.
Analogously to before, the generic IS-MPC iteration starts at tk and goes as follows.

1. Compute Ẋk
z , Ẏ k

z and Żkz that solve the QP problem.

2. Extract the first control samples ẋkz , ẏkz and żkz .

3. Set ẋz = ẋkz in (A.2) and integrate from (xkc , ẋkc , xkz ) to obtain xc(t), ẋc(t), ẋz(t)
for t ∈ [tk, tk+1]. Do the same for the y and z components. The 3D CoM
trajectory during the considered time interval is (xc, yc, zc).
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